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ABSTRACT

An effective testing and debugging tool for simulation modeling must be able to extract 

the salient characteristics of sim ulation dynam ics and present them in a clear and 

coherent manner, provide fine-grained control over the execution of simulation, and 

allow direct m anipulation of m odel state to facilitate hypothesis construction and 

confirmation. We have designed DEVS M onitor to meet these goals.

DEVS M onitor is designed around its graphical display of the dynam ic behavior of 

sim ulation m odels. B ecause m odels in D EV S-Schem e are object-oriented and 

hierarchical in nature, DEVS M onitor is able to extrapolate from the structure and 

behavior of the computer model to the structure and behavior of the conceptual model. 

Specifically, DEVS M onitor represents a model graphically as a tree, and provides 

visual feedback to state changes and interaction between model components.

We will also discuss other program visualization issues, and evaluate DEVS Monitor's 

performance.
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1. INTRODUCTION

As object-oriented software engineering techniques have matured, simulation method

ologies based on the object-oriented paradigm have also stabilized and are beginning to 

gain wide-spread acceptance. These methodologies represent a radical departure from 

the previous generation of simulation technology, in which models are designed for and 

implemented in procedure-oriented simulation languages.

In the procedure-oriented world-view, procedures are the primary conceptual units of 

programming, and procedure invocation is the principal structuring mechanism. Design 

focuses on the functional decomposition of the problem space into procedures and the 

How o f data between them. The object-oriented paradigm represents a shift of design 

emphasis from procedures to data structures. The problem space is divided into modules 

called objects, an object being an encapsulated data structure with associated procedures 

or methods having exclusive access to this data. Each object models a tangible entity in 

the problem space and has a goal. The development of objects involves the identification 

of (a) relevant entities and goals, (b) the operations performed by each entity to achieve 

its goal, and (c) visibility relationship between these entities.

The object-oriented paradigm requires a complementary approach to the activities in the 

modeling process (see Figure 1.1 [1].) In this paper we restrict our considerations to the 

verification of computer models. More specifically, we are concerned with debugging 

models developed in an object-oriented simulation environment.
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1.1 A T axonom y o f  O b je c t-O rie n te d  B ug T ypes

Debugging is the process of detecting and eliminating bugs in computer programs [2], 

Purchase and W inder proposed that bugs be classified based on criteria that fall into one 

of two categories [3]:

• Causal: criteria that focus on the source of a bug.

• Diagnostic: criteria concerned with the effects by which a bug is detected and

located.

Using this scheme, they identified 9 types of bugs that may exist in an object-oriented 

programming environment. These are:

• Perceptual bug. When the com puter model does not solve the problem it is 

designed for, it is likely the result of perceptual bugs in the model. The type of 

bugs is introduced during the analysis of the original problem, and stems from 

inadequacies in the knowledge, application, or analysis of the problem.

• Specification bug. Specification bugs lead to development of models that do no 

meet model specification. This is usually the result of incomplete, ambiguous, 

or incorrect specification o f the com puter model. Specification bugs are 

introduced into the modeling process when preparing the specification o f the 

computer model.

• Abstraction bug. When the m odeler is not familiar with the problem space or 

with object-oriented design techniques, the resulting model often suffers from 

poorly conceived abstractions. Object partitioning is contrived and incongruent 

with the real system, leading to unwieldy communication protocols.
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• Algorithm ic bug. Introduced during the decomposition of the problem space 

and design of the objects and their interface protocols, algorithmic bugs cause 

individual model failures in a data-dependent way. A lgorithmic bugs are the 

result of the use of incorrect algorithms.

• Reuse bug. Reuse bugs are caused by reusing models whose behavior are not 

com pletely understood by the m odeler. The m odeler may fail to notice 

incom patibility between the reused model and the framework the model is 

plugged into. The modeler may also falsely assume that the model reused meets 

the solution specifications. Reuse bugs lead to unexpected and undesired model 

behavior.

• Logical bug. Logical bugs are introduced into the simulation model during the 

implementation of the computer model. They result from poor understanding of 

the algorithm or abstraction used in object methods. Logical bugs may cause an 

individual method to fail because the wrong type of data has been passed, or 

because the wrong method is selected for the intended operation.

• Semantic bug. Semantic bugs are also introduced during implementation. The 

sym ptom s o f sem antic bugs are. consistent method failures on a specific 

sequence of instructions or a pattern of method invocations that are independent 

of the data used. Such bugs are the result of inadequate knowledge o f the 

simulation language semantics or environment.

• Syntactic bug. Syntactic bugs are violations o f the simulation language syntax. 

They are introduced during implementation, and are normally typographical in 

nature. They may also occur simply because the m odeler is not aware of the 

proper syntax o f the simulation language he is using. Syntactic bugs cause
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compilation or execution exceptions.

• Domain adherent bug. Domain adherent bugs manifest themselves at run-time. 

They result from inadequate knowledge o f the run-tim e requirem ents o f the 

simulation. Examples o f domain adherent bugs are exceeding the maximum 

number of open files (imposed by the operating system), and out-of-memory 

errors.

1.2 Use of Graphics in the Debugging Process

As Zeigler pointed out, com puter graphics, when properly em ployed, is extrem ely 

useful in v isualizing the structure and behavior o f com plex m odels [4], and 

consequently, in debugging sim ulation models. Human visual processing has been 

designed and optimized for multi-dimensional data. Text-oriented simulation reporting 

requires substantial effort on the part o f the user to pick out and construct relevant 

relationships, while visual output makes full use o f the visual processing capabilities and 

allows the user to detect and pin-point anomaly in the sim ulation at a glance. Graphics 

tend to present more inform ation about the m odel state, and give a higher-level 

description o f the actions o f interest. This is particularly im portant in situations 

involving bugs that cause erroneous results to be produce, but do not halt the simulation 

(for instance, specification and semantic bugs), since very frequently the only indication 

of the presence of these types of bugs is unexpected behavior on the part of the model.

Given the usefulness of graphics in debugging, it is som ew hat surprising that there 

exists few graphics-oriented debugging tools for simulation modeling. W hile a host of 

program visualization systems have been developed for general-purpose programming
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(for a survey, see [5]), there is a dearth of literature on strategies and techniques for 

incorporating graphics and animation into the debugging process. Most studies on the 

roles of graphics and animation are concerned instead with the presentation of simulation 

results and visualization techniques that help to improve the credibility o f simulation 

models. One exception is ANDES [6], a prototype simulation environment that supports 

a graphical user interface through which users observe and interact with the animation of 

a discrete event simulation. While ANDES provides graphical displays of the state of the 

simulation and animation effects that illustrate the underlying simulation mechanism, it 

lacks, however, visual representation of the logical relationships am ong various 

components of a simulation model.

One explanation for the lack of interest in graphics-oriented debugging tool is that in 

procedure-based sim ulation languages, the structure o f a model and the data flow 

through it cannot be expressed easily in a visual fashion. Decomposition of the computer 

model into procedures bears little or no resemblance to the decomposition o f the real 

system into functional subsystems, and invocation of one procedure by another does not 

readily translate into a logical relationship between two components o f the real system. 

A debugger therefore is unable to gain any insight into the static structure and the 

dynamic behavior of a model from the organization and execution path of the computer 

model.

With the advent of object-oriented simulation, however, the situation is changing. There 

is usually a direct correspondence between the objects and the subsystem s o f the real 

system, and com m unication (through messages) between objects represents causal 

relationship between the subsystem s that the objects model. A debugger is able to 

extrapolate from the structure and behavior of the com puter model to the structure and



13

behavior of the conceptual model. This congruence between the computer model and the 

conceptual model suggests an opportunity for meaningful use of computer graphics and 

animation in a debugger.

This paper describes our efforts at exploring this opportunity. We investigate three areas 

of the debugging process where graphics may make significant contribution. These are 

(1) user-friendly, window-based interface for execution control, (2) sim ple but yet 

flexible means of model instrumentation, and (3) graphics and animation effects to 

illustrate the underlying mechanisms of the simulation and the behavior of the model. 

This investigation is prim arily m otivated by (3), and is carried out w ithin the 

frameworks of DEVS-Scheme.

1.3 DEVS-Scheme

Zeigler introduced the Discrete Event System Specification (DEVS) formalism as a 

system -theoretic approach to discrete-event sim ulation m odeling [7]. The DEVS 

m ethodology is based on systems theory, and provides a m eans of abstract model 

specification that distinguishes the structure of the model from its behavior. Design 

focuses on the hierarchical decomposition of a system into atomic units. These units 

represent the degree of abstraction of the model. Specification and scheduling o f events 

in each unit are defined through its tim e-based state transition m echanism s and 

communication interface. Units are combined to reconstitute the original system through 

coupling specifications.

DEVS-Scheme is an implementation o f the DEVS formalism [7]. DEVS-Scheme is a
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general purpose environm ent for the construction o f hierarchical, discrete-event 

simulation models. It is originally implemented in the PC-Scheme language [8], This 

earlier version was principally coded in SCOOPS, the object-oriented programming 

extension to PC-Scheme. This object-oriented facility underlies the modeling and 

simulation framework in DEVS-Scheme.

DEVS-Scheme has since been ported to a number of different Scheme environments. 

Our work is based on the Scheme/X/M otif [9] variant. Schem e/X/M otif is a graphical 

user interface extension to Scheme, and provides an interface to the X Window System 

and OSF/M otif W idget Set C language libraries. This allows our debugger to be written 

entirely in Scheme. As a result, the debugger resides in the same Scheme session and 

share the same address space as the simulation models, and is able to directly access and 

manipulate these models.

1.4 Organization

The rest of the paper is organized as follow: Chapter 2 briefly reviews the basics of 

DEVS-Schem e, with em phasis on the object-oriented aspects of the environm ent. 

Chapter 3 discusses the use of graphics and animation as effective debugging tools. This 

discussion takes place in the context o f DEVS M onitor, the debugger we have 

implemented to support model development in DEVS-Scheme. The central feature of 

DEVS M onitor is its capability to autom atically generate from model specification 

graphics and animation effects to aid users in visualizing model behavior. In Chapter 4 

we evaluate DEVS M onitor against the functional requirements Purchase and W inder 

proposed for a debugger in an object-oriented environm ent. These requirements are
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expressed in term s o f the interface between the debugger and the other agents 

participating in the modeling process. Finally, Chapter 5 concludes this paper.
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2. DEVS BASICS

This Chapter describes the construction and simulation of models in DEVS-Scheme, an 

implementation o f the DEVS formalism in Scheme/X/Motif. W e first briefly review the 

concepts o f object-oriented programming. W e then introduce the classes of m odel 

objects, which form the building blocks of a complete DEVS model, and the classes of 

virtual processors, which exercise these m odel objects to generate model behavior. The 

simulation mechanism is described in terms of the interactions amongst members of 

these classes.

A more detailed account o f the DEVS-Schem e environm ent, and object-oriented 

simulation in general, are found in Chapters 2 and 3 o f [4],

2.1 Object-Oriented Programming

In the Object-Oriented Programming (OOP) world view, a system is an aggregate of 

independent, autonomous subsystems that interact according to some specific rules. The 

division into subsystems is usually physical or functional in nature, with well-defined 

boundaries. These subsystem s are independent in that the state of a subsystem is 

enclosed entirely within the scope of that subsystem. They are autonom ous in that the 

response of a subsystem with respect to external input is determined solely by its own 

state. Furtherm ore, in contrast with the single thread of control in conventional 

programming paradigms, all subsystems are active and proceeding along their own state 

trajectories concurrently.
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2.1.1 Objects

These subsystem s are called objects in OOP terminology. As indicated above, each 

object maintains its own set of local, private variables called instance variables. The 

values of these instance variables at a particular point in time collectively constitute the 

state of the object at that instant.

Each object exports to the external world a number of procedures, called methods. Only 

through the invocation o f these methods may the values of the object's instance variables 

be changed. This ensures that state transitions will take place only along directions 

prescribed by the object's methods, thereby enhancing the integrity of the object.

A common practice in OOP is the assignment of the same name to methods in different 

objects when the methods perform similar logical operation on their respective objects. 

The implementation of this logical operation may vary from object to object, but because 

each object presents a uniform interface (i.e. identical method name), an external 

observer may invoke this operation in any object without concern for differences in the 

internal structures o f these objects. We will soon see the power of this interface 

uniformity.

2.1.2 Object Classes

Objects are usually grouped into classes. A class is in fact a prototype object from which 

any number o f instances may be generated. Each instance is an identical copy of the 

prototype, with the same sets o f state variables and methods. An instance's state,
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however, is separate from the state of any other instance; altering a state variable in one 

instance has no effect on the rest of the objects in the same class.

New classes that share certain fundamental properties with existing classes may be 

created through an inheritance mechanism. A class will have, in addition to those 

specific to itself, all the state variables and methods of the classes it inherits from, and 

this specialized class may override any o f the inherited m ethods by providing its 

replacement.

2.2 Model Construction

In the DEVS formalism, a system is obtained by specifying the atomic models from 

which larger models are built and how these models are hierarchically organized into 

coupled models. Conceptually, a DEVS model interacts with its environment by sending 

and receiving messages through ports. These messages are called events (which are not 

the same as the event in discrete-evenr simulation.) External events are received by a 

m odel as values on its input ports, while events generated within the model are 

propagated to the external world as values appearing.on the model's output ports.

2.2.1 Atomic Models

Atomic models codify the behavior of subsystems at a level appropriate for the purpose 

of the simulation. In some cases this is at the lowest level of available detail, in others 

higher abstractions will suffice.
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Each atomic model contains the following information:

• a set of input ports.

• a set of output ports.

• a set of state variables - two state variables, phase and sigma, are usually present, 

so that in the absence of external events the model stays in the current phase for 

the duration given by sigma.

• a lime advance function - a function that controls the timing of internal state 

transitions, but usually returns the value of sigma when it is present.

• an internal transition function - a function that com putes, based solely on the 

current state, the next state the model will transit to after the amount of time given 

by the time advance function has elapsed.

• an external transition function - a function that computes the next state the model 

will transit to in response to an external event.

• an output function - a function that generates output events to be transmitted to the 

external environment immediately prior to an internal state transition.

Atomic models are realized in DEVS-Scheme by the object class at.omic-mod.els and 

other classes that inherit from it. Each instance of atomic-models represents an atomic 

model. It contains an instance variable s, which holds the set of model state variables. It 

also defines an instance variable int-transfii to store a Scheme procedure that implements 

the internal transition function. Similarly, the time advance function, the external 

transition function, and the output function are implemented by Scheme procedures held 

in instance variables dm e-advancefn, ext-transfn, and outputfn  respectively, atomic- 

models also provides methods that invoke each of these functions.
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It is important to keep in mind the distinction between the state of an atom ic-m odels  

object and the state of the atomic model that the object represents. The state of an object 

refers to the current contents o f the object’s instance variables. In an atom ic-m odels  

object the contents of the instance variable s  define the state of the corresponding atomic 

model. In the rest o f this paper “state” will always refer to the model state unless 

explicitly stated otherwise.

DEVS events are represented in DEVS-Scheme as pairs of the form

(port value)

The port denotes the event type, and value carries type-specific inform ation. The 

reception of an external event of the form (jc v) signals that a value v has arrived at input 

port x. Similarly, an output event (y w) indicates that a value w is to be transmitted on 

output port y.

2.2.2 Coupled Models

Coupled models provide the structural support in the formation o f multi-component 

models from atomic models. Such multi-component models may themselves serve as the 

building blocks of still larger models, thus giving rise to a hierarchy o f components. In a 

m ulti-com ponent model, the model is called the p a ren t o f the components, and each 

component is a child o f the model.

The primary function of a coupled model is to dispatch events, arising both internally 

and externally, according to its coupling specification. This specification consists of:
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• external input coupling - a set of connections from the input ports of the coupled 

m odel to input ports o f one or m ore o f its com ponents, estab lish ing  

communication paths from without to within the coupled model.

• external output coupling - a set of connections from the output ports of 

components to output ports of the coupled model, establishing communication 

paths from within the coupled model to without.

• internal coupling - a set of connections- from the output ports of com ponents to 

input ports of other components, establishing com m unication paths within the 

coupled model.

A coupled model acts as an encapsulating device. Its internal components and coupling 

schemes are completely invisible to an external observer. The result is that a coupled 

model and an atomic model are indistinguishable, and therefore interchangeable, with 

respect to the observer if they accept the same set of input events and produce the same 

set of output events.

DEVS-Scheme implements coupled models as instances of the object class coupled

mode Is. A number of specializations are defined, each employing a different coupling 

scheme. The set of components in a coupled model is stored in the state variable children 

. In addition, a coupled-m odels  object supplies m ethods transla te-in fluencees  and 

translate-receivers for the retrieval of coupling relations. W hen a com ponent generates 

an output event, translate-influencees consults the internal coupling specification to 

determine the components, if any, that will receive this event, and the ports the event 

will arrive on. It also determines if the event will be transmitted externally, and if so, on 

what port, as per external output coupling, transla te-receivers, on the other hand, 

determines in accordance with the external input coupling specification how external
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events are to be dispatched internally. On occasions two or more com ponents of a 

coupled model will simultaneously undergo internal state transitions. Due to the serial 

nature o f the DEVS-Scheme implementation, an order must be imposed on these state 

transitions. A coupled model therefore also contains a selection function, to be used in 

these situations to determine which component will have priority.

The m odel class hierarchy as implemented in the current version of DEVS-Scheme is 

illustrated in Figure 2.1.

Models

|
Atomic-Models 

V
Forward-Models

Digraph-Models

Coupled-Models

Kemel-Models

2JL

Broadcast-Models Controlled-Models

Figure 2.1. DEVS-Scheme model class hierarchy.

2.3 Virtual Processors

Atomic and coupled models are passive elements: they represent knowledge about the 

system being modeled, but they do not on their own generate model behavior from this
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knowledge. Instead, DEVS defines an abstract sim ulator, which "is an algorithmic 

description o f how to carry out the instructions im plicit in DEVS models to generate 

their behavior" (see p62 of [4].) Each atomic model is assigned upon creation a virtual 

processor called a simulator, and each coupled model is assigned upon creation a virtual 

processor called a coordinator. These processors, together with a root-coordinator. form 

the framework within which the abstract simulator is implemented.

Virtual processors coordinate their actions through the exchange of messages. There are 

four types of messages: *, x, y, and d o n e , each signaling a particular action to be 

taken. Messages share a common structure, with fields source (originating model), time 

(global time stamp), and content (made up of a port-value event pair). The content field 

is used only in x and y messages.

2 .3 .1  S im u la to rs

Figure 2.2(a) illustrates the inform ation em bodied in a sim ulator and the types of 

messages it sends and receives, devs-comp  is the atomic model to which the simulator 

has been assigned. When devs-comp  is a component of a coupled model, parent points 

to the coordinator assigned to this coupled model. O therw ise it points to a roo t- 

coordinator. time-of-next-event indicates the global simulation time at which devs-comp 

will undergo its next internal transition, and tim e-of-last-event is when the last such 

transition took place.

The arrival o f a * message signifies that an internal state transition is to take place in 

devs-comp  immediately. The simulator carries this out by first activating devs-comp's
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output function. Events generated by the output function are packaged into one or more 

y messages and sent back to parent. The sim ulator then invokes devs-com p's internal 

transition function, computes the time o f next internal transition by adding the current 

time to that returned by devs-comp's time-advance function, and propagates this value to 

parent in a done message. Thus the done message not only notifies parent that the state 

transition has taken place, but also informs it of the time when devs-comp's next internal 

state transition is scheduled.

A simulator also expects to receive x messages. An x message represents the arrival of 

an external event, and the sim ulator takes a num ber of actions when it receives an x 

message. It first extracts the event from the content field of the message, and passes this 

event to devs-com p's external transition function. It then calculates the time of next 

internal state transition for devs-com p , and reports this time back to paren t in a done 

message.

2 .3 .2  C o o rd in a to rs

W hile a coupled model specifies how events are to be distributed within its scope, its 

coordinator perform s the actual distribution. Figure 2.2(b) illustrates the internal 

organization and the communication interface of a coordinator.

d evs-co m p  and p a ren t  have the same m eanings in a coordinator as they do in a 

simulator, children contains the list of components in devs-comp. Associated with each 

component is the time of the next internal transition to take place within the scope of that 

component, and tN-children stores the list of such times for all components within devs-
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com p, tim e-o f-next-even t is simply the sm allest o f the values in tN -ch ild ren , and 

represents devs-comp's own time of next internal state transition.

When a coordinator receives an x message, it calls upon the trsnslate-receivers method 

that devs-comp provides to dispatch the external event embedded within the message to 

the appropriate components. This effect is achieved by relaying the x message to each of 

these components.

The coordinator responds to a * message by transm itting it to the processor of its 

imminent child, that is, the component with the smallest scheduled time of internal state 

transition. W hen m ultiple com ponents are sim ultaneously im minent, devs-com p 's  

selection function is used to break the tie.

Output events may arise as a result of internal state transitions. They are transmitted as y 

messages. When an y message reaches a coordinator, the coordinator may pass the y 

message on to its parent if an external coupling exists for the port specified in the 

message. The coordinator will also repackage the event contained in the y message as an 

x message, and transmit it to internal components per internal coupling specification.

The coordinator will receive a done message for each x message the coordinator sends 

to its children. Each done message from a child tells the coordinator that child's time of 

next internal transition, allowing the coordinator to update tN -children  accordingly. 

When the expected number of done messages have arrived, the coordinator calculates 

the minimum of the values in tN -children , and sends this minimum as the time of its 

own next internal transition in a done message to parent..
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Figure 2.2. Internal structures of DEVS-Scheme virtual processors.
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It should be noted that * and x messages travel in a parent-to-child direction only, while 

y and done messages are propagated only in the opposite direction.

2 .3 .3  R o o t C o o rd in a to rs

A root coordinator, Figure 2.2(c), controls the process of simulation. It is not assigned 

to a com ponent, but rather to the overall DEVS model. It is linked to the virtual 

processor of the root o f the model component hierarchy, and acts as the parent o f this 

processor. Its responsibility is to initiate the sim ulation process, synchronize the 

occurrence of events through a global clock, and terminate the simulation.

2.4 T h e  S im u la tio n  C ycle

Simulation in DEVS-Scheme proceeds in steps or cycles. Each cycle begins with the 

root coordinator sending a * message to its child, and ends with the root coordinator 

receiving a done message from the child.

We will illustrate the simulation cycle using a model of a single server with no queuing 

capability. This model consists of a single processor that accepts a job  when it is idle, 

but discards jobs that arrive when it is busy. To measure the performance characteristics 

this model would also require an experimental fram e (EF), containing a generator that 

produces new jobs, and a transducer that collects the relevant server statistics. Figure

2.3 shows the structure of this model, together with the associated virtual processors 

(Prefix S: represents simulators, C: coordinators, and R: root coordinators.)
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The root coordinator R:server initiates the simulation process by telling the simulators to 

initialize the states of their respective atomic models (in this exam ple, g en era to r , 

transducer, and processor), thereby establishing the time o f next internal transition in 

each of these models. These times are propagated upwards, through the coordinators 

C:EF and  C:server, to R tserver  in done messages. Each coordinator intercepts these 

d o n e  m essages from its children, and replaces them with its own d o n e  m essage 

bearing the minimum of the times in its children’s do n e  messages. W hen R: sender 

receives the done message from the top-most coordinator, Ctserver, it extracts the time 

contained therein, and returns a * m essage with this time back to C tserver. The 

simulation cycle thus begins.

Server

Exp-Frame Processor

’ransducerGenerator

R:Server

S:Transducer

C:Server

S: Generator

C:EF S Processor

Figure 2.3. Model of a single server with no queue.
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This * m essage is transm itted down to the im m inent com ponent, and causes the 

com ponent to undergo an internal state transition. This results in an upward wave of y 

messages, followed by a downward wave of x messages, and ends with an upward 

wave o f d o n e  messages. Each o f these d o n e  m essages bears from its source a new 

time o f next internal state transition. When the last o f the done messages finally reaches 

R:server, that message contains the time at which the next internal state transition is to 

take place. The simulation cycle thereafter repeats until the root coordinator receives the 

Scheme symbol ‘m /a s  the time of next internal state transition. This signifies that no 

more internal state transition is scheduled, and the root coordinator responds by 

terminating the simulation process.
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3. V IS U A L IZ A T IO N  O F  M O D E L  B E H A V IO R

Tracing is one o f the m ost powerful techniques that can be used to debug a discrete 

event simulation [10]. In a trace, the state of the simulated system is printed out just after 

each event occurs and compared with the expected state to determine if the computer 

model is operating as intended. In DEVS-Scheme, a simulation trace may include the 

values o f the state variables of an atom ic model, the contents of an external event 

received, the contents of an internal event generated, or a state transition.

Tracing is powerful because it allows the user to examine the dynamic behavior o f a 

computer model. Many types of bugs alter the state of a model or changes the sequence 

of events, producing invalid output without necessarily halting the simulation. Analysis 

of the output will not always reveal the presence of these bugs because the correct output 

usually cannot be accurately predicted (the simulation would not be carried out in the 

first place if it could.) However, these bugs can be discovered through careful 

examination of a simulation trace.

There are unfortunately two difficulties with tracing that must be overcome in order for it 

to be effective in debugging simulation models. First, any large complex model will 

produce a huge number of state changes during the course of the simulation. To examine 

and com pare each of these state changes in a trace is not only extremely tedious, but 

often im practical given the time constraints that m ost sim ulation projects face. In 

addition, most o f these state changes will not be of interest with respect to the problem at 

hand. The trace mechanism must therefore be flexible and selective so that only the 

relevant information is presented to the user.
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Second, this information should be presented in a coherent and meaningful manner. For 

instance, when an atomic model that is under investigation undergoes a state transition 

as a result of an external input, the trace should relate the state change to the input that 

caused it. O r when an internal state transition in one component leads to a series o f state 

transitions in other parts o f the model, the trace should clearly show  the causal 

relationships amongst the sequence of events. The trace is useful only to the extent that it 

is able to inform the user of the events that are happening within com ponents being 

traced.

The rest of this section describes our attempts to address the above issues. Our goal is to 

design and implement an interactive debugger that visually communicates the dynamic 

behavior of a model through a simple yet flexible graphical interface. The result of our 

efforts is the DEVS M onitor debugger.

3.1 DEVS M o n ito r

DEVS-Scheme model has a tree-like structure. This structure lends itself naturally to a 

graphical representation. Figure 3.1 shows the main control panel of DEVS Monitor. 

Within the control panel is the single server model that we described in Section 2.4.

Each node in the tree in Figure 3.1 represents a component of the server model. The leaf 

nodes are atomic models, and the inner nodes are coupled models. The parent-child 

relationships o f the model com ponents are preserved in the tree: the parent node 

represents the parent component, and the child node represents the child component.
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Figure 3.1. DEVS M onitor control panel.
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DEVS M onitor provides three types of operations on each component. The icons to the 

left of the model tree indicate the current operation. When a component is selected (either 

via a mouse click or the appropriate keystroke), the current operation is performed on 

that component.

The first type of operation is inspection. A component may be selected at any point in 

the sim ulation for inspection. Since a coupled model contains coupling and priority 

specifications but no state information, inspection of a coupled model will bring up a 

static display of its contents (except in certain specialized coupled models where the 

appearance of the model may be controlled from the display.) The more interesting case 

is the inspection of an atomic model, shown in Figure 3.2. Inspection produces a 

snapshot of the model state at a particular point in time in a window. The user may edit 

the state variables through this window. She may also select the variables to be included 

in subsequent traces through the toggle buttons to the left of the variable labels.

The second type of operation is Input/Output (I/O) trace. The idea behind I/O trace is 

similar to that of black-box testing in software engineering: to obtain a description of a 

programmed model in terms of its input-output response, and to compare this response 

with predictions based on the conceptual model and/or actual system. Figure 4.3 shows 

a model under I/O trace. The I/O trace window is divided into halves. In the top half 

input and output events are depicted graphically as arrows leading into and pointing 

away from the model respectively. If  the component is an atomic model, as is the case 

here, state variables sigm a  and phase, as well as e, the elapsed time in current phase, 

will be displayed in the box representing the model. The bottom half o f the window 

contains the history o f input and output events, and the accompanying state changes. I/O 

trace may be initiated at any time, and is terminated by selecting the same model from the
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Figure 3.2. Inspection window for an atomic model.
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The last type of operation is called event trace. An event trace captures not only 

input/output events and state transitions that occur during simulation, but also the 

messages that DEVS-Scheme virtual processors exchange in the background to drive the 

simulation. This level of detail is excessive for normal testing purposes, but is provided 

for pedagogical reasons. Event trace serves to illustrate the underlying concept of 

m odel/sim ulator separation in DEVS theory. Event traces o f selected components are 

displayed below the model tree in the main control panel.

In addition to the above operations, there are three toggle switches in the main control 

panel that influence the behavior of DEVS Monitor. They are labeled trace, scroll, and 

suspend. Each of these switches may be either on or off. W hen trace is on, DEVS 

M onitor will continually highlight the imminent com ponent (the com ponent with the 

smallest time of next event.) As the highlight moves from one component to another, it 

reflects the sequence of internal state transitions that take place in the system. Should the 

imminent component fall outside of the visible region of the model tree, scroll controls 

whether the tree is to be automatically shifted to bring that model into view. And break

points may be associated with trace events with the suspend  toggle. If suspend  is on, 

DEVS M onitor will autom atically suspend the sim ulation whenever there is trace 

activity.

3.2 T ra c k in g  In te rn a l S ta te  T ra n s itio n s

O f the various things that happen during the simulation of a DEVS model, internal state 

transitions provide the most important clue to the current logical state of the model. The 

reason is obvious. As we have seen in Section 2.4, each simulation cycle begins when
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an atomic model undergoes an internal state transition. This state change usually results 

in one or more output events being generated. As these output events propagate to other 

parts of the model tree, they cause other atomic models to go through their own state 

transitions (external state transitions.) Knowing which model produces what output 

event allows one to predict how other models will be affected and what output events 

these models may themselves generate in subsequent cycles. Tracking internal state 

transitions can therefore be extremely helpful when one needs to follow the logical 

progress of a simulation run. This is particularly true if each atomic model generates a 

limited repertoire of output events and changes suite deterministically.

As an example, consider the series of snapshots in Figures 3.3(a)-(f). The model in the 

figures is that of a pipe-line processor architecture. Jobs are produced in genr according 

to an exponential distribution, and these jobs are transmitted to pipe-arch for processing. 

Within pipe-arch , pipe-coord  manages the progression of each job through the pipeline 

of processors. An incoming job is first received by pipe-c , which dispatches the job to 

processor/?/ for partial processing. When the partially completed job returns to pipe-c  it 

is sent to p2  for processing stage number 2, and then to p3  for the final stage. If jobs 

arrive at pipe-arch when p i  is busy, pipe-coord simply discards that job.

Figures 3.3(a)-(f) depicts a sequence of internal suite transitions at an arbitrary point in 

the simulation. From these figures we see that by following the internal state transitions 

we can trace the logical events happening in the model.
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Recall that one of our challenges is to provide a trace mechanism that allows the user to 

exclude irrelevant information from the trace. Take the robot system in Figure 3.4 for 

instance. Suppose that the user, through prior evaluation, knows how C ognition- 

System  module responds to external input, and has a high degree of confidence in its 

correctness. Now the user would like to investigate the interactions amongst the Motion, 

Sensory , and C ogn ition -System  subsystem s. In this case it is clear that no useful 

purpose would be served to trace internal state transitions taking place in the components 

of Cognition-System. Since the user is already able to predict the external (input/output) 

behavior of C ognition-System , how events internal to Cognition-System  bring about 

this behavior bears no relevancy to the subject of investigation. For this reason DEVS 

Monitor provides the user with the ability to hide components of a coupled-model from 

trace. If the imminent atomic model falls within the scope of a coupled model whose 

components are hidden and who is not itself hidden, that coupled model is highlighted 

instead. The coupled model is treated as if it is effectively an atomic model.

3.3 I/O  T race

DEVS M onitor provides another perspective on model behavior through its I/O trace 

mechanism. I/O trace is oriented towards the actions of individual models (both atomic 

and coupled.) It focuses specifically on their input-output response. As we have already 

seen in Figures 3.3(a)-(f), I/O trace provides visual feedback on input events arriving at 

a model and output events generated from within that model. This is useful in two ways.

First, I/O trace facilitates black-box testing. Black-box testing is the technique where the 

model to be tested is treated as opaque block, and the object of interest is the response of
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Figure 3.4. A robot system.
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this block with respect to input. When a model is under I/O trace, DEVS M onitor logs 

the events that pass through the model, and if  the model is atomic, it also records the 

state changes associated with these events. These results can be readily compared with 

predictions based on the conceptual model to verify the correctness of the programmed 

model. Notice that as a result of the hierarchical com position of DEVS models, 

descendants of an I/O-traced coupled model are automatically hidden with respect to the 

trace. Any member from this group that is previously under I/O trace will thereafter be 

released in order to focus the attention on the behavior of the coupled model as a single 

atomic entity. Furthermore, since both atomic and coupled models may be traced, I/O 

trace is useful in both module and integration testing.

Since I/O trace makes explicit the type and contents of that a model sends and receives, 

one may effectively observe the How o f events (external messages) through the system 

by tracing several models simultaneous. The user is able to watch, as arrows appear and 

disappear in the I/O trace window, events being transmitted up and down the model tree. 

Through judicious selection of the components to trace, the user may verify that the path 

taken by an external message from its source to the destination conforms to the coupling 

specifications. I/O trace may in fact also be used as an alternate means of tracking 

internal state transitions. Used this way, I/O trace gives the user immediate visual cue 

not only on which model will generate an output event next, but also on the nature of 

that event. W hich, as we have discussed before, allows one to predict subsequent 

behavior of the model. Agreem ent in the predicted and actual subsequent behavior 

would add to the reliability of the m odel, while discrepancies would point to the 

presence of errors.
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4. E V A L U A T IO N

Debugging, in the context o f com puter simulation, is the process of elim inating bugs 

that cause the actual behavior of the com puter model as exhibited during execution to 

deviate from the behavior predicted by the conceptual model. In DEVS-Scheme, bugs 

may be found in state transition and output functions as well as in coupling 

specifications. We Purchase and W inder have identified seven stages in the debugging 

life-cycle (see Figure 4.1) and outlined a number o f specific demands that the object 

oriented paradigm imposes on the functionality of a debugger. This section discusses 

how DEVS Monitor meets these demands and develops a general approach to debugging 

that takes advantages of the capabilities that DEVS Monitor provides.

4.1 F u n c tio n a l C a teg o rie s

Although Purchase and Winder carried out their analysis in the domain of object oriented 

program m ing, the results are nonetheless useful in an object oriented sim ulation 

environm ent such as DEVS-Scheme, when we consider com puter modeling to be a 

highly specialized form of computer programming.

The debugging process involves the interfacing between the four agents involved in the 

debugging process. These agents are [11]:

• USER. The person who initiates a debugging session.

• CLIENT. The system being debugged.

• TOOL. The debugger.
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Figure 4.1. The debugging life cycle.
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• ENVIRONMENT. All other tools supporting software development.

Consequently, the functionality of a debugging tool can be expressed in terms of how it 

interfaces with the other agents.

4.2 In te r fa c e  to  U ser

DEVS M onitor presents a simple and intuitive graphical window interface to the user. 

Important model and simulation information, such as the structure of the overall model, 

the contents o f individual components, input/output events, and state changes are readily 

accessible from this interface. There is also a great deal of flexibility in choosing the set 

o f data to display.

M ost user actions consist of a single m ouse click. These actions can also be invoked 

through keystrokes, a feature of the underlying M otif toolkit. There are no hidden 

menus, no complex command syntax to learn, and because DEVS Monitor automatically 

disables commands inappropriate in the current context, most user errors are prevented. 

The result is a robust user interface.

4.3 In te r fa c e  to  C lien t

In order to detect, locate, correct, and document a bug, an intimate interaction between 

the debugger and the various aspects o f a simulation model is required. Purchase and 

Winder have defines four types of interaction.



46

4.3.1 A ccessing  S o u rce  C ode

Locating a bug necessarily involves some form of code review. In DEVS-Scheme, this 

m eans reviewing function definitions in atomic models, and coupling schem es and 

priority specification in coupled models. DEVS M onitor does not access the model 

definition files; the user must invoke an editor in a separate process.

It is easy enough in DEVS M onitor to pinpoint the model in which the bug manifests 

itself, and not much harder, using the stepping mechanism, to determine the function or 

the coupling specification in which the bug resides. Each step through the simulation 

involves one message transaction between a pair of virtual processors. This message is 

recorded and displayed in a message window. In atomic models, each type of message 

causes a distinct function to be invoked, and in coupled model, different messages 

employ different coupling schemes. Thus, once the type and the content of the message 

triggering the error is known, the guilty party can be readily identified.

4 .3 .2  V ir tu a l E x ecu tio n

Ideally, the execution of a sim ulation model in a debugger should have the same 

behavior as it would outside o f one. If  a debugger is obtrusive (interfering with the 

native behavior of the simulation), it introduces additional uncertainty and difficulty in 

detecting and locating bugs. Factors that must be considered include increased I/O, 

CPU, and memory usage due to the presence of the debugger, as well as the accuracy in 

the debugger's execution of the simulation model.
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DEVS M onitor interfaces with the client through hooks embedded within the DEVS 

virtual processors. These hooks are Scheme function calls that are normally bound to a 

null function, and therefore have no effect during normal simulation. DEVS Monitor, 

however, dynamically rebinds these hooks (using the Scheme primitive fluid-let) so that 

after every message transaction or model state change the hooks are called, and DEVS 

Monitor is thus notified. Integrity o f the simulation is preserved by passing model state 

information as read-only data.

Simulation under DEVS Monitor is significantly slower. This is normally not a problem, 

since most models do not require real-time response, and debugging sessions usually 

involve only partial runs. Because DEVS M onitor runs in the same process space as the 

simulation model, any file it opens for logging counts against the limit usually imposed 

by the operating system. In addition, DEVS Monitor requires that the entire M otif library 

be linked into the Scheme executable, significantly increasing the memory usage of each 

debugging session. The current version o f DEVS M onitor requires a minimum of 16 

MB RAM.

4.3.3 M an ip u la tio n  o f S ym bolic  S ta te /B e h a v io r

Once a bug has been detected, its nature and point of origin m ust next be determined. 

This process is greatly facilitated through observing and altering model state. From such 

information hypotheses about bug location and type can be formed and put to test. A 

debugger should therefore provide mechanisms through which the state vector of the 

model can be monitored and manipulated.
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DEVS M onitor supports the observation of model state at several levels of resolution. 

Using the stepping mechanism, the user may monitor the simulation at the finest level of 

detail. As described in the previous section, the user may also choose to trace only 

input/output events and internal state transitions. In latter cases the user is able to limit 

the scope of the trace to components o f interest by sim ply clicking the pointer on their 

graphical representations in the main control panel.

DEVS Monitor runs in a non-preemptive multi-tasking Scheme environment. The multi

tasking capability is based on engines [12], an abstract data structure that embodies the 

concepts o f processor time-slicing. As a result the user retains access to the Scheme 

interpreter while DEVS M onitor is executing. From the Scheme interpreter the user is 

able to share with DEVS M onitor the access to model objects. This feature bestows 

upon the user the ability to perform sophisticated operation on the model objects not 

possible from within DEVS Monitor.

DEVS M onitor provides three types of breakpoint control. The first type requires the 

user to insert suspend-sim ulation  instructions in the appropriate places in an atomic 

model. When this instruction is executed, DEVS M onitor is notified, and the simulation 

is suspended. The second type of breakpoint control involves setting the instance 

variable suspend  o f a root coordinator to a function, the root coordinator evaluates this 

function before each sim ulation cycle begins. DEVS M onitor is notified and the 

simulation suspended if the function returns #t. The last type is activated through the 

suspend  toggle in the main control panel, and is usually used in conjunction with traces. 

In all cases the user may subsequently examine the model state, single step through the 

message transactions, restart the simulation, or continue with the current run.
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4.4 In te r fa c e  T o  E n v iro n m en t

DEVS M onitor is but one clog in the continuous process that is model evaluation. Other 

tools must be brought into play in order to conduct com prehensive testing, verification, 

validation, and other developm ental activities. DEVS M onitor supports an open 

integration with these other tools. It resides in the same address space as the models 

themselves under a virtual multi-tasking engines-based shell. Other tools may be loaded 

into the same Scheme session, and they may m anipulate the model objects at will. 

However, DEVS M onitor has no safeguard against the corruption o f model data by 

other tools while it is executing, and it also lacks the mechanism for com m unications 

with other tools.

4.5 U sing  D EVS M o n ito r

A relevant question to ask at this point is, how does everything work together in DEVS 

Monitor? Up to now we have described each of DEVS Monitor's features more or less 

in isolation. In this section we will develop an approach to integrate these features into a 

coherent whole.

Debugging is essentially a two step process. A bug is first detected and confirmed, and 

then located and eliminated. The discovery of bugs in a simulation program can not rely 

on the usual output comparison strategy, since in most instances the desired simulation 

output is not known in advance. It can, however, rely on a behavior com parison 

strategy because the behavior o f a com puter m odel is precisely specified by its 

conceptual counterpart.
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The visualization techniques discussed in Chapter 3 com e into play here. Internal state 

transition trace provides one perspective on model behavior, in terms of the order and 

the nature of the logical model events. I/O trace gives the user another, in terms of the 

interaction (or causal relationship) between pairs of components. And because the two 

traces do not interfere with one another visually, they can also be used in conjuction.

After a bug has been discovered, a good strategy is to use conditional breakpoints to 

bring the simulation state close to when or where the bug is detected. There are three 

types of conditional breakpoints, and each type has its own strengths and weaknesses. 

The global interrupt mechanism (involving the root coordinator) is well suited for setting 

breakpoints that are based on the simulation clock or som e overall condition. On the 

other hand, the suspend-sim ula tion  instruction, which is em bedded within atomic 

models, involves only local states. Somewhere in the m iddle falls I/O trace (with the 

suspend  toggle on), which requires at least two participants, one to generate the event 

and one to receive that event.

Once we are in the neighborhood of the point of detection, we should begin stepping 

through the simulation. This allows us to examine the mode after each state change, and 

determine the exact error location. Once the location and the nature of the error is known 

its cause (the bug) can also be identified and removed.
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5. C O N C L U S IO N

Testing and debugging simulation models are complex activities whose demands are 

poorly served by debugging tools that are geared primarily towards generic computer 

programs. A useful testing and debugging tool for simulation modeling must be able to 

extract the salient characteristics of simulation dynamics and present them in a clear and 

coherent manner, provide fine-grained control over the execution of simulation, and 

allow direct m anipulation o f model state to facilitate hypothesis construction and 

confirmation. In this paper we have described DEVS Monitor, the interactive debugger 

that we have developed to meet these demands in the DEVS-Scheme environment.

5.1 V isual R e p re se n ta tio n  o f  S im u la tio n  D ynam ics

DEVS Monitor is centered around its graphical display of simulation dynamics. As with 

any dynamic program visualization system, there are four problems that must be dealt 

with [5]:

• D ifficulty with large data structures. Normally DEVS M onitor displays the entire 

structure of a model as a tree in its main control panel. The size of each node and the 

spacing among the nodes in the tree are fixed, so that the size o f the tree is determined 

completely by the size and structure of the model. Should the size of the tree exceed the 

size of the viewing window, scrollbars will automatically appear to allow the user to 

bring any portion of the tree into view. In addition the control panel may be resized, so 

that the size o f the viewing window is limited only by the physical size of the display 

monitor.
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DEVS M onitor deals with a special class of models, called the kernel-m odels, in a 

different way. A kernel model typically consists of a large number (tens and hundreds) 

of identical components. Displaying all components o f a kernel model is problematic, 

not only in terms of the memory requirements o f such a policy, but also because it is 

often unnecessary. DEVS M onitor therefore will by default display only the first ten 

components of a kernel model. The user may add to or delete from this set of viewable 

components through the inspection window (see Figure 5.1).

• Need fo r  automatic layout. Because DEVS enforces a hierarchical organization on its 

models, the layout decision is straightforward. Each model is displayed as a vertical 

tree, and DEVS M onitor uses a sim ple algorithm  to m ake the tree as com pact as 

possible. Through experience we have found this vertical orientation to be the most 

natural.

• Difficulty in specifying the display. Once again the decision on w hat and how to 

display is made simple by the particular characteristics of DEVS simulation. DEVS 

Monitor can track internal state transitions by highlighting the imminent component, and 

track and alert user to input/output events with animation effects. Both of these features 

may be turned off at the user’s discretion. In addition, the inspection operation allows 

the user to select state variables to be traced, and to take snapshots of the state of atomic 

models.

• Problem  o f  controlling timing. Tim ing control is not a m ajor concern in DEVS 

Monitor. Graphics are generated concurrent with the sim ulation run, which is under 

user’s control. Even when in continuous run m ode the graphics effects can be 

individually distinguished, ironically because X/Motif/Scheme is relatively slow.
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Figure 5.1. Inspection window for kernel models.

5 .2  R o b u s t, U se r -F r ie n d ly  In te r fa c e

DEVS M onitor presents a sim ple and intuitive graphical w indow interface to the user. 

The structure o f the model is displayed as a tree in the main control panel. Important 

m odel and sim ulation inform ation, such as the structure o f the overall model, the 

contents o f individual com ponents, input/output events, and state changes are readily 

accessible from this tree.
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Execution control is similarly straightforward. DEVS M onitor provides four execution 

commands:

• run. Starts the simulation, or resumes an interrupted or frozen simulation run.

• pause. Temporarily freezes a simulation run, allowing it to be resumed at a later time.

• step. Runs the simulation through a single exchange of messages between a pair of

virtual processors.

• reset. Aborts the simulation and resets the model to its initial state.

DEVS M onitor also allows the user to set break-points by (1) em bedding suspend- 

simulation instructions in atomic models, (2) setting the instance variable suspend  in the 

root coordinator to #t (true), or (3) turning on the suspend  toggle in the main control 

panel.

Most user actions and commands consist of a single mouse click. These actions can also 

be invoked through keystrokes, a feature of the underlying M otif toolkit. There are no 

hidden menus, no com plex com m and syntax to learn, and because DEVS M onitor 

automatically disables commands inappropriate in the current context, most user errors 

are prevented. The result is a robust user interface.

5.3 F lex ib le  In s tru m e n ta tio n

DEVS M onitor supports the observation and manipulation of model state at different 

levels of granularity. At the lowest level, the user may step through the simulation and 

monitor the execution at the level of virtual processor communication and modify model 

state at any point in the course o f the simulation. The user may also choose to follow
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higher-level activities by tracing input/output events and internal state transitions. In 

latter case the user is able to limit the scope of the trace to com ponents of interest by 

simply clicking the pointer on their corresponding graphical representations in the main 

control panel.

DEVS M onitor is built on top of an engine-based, non-preemptive multi-tasking layer. 

This multi-tasking capability offers the user concurrent access to the underlying Scheme 

interpreter that runs DEVS Monitor. In other words, there is a single address space that 

contains the model objects, and the user has two interfaces to this address space: DEVS 

M onitor, and the Scheme interpreter. User is therefore able to make use of the facilities 

provided by DEVS M onitor and at the sam e time retain full access to the power and 

flexibility o f the Scheme interpreter.
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