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ABSTRACT 

The goal of this work is to obtain an improved 

method to solve stochastic linear programs with recourse. 

The method developed here, Stochastic Decomposition, is an 

extension of the L-Shaped Method of Van Slyke and Wets to 

the case of continuous random variables. No discretization 

of the distributions is necessary. Stochastic Decomposition 

is a recursive iMonte Carlo cutting plane method. Unlike 

other recursive Monte Carlo methods, namely, Stochastic 

Quasigradient methods, our algorithm provides an estimate of 

the problem's objective function. Furthermore, the Stochas

tic Decomposition algorithm possesses a stopping rule. 

Numerical results are presented for a computer 

implementation of the algorithm. These results are compared 

to results obtained using the Stochastic Quasigradient 

technique. 

v 



CHAPTER 1 

INTRODUCTION 

Overview 

This thesis proposes an algorithm, Stochastic 

Decomposition (SD), to solve the two-stage stochastic linear 

program with recourse. We consider only the case where the 

second stage is a min-cost transportation problem. These 

problems arise in numerous applications, including network 

capacity expansion. Suppose that the task is to determine 

the optimum capacity of the source nodes of a network which 

is to supply some good to the sink nodes. Each sink node 

experiences a demand which is a realization from a known 

probability distribution. The goal is to determine a set of 

source node capacities which minimizes the sum of the total 

cost of capacity and the expected cost of meeting demands. 

Two classical algorithms of stochastic programming, 

the Stochastic Quasigradient (SQG) method (Ermoliev, 1983) 

and the L-shaped Method (Van Slyke and Wets (1969), may be 

used to solve such problems. The SQG method, a 

generalization of Stochastic Approximation, is a recursive 

Monte Carlo scheme. Given a capacity vector, the method 

solves one network subproblem to determine a direction along 
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which the next iterate will be obtained. The step size is 

usually taken from a predetermined (input) sequence. Two 

disadvantages to this method are the lack of a stopping rule 

and the nonadaptive nature of step sizes. SD overcomes both 

of these obstacles. Another classical algorithm is the 

L-shaped Method of Van Slyke and Wets (1969) . This is a 

cutting plane method based on convex programming ideas. At 

least two disadvantages of the L-shaped Method must be 

mentioned. First, it is restricted to modeling only those 

probabilistic phenomena described by discrete random 

variables. Furthermore, each iteration of the L-shaped 

method requires the solution of several transportation 

problems. SD overcomes these handicaps by judiciously 

combining iyionte Carlo techniques with linear programming 

duality. A novel idea in SD is the development of cutting 

planes by Monte Carlo methods. These cutting planes are 

used to derive estimates of upper and lower bounds of the 

objective value. At each iteration, these estimates are 

used to develop a confidence interval on the difference 

between the upper and lower bounds. This suggests a natural 

stopping rule in SD. The algorithm stops when the a% (say, 

ot = 99) confidence interval is sufficiently close to zero. 

To see how well SD actually performs, some test problems 

were generated and solved by both SD and SQG methods. A 

comparison of these methods will be presented 



The idea of optimization is very old. The Greek 

mathematician Euler is recorded as having said "Nothing can 

be met in the world in which some maximal or minimal 

property is not displayed." The modern era of optimization 

began with the development of the simplex method by George 

Dantzig in the 1940s. One point to note is that the simplex 

method can only solve problems whose parameters are known 

exactly; in other words, only deterministic models can be 

solved. By the early 1950s, researchers had begun to 

wrestle with various stochastic optimization problems. 

These are "optimization problems involving parameters only 

known in a statistical sense" (Wets, 1982). These problems, 

with their intrinsic dynamics, have presented researchers 

with a tough challenge for the last thirty-five years. 

These models combine the problems inherent in nonlinear 

programming with the problems found when dealing with 

probabilistic systems. For an example from nonlinear 

programming, typical issues involve: (a) the determination 

of whether a given iterate is optimum (stopping rule), and 

(b) the determination of the successor iterate. On the 

other hand, one of the difficult problems encountered in the 

analysis of probabilistic systems is the evaluation of 

expected values involving multiple integrals of continuous 
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multivariate probability density functions. In stochastic 

programming, all of these issues come to the fore. 

A general nonlinear mathematical program may be 

written as: 

suPxgp{f (x) ; gi(x) _< 0, iei = 1, 2 , . . . ,  m}. 

( 1 )  

where P is an arbitrary set in Rn and f and g^ are real 

valued functions. Stochastic programs arise when one or 

more of the functions are dependent on random variable(s) 

whose distributions may or may not be known. The earliest 

stochastic programming formulations were Robbins-Munro 

(1951), Kiefer-Wolfowitz (1952), Beale (1955), Dantzig 

(1955), Tintner (1955), and Charnes-Cooper (1959). In this 

work, a special case from the class of stochastic 

programming problems known as two-stage stochastic linear 

programs with recourse will be studied. These problems can 

easily be interpreted in terms of decision theory. Wets 

(1982), for example, discusses the model in the following 

form. Suppose one has a system that is influenced by some 

random phenomena and it is desired to make decisions 

(usually constrained) so as to optimize some performance 

index over a planning horizon. Typically, one would choose 

a first-stage feasible decision vector x and then make an 

observation, d, of the random phenomena. Then, at the 
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second stage, another feasible decision, y, which obviously 

depends on both x and d, would be made. This process could 

continue up to any number of stages. A first step towards 

the solution of such multistage problems is to address the 

two-stage problem, the case under study here. The overall 

goal, then, is to find rules, policies, or algorithms that 

will generate an optimum decision for the first stage, while 

accounting for the costs of both stages. The second-stage 

decision is called the recourse. 

Mathematically, the above ideas may be stated as 

follows. The first-stage decision vector, x, must satisfy 

first-stage feasibility constraints 

Ax = b (2) 

x 0. 

The cost of this decision, cx, is assumed to be directly 

proportional to the value of x. Let D denote a vector of 

random variables with a realization vector, denoted d. 

Recall that the choice of recourse y (second stage) is made 

after the first stage decision x and the realization d 

occurs. This dependence may be modeled by the second-stage 

constraints 

Wy = d - Bx 

y > 0. 

(3) 
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It is assumed throughout that A, b, B and W are appropri

ately dimensioned matrices. Throughout this paper, capital 

Arabic letters are matrices, small case letters are vectors, 

and, row and column will not be distinguished. In order for 

x to be feasible to the first stage, one usually requires 

Equation 3 to have feasible solution y, for almost all d. 

Due to the structure of the problem, there is the possi

bility that for some x satisfying Equation 2, there exist 

realizations of D for which no feasible y values exist. In 

certain special cases, though, there exist feasible 

solutions to the second stage, for any x satisfying Equation 

2. Under these circumstances, the problem is said to have 

relatively complete recourse. Finally, the second-stage 

cost is also a linear function: fy. The objective function 

is to minimize the first-stage cost of the second stage. 

This general problem can be subdivided into two 

classes depending on whether the distribution of D is 

discrete or continuous. If D contains only a finite number 

of realizations, i.e., dfc, t = 1, 2, . . . , T, where each 

realization has a respective probability of Pt, then the 

problem of minimizing expected costs can be written as: 
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Min cx + pt^t 

Ax 

Bx + Wy1 

(4) 

= b 

= d, 

Bx + Wy,r = dT 

x > 0 

Yt > 0, t = 1, 2, . . . , T. 

Note that by forming a single deterministic problem, the 

recourse yfc, for each dfc, is found simultaneously along with 

x. It is obvious that if T were large, a large linear 

program would have to be solved. In the extreme, if the 

distribution were continuous, this formulation could be used 

if the continuous distribution were approximated by a 

sufficiently fine discretization. However, this results in 

a very large linear program. Problems of this size would be 
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almost impossible to solve by standard linear programming 

algorithms such as the simplex method or Karmarkar's method. 

A Stochastic Capacity Planning Program 

For this study, a special case of two-stage 

stochastic programs will be considered: 

Min cx + E [h (x, D) ] = f (x) (5) 

such that 

where 

0 < x < b (6) 

h(x,D) = Min gy 

such that 

Hy < x (8) 

Gy = D, (9) 

y > 0 (10) 

where "E[h(x,D)]" denotes the expectation operator, and the 

second stage problem is a transportation problem. The value 

h(x,D) is a random variable since the vector D is a vector 

of random variables. Equations 8 and 9 denote the supply 

and demand constraints, respectively. 

This special problem has many real world applica

tions. One network planning interpretation is as follows. 
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A supplier wishes to meet the demands for some good by 

constructing a network to deliver this good from one or more 

sources to S number of sinks. Suppose that demand at the 

sinks is known only in a probabilistic sense. We will 

assume that the joint distribution of demands is known. 

There are two decisions involved, each with an associated 

cost. First, there is the cost of constructing the source 

centers of nodes, each with its own capacity, x^. The cost 

of capacity is assumed to be directly proportional to the 

amount of capacity purchased. The second cost is that 

associated with optimally allocating capacity to meet 

demand. The overall solution to this problem, i.e., how 

much capacity to buy, minimizes the sum of the cost of the 

capacity acquisition plus the expected cost of operating the 

system. Admittedly, this is a relatively simplistic 

planning situation, but it helps focus on the essential 

difficulties with planning under uncertainty. We have 

omitted such complications as fixed charge construction 

costs, discrete capacity restrictions, etc., for those would 

only serve to detract from our primary objective: to 

account for probabilistic phenomena in planning models. 

The remainder of this thesis is devoted to problems 

of the type in Equations 5-10. Extensions to more general 

stochastic programs will be discussed in the concluding 

chapter. The crux of the problem is the expectation 
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function in the objective. Since it is computationally 

prohibitive to do the summations or integration that would 

be necessary, some kind of approximation must be done for 

the expected value of the second-stage cost. In the 

broadest of terms, the goal of any realistic algorithm must 

be to obtain a value as close to this expected value with as 

little computation as possible. 

Before discussing the various methods to solve this 

problem, it will be useful to briefly compare our transpor

tation problem to some of the others that have been 

researched over the years. The choice of a min-cost 

network-flow or transportation problem for the second stage 

is not without precedence. An early work in this area was 

Williams (1963). He looked at scheduling shipments to 

several random-demand nodes from several supply nodes. The 

shipments in this model are made before the demand realiza

tion is known. Hence, no recourse aspects are included. 

The objective function in this model includes penalty costs 

of over and undersupply. More recently, Zipkin (1982) 

looked at the above problem in terms of trying to determine 

some rules to be able to reduce the size of the stochastic 

programming problem to be solved by aggregating some of the 

demands to get a deterministic model. 



CHAPTER 2 

SOLUTION METHODS OF STOCHASTIC LINEAR 
PROGRAMS WITH RECOURSE 

This chapter reviews two classes of algorithm that 

motivate Stochastic Decomposition (Chapter 3). The reviews 

given here are in the context of the special problem 

(Equations 5-10) introduced in Chapter 1. For more general 

reviews, the reader is referred to surveys by Ermoliev 

(1983) and Wets (1982). 

Stochastic Quasigradient Methods 

Origins of Monte Carlo algorithms for stochastic pro

gramming problems may be traced to Robbins-Munro (1951) and 

Kiefer-Wolfowitz (1952). The approach that was developed 

from their work, Stochastic Approximation, deals with 

univariate problems. These methods have been generalized to 

stochastic mathematical programming problems, and in this 

context are referred to as stochastic quasigradient (SQG) 

methods (Ermoliev, 1983). 

Suppose at iteration k, a feasible first-stage 

decision x^ is given. Let &2' ' ' ' ' denote a 

sample of demand vectors. For each vector dfc in the sample, 

the second-stage problem is solved: 

11 
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h(xk, dfc) = Min gy 

subject to 

Hy < x 
k 

Gy = dfc 

y >_ 0. 

Solving this problem gives dual vectors corresponding to the 

supply and demand constraints. Denote these by vfc and ut, 

respectively. Note that ufc _< 0 and vfc are arbitrary in 

sign. An estimate of the subgradient of E[h(x)] is then 

given by the following averaging process: 

(Subgradients and other related concepts are reviewed in the 

following section.) 

u 

The next iterate, x 
k+1 

is obtained by adopting a 

II Hill Climbing" strategy. Let 

z k+1 = xk - Xksk 

1^ 
where s , the estimate subgradient vector, is given by 

k 
s 
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Note that since the minimum is desired, the step must be in 

the direction opposite the subgradient. To obtain a new 

k"t" 1 
iterate, z must be checked for feasibility with respect 

k"t" j 
to the first-stage constraints. If some element in z is 

infeasible, then typically the projection operation is used. 

For the first-stage problem (5-6), the bound restrictions 

(6) are the only constraints. Hence, the projection 

operation simply replaces an infeasible value by a feasible 

value that is the least euclidean distance away; i.e., x 

= (x£+1, x^*1, . . . , x^+1) where 

0 if zk+1 < 0 

k+1 k+l . . k+1 . , 
Xj = z if 0 £ z < bj 

b. otherwise. 
3 

In order to ensure convergence, the step length, X , must 

satisfy these conditions: 

lim = 0, 
k->oo 

? k 
lim I [X] = 00, 
K->°° k=l 

K 

lim I [XK] 2 < 00. 
K->°° k-1 

An example of a sequence X satisfying these properties is 

the sequence {a/k), where a is some positive constant. 
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There are several drawbacks of this method. First, 

the algorithm contains neither a stopping rule nor a method 

to compare the quality of successive iterates. In SQG 

methods, the objective value is never calculated or even 

approximated. Hence, upon terminating the process, no 

estimate of the expected cost is available without computat-

tion. This is a major drawback to this algorithm. Usually, 

the algorithm is run for a predetermined number of itera

tions or until the x vector does not seem to be changing 

much. 

Another problem in implementing the SQG method is 

the choice of the step length A. The example step length 

given above, (a /k) , is the easiest and perhaps the most 

commonly used. Other possibilities are given by Emroliev 

and Gaivaronski (1984). They suggest making the step length 

part of an interactive computer program. They state that in 

order to do this, the analyst must be able to monitor the 

progress of the optimization process and be able to change 

the value of the step size and/or other parameters of the 

computer program easily. The advantage of this procedure is 

that the analyst may have a good intuitive feel about the 

preferred value of the step size at some iteration. Of 

course, if it is time-consuming to perform one iteration, 

such an interactive procedure could be difficult on the 

analyst. Ermoliev and Gaivaronski (1984) then suggest some 
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automatic adaptive methods and report some computational 

results. 

Van Slyke and Wets' L-Shaped Method 

It can be shown that two-stage linear programming 

problems are convex programming problems (Walkup and Wets, 

1970). The L-Shaped Method is an application of cutting 

plane methods for convex programming to the two-stage 

programming problem. It is therefore worthwhile to review 

the cutting plane method before discussing the L-Shaped 

Method. Furthermore, this development leads naturally to 

the ideas underlying Stochastic Decomposition. 

Recall that a convex function, although not neces

sarily differentiable, is always subdifferentiable wherever 

it is finite. This implies that given x such that f (x) is 

finite, there is a vector Z such that 

f(X) > f(x) + I (x-x) 

for all x€Rn. The right-hand side of this inequality 

defines a hyperplane supporting the epigraph of f at x. C 

is called a subgradient of f at x. The set of subgradients 

at x is called the subdifferential of f at x (Lasdon, 1970). 

Recall that a convex function may be represented as 

the intersection of all hyperplanes supporting the epigraph. 

The cutting plane method successively builds piecewise 
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linear approximations by constructing supporting hyper-

planes. Consider the problem 

(CP) : v* = Min f(x) 

subject to 

xex. 

The following assumptions are made: (1) f is convex, (2) f 

is finite for all x€X, (3) X is polyhedral, and (4) X is 

1 2 k  1  
bounded. Let x , x , . . . , x be k points in X and let C 

be any subgradient of x^, j = 1, 2, . . . , k. Then the 

following holds for all x€X: 

f (x) _> f(x^) + C1(x-x-') 

for all x-', j = 1, 2, . . . , k. Since this is true for all 

y?, then it must be true for the maximum value possible; 

that is, 

f (x) >_ Max f(x-^) + C^(x-j^) = F^(x) 
l<j<k 

Using the F (x) as an approximation for f, problem 

(CP) may be approximated by 

Min F^(x) 

such that 

xex. 
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Using standard methods for writing minmax problems as linear 

programs (see Murty (1983), we have 

Min n 

such that 

n >1 f(x^) + C^(x-x^), j = 1, 2, . . . , k 

x€X. 

Denote this linear programming problem as "LPk." This 

suggests the following algorithm. 

Suppose that x solves LPk. Note that 

f(x) > Fk(x), 

. . ~k , k+1. 
v* > F (x ) , 

and 

, , k+1. . . 
f (x ) > v*. 

Hence, an obvious stopping rule would be to compare if 

„k , k+1. ,, k+1> F (x ) = f (x ) . 

If so, then one could stop. However, if not, then it would 

be necessary to improve the piecewise linear approximation. 

k"4* X 
Towards this end, let £ denote a (new) subgradient of f 

1 
at x and calculate the new approximation 

Fk+* (x) = Max f(x^) + S-'(x-x^). 
l<j<k+l 
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k+2 
To obtain the next iterate, x , one then solves LP(k+l) 

... £k+l , > 
Min F (x) 

such that 

xex. 

This rather simple algorithm forms the basis for a number of 

convex programming algorithms including Benders' Decomposi

tion (Lasdon, 1970) and the L-Shaped Method of Van Slyke and 

Wets (1969). 

Let us cast the above algorithm in the stochastic 

programming context. Suppose one had a stochastic program 

of this form 

Min cx + E [h (x, D) ] = Min f (x) 

such that 

0 < x < b 

and it was assumed that for all x€X and almost all d€ft, our 

sample space, we have h(x,d) < °°. Here h(x,d) is given by: 

h(x,d) = Min gy 

such that 
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Hy < x 

Gy = d 

y >. 0-

For j = 1, 2, . . . , k, let the following be given: 

(i) x-1 such that 0 < x-' b, 

and 

(ii) fU3) 

(iii) a subgradient of f at x3 

Then one could solve LPk 

Min n 

such that 

n >. f(x^) + C3 (x-x-') , j = 1, 2, . . . , k 

xex 

Let x denote a solution to LPk. As usual, one stops when 

F(xk+1) = f (xk+1). 

1 ^-J. 1 
Note that the evaluation of f(x ) involves the computation 

of the expected cost 

k+1 , prv./ k+1 , 
cx + E[h(x ,D)]. 
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As mentioned previously, this generally involves numerical 

multiple integration, a difficult task in its own right. 

However, the L-Shaped Method restricts itself to discrete 

random variables. Therefore, one can write 

j.. k+1. k+1 ? _ t, , k+1 , . 
f (x ) = cx + l P h (x ,d, ) 

t=l 

where is the probability that realization t of T total 

possible realizations occurs. At any rate, if the stopping 

~k+1 
rule is not satisfied, then an updated approximation F is 

given by 

F^+1 (x) = Max f(x^) + C'Mx-x-') 
1 <J <k+l 

The subgradient of f(x) at x is given by 

c + I Pfcvkt 
t=l 

where vfc is an optimal dual multiplier associated with the 

supply constraint in the transportation subproblem, with 

supply x^*1 and demand is dfc. The next iterate, x^"1"^, may 

be obtained by solving 

Min F (x) 
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such that 

x€X, 

and the process continues until the termination criterion is 

satisfied. 

Since the L-Shaped Method first appeared, much work 

has been done with it. Wets (1982) described two techniques 

to improve the algorithm: bunching and sifting. It is 

known that when one solves the linear programs in the second 

stage with some random variable realization that an optimal 

basis will occur for each realization taken. However, Wets 

states that due to the nature of the problems seen that only 

a few numbers of optimal basis will occur. Hence, if the 

possible random variable realizations could be bunched 

depending on the optimal basis obtained, the amount of work 

could be reduced. Wets gives a method to do this. The 

other technique, sifting, involves systematically arranging 

the demands dfc so as to solve the sequence of recourse 

problems with as few pivots as possible. 

Birge and Louveaux (1985) have extended the L-Shaped 

method to a multicut method. Instead of generating just one 

cut at each iteration, they generate T (the number of 

possible outcomes) cuts. Define the following inequalities: 

> vfcx, t = 1, 2, . . . , T. 
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Then the supporting hyperplane may be rewritten as 

T 
f 

c x  +  I  e.p . 
t=i 

This multicut method provides a tighter approximation than 

the original L-Shaped Method. 

Cutting plane methods such as the L-Shaped iMethod 

and the Multicut method have several important characteris

tics that make them useful. First, each supplies some 

information that allows the algorithm to learn more and more 

about the functions under study {unless cuts are deleted). 

This property gives cutting plane algorithms the benefit of 

gaining global information about the problem while 

simultaneously providing information about the limit point's 

neighborhood. When solving stochastic programming models, 

the retention of knowledge gained during the iterative 

process is important because it is virtually impossible to 

experience every demand realization at each iteration of the 

algorithm. Hence, it would be beneficial if one could use 

the information obtained at previous iterations. This is 

the motivation underlying Stochastic Decomposition, which is 

also a cutting plane method. 



CHAPTER 3 

STOCHASTIC DECOMPOSITION 

Motivation 

Stochastic Decomposition (SD) is closely related to 

the L-Shaped Method in many respects. As the L-Shaped 

Method, SD decomposes the first-stage variables and the 

recourse variables. Furthermore, an estimate of the objec

tive value is available. Hence, SD also has a stopping 

rule. The chief way the two algorithms differ is in the way 

the cuts are generated. SD also includes some features of 

the Stochastic Quasigradient methods, such as allowing for 

continuous random variables and having on-line applications. 

By including some features from both Stochastic 

Quasigradient methods and the L-Shaped Method, SD avoids 

many of the disadvantages of these two methods. 

The impetus for SD came from a desire to handle 

continuous random variables. As mentioned earlier, this is 

virtually impossible in traditional catting plane methods 

because it would entail multidimensional integration. To 

avoid this difficulty, one could use a Monte Carlo strategy 

where a finite number of samples could be taken from the 

known demand distributions and the corresponding 

23 
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transportation problems solved. This yields an estimate the 

expected second-stage cost. In general, many, many 

transportation problems have to be solved to assure that 

good approximations of the expected costs are obtained at 

each iteration. If, however, a scheme could be developed 

where the approximations are improved as the iterations 

progress, then it may be possible to reduce the sample size 

down to a small number. By recording appropriate dual 

variable values, SD uses such a recursive scheme to solve 

only one transportation problem per iteration. 

Algorithm 

The form of the problem that SD solves is the same 

as for the L-Shaped Method. The Master Program to be solved 

at iteration k is 

v^ = Min cx + r) 

n >. + Btx, t = 1, 2, . . . , k-l 

0 < x < b 

where v^ is approximating 

Min f (x) = Min cx + E[h(x,D)]. 

In comparison to LPk introduced in the previous chapter, we 

have changed notation somewhat. But since the above form 

also describes affine functions, there should be no 



25 

confusion. Let the transportation problem be denoted 

Sk(dk) : 

h(xk,dk) = Min gy 

,k Dy = d 

Hy < xk 

y > 0. 

It must be well understood that SD uses a completely differ

ent method to find the cut coefficients and 

In order to only solve one transportation problem 

per iteration and still get a good approximation for 

E[h(x,D)], one must use information gained at all previous 

iterations. How this "old" information is used is the heart 

of the SD algorithm. 

At the k' th iteration, let x denote a given trial 

plan. Since a sample size of one will be used in SD, let d 

denote the demand vector by sampling from the demand distri

bution. 

The iterative steps are as follows. 

1. Let xk, dk be given. 

2. Solve Sk(dk), and let (u k, vk) denote dual 

k —k 
variables. Occasionally, we will denote w = (u , 

v^). Let the objective value of h(xk,dk) = Y^. 
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3. For t = 1, 2, . . . , k-1, find tt t = (ut,vt) such 

that Yt = u^dfc + 0fcxk = Max (u-'dt + v-'x 'S j = 1, 2, 

k} • • • / JV J • 

4. Form the new cut as 

ak = i [Y GV + ukdk] 
t=l 

and 

1 "t —t, 
'f I  1  V  +  V  J  

k k t=l 

K+1 
and solve LPk for x 

5. Update previously generated cuts and denote the new 

Jc= 1 
master program as LPk. Solve LPk to determine x 

(The procedure to update previous cuts is discussed 

subsequently.) 

The intuition behind steps 2, 3 and 4 is given next. 

First, recall that in the L-Shaped Method at each iteration 

a transportation problem is solved for every possible demand 

vector realization. This is done by solving the following 

dual transportation problem for every possible demand vector 

d: 

Max (vx^ + ud): 

(v,u)€P = {(v,u):vH + uG < g, v _< 0 }. 
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In this case, every possible dual feasible extreme point is 

available during the solution of each transportation subprob-

lem (one for each d). 

At iteration k of the SD algorithm, we solve one 

transportation problem to optimality. This corresponds to 

k k 
the subproblem associated with the pair (x , d ) . However, 

for the pairs (x\ d1), (x^, d^), . . . , (x^, d^ *), the 

transportation problems are not solved to optimality. 

k t 
Instead, for (x , d ) , t = 1, 2, . . . , k-1, only a lower 

bound is obtained. To do so, we consider the dual problem 

and restrict the maximization to only those dual extreme 

points that have been found at some previous iteration. 

This process involves the determination of the largest dot 

product 

Max (v-', u-i) (xk, dfc) 
l<j<k 

where (v^,u^) are among the dual extreme points generated 

thus far. Obviously, this determination can be done far 

more quickly than solving an entire transportation problem 

or its dual. As the iterations progress, this approximation 

improves, so that eventually all necessary dual variables 

will be at hand. To see this, suppose (x } -> x. Note that 

there are infinitely many points in a small 6-neighborhood 

— k — 
of x, say N(x,€). Consider x € N(x,€) and for such x , the 
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SD algorithm generates d from the given demand distribu

tion. Since € is arbitrarily small, this amounts to solving 

infinitely many transportation problems with supply almost 

t k 
equal to x. Since h(x,d ) is a continuous function of x, x 

k t 
€ N (x, e) implies that h(x ,d ) is arbitrarily close to 

hCXjd**). Now, the law of large numbers ensures an accurate 

estimate of the expected value at x, and furthermore, all 

necessary dual extreme points will become available. By 

storing information regarding the dual variables from the 

previous iterations, SD is eventually able to perform good 

approximations of E[h(x,D)]. 

Next, we turn to a description of step 5, which 

involves updating the previously generated cuts. In a 

cutting plane method, it is usually required that for all of 

the piecewise linear approximations used, LPk satisfy 

vk i v*-

In stochastic programming, this restriction is difficult to 

maintain. However, the cut updating method in SD forces 

lim v, £ v*. 
k->°° 

To see how this is accomplished, it will be useful to 

introduce the idea of viewing the information collected at 

each iteration in terms of data points. For t = 1, 2, . . 

. ,k-l, the t'th cut is obtained from t sets of data points: 
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12 t 
d , d , . . . , d . At the k'th iteration, where k > t, one 

has k data points. To avoid the burden of explicitly 

recalculating each previous cut to take into account new 

data points, a simplification is made. For t = 1, 2, . . . 

, k-1, we will update the cuts by multiplying and by 

k-1 
k * 

The basis for the above simplification is as follows. Using 

Step 3 of the algorithm at iteration t, a and are each 

found by averaging t quantities. Trivially, at the next 

iteration t+1 quantities would have to be averaged. But if 

the 7rt+* were assigned a value of zero, then to derive the 

new average one would merely have to multiply the previous 

average by 

t 
t+1' 

So given the algorithm were at iteration k, one could let 

ir^+1, TTt+^, ...,17'^ all be identically zero so that the 

averages and 3^ would differ from otjc_1 
an^ by a 

multiple of 

k-1 
k * 

Thus, letting irt assume a value of zero for certain 

cases is quite convenient. This choice may be jusified as 

follows. First, observe that for network flow problems with 
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nonnegative objective function coefficients, we are assured 

that zero is a dual feasible point, i.e., 0€P. Hence, for 

all possible x and d, the optimum dual objective value, 

Max vx + ud = vx + ud 

must be nonnegative. By assuming that the optimum is zero, 

i.e., v = u = 0, we are certainly not getting the best dual 

variables for the demand under study. Hence the cut will 

not be as strong as if we found the best dual variables. 

However, zero is certainly a legitimate lower bound. Hence, 

given the observations (d^, d£, . . . , d^) , the cuts 

provide a conditional lower bound (conditioned on the 

observed data) . Hence, as k -> 00, it follows that with 

lim v, < v*. 
k->» k " 

We finally discuss the stopping rule for the SD 

algorithm. Examining step 3 of the algorithm, note that 

each Yt is an approximation of the objective function value. 

Hence, an estimate of th® upper bound on the optimum value 

will be devised using yfc. The values Yfc, t = 1, 2, . . . , 

k=l, are found by determining the best (maximum) combination 

of the past dual variables and demand realizations with 

respect to the current iterate x . The question now arises 

to the dependency among the y^. Note that v^ = (u-', v-*: 1 £ 

j <. k) defines the dual extreme points available at 
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iteration k. This set is a (random) subset of the entire 

set of dual extreme points v*, for the problem. The set 

is used to find yfc, t = 1, 2, . . . , k-1. Hence, during 

any iteration, the only factoring affecting the computation 

of Yt is d*", t = 1, 2, . . . , k-1. Since d\ by 

definition, are independent, it follows that the yfc are 

independent. 

An alternate approach to this same question is to 

consider whether or not 

P  (YtIYj) =  P  (Yt)# j # t .  

If this is true, then the yfc are independent. Again, refer

ring to step 3 of the algorithm, we see that the probability 

of getting a particular y rests only on dfc, since is 

constant throughout the search for the best combination: v, 

u. Since the probability of getting any particular dfc is 

independent of any other dfc, then the values must be 

independent. 

Next, we turn to the computation of lower bounds. 

Estimates of the lower bound (on the optimum) may be 

computed by using the last cut inequality in LP(k-l). Let 

k 
x denote a solution to LP(k-l). Recall that the last cut, 

namely 
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is the result of using k-1 data points, dfc, t = 1, 2, . . . 

k-1 
, k-1. At the previous iterate, k , these data points 

were used to obtain dual variables pairs (ut, vfc) . (See 

step 3 of the algorithm.) Using these dual vectors, define 

0£, t = 1, 2, . . . , k-1 as follows: 

6s> t t t t 
a k 

t = u d + vx . 

We must caution that similar quantities were evaluated when 

the cut 

n > + Bk_lX 

was included in LP(k-1). However, since these quantities 

were computed at x , the previous iterate, the values 9^_, 

t = 1, 2, . . . , k-1 are different. Note that 1 

because the are obtained by maximizing 

,t , k 
ud + vx 

over (u,v) 6 v, . We can now find a confidence interval 
k 

about the mean of the set of differences - 9^, t = 1, 2, 

. . . , k=l. 

Several possible stopping rules now suggest 

themselves. The size of interval could be monitored along 

with the mean value. If the confidence interval was small 

and "close" to zero, one could stop. Similarly, one could 

step if the limits of the confidence interval were below 



some preset values. Even without looking at confidence 

intervals, one could look just at the mean and variance of 

the set of differences. If they were below some preset 

values, one could stop. The use of the mean and variance 

also suggests a way to decide which x is best if some 

stopping rule is not passed. One could look at a linear 

function of the mean and variance of the set of differences, 

for example, as a performance index. At each iteration, the 

value of the index could be found and compared to those 

found at previous iterations. The iterate x with the best 

value of the performance index (function of mean and 

variance) could then be updated recursively. 

To actually form the confidence interval, the 

T-statistic was used. Hence, it must be assumed that the 

set of differences is normally distributed. This is reaso

nable because it can be assumed that confidence intervals 

will be found only after a large number of iterations. 

Computational Results 

The Stochastic Decomposition (SD) algorithm was 

implemented on a VAX 11/780 at the University of Arizona. 

The code was written in Fortran. In addition to the code 

written especially for this work, two other packages were 

used. In order to solve the network flow problem, the 

program "NETFLO," written by J. L. Kennington and R. V. 

Helgason (1980) was used. It was modified to avoid 



reinputting the network data at each iteration. The linear 

programming problem was solved with "XMP" (1984). This 

package was written by Dr. R. Marsten of the Business and 

Public Administration College at the University of Arizona 

and has been widely used in research. The SD program code 

was not optimized but, rather, written in a form that was 

easy to change as new ideas came about. 

One problem was studied rather extensively in order 

to determine what effect the various algorithmic parameters 

would have on the results generated. This problem, 

consisting of five sources and five sinks interconnected by 

twenty-five arcs, was small enough that many iterations 

could be run. However, this problem is large enough to give 

some idea what would occur if the algorithm were used on a 

full-scale realistic problem. The network designed had to 

present problems which did not have an obvious solution; for 

instance, a network where one of the source nodes had a 

relatively small capacity cost and all the arcs connected to 

it are, relative to the rest of the arc, of low cost. In 

addition, to avoid having either the cost of capacity or the 

average operating cost dominate the computations, these two 

costs should be of the same scale of magnitude. 

To set the problem parameters to meet the require

ments, the following heuristic ideas were used. The cost of 

capacity for each source node, c^, was chosen arbitrarily 
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and each node was assumed to have a different cost 

associated with it. The costs were multiples of five in 

order to simplify the following computations. Suppose that 

a small amount of goods, s, was sent from each source node, 

i; and letting g\ be the average cost of shipping, one unit 

of good along any one arc connected to node i, it is desired 

that 

cis + g.s * cjs + g^s, i # j, 

for all source nodes i and j. Hence, a 

c . + g . 
1 5i 

was picked arbitrarily and then the shipping cost associated 

with each arc could be chosen. 

It was also necessary to find the upper capacity 

bound, b^, for each source node. Typically, when install

ing a network, a planner has a fixed capital budget to work 

within. Hence, more expensive capacity has a smaller b^ on 

it since the planner could afford less of it. Therefore, 

the bounds were set inversely proportional to the capacity 

costs. The bounds were picked liberally so that the 

capacity vector bound prevented the algorithm from being 

overly constrained. 

In testing SD, our goal was to compare it with SQG. 

Unlike comparative studies for algorithms in a deterministic 
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setting, comparisons in stochastic programming are not as 

straightforward. To appreciate some of the difficulties, 

let us consider the SQG method. The sequence ix j from SQG 

may itself be looked upon as a stochastic process; clearly 

then, one must examine a few plans, not just one. Hence, 

suppose it were desired to compare the last few iterates 

from SQG to a solution from SD. Then one way to do so is to 

compare the confidence intervals for the iterates from SQG 

to those from SD. If these confidence intervals associated 

with the iterates from SQG are comparable to those found 

with SD, then the two methods are comparable. Similarly, a 

difference between the confidence intervals will indicate 

disparity between the algorithms. 

As efficient way to carry out the formation of the 

confidence intervals for the last few SQG iterates is to 

replace the last iterate of the SD algorithm by an SQG 

iterate and then perform one more iteration of SD. The 

confidence interval generated during this additional 

iteration of SD will then be associated with the particular 

SQG iterate under consideration. 

The results from the computer implementation of SD 

were very encouraging. It became apparent, however, that a 

unitless performance measure was needed to compare the 

different runs that were made. The ratio of the mean differ

ence, denoted CI, used to form the confidence interval to 



the average Y values, Y, was found at each iteration. A 

small ratio would indicate that the algorithm's last cut did 

not produce a set of objective values that were signifi

cantly different from the estimate found before the cut was 

added. Four sets of results in particular showed 

interesting results. 

The first, Figure 1, was a test problem used during 

this project's debugging phase. The five sink nodes had 

uniformly distributed demands from zero to 550 units. The 

capacity vector quickly settled to 1773 capacity units at 

the node with the smallest capacity cost. There was no 

capacity at the other nodes. At iteration 38, the capacity 

vector changed to 1705 units at the least expensive node and 

57 capacity units at the next least costly node. This 

capacity vector was then invariant. It was also at this 

point that the performance measure dropped to nearly zero 

from then on. 

Figure 2 represents the results from a run where the 

sink nodes experienced demands generated from the Weibull 

distribution with a mean of 53 and a standard deviation of 

443. The capacity vector quickly found one point in space 

and did not change. Simultaneously, the performance measure 

quickly dropped to nearly zero. At certain iterations, 

though, the algorithm would produce large values in the 

performance measure. This occurred due to very large 
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Figure 1. A model with uniform demand distribution. 
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Figure 2. A model with Weibull demand distribution. 
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demands that occurred. However, the SD algorithm did not 

move to another point in space just because it experienced 

one unusually large demand. This indicates the stability of 

the SD algorithm. 

In Figure 3, a comparison is made between SD and the 

SQG method. Again, the demand distribution was Weibull and 

the performance measure quickly reached very small values. 

The program was run 75 iterations using both SD and SA. 

When the last eight iterates of SQG were used, along with 

the problem solved in iteration 75 of SD, confidence 

intervals that were much larger than those obtained with SD 

were obtained. Also, the performance measure was large. 

This result was also found in other runs where the 

comparison was done. 

Finally, Figure 4 shows a case where the model was 

overly constrained by the maximum capacity vector, b. The 

demand distribution was Weibull, with a mean of 600 and a 

standard deviation of 9500. The algorithm forced the 

capacity vector to the maximum value on all nodes and then 

was invariant. Note that as more demand/dual variable 

information was gathered, the performance measure value 

dropped. This drop was not monotonic due to the wide range 

of values possible. 
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Figure 3. A comparison between SD and SQG. 
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Figure 4. An overly constrained model. 



CHAPTER 4 

EXTENSIONS AND CONCLUSIONS 

With a new algorithm such as SD, many avenues of 

further research usually present themselves. Two main 

extensions will be discussed here. First, extending the SD 

algorithm to solve more general problems than the special 

problem used here will be discussed. Then a few comments 

with respect to extending the computer implementation will 

be made. Finally, a summary of the main results of the 

thesis follows. 

Extending to a More General Problem 

We have shown that SD is effective for solving the 

stochastic linear program with recourse where the 

second-stage problem is a network flow problem. A natural 

extension is to study more general problems. When the 

general problem was stated with Equations 2 and 3, certain 

assumptions were made. The linearity of the first-stage 

problem is not very important as long as one has an 

efficient algorithm to solve the master program. 

Furthermore, since the method is based on partitioning the 

first-stage and second-stage variables, it resembles methods 

41 



42 

like Benders' decomposition. Hence, integer restrictions on 

first-stage variables could be included. Thus, if one 

wished to include start-up costs (fixed changes), which 

would lead to an integer problem, the resulting master 

program would be an integer program. 

With respect to the second-stage problem, as long as 

the problem maintains relatively complete recourse and the 

zero vector is a dual feasible solution, any kind of second-

stage problem is possible. We used the transportation 

problem because its special structure allowed for rapid 

solution. Also, the model that generates our special 

problem has many real-life applications. No doubt there are 

other possible second-stage problems that model actual 

applications. 

Another area that could further be looked into would 

be the demand distributions used. The uniform distribution 

was used, primarily for debugging purposes, due to its 

programming simplicity. The Weibull distribution was used 

because it has nonnegative values and can be manipulated 

into a variety of shapes. Depending on what process is 

being modelled, a variety of distributions may be used. 

Indeed, one could possibly extend our method to on-line 

optimization of resource allocation problems encountered in 

manufacturing planning. 
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Extensions in Computer Implementation 

With respect to the computations, more work can be 

done. Larger, realistic problems need to be solved. This 

was not done here due to the way the program was designed. 

The program was stuctured to allow for manipulating as many 

parameters as possible. By optimizing the code structure, 

the actual capability of the algorithm could be demonstrated 

on larger problems. Furthermore, as the problem variables 

which actually have the most effect on the problem solution 

became known, the program could be structured to give the 

user an interactive way to monitor them. 

Conclusions 

The goal of this thesis is to obtain an improved 

method to solve stochastic linear programs with recourse. 

SD meets this goal. By using information gathered at 

previous iterations, SD reduces the computational burden by 

solving only one second-stage problem at each iteration. By 

combining strengths of SQG methods and the L-shaped Method, 

SD is able to utilize the advantages of both of these 

algorithms while avoiding their disadvantages. Thus, SD is 

capable of solving two-stage programming problems in which 

some or all of the random variables (right-hand side only) 

are continuous. Furthermore, each iteration is relatively 

inexpensive in that only one subproblem is actually solved 

to optimality. Finally, SD possesses a novel stopping rule 
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based on a confidence interval of the difference between 

upper and lower bounds. 

Our numerical experience, though limited, is very 

encouraging. More work needs to be done. By improving the 

program, larger and other types of problems could be tried. 

Even the relatively small and special structured problem 

studied is of a sufficient level of complexity to show that 

SD is superior to the SQG methods and the L-shaped Method 

for solving our problem. 
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