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ABSTRACT 

Macro cell placement is an integral part of VLSI design. Existing placement 

techniques do not use a realistic human-like intuitive process for making decisions 

and therefore, lack the ability to make decisions based on several factors at once. 

In this research a quad-partitioning algorithm with a tabu search and a fuzzy cost 

function is used for macro cell placement. This approach partitions the design into 

small pieces that can be easily placed. The algorithm is based on a method which 

tries to reduce the path lengths and reduce the number of edges which cross out of 

a partition. The fuzzy cost function adds the human reasoning missing from other 

algorithms. The algorithm allows I/O cells to be preplaced or it can optimize their 

placement. The results show that this algorithm produces higher quality placements 

than other macro cell algorithms such as Lim, Chee and Wu and Lin and Du. 
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Chapter 1 

Introduction 

When designing circuits, designers want to attain the highest performance 

possible, which depends on the path delays through the circuit. Path delay is the 

sum of all the device delays in the path plus the interdevice delays. With recent 

advances in technology, device sizes are becoming increasingly smaller; since delay 

is directly related to size, delays are becoming shorter. This decrease in device delay 

is placing more of an emphasis on the interdevice delay. Since cell placement is the 

biggest contributing factor to interdevice delay, high quality placement algorithms 

are essential for obtaining circuit performance. 

The research presented here optimizes placement of macro cells, such that 

path length is decreased. This decrease in path length will directly relate to path 

delay and therefore to circuit performance. A new algorithm was devised which 

was based on an algorithm by Lim [7]. This is a path-based quad-partitioning tabu 

search algorithm. The tabu list was lengthened, the level to which partitioning takes 

placed was increased and the cost function was changed. This new cost function 

is based on fuzzy decision making. Fuzzy decision making closely mimics human 

reasoning and is applied here to add human-like intuitive reasoning to the placement 

process. 
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Human reasoning involves looking at many options, contemplating them all and 

making the best choice. Most options do not involve clear yes/no choices, rather 

they involve different levels of option's criteria. In order to make the best choice to 

achieve the ultimate goal, all options need to be considered simultaneously. Fuzzy 

decision making closely mimics human reasoning in this aspect. When looking at 

options in a fuzzy manner, they are given a value between 1 and 0, which represents 

how well they meet the criteria needed. An option which perfectly matches all of 

the qualities needed is given the value 1. An option which matches none of the 

qualities needed is given the value 0 and a value somewhere in between is given 

when an option meets the qualities to a certain degree. The same option may be 

measured against different criteria in order to find the best solutions. 

This research combines fuzzy decision making and a quad-partitioning algo

rithm in order to put intuitive human-like reasoning into the placement process. 

Allowing the placement process to become more intuitive will produce better so

lutions. It will be shown that this process performs better than similar non-fuzzy 

placement processes. 

The algorithm partitions the area in both the horizontal and vertical direction 

simultaneously. Sub-components of the circuit are then placed in each of these 

regions. Macro cells are moved or swapped as to reduce the cost. Once a minimal 

cost is reached, each region with more than k cells is subpartitioned. This process 

is repeated until no region has more than k cells. 

We use a tabu search algorithm in order to find a more optimal solution when 

a local optimal configuration results. Moves/swaps are allowed only if either the 

cell(s) do not appear in the tabu list or the aspiration function is reduced for the 
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cell in that subregion. The tabu list saves the previous 20 cells that have been 

moved/swapped. The aspiration function is the cost of the configuration the last 

time the cell was in that subregion. 

First the background information necessary to understand this algorithm is 

presented. The placement algorithm is presented next. Favorable results are pre

sented which compare this algorithm to work by Lin [8]. Results show that adding 

the fuzzy option to the placement process improves the placement by shortening 

the maximum path through the circuit. 
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Chapter 2 

Background Information 

2.1 Circuit Performance 

When determining circuit performance of synchronous circuits, clock rate is 

often the primary focus. The faster the circuit, the higher the performance. On a 

purely combinational circuit the frequency at which the input signals can change is 

usually of interest. If the circuit's inputs are being driven by a synchronous circuit, 

then that synchronous circuit should not supply signals faster than the combina

tional circuit can process them. This implies that even though the circuit we are 

concerned with has no clock signal, an operational frequency is still associated with 

it. This frequency is based on the maximum path length from input to output and 

should not be exceeded to insure proper function of the circuit. If the combinational 

circuit was optimized such that this frequency could be increased, its performance 

would also increase. 

A path is defined as a sequence of alternating cells and edges originating at an 

input and ending at an output as shown in Fig. 2.1. The path length or path delay 

is the sum of all the cell delays including the starting and ending elements and the 

sum of all edge delays between successive pairs of cells in the sequence, as shown 
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Edges 
Input Output 

Internal Cells 

Path 

Figure 2.1: A Typical Path 

in Eq. 2.1. 

Path Delay = ^ cell delay + ^2 edge delay (2-1) 
cells edges 

in path in path 

Cell delay varies with the kind and size of the cell and is fixed over the placement 

process. Edge delay is defined as the delay along an edge from the source cell to the 

destination cell and is directly related to the length of the edge. The translation of 

length to delay is defined in Eq. 2.2. 

Delay = KRC * I2 (2.2) 

where KRC is a constant depending on the RC qualities of the materials being used 

and / is the sum of the lengths of all edges in the path. For this research, the length 

of an edge is defined as the Manhattan distance between the centers of the cells it 

connects. This approximation of using the center of the cell as the connection point 

is a common one. Similar assumptions have been made by Gao [3], A. Lim [7] and 

I. Lin [8]. 
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If the circuit being optimized has memory/storage elements in it, then the 

paths between internal memory elements will need to be improved as well. Since 

the paths logically stop at memory elements, these memory elements will play a key 

role in the circuit's performance. If, conceptually, we split memory elements into 

two elements, modeled as an input and an output together, then paths will stop 

and start at these elements as opposed to flowing through them. This case then 

simplifies to the pure combinational logic case. 

2.2 Placement Techniques 

With the advances in technology, device sizes are becoming smaller and smaller, 

therefore decreasing delay and improving performance. This makes the interdevice 

delay have more impact on total circuit performance. In order to optimize circuit 

performance and minimize overall delays many performance-driven placement al

gorithms have been developed [3, 4, 7, 8]. All of the algorithms optimize at least 

one feature of the design: overall path length, overall net length, maximum path 

length, maximum net length, area used, routability, etc. 

There are many different placement strategies, which can be divided into sev

eral categories. Two main distinctions are whether the placement is path-based or 

net-based and whether the algorithm is iterative or constructive. Since the algo

rithm presented here is a path-based iterative algorithm, these will be described in 

the sections that follow. 
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2.2.1 Path-based vs. Net-based 

These two options optimize either path delays or net (edge) delays. Both 

options assign constraints and attempt to optimize the placement such that all con

straints are met. In path-based algorithms, both timing information and physical 

dimensions will be used simultaneously to find a placement, which will satisfy all 

requirements. Each path will be given a delay constraint, which every edge con

tributes to, but none are limited individually. Net delay algorithms translate the 

timing information into physical constraints and limit each edge to a maximum 

value [3]. Each edge is given an individual delay constraint. 

While some net delay algorithms have been shown to produce good results, 

it is our belief that giving each edge an individual constraint is short-sighted. If 

circuit performance was based on individual interdevice or edge delay only then 

these algorithms would be fine, but since circuit performance is dependent on path 

delay, generally from input to output, algorithms which optimize paths would seem 

to outperform their net-based counterparts. This is because there is no need to 

predetermine how long each edge will be or which edges in a path will be long or 

short. These decisions are left to the algorithm and are decided during the process. 

There are many options in net-based algorithms in assigning edge constraints. 

One possibility is to optimize all edges equally, thereby decreasing individual edge 

delay to a minimum. One might think, in this case, that the circuit would be 

optimized as much as possible; however, this is untrue. To easily explain this, we 

refer to Fig. 2.2. We have two paths through a circuit and pathi has more cells and 

edges than path2. If all edges are made equally small then path2 will be significantly 
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Path! 

Path 

Figure 2.2: Two Paths: one long, one short 

shorter and pathi will be the only contributing factor to clock speed. If, however, 

we allow the edges in path2 to be longer, then it may be possible that its cells can 

move, such that pathi's cells can move and its edges can be shorter. As long as the 

length of path2 does not increase beyond the length of pathi its increase in delay 

will not affect circuit frequency. 

Some net based algorithms try to take this into account when determining 

the individual edge constraints; however, they must decide whether each edge in 

the path will be equal or which ones can be longer. Dealing with the path as a 

whole would allow much more freedom. In path based algorithms, each path has a 

constraint which will allow any edge in the path to be as long or short as necessary 

as long as the path constraint is met. 

Some net based algorithms also suffer when an edge is in more than one path, 

in that all paths must be considered when determining this edge's constraint. If an 

edge is near the beginning of one path, but near the end of another, its constraint 
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may be difficult to determine. Again, this is simple in path based algorithms, since 

only path delays are specified. This allows an edge in many paths to be optimized 

effectively when necessary. 

2.2.2 Iterative vs. Constructive 

Another distinction of placement algorithms is whether they are constructive 

or iterative. Constructive placement algorithms, such as I. Lin & Du [8], Jayab-

harathi & Manzoul [5] and R. Lin &; Shragowitz [9], start with no cells placed, 

find the best cell to place, find the best place to put it, and repeat this process 

until all cells are placed. Constructive algorithms produce the same results every 

time. Iterative placement algorithms, such as A. Lim, Chce & Wu [7] and those 

presented in Shahookar & Mazumder [11] start with one placement and continu

ally find ways to improve it until no further improvements can be found. Iterative 

algorithms produce different results for the same circuit depending on the starting 

placement given. Constructive algorithms typically run faster than iterative ones, 

while iterative algorithms typically produce better results. 

2.3 Tabu Search 

Tabu search is an iterative optimization technique which continually investi

gates minor changes to the current solution in order to find the best solution. It 

has been successful for many applications, such as scheduling [6], sequencing [10], 

graph coloring [2] and placement [12]. In its search for better solutions, it has the 

ability to allow some intermediate solutions that are inferior, in case no immediate 

better solution exists. 
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Tabu search investigates all possible changes to the current solution to deter

mine which one is the best. If this best change produces a solution which is an 

improvement over the previous best solution, then it is automatically accepted. If 

it does not then it must satisfy certain tabu conditions in order to be accepted. 

Inferior changes are only accepted if no better one exists. Since this process con

tinually searches for better solutions, it is possible that it will get stuck in a local 

minima. Accepting some inferior changes allows the algorithm to find its way out 

of local minima. 

The tabu conditions necessary for an inferior change to be accepted are that the 

change not be in the tabu list or the change improve the aspiration function. The 

tabu list is a list of a predetermined number of previous changes. This list prevents 

the algorithm from retracing the steps recently taken to achieve this configuration. 

If the solution being checked undoes one of these changes, it is a member of the 

tabu list and must improve the aspiration function to be accepted. The aspiration 

function is the cost of the configuration prior to the last time the change was made. 

If udoing this change is an improvement over the solution prior to the last time 

this change was done, then it may result in a better final solution and therefore is 

accepted. With these two conditions, one can see that a degradation in solution is 

only accepted as a last resort. Once a predetermined number of inferior changes 

have been accepted or no possible next solution exists, the best solution found is 

accepted as the final solution. 
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2.4 Fuzzy Decision Making 

In fuzzy decision making, we have real world values, which get translated to 

fuzzy values. Then fuzzy rules are applied to them and finally the results are 

translated back into real world values. We will call the real world values real inputs 

and real outputs, respectively. 

2.4.1 Fuzzification 

We need to translate the real inputs to fuzzy values; this translation process is 

called fuzzification. To do this we need membership functions, which are also called 

linguistic variables. Each real input can have several linguistic variables associated 

with it, each measuring a different criteria. The fuzzy value that is returned from 

the linguistic variable is its membership value, which represents the extent to which 

the real input satisfies the criteria of the linguistic variable. This membership value 

will be a number between 0 and 1. The higher the number the closer the real input 

is to meeting all the criteria of the linguistic variable. 

Linguistic variables are highly subjective and can vary for different applica

tions. Fig. 2.3 shows two different representations of a linguistic variable for room 

temperature. As can been seen, the representation can be different. For some appli

cations, temperatures over 80 degrees might be considered HOT and temperatures 

between 80 and 70 degrees somewhat HOT. While for others, a room might not be 

considered HOT to any degree until it is at least 80 degrees. 

In order to make decisions based on fuzzy values, we first need to determine 

the memberships of the real inputs. We give the real input to the linguistic variable 



22 

HOT HOT 

m 
e 
m 

70° 80° 90° 100° 

e .5__ 

70° 80° 90° 100° 
Temperature Temperature 

Figure 2.3: Two representations of HOT Room Temperature 

and the value returned is its membership to that linguistic variable. If we want 

to determine whether a room that is 75 degrees is considered HOT, we apply the 

number 75 to the newly defined linguistic variable HOT shown in figure 2.4 and the 

COLD HOT 

m .33 
.17 

70° 75° 55° 85° 100° 

Temperature 

Figure 2.4: Representations of HOT and COLD Room Temperature 

value 0.17 is returned. This tells us that the temperature 75 degrees is considered 

somewhat HOT. It does not completely satisfy the criteria to be called completely 

HOT, so it does not get full membership; however, it also does not completely 

dissatisfy the criteria either, therefore it is not excluded from the set. It does exhibit 

some qualities that are being measured, so it gets an intermediate membership value. 

Since this membership value is fairly low, we can conclude that although this room 
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is somewhat HOT, it is not very HOT. Likewise this same room has a membership of 

0.33 to the linguistic variable COLD. This tells us the room more closely represents 

a COLD room than a HOT one, but neither criteria are met to a high degree. 

Notice that the linguistic variable is only defined over a certain range. This 

is because we expect most real inputs to be in this range and will be assigned 

the corresponding membership by the linguistic variable. If, however, an input is 

encountered which is out of this range, it is given the membership of the range limit 

that is closest to the real input. For the above example, all temperatures below 55° 

are given the membership 1 for COLD and 0 for HOT and all temperatures above 

100° are given the memberships 0 and 1, respectively. 

The linguistic variables can be any type of function that is increasing, increasing 

then decreasing or decreasing, but for most cases a simple triangle, trapezoid or 

ramp is sufficient. If we have several real inputs that need to be considered for the 

decision, then we need more linguistic variables to fuzzify these real inputs and we 

need to apply one or more fuzzy rules to determine the output. 

Fig. 2.5 is a possible representation of the linguistic variables for room humid-

1 

m 
e .5 
m 

0. 

0% 20% 80% 100% 
Humidity 

Figure 2.5: Representations of WET and DRY Humidity 
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ity. Given these membership functions we can determine whether the room being 

considered would make a good storage area. For this example we will define rooms 

that are COLD and DRY to be good storage areas. Assume the above room has a 

humidity of 35%. This means it has a membership to the new fuzzy sets equal to 

0.56 for DRY and 0.19 for HUMID. 

2.4.2 Fuzzy Rules and Operators 

Now we need to present the concept of fuzzy rules. A fuzzy rule is generally a 

statement of the form Hf X then Y. Where A" is a combination of fuzzy linguistic 

variables and Y is a fuzzy output linguistic variable. The predicate, X, can be any 

combination of linguistic variables joined by the fuzzy operators, AND, OR and 

NOT. These operators give the same results for the binary values of 1 and 0, as 

their Boolean equivalents; however, they also have a means of operating on values 

in between. When ANDing linguistic variables, the result is the multiplication of 

the memberships of the respective linguistic variables. An OR function takes the 

maximum of the membership and a NOT function subtracts the membership from 

1. The results for binary and example fuzzy values are presented in Table 2.1. 

A B A k B A + B A 
0 0 0 * 0  =  0  max(0,0) = 0 1 - 0  =  1  
0 1 0 * 1 = 0  max(0,l) = 1 1 - 0  =  1  
1 0 1 * 0  =  0  max(l,0) = 1 1 - 1  =  0  
1 1 1 * 1  =  1  max(l,l) = 1 1 - 1  =  0  

0.75 0.75 0.75 * 0.75 = 0.5625 max(0.75,0.75) = 0.75 1 - 0.75 = 0.25 
0.6 0.2 0.6 * 0.2 = 0.12 max(0.6,0.2) = 0.6 1 - 0.6 = 0.4 
0.1 0.85 0.1 * 0.85 = 0.085 max(0.1,0.85) = .85 1 - 0.1 =0.9 

Table 2.1: Fuzzy Operators 
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This new value is taken as the membership value of the output. These oper

ators and rules allow us to combine real input memberships to determine the best 

combination. One fuzzy rule for determining whether a room is a good storage area 

might be: 

if humidity is DRY and temperature is COLD then room is GOOD 

When we calculate whether the previous room is lDRY and COLD1 we multiply 

the values of their memberships: 0.56 * 0.33 = 0.19. Therefore, this room is a 

GOOD room with membership 0.19. Since the membership of GOOD is low, this 

may tell us that this room is not a very good candidate for a storage area; however, 

if we have other rooms to compare to, we may determine that this room is the best 

choice. 

This process shows how to use one rule to affect the real output. If we want 

to use more information when making our decision we can apply more fuzzy rules, 

such as 

if A then Z 
if B then Y 
if C then W 
if D then Y 

Where W, Y and Z are different linguistic variables that affect the same real output. 

Different rules may affect the same linguistic variable, in this case the maximum 

membership of the output linguistic variable is used. To add more information 

about the room to the process for determining its candidacy for a good storage 

area, we might add the following three rules. 

if temperature is HOT and humidity is HUMID then room is BAD 
if temperature is HOT and humidity is DRY then room is OK 
if temperature is COLD and humidity is HUMID then room is OK 

These four rules, the three stated here and the one mentioned earlier, are the 
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maximum number of rules that can be applied to this example since we have two 

input values and each has two linguistic variables. Once we find the memberships 

of the output linguistic variables we need to translate them to real outputs. 

2.4.3 Defuzzification 

The translation from fuzzy membership to a real output is a different process 

than the process to go from a real input to a fuzzy membership. This process is 

called defuzzification. Defuzzification first takes the memberships of all the output 

linguistic variables and plots them on the output linguistic variable graph. The 

mass, area and center of mass (COM) of this region are calculated. This COM is 

the real output. For real outputs with only one linguistic variable, the membership 

of the linguistic variable is sometimes taken as the real output. 

For the storage area example, we might define the output linguistic variables 

as shown in Fig. 2.6. We might define an acceptable room to be one that gives a 

1 I 

m 

m 
e .5 

0 

BAD GOOD 

-1 -.6 -.2 .2 .6 1 
Candidacy 

Figure 2.6: Candidacy Output Graph 

positive output. Then we would plot the memberships as shown in Fig. 2.7. The 
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CANDIDACY 

BAD MIDV GOOD 

C.O.M.=.259 

Figure 2.7: Memberships plotted on Candidacy Output Graph 

real output would be the center of mass (COM), which is found by using Eq. 2.3 

Mass 
COM = 

Area 
(2.3) 

The portions of the region which are shaded by more than one linguistic variable 

are only included once. 

For this example, the center of mass is 0.259. Since this is a positive number, 

this room is an acceptable choice for a storage area; however, this process shows 

that this is a low positive number and there may be rooms which are more suitable. 

Fuzzy rules make comparing choices easy. We will compare other example 

rooms to see whether this best one. For the rooms in Table 2.2 we can find the 

Room Temp Hum 
A 75° 35% 
B 

O O 
0> 

75% 
C 65° 45% 

Table 2.2: Storage Area Candidates 

memberships and calculate their level of acceptance as storage areas. These values 



28 

are shown in Table 2.3. 

Room Hot Cold Wet Dry Good Mid Bad Out 
A 0.16 0.33 0.19 0.56 0.19 0.09 0.03 0.259 
B 0.5 0 0.69 0.06 0 0.03 0.34 -0.434 
C 0 0.67 0.31 0.44 0.29 0.21 0 0.286 

Table 2.3: Storage Area Candidate Memberships and Output Values 

This shows that both room A and room C are acceptable choices, since their 

output values are positive. Room B has a negative output value and therefore would 

not be an acceptable choice. Since room C has the higher positive output value, it 

is the more appropriate choice. 

Using fuzzy rules allows us to use much information in order to find the best 

solution. This best solution is not always the most obvious one. From our storage 

area problem we note that room A has a; 15% higher temperature and a «22% 

lower humidity. This might tell us that it is the better choice, since the humidity 

improves more than the temperature degrades; however, we have defined the change 

in humidity as not as significant as the change in temperature. Therefore, the fuzzy 

rules determine that room C is the better choice. 
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Chapter 3 

Quad-Partitioning Algorithm 

The algorithm is a quad-partitioning iterative performance driven Tabu search 

algorithm, which is similar to the one by Lim [7]; however, the research presented 

here differs in many ways, perhaps the most important difference is in the way the 

configuration's cost is calculated. A fuzzy cost function is used. This algorithm 

attempts to place the circuit such that its operating frequency is minimal, therefore 

the maximum path through the circuit is the focus of optimization. It repeatedly 

quad-partitions regions, places the cells in these regions and optimizes which cells 

are in which regions. This continues until the number of cells in each region is small 

enough to be easily placed. 

This chapter will cover all steps needed to carry out the algorithm and the 

reasons behind some of the compromises made. This includes information needed 

prior to running the algorithm, requirements checked at startup, partitioning, pre

liminary placement, optimization, tabu search and final placement. Pseudo-code 

for this algorithm is shown in Fig. 3.1. 
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begin Algorithm 
Initialize 

repeat: for (func = 1 to 4) 
partition: for (every region with >5 nodes, >5 I/O cells or >8 I/O slots) 

Partition 
Preplace 
Optimize 

if (at least one region was partitioned) 
go to partition 

Final Placement 
if (configuration is best) 

Save 
if (not finished) 

go to repeat 

Figure 3.1: Algorithm Pseudo-code 

3.1 Information 

The circuit to be placed is a collection of macro cells and edges and must be 

representable as a directed graph. For this research, the circuit does not have to be 

acyclic. This is a change from A. Lim's algorithm [7] and most others. Allowing 

cyclic circuits makes this algorithm more flexible than the original one. For cycles, 

the path length is equal to the length of the edges in the cycle. 

An example cycle is shown in Fig. 3.2 and is identified by one cell being in the 

path more than once. The cycle is B-C-D-E-F-B. Cell B appears in the path twice. 

To determine path length, we end the path just prior to cell B's second occurrence. 

Cell B's location is a factor in determining the last edge's length, so the location of 

B affects path length twice. 
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Figure 3.2: A Sample Cycle Path 

A macro-cell is the basic element of the circuit. Each cell is usually a collection 

of standard cells, which have been optimally placed relative to each other. It can be 

an input, output or internal element. From now on internal elements will be called 

nodes. 

The inputs to the algorithm are given in a constraint file. They include a data 

file of the circuit being placed including cells, connections, cell size and delay, the 

output filename, where the configuration is to be saved and optionally the dimen

sions of the layout frame, the name of a plot file and the name of an intermediate 

information file. 
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A typical axea used for placement is shown in Fig. 3.3. Nodes will be placed in 

Figure 3.3: A Sample Area 

the shaded area, which is called the node area. The boxes around the perimeter of 

the node area are I/O slots, where the I/O cells will be placed, no more than one 

per slot. They are collectively called the I/O area. 

The actual area the circuit occupies must fit in the node area provided. If the 

circuit will not fit in the node area, the algorithm will fail. The actual area used by 

the circuit is calculated by Eq. 3.1. 

AredACT — (width(node) * height{node)) (3-1) 
all nodes 

Note that I/O cells are not included in this calculation, since they will not be placed 

in the node area available. This algorithm does not attempt to increase the area 

provided such that the circuit will fit or to minimize the area, bu instead uses all 

the area given in an effort to find the best placement. 

I/O cells are assumed to have uniform size. If this is not the case, the largest 

height and width of all I/O cells are used for every I/O cell. This makes the number 
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of I/O slots along each edge of the area known from the start of placement and fixed 

for the duration of the process. If there are fewer I/O slots than I/O cells, then the 

algorithm will fail. 

3.2 Initialization 

Prior to executing the algorithm some initialization steps need to be executed. 

Pseudo-code for these are shown in Fig. 3.4. 

begin Initialization 
Get Input 
Calculate Number of Rows 
Calculate Row Height 
Calculate Fuzzy Values 

end 

Figure 3.4: Initialization Pseudo-code 

Nodes are placed only in uniform height rows. Much research was done in this 

area. Ideally we would like to place nodes at any coordinate in the area; however, 

the algorithm becomes simpler, faster and more reliable when nodes are restricted 

to move only between rows in the y direction and only by integer coordinates in the 

x direction. 

Throughout the stages of this research many different options for restricting 

the placement of nodes were explored and discarded for various reasons. Most of 

these reasons concerned determining whether a node could fit in a region and will be 

discussed in more detail in Section 3.4.1. The concept of rows was introduced. First 

we needed to find the number of rows necessary to hold all nodes in the circuit. The 
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first calculation used disregarded node height and assumed that the nodes would 

be able to fit in the row height chosen. This row height was calculated using only 

the widths of the nodes, with Eq. 3.2. 

NUM.ROWS = 

^ width(node) 
all nodes 

AREA-WIDTH 
(3.2) 

Next from this number of rows, the row height is simple to calculate using Eq. 3.3. 

HOW HFICHT — AREA-HEIGHT ROW.HEIGHT - NUM_R0WS (3.3) 

We know that the area used will fit in the area provided; however, since not all 

nodes are the same size, it is possible that some nodes are much taller than others. 

Since there may be some nodes which are taller than this calculated row height, 

this was a problem. These tall nodes ran the risk of overlapping nodes in the row 

above or below, or worse yet extending outside the node area. In these cases, nodes 

were shifted slightly and most problem cases were eliminated. When many taller 

nodes were placed above one another, such that their height was greater than the 

node area, there was no way to shift the nodes to a position with no overlapping 

nodes and keep all nodes in the node area. 

It was in this light that the row height had to change. It was determined that 

node heights should also be used in calculating the row height. A node which is 

taller than the row height is given an extra value such that the algorithm knows 

how many extra rows it occupies. If the previous, more risky option finds a solution, 

which will fit in the area supplied, it will generally outperform the current more 

reliable one. However, this option does not always find an acceptable solution. The 

reliable option is always able to find a solution which will fit in the area supplied. 
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Better solutions were sometimes sacrificed, such that solutions would always be 

found. 

This reliable option uses a different method for finding the row height. Initially 

the row height is set to the height of the tallest node. From this height and the 

height of the area, the number of rows is calculated using Eq. 3.4. 

From the width of each row, the actual width available on all rows (TOT-WIDTH) 

in the node area can be found using Eq. 3.5. 

TOT. WIDTH = AREA. WIDTH * NUM.ROWS (3.5) 

If this available width is enough to place all the nodes, then this value is used. 

if ^ (width(node) * # of rows occupied(node)) < TOT. WIDTH 
all nodes 

then use this ROW-HEIGHT 

If not, then the number of rows is incremented, the row height and total width are 

recalculated until the inequality is satisfied. Every time the row height changes, all 

nodes are checked to see whether they are now too tall. A node whose height is 

greater than the row height is given an extra value to indicate the number of extra 

rows it occupies. This value is zero (0) if the node only occupies one row. 

This algorithm is based on a grid. All nodes are assumed to have an integer 

width. If a node does not have an integer width, its width will be rounded up to the 

nearest integer value for most of the placement process. All nodes will be initially 

placed on the grid such that the left and right edges of the integer size lie on the 
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grid. If the node is actually smaller than the integer size used, it may be shifted left 

or right within the bounds of its integer width for better cost. The nodes will also 

be placed such that their vertical center is at the center of the rows it occupies. If 

the node is not as tall as the rows it occupies, it may be shifted up or down within 

the bounds of the row for better cost. This adjustment process is discussed in more 

detail in Section 3.7. 

The last step in the initialization process involves generating the fuzzy linguistic 

variables. This step will be explained in detail in Section 3.5.3. 

3.3 Partitioning 

Once the initialization is complete, the quad-partitioning process begins. The 

area is partitioned into four subregions by a vertical cutline (VCUT) and a horizon

tal cutline (HCUT). This partitioning scheme was chosen over simply partitioning 

in half and optimizing twice, because the placement problem is two-dimensional 

and partitioning in half is only one dimensional [7]. 

Depending on the level of the partition, we use many different methods in 

partitioning the area. Pseudo-code showing the differences between partitioning 

levels is shown in Fig. 3.5. 

The first level partition cutlines are placed such that they cut the node area 

and the I/O area simultaneously. This is shown in Fig. 3.6. The two cutlines 

are placed such that the area of the four subregions are as equal as possible. As 

was mentioned before, this algorithm operates on a grid, so that VCUT is placed 

at a grid point and HCUT is placed between two rows. Then the I/O slots are 
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begin Partition(level) 
if (level =1) 

Cut node area in center 
Keep I/O slots with region they are closest to 

else if (level = 2) 
Separate I/O area from node area 

else 
if (region is an I/O region) 

Cut in half 
else if (region is a node region) 

Cut in center 
end 

Figure 3.5: Partitioning Pseudo-code 

assigned to the regions to which they are closest. I/O slots which are split in half 

are arbitrarily assigned to one of the regions. Then the cells are preliminarily placed 

into the regions. The process for deciding which region each cell is placed in will 

be discussed in Section 3.4. Following this, the regions are optimized; this process 

will be explained in Section 3.5. 

The second level of partitioning that occurs separates the I/O slots from the 

node area. This second level partitioning was included to speed up computations 

in the final placement phase. Since I/O cells and node cells are placed in different 

areas, we separate them and optimize them individually. For the upper left region 

the cutlines are placed as shown in Fig. 3.7. Nodes will be placed in the shaded 

region which is called the node region, while the regions with I/O slots only are 

called I/O regions. 

Once each group of four regions is optimized, each region is partitioned again. 

Since I/O regions are one-dimensional, they are partitioned in half, while node 
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HCUT 

VCUT 

Figure 3.6: First Level Outlines 

•HI !|gg§l! 

HCUT 

VCUT 

Figure 3.7: Second Level Outlines for Upper Left Region 

regions are quad-partitioned similarly to the first level partition, with the outlines 

placed near the center. These partitions are shown in Fig. 3.8. Note that the center 

I/O slot is not split in half, but rather the outline is placed after it. This comes 

from the fact that all I/O slots should be included in one region for preplacement 

and optimization. Also VCUT is placed on a grid of integer units, near the center of 

the region, when it cuts node regions. In the case of an odd width, the left regions 

are made larger. 
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VCUT VCUT 

HCUT HCUT 

Figure 3.8: Subsequent Level Outlines for I/O and Node Region 

3.4 Preliminary Cell Placement 

Another part of this algorithm is determining in which regions to initially place 

the cells. Since this is an iterative optimization algorithm, different starting points 

have the potential for producing different final configurations. The optimization 

algorithm is run with four initial placement procedures and the best result is chosen. 

Depending on the level of partitioning and the types of cells being placed, a different 

pre-placement process will be called. The pseudo-code for cell preplacement is 

shown in Figs. 3.9, 3.10 and 3.11. 

At the first level of partitioning there are four procedures for determining the 

initial placement. The first one places each cell in the region to which it has the 

most connections. If a cell has no connection to any of the previously placed cells, 

then it is placed in the region with the fewest cells. Each cell's placement is based 

solely on the previously placed cells, therefore, the placement of the first cell is 

arbitrary. 

The second procedure is very similar to the first with one additional constraint 

dealing with the area used in each region. This procedure tries to even out the 
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begin Preplace(level, func) 
switch(level) 
case 1: execute Preplacel(func) 
case 2: for (each I/O) 

if (I/O fits) 
preplace there 
swap to other I/O region 

for (each node) 
preplace in node region 

case other: if(region is I/O region) 
if (I/O fits) 

preplace there 
swap to other I/O region 

else 
execute Preplace3(func) 

Figure 3.9: Preplacement Pseudo-code 

placement, such that each region has an equal percentage of occupied space. Occu

pied space only refers to the percentage of the area used by the nodes placed in the 

region. If the circuit uses 50% of the layout frame, the procedure would try to make 

each subregion have as close to 50% occupied space as possible. When a node is to 

be placed in a subregion, the occupied space of the subregion is compared to the 

target percentage with and without the node. If it is closer to the target percentage 

with the node, then the node is added. If not, then the next subregion is checked. 

If this node makes no subregion closer to the target percentage, then all subregions 

are checked again for fit only. When an I/O cell is placed in a subregion the target 

percentage is ignored. 

The third procedure places the I/O cells first in a round-robin fashion. It places 

the first I/O cell in the first region, the second I/O cell in the second region until 
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begin Preplacel(func) 
switch (func) 

case 1, 2: for (each cell) 
for (each region in specified order) 

if (cell fits in region and (func = 1 or cell is an I/O cell 
or region closer to target %)) 

preplace there 
case 3: for (each I/O cell) 

if (I/O cell fits in region) 
preplace I/O there 
increment region 

for (each node) 
for (each region in specified order) 

if (node fits in region and region closer to target %) 
preplace there 

case 4: for (each cell) 
if (cell fits in region) 

preplace cell there 
increment region 

end 

Figure 3.10: Preplacement Pseudo-code for Level 1 

all I/O cells are placed. It then uses the same connection and target percentage 

information as the second procedure to place the nodes. The fourth procedure uses 

the round-robin placement procedure, for placing all the I/O cells and nodes. These 

procedures are shown in Fig 3.10. 

For the same circuit, but different ordering of the cells, one can see that different 

initial placements will result. Since, each of the processes has been shown to give 

the best results for different circuits, all will be tried and the best results kept. 

At the second level of partitioning there is only one initial placement procedure. 

Since there is only one node region, all nodes are placed in this region. Since there 
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are only two I/O regions, the I/O cells are placed such that an equal number is in 

each region, with the first being placed in the first region, the second being placed 

in the second region, the third in the first region and so on. 

In the subsequent levels of partitioning, the I/O cells are always placed evenly 

using the same procedure, as in the second level of partitioning. For node regions, 

however, the nodes are placed similarly to the first level partitioning procedure. 

There are three different procedures. The first procedure places them in the region 

with the most connections or the region with the fewest nodes. The second adds the 

equality of percentage of occupied space. The third uses the round-robin placement 

process. This is shown in Fig. 3.11. 

begin Preplace3(func) 
switch (func) 

case 1, 2: for (each node) 
for (each region in specified order) 

if (node fits in region and (func = 1 or region closer 
to target %)) 

preplace there 
case 3: for (each node) 

if (node fits in region) 
preplace cell there 
increment region 

Figure 3.11: Preplacement Pseudo-code for Levels 3 and Higher 

3.4.1 Cell Fitting 

One important part of these procedures has been omitted for clarity. Now is an 

appropriate time to mention that when placing a cell in a region it must fit in that 

region as well as meet the previous requirements. Pseudo-code for this procedure 
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is shown in Fig. 3.12. 

begin Cell Fit 
if (cell is an I/O) 

Count slots in region 
Count I/O already in region 
if (# of slots > # of I/O) 

Cell fits 
else 

Cell does not fit 
if (cell is a node) 

for (each row) 
find width of nodes on row 
if (node fits in remaining space on row) 

Cell fits 
if (no more rows) 

Cell does not fit 
end 

Figure 3.12: Cell Fitting Pseudo-code 

Since each I/O cell will ultimately be placed in an I/O slot, there must be at 

least one I/O slot that is not filled, for an I/O cell to be able to fit in a region. 

There can be no more I/O cells assigned to a particular region than there are I/O 

slots. 

The process for fitting nodes in regions went through many iterations and 

ultimately resulted in the row concept introduced earlier in Section 3.2. Originally, 

the only requirement checked to determine whether a node would fit in a region 

was that the following inequality be satisfied. 

area(region) — ^ arealnode) > area(node to be placed) 
nodes in 

region 

Where the area is defined as the width of the node multiplied by its height. This 
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sounds fine, however no regard was made for the shape of the unoccupied area. This 

resulted in nodes being placed in regions where they would not logically fit. One 

such case, shown in Fig 3.13 involved placing five 2x2 nodes in a 5 x 5 area. Even 

though the nodes only occupy 20 square units and the region's area is 25 square 

units, there is no way the last node can fit. 

Node 
does not fit 

Figure 3.13: Example of First Node Fitting Process Failing 

The next process considered, introduced the row concept in a modified form. 

All nodes were assumed to be the same height and regions were only allowed to be 

partitioned at multiples of this height. To determine whether a node would fit in a 

region the following inequality needed to be satisfied. 

# of rows(region) * width{row) — width(node) 
•nodes in 

region 

> width(node to be placed) 

This again resulted in nodes being placed in regions where they would not fit. 

One such case, shown in Fig. 3.14, was when five nodes, all 3 units wide, were placed 

in a region which has two rows of 8 units. Even though the nodes' width is 15 units 

and the region's width is 16 units, the nodes cannot be configured to fit. 

A more complex check was then implemented. Each node that is to be placed 

in a region is assigned to a particular row in that region. This row is not necessarily 
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Node 

does not fit 

Figure 3.14: Example of Second Node Fitting Process Failing 

its final placement row, but it is the row on which it currently fits. A sum of the 

widths of all nodes on each row is computed. All rows are then checked and the 

first one that the node will fit in is where it is placed. This process still did not take 

into account nodes which were taller than a row. These nodes were assumed to fit 

or be able be shifted up or down such that they would no longer overlap nodes on 

adjacent rows. This is a risky assumption. There may be enough 'tall' nodes, such 

that if many were placed in the same column, they would not be able to be shifted 

and remain in the node area supplied. Fig. 3.15 shows a possible final configuration 

of nodes prior to shifting. Each node is placed at the vertical center of the row it 

occupies. Note that nodes 1, 2 and 3 are taller than the row height and overlap 

at least one node or the area boundary. Fig. 3.16 shows the configuration after all 

shifting has been completed. Note that node 1 is shifted down to fit in the node 

area and did not require any other nodes to move. Node 2 shifted down as well, 

but required nodes D and E to move also. Node 3 then had to shift because node D 

overlapped. Node 3 still overlaps of the area boundary and is not able to be shifted 

to eliminate this. This is not an acceptable placement. 
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'Tall' Nodes 

'Short' Nodes 

Unoccupied 
Space 

Figure 3.15: Example of Third Node Fitting Process Prior to Shifting 

Finally the height of the nodes was used. Nodes which are taller than a row 

are given a value which represents how many extra rows it occupies. The previous 

process is used "as" is for nodes which do not have an extra value; however, those 

that have the extra value require the correct number of consecutive rows to have 

enough space. If a set of consecutive rows do, then this node is assigned to the first 

row, but is actually considered to be on each row. Since nodes do not usually use 

much of the extra row(s) they occupy, this results in wasted space, but will always 

guarantee that a node will fit in the area provided. Also this method prohibits nodes 

from overlapping. Therefore no shifting is necessary. This method's placement of 

the previous example is shown in Fig. 3.17. As can be seen, more rows are required 

and more nodes are taller than one row; however, since we know how many rows 

they occupy we will always be able to place them with no overlaps. 

The rows are always checked in order, if the node will fit in the space remaining 

for a particular row, it is assigned to that row. This, unfortunately, means that the 
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Unoccupied 
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Node does not fit 

Figure 3.16: Example of Third Node Fitting Process After Shifting 

order in which nodes are placed in a region affects the rows on which nodes are placed 

and therefore which nodes are capable of fitting in the region. This limitation is 

not a large concern, because if nodes do not fit in the regions created by the quad-

partitioning, cutlines will be adjusted until all nodes do fit. This adjustment is 

discussed in the next section. 

3.4.2 Adjusting the Partition 

Unfortunately, the possibility exists that the cutlines will be placed such that 

the nodes will not fit in the subregions. One such case, shown in Fig. 3.18, is a node 

region that is ten units wide and three rows high with five 3x1 row nodes and 

three 4x1 row nodes. The nodes easily fit in the space provided. If the cutlines 

are placed as outlined in Section 3.3 at the center of the region: at the fifth grid 

and second row there is no way the nodes can be placed such that they fit in the 
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Figure 3.17: Example of Final Node Fitting Process 
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Space 

Figure 3.18: Example Node Region with 3 rows and 8 nodes 

subregions. In every possible configuration, there are two nodes which do not fit. 

This is shown in Fig. 3.19. In this case, we move VCUT either left or right in the 

hopes that the nodes will eventually fit in the subregions. If VCUT is moved one 

grid in either direction, all nodes fit. This is shown in Fig. 3.20. 

The adjustment tends to make the larger region one grid larger until the nodes 

fit or VCUT is at one end of the region. In the case where VCUT reaches the end 

of the region and the nodes still do not fit, we ignore VCUT. HCUT is then placed 
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Space 

Two nodes that 
no longer fit 

Figure 3.19: Outlines placed in example Node Region 

and the region is split into two regions. This can happen when there are many 

different size nodes and the region is filled. This bi-partitioning is avoided as much 

as possible; however, when it is necessary, quad-partitioning continues at the next 

level. 

In the case where nodes require multiple rows, the regions will be partitioned 

such that a tall node will fit in at least one of the subregions created. This requires 

the tallest node be found and HCUT be placed such that at least one region is this 

tall. 

3.5 Optimization 

3.5.1 Optimization Algorithm 

Once the cutlines have been adjusted such that all the cells are pre-placed in 

this subgroup, the optimization process is invoked to find the best configuration. 

Only the four regions in this subgroup will be considered when optimizing. Pseudo-
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Figure 3.20: VCUT Moved Right Such That Nodes Fit 

code for this process is shown in Fig. 3.21. This process includes a tabu search, 

which will be explained in more detail in Section 3.5.2. 

First we need to find a list of all cells which are candidates for moving to other 

regions in the subgroup. This candidate list will consist of a cell and region pair, 

where the cell is a candidate to move to that region. 

To determine whether a cell is a candidate to move, its connections must be 

examined. Cells may only move if they have connections which extend outside the 

region they occupy. If a cell only connects to cells in the regions adjacent to its 

region, then those regions are the only ones added to the candidate list for this cell. 

Two regions are considered adjacent if they are in the same subgroup and share a 

common horizontal or vertical boundary. Regions A and Bi and regions A and B2 

in Fig. 3.22 are considered adjacent. If a cell connects to a cell in a region outside 

this subgroup or in the region diagonal to its region, then all three other regions in 

the subgroup are added to the list for this cell. Two regions are considered diagonal 

if they are in the same subgroup but do not share a common boundary. Regions A 
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begin Optimize 
candidate: Find Candidate Cells to move 

Find best cell to move 
Find best pair of cells to swap 
if (region is node region) 

Swap regions left to right 
Swap regions top to bottom 

Find best change from four possibilities 
if (best change is better than best configuration) 

execute change 
clear bad moves 

update update tabu and aspiration lists 
go to candidate 

else 
check if (change satisfies tabu conditions) 

execute change h update bad moves 
if (number of bad moves = end condition) 

go to end 
go to update 

else 
Find next best change from change list 
go to check 

if (no more moves to check) 
no move executed 

end 

Figure 3.21: Optimization Pseudo-code 

and C are considered diagonal. 

A cumulative list of the best 50 changes and their costs is kept. A change 

is defined as either moving a particular node to another region or swapping the 

regions of a pair of nodes. The best change list is limited to a specified length so 

as to save memory and search time. It has been found that extending the length 

of the list beyond 50 does not result in better placements, as the change which is 

executed is usually one of the best changes found. The order of this list is such 
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Figure 3.22: Adjacent and Diagonal Regions 

that the first element has the lowest cost and each successive element can have an 

increase in cost. 

For each region in the candidate list the cell is moved to that region. If the cell 

will fit in that region, the new path lengths and cost are found. This move and its 

cost are then added to the best change list at the appropriate location specified by 

its cost. The cell is then moved back and the next cell is moved to the next region. 

After all cells have been moved, all possible pairs of two elements of the can

didate list are checked to see if swapping the cells is feasible. If the first cell is to 

be moved to the second one's region and vice versa, then these two cells are candi

dates to be swapped. If the cells fit in the opposite regions, then they are swapped, 

and the new path lengths and cost are found and added to the best change list at 

the appropriate location. The cells are swapped back and the next pair of cells is 

investigated. 

If this subgroup contains only node regions, after all swaps have been investi

gated, the regions themselves are swapped left to right as shown in Fig. 3.23. The 
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Figure 3.23: Swapping Regions Left to Right 

widths of the regions are adjusted such that the nodes still fit in the regions to 

which they are assigned. The new path lengths and cost are found and then the 

regions are swapped back. Lastly, the regions are swapped top to bottom as shown 

in Fig. 3.24. The heights of the regions are adjusted so that all nodes still fit. The 

new path lengths and cost are found and then the regions are swapped back. These 

steps are included to allow nodes which will only fit in one region, possibly because 

they are wider or taller than the rest of the regions, to be moved. It also allows 

many nodes to move at the same time. This generally speeds up moving all nodes 

to another region. 

Figure 3.24: Swapping Regions Top to Bottom 
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Next, the cost of the best move, cost of the best swap and the swap region cost 

are compared. If the best of these is better than the cost of the best configuration 

found so far, this change is implemented, the tabu list and aspiration function list 

are updated and the bad change list is cleared. If the best change cost is not better 

than the cost of the best configuration, tabu search is invoked. 

3.5.2 Tabu Search 

Tabu search is invoked when no cost of a potential change is better than the 

cost of the previous best configuration. To find the change that will be implemented, 

the best change list is parsed to find a move or swap that will satisfy either of the 

conditions that follow. 

1. Not be in the tabu list 

2. Improve the aspiration function of the cell/region pair 

At this point swapping the regions is no longer considered. Pseudo-code for 

updating and checking these lists are shown in Figs. 3.25 and 3.26. 

The tabu list is a list of the 20 previous cells moved or swapped. Each element 

of the tabu list will be either a cell or a pair of cells. Each cell in the subgroup can 

appear in the tabu list only once. If a tabu element, which contains a cell which 

is already in the list, is to be added to the list, then the cell is removed from the 

earlier tabu element. 

The aspiration function list contains triples consisting of a cell, a region and a 

cost. This cost is the cost of the entire configuration the last time the cell was in 

the region. The aspiration function has no size limit and consists of all cells which 

have been moved or swapped in this subgroup. If a cell has never been in the region 



begin Update Tabu and Aspiration Lists 
for (every tabu element) 

if (cell is in element) 
remove cell from element 
if (element is empty) 

remove element 
add new element to tabu list 
if (tabu list > 20 elements) 

remove oldest element 
for (every aspiration function) 

if (cell and region are in element) 
change cost in element 

if (not in aspiration function list) 
add element 

Figure 3.25: Update Tabu List Pseudo-code 

begin Check Tabu Conditions 
for (every tabu element) 

if (cell is in element) 
go to asp 

if (not in tabu list) 
change is ok 

asp: for (every aspiration function) 
if (cell and region in list) 

if (cost is better) 
change is ok 

else 
change is not ok 

if (cell not in aspiration function list) 
change is ok 

Figure 3.26: Check Tabu List Pseudo-code 
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being investigated, then it satisfies the aspiration function condition. 

Both cells must not appear in the tabu list for a swap to satisfy the first 

condition. Both cell/region pairs must be an improvement for a swap to satisfy the 

second condition. 

If the change satisfies the conditions, then it is implemented, the tabu and 

aspiration function lists are updated and the change is added to the bad change 

list. The bad change list consists of all changes since the best configuration was 

found. This list is limited to 50 elements, since most local minima can be escaped 

in this number of changes. Once the limit has been reached the best configuration 

is restored and the algorithm moves to the next subgroup of regions. 

3.5.3 Fuzzy Cost Function 

Fuzzy decision making has been used to place circuits before by R. Lin [9], 

Jayabharathi [5] and Gao [3]. However, all of these algorithms are constructive 

ones. The algorithm presented here has the distinction of being iterative. These 

constructive algorithms tend to produce good results; however, since iterative algo

rithms typically outperform constructive ones, applying fuzzy decision making to 

an iterative algorithm seemed a logical step to take to get better results. 

As was mentioned earlier, fuzzy decision making closely models human think

ing. It uses words like "good," "bad," "high" and "low" to measure real world 

values. These words are highly subjective and need further definition in order to 

fully understand what they mean. In this research we measure three real world 

values to calculate the fuzzy cost: total path length cut by region boundaries, max
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imum path length cut by region boundaries and total number of paths cut by region 

boundaries. In order to fully understand the decision making process, we must first 

discuss how these values are calculated. 

For this research, we calculate the length of a path as the total length of edges 

plus the delay through all the cells in the path, as is shown in Eq. 2.1. When 

calculating delay due to edges, Eq. 2.2 is used. If the cells reside in different regions 

they are given the coordinates of the center of the region they occupy and length 

is calculated as shown in Eq. 3.6. 

l = \ x 3 -  xd| + \ya - yd\ (3.6) 

If, however, both the source and destination of the edge occupy the same region, 

then Eq. 3.7 is used. 

(3? )  

This approximation, which was also used by A. Lim [7], tends to produce satisfac

tory results. 

For each edge (u,-,uj), we need to find the longest path containing that edge. 

To speed up this process we calculate the maximum path from input cells to u,-

(maximum input path) and from Vj to output cells (maximum output path). The 

maximum path length is the sum of u,'s delay, Uj's delay, the edge delay and the 

length of the two calculated paths. 

Every time a cell i;; is moved in the optimization procedure, the lengths of the 

edges adjacent to the cell change. Its maximum input path and maximum output 

path will need to be updated. Since only a subset of the circuit's cells affect these 
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paths, this is a faster process than finding all maximum input and output paths for 

the entire circuit. The maximum output paths for all vertices in paths from input 

cells to Vi must be updated. Those from u, to output cells will not have changed. 

The corresponding updates for input paths are calculated. 

For a given subgroup we need to find all the edges that either cross between 

two of these regions or leave this subgroup. The total path length cut is the length 

of all paths cut by the partition outlines. In calculating the total path length cut, 

we examine all cells in each of the four regions. For each cell, we look at outward 

adjacent cells. If the cells are in the same region, the edge is ignored. If the cell is 

in an adjacent region, then the maximum path length through this edge is added 

to the total. If the cell is in the diagonal region, the maximum path is added to the 

total twice, since any Manhatten path will cross two boundaries. If it is outside the 

subgroup of regions, then the maximum path length is added to the total once for 

each boundary it crosses and once more for crossing out of the subgroup. For each 

cell, we also check all inward adjacent cells. If the cell is outside the subgroup then 

its maximum path length is included in the total as before. If the cell is within the 

subgroup, then it is ignored since it will be included when the outward adjacent 

cell is examined. During this process the maximum path length and the count of 

the number of paths that were summed. This count is used as the number of paths 

which are cut by region boundaries. 

These three values, total path length, maximum path length and number of 

paths, are used to calculate the cost of the current configuration. They are given 

to fuzzy linguistic variables to get their memberships. For total path length and 

maximum path length, we measure how "SHORT" these values are. The linguistic 
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variable for SHORT is shown in Fig. 3.27. Note that the x axis value is a percent-

SHORT 

100% 
Path Length 

Figure 3.27: Linguistic Variable for SHORT Total Path Length 

age. This is a percentage of the estimated maximum value. This estimated value 

is calculated from the area supplied and the circuit to be placed. Two separate 

estimated maximum values are calculated; one for total path length and one for 

maximum path length. 

First the largest possible edge length is found. This is based on the size of the 

area and is shown in Eq. 3.8. 

EdgeJeriMAX = areajwidth + areaJieight (3.8) 

Next the estimated maximum path length is calculated. From the circuit to 

be placed, we can easily find the path which will be maximum. Eq. 3.9 is used to 

find the maximum length of every path. 

Max-patheat = max 
all paths 

I 

nodes 
\ in path 

\ 

T, node delay + Edge.lenMAX * # °f edges in path 

(3.9) 

The maximum of these is used as the estimated maximum value. 
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Next we need to estimate the total path length. From the circuit we can find 

the total number of paths and using Eq. 3.10 we can calculate the estimated total 

path length. 

TotaLpatheai = Max.pathesi * # of paths (3.10) 

Note that we have two different estimated maximum values for SHORT; one for 

total path length and one for maximum path length. This is because the values of 

these two real values are in very different ranges and we would like to make full use 

of the memberships. A value which is a SHORT total path would not be considered 

a SHORT maximum path, since the total path is the sum of all paths. From now 

on these will be called SHORT? and SHORTM for total path length and maximum 

path length, respectively. For any path length which is longer than the range of the 

graph, we will assign the membership 0. This seems to make sense, since we have 

defined the shortest path length to which we will assign no membership, therefore 

paths which are longer should also be assigned the same membership. As shown 

in Fig. 3.27, the longer the path length, the more closely it is not a member of the 

set of SHORT path lengths. Therefore a path length longer than the maximum 

expected one will not be a member. 

For the number of paths cut by region boundaries, we measure how "FEW" 

paths are cut. The linguistic variable FEW is shown in Fig. 3.28. Again the x 

axis is a percentage and we need to calculate the estimated maximum value. We 

will estimate this as twice the total number of paths in the circuit. We use twice 

the number because sometimes paths are cut by more than one boundary. If many 

paths are cut by many boundaries then the number of paths counted may be out 

of the range of the linguistic variable. In this case, we assign no membership to the 
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1 
FEW 

m 

m 
e .5 

0 

0 100% 
Number of Paths Cut 

Figure 3.28: Linguistic Variable for FEW Paths Cut 

fuzzy function FEW. Fig. 3.28 shows that fewer paths cut means it is closer to a 

full member of the set FEW. 

Once we have the memberships to the sets SHORTT, SHORTM and FEW we 

apply the fuzzy rule: 

if total path is SHORTT and maximum path is SHORTM and 
number of paths is FEW then cost is NOT BAD 

In calculating to what extent the configuration has a SHORTT total path, 

SHORTM maximum path and FEW paths cut, we multiply their membership values. 

This new value is the membership of the linguistic variable NOT BAD. To find the 

cost of the configuration we must subtract this value from 1. The lower the cost 

the more desirable the configuration. 

In earlier stages of the research, the real world inputs, total path length, maxi

mum path length and number of paths, were given to three linguistic variables each; 

SHORT, AVG and LONG, for the path length, and FEW, SOME and MANY for 

the number of paths. 
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There were then 27 different rules consisting of each possible triple of input 

linguistic variables, each resulting in one of seven output linguistic variables, VERY 

GOOD, GOOD, SOMEWHAT GOOD, OK, SOMEWHAT BAD, BAD and VERY 

BAD. Some of the rules included were: 

if total path is SHORT? and maximum path is SHORTM and 
number of paths is FEW then cost is VERY GOOD 

if total path is SHORT7* and maximum path is AVGM AND 

number of paths is SOME then cost is SOMEWHAT GOOD 

if total path is AVGT and maximum path is AVGM AND 

number of paths is SOME then cost is OK 

if total path is LONG-r and maximum path is LONGM and 
number of paths is MANY then cost is VERY BAD 

When determining the membership of each output linguistic variable, the max

imum membership was used in the case where more than one rule applied. Once all 

of the output memberships were determined, they were plotted on their respective 

graph and the center of the mass was calculated. See Fig. 3.29. 

SOMEWHAT SOMEWHAT 
GOOD 

VERY X BAD 
BAD / \ , 

BAD GOOD 
1 

m 
e .5 VERY 

GOOD m 

0 

0 .2 .4 .6 .8 1 

COST 

Figure 3.29: Seven Output Linguistic Variables for Cost 

This center of mass was the cost of the configuration. While this process with 

27 rules worked well, it was very slow. To speed it up, rules were eliminated and 
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variables modified, such that the results were not adversely affected. With one 

linguistic variable for each parameter and the lone rule, we get results which are 

as good as the previous ones. This elimination of rules results in a tremendous 

savings in time. With our one rule system, it takes «60 seconds on a Sparc 10 to 

place a simple circuit. If we only increase this to four rules and three linguistic 

variables, the time increases to «86 seconds, without a significant improvement in 

circuit performance. Since this 30% reduction in time did not adversely affect the 

resulting placement, it was determined to be an acceptable change to the algorithm. 

It is easy to see that increasing to 27 rules will increase the run time even more. 

The savings in time can be quite great for large, complex circuits. 

3.6 Final Placement 

Once the circuit has been partitioned, optimized and each node region has 

fewer than 5 nodes and each I/O region has fewer than 5 1/0 cells and 8 1/0 slots, 

a simple placement routine is used to find the actual coordinates for each cell. The 

coordinates for all cells in a region are determined before the coordinates of the 

cells in the next region. There are two different simple placement routines: one for 

node regions and one for I/O regions. Pseudo-code for these routines is shown in 

Fig. 3.30. 

All nodes were assigned to rows such that they would fit in the region, when 

they were originally added to the region. The final, best rows need to be found 

for each node. To do this, new path lengths must be found, which use the row 

information. Up until now the center of the region was used in the edge length 

calculation, regardless of the row to which the node was assigned. Now the edge 
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begin Final Placement 
for (each region) 

if (region is node region) 
Find best rows for nodes 
for (each row) 

Find x coordinates 
if (region is I/O region) 

Find best configuration 
end 

Figure 3.30: Final Placement Pseudo-code 

length calculation uses the row to which it has been assigned for the y coordinate. 

The x coordinate remains at the center of the region. Edges whose source and des

tination are in different regions use Eq. 3.6 and edges whose source and destination 

are in the same region now use their y coordinates to find the edge length, but an 

alternative is used for the x coordinates. The new equation for edge length is shown 

in Eq. 3.11. 

n i l  i  i  a r e a - w i d t h .  %  
EdgeJenrow = |y, - yd\ H — (3.11) 

A different cost function is used here. This one only uses the total path length and 

the maximum path length, since the number of paths cut by the region boundaries 

will not change. This cost is based on the following fuzzy rule. 

if total path length is SHORTT and maximum path length is SHORTM 

then cost is NOT BAD 

Next we use a similar optimization process to the move/swap process used in 

the main partitioning procedure in Section 3.3. First, all pairs of rows in a region 

are swapped and the best cost is found. Next, all pairs of nodes which are on 

different rows in a region are swapped and the best cost is found. Lastly, all nodes 

in a region are moved to all other rows and the best cost is found. Then it chooses 
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the best configuration that is better than the current one from these choices and 

repeats the three checks with this new configuration. Once no better configuration 

can be reached from the current one, the y coordinates are assigned to their final 

placement rows. Since the number of rows is usually small, this process is quick. 

Next, the x coordinates of the nodes must be found. Since each region has few 

rows and very few nodes, we have chosen to investigate every possible combination 

that will fit. This process is very simple, but since there are a limited number of 

combinations, it is a fast one and results in an optimal solution. Care must be taken 

to make sure that nodes which occupy more than one row do not overlap nodes on 

the next row. Once all rows have been placed, the process moves to the next region. 

For I/O regions, the algorithm to find the coordinates of each I/O cell is sim

ple. Since I/O cells are placed in I/O slots, this is a one dimensional optimization 

process. Every possible combination of I/O cells in I/O slots is tried. Since I/O 

regions are limited to 5 cells and 8 slots, this checking process is quick. 

3.7 Further Refinements 

Once all the coordinates have been found, all nodes are adjusted one at a time. 

Each node is moved up and down one row and left and right one grid. If these 

locations do not overlap other nodes then a new cost is calculated. If this cost is 

better then the node is moved. This is added to allow nodes to straddle region 

boundaries. 

Each node is then moved within the bounds of its integer width and rows 

occupied such that the maximum path is minimized. Finally, the I/O are adjusted, 
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one cell at a time. Each I/O cell is moved up and down one slot, if the adjacent 

slot is unfilled, such that the maximum path is minimized. If the maximum path 

is not affected by a move, that cell is not moved. This process is repeated as long 

as improvements are found. 

After all coordinates for a configuration have been found using the first pre-

placement function, a final cost is calculated and is saved with the configuration as 

the best one. The entire process is then repeated for all the other three preliminary 

placement functions. Each time after the final coordinates are computed, the final 

cost is calculated and compared with the cost of the best configuration found so 

far. If this one is better, then it is saved as the best configuration. 

This process may be repeated under certain conditions. Pseudo-code outlining 

these conditions is shown in Fig. 3.31. 

begin Further Refinements 
if (I/O are permanently fixed) 

no repeat 
if (I/O cells and nodes are unfixed) 

fix I/O cells 
repeat 

else if (configuration is better than last time) 
if (I/O are unfixed and nodes are fixed) 

unfix nodes 
fix I/O 
repeat 

else if (I/O are fixed and nodes axe unfixed) 
unfix I/O 
fix nodes 
repeat 

end 

Figure 3.31: Finishing Touches Pseudo-code 
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After all four preliminary placement functions have been run, the algorithm 

fixes the location of the I/O cells at the coordinates specified by the best configu

ration found so far. The entire process is then repeated with only the nodes being 

allowed to move. We have seen that this often produces a better configuration than 

when all cells are allowed to move, since the I/O cells have been placed in a good 

position so as to guide the nodes to a better configuration. This I/O fixed, nodes 

moving process is repeated for the three node preplacement functions. If any final 

configuration is better than the best found so far, it is saved as the best one. 

After all node-only, preliminary placement functions have been run, the nodes' 

locations are fixed and the I/O cells are allowed to move. If a better I/O cell 

placement is found, then it is saved as the best configuration. There is only one 

preplacement function for nodes fixed and I/O cells moving. If a better I/O place

ment is found, then the I/O are fixed and the nodes are allowed to move again. 

These two steps, of alternating fixing nodes and fixing I/O cells are repeated until 

no improvement to the configuration occurs. 

3.8 Fixed I/O Cells 

The user has the option of fixing where the I/O cells will be placed. The user 

can specify the coordinates of all the I/O cells. Nodes may not be preplaced. This 

information is to be included in the data file. 

When running the algorithm with the I/O locations fixed, only nodes are al

lowed to move. The process is repeated for the three node-only preplacement func

tions. After the best of these placements has been found the process is complete. 
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This is a useful option for designers to use once the I/O placement has been de

cided. Once the design has been implemented and integrated into a larger design, 

it is difficult to change the I/O locations. Any changes to the internal circuit, must 

work with the original I/O locations. This option easily allows the I/O locations to 

remain fixed. 
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Chapter 4 

Results 

This program was written in C and was tested on a Sun Microsystems SPARC 

station 10. Table 4.1 shows information about the benchmark circuits that were 

used for testing. The parameters given for each circuit show the variety of circuits 

that this algorithm can place. This algorithm places both pure combinational cir

cuits and ones with internal memory elements. It can handle circuits with cycles, 

such as those with latches, easily. It can also place the I/O cells or use a predefined 

placement. 

Number Number Number Number 
Circuit of Cells of I/O of Edges of Paths Cycles I/O Fixed 

Comb Mem 
A 15 0 10 32 23 N Y 
B 20 0 10 52 81 N Y 
C 40 0 10 104 1314 N Y 
D 40 0 10 104 1314 N Y 
E 23 0 9 38 24 N N 
F 10 0 2 10 1* N N 
G 15 0 10 32 23 N N 
H 20 0 10 52 81 N N 
I 13 17 30 124 179 Y N 
J 9 3 8 21 13 N N 
* pipeline 

Table 4.1: Circuits Placed by this Algorithm 
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Comparison to the algorithm by Lim, Chee and Wu [7] was desired. Unfor

tunately, their papers did not provide sufficient details to allows an accurate im

plementation and attempts to contact the original researchers to obtain additional 

information were not successful. Therefore, no direct comparison to their work is 

available; however, an indirect comparison is possible, since they published com

parisons to the algorithm by Lin and Du [8]. The algorithm by Lin and Du was 

implemented for this purpose. 

Lin and Du's algorithm is a path-based constructive algorithm which cannot 

handle memory elements or cycles. As with Lim, Chee and Wu, Lin and Du's 

algorithm requires the locations of I/O cells be known prior to execution. When 

comparing to our algorithm, some circuits will have I/O locations known. In cases 

when I/O locations are unknown, the I/O locations generated by our algorithm will 

be used by Lin and Du's. Results will be shown for circuits with memory elements 

and cycles. In these cases no comparison to Lin and Du's will be made, since their 

algorithm cannot place these circuits. 

Table 4.2 shows the results of our algorithm versus Lin and Du's. The infor

mation presented includes the maximum and average path lengths. The maximum 

path length is the constraining value for operating frequency and therefore is a 

measure of circuit performance. The average path length is a measure of how short 

all the paths are; this can be used to gauge the total length of all paths. The path 

improvement is the percentage decrease in maximum path length achieved by our 

algorithm, the one presented here. 

The algorithm by Lim, Chee and Wu performed on average sal.1% better than 
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Our Algorithm Lin & Du's Maximum 
Circuit Maximum Average Maximum Average Path 

Path Path Path Path Improvement 
A 88.0 73.5 90.1 69.9 2.3% 
B 127.8 99.9 140.8 104.9 11.4% 
C 232.9 186.8 303.7 227.0 23.3% 
D 256.6 207.9 345.9 255.0 25.8% 
E 39.7 32.3 57.0 42.7 30.4% 
F 22 22 38.6 38.6 43.0% 
G 77.9 66.1 91.0 72.0 14.4% 
H 106.4 85.1 114.3 83.8 6.9% 
I 21.0 10.3 N/A N/A N/A 
J 22.8 15.4 N/A N/A N/A 

Table 4.2: Results of this Algorithm vs. Lin & Du's Algorithm 

the algorithm by Lin and Du [7]. Our algorithm performed 2.3%-43.0% better than 

Lin and Du's, which represents a significant improvement over both algorithms. 

Lim, Chee and Wu's largest contribution relative to Lin and Du's involved 

runtime. Their algorithm was significantly faster than Lin and Du's. Since, the 

implementation of the algorithm by Lin and Du was not the focus of the research 

here, it was not optimized. Therefore, a direct comparison of runtimes is not ap

propriate. Runtimes for out algorithm for each circuit are shown in Table 4.3 to 

allow future comparisons. 

Circuit Runtime Circuit Runtime 
(in sees) (in sees) 

A 11.94 F 2.17 
B 28.76 G 92.77 
C 497.35 H 97.23 
D 254.08 I 254.26 
E 65.37 J 9.53 

Table 4.3: Our Algorithm's Runtimes 
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Figure 4.1: Placement of Circuit A 

Illustrations of the placements for some of the circuits obtained from our al

gorithm are shown in Figs. 4.1- 4.5. Circuit A has fixed I/O locations. Since edge 

length is measured as Manhatten distance, we can see that the path which has been 

determined to be maximum cannot be made shorter. Therefore, we have not only 

outperformed Lin and Du, but have also placed this circuit optimally based on the 

I/O cell locations specified. 
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Circuit G is the same circuit as circuit A with prespecification of the I/O 

locations. Our algorithm was used to find improved I/O locations over the ones 

specified in circuit A. This circuit while not having an optimal maximum path, has 

a shorter one than circuit A. 

49 
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30.625 

24.5 

18.375 ! 1 1 

12.25 1 1 1 -  +  - f  - i  ^ 

1 i-6.125 

0 

0 
Maximum Path 

Figure 4.2: Placement of Circuit G 
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Circuit D is one that was placed by both our algorithm and the one by Lin 

and Du. Our algorithm outperformed theirs by «26%. This circuit is a relatively 

large circuit, which almost fills the area used for placement. Lin and Du's algorithm 

does not seem to place circuits of this category well. Our algorithm has no problem 

finding a significantly better placement. 
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Figure 4.3: Placement of Circuit D 
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Circuit E is one in which all nodes are the same size. This fact is used by our 

algorithm, in that the row height is based on the height of the tallest node. Since 

all nodes are the same size, the row height will be their height and space will not 

be wasted. Lin and Du's algorithm does not make use of this fact and therefore has 

the ability to waste space. 

0 4 8 12 16 

Maximum Path 

Figure 4.4: Placement of Circuit E 
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Circuit J is one that has memory elements. Since Lin and Du cannot handle 

these kind of circuits, no comparison is possible. Our algorithm uses this informa

tion to end paths. Paths are then optimized. The maximum path may begin or 

end with a memory element. For this placement, the memory elements were placed 

such that they are not elements of the maximum path. 

12 

9.6 

7.2 

4.8 

2.4 

Combinational 
Nodes 

Memory 
Elements 

8 
Maximum Path 

12 

Figure 4.5: Placement of Circuit J 
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Chapter 5 

Conclusion 

An algorithm has been presented to better solve the problem of placing macro 

cells. This algorithm uses quad-partitioning, tabu search and a fuzzy cost function. 

Although other placement algorithms have used quad-partitioning, this algorithm 

has the distinction of having a fuzzy cost function. It has been shown that this 

fuzzy cost function along with other changes, improves the results over others' work. 

While others have used fuzzy decision making in the placement process before, no 

work was found that used an iterative technique. 

This algorithm allows more flexibility for the designer than work done previ

ously. This algorithm does not requires the designer to manually place the I/O. 

Making this part of the placement process allows the circuit to be placed better 

than if the designer chooses the locations. This algorithm does allow the designer 

to choose the locations and will place the internal nodes optimally in reference to 

them if desired. 

On the average, a 19% improvement was achieved an on some test cases pro

duced a 43% improvement over the work done by Lin and Du. This significant 

improvement shows that this algorithm with its fuzzy cost function was able to find 

better placements for macro cell circuits. 
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Limitations of our algorithm include the assumption of pin locations on the 

nodes being at the center of the node; however, this is a common assumption. Future 

work though could resolve this issue and allow nodes to be rotated or flipped as 

necessary to reduce delay. Other changes for future work could involve determining 

ways to reduce the layout frame. Such that less space is actually used, without 

increasing path delay. Another improvement would remove the row constraint and 

allow nodes to have any coordinate in the layout frame and still guarantee fit. This 

would reduce the amount of unused space. 
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