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ABSTRACT 

An asynchronous, single-chip, high-speed communication adaptive echo can

celler was developed during this research. Adaptation is based on the LMS algo

rithm with power-of-two convergence factor. Cancellation is performed by a 128-

coefficient adaptive finite impulse response filter whose coefficients are updated 

every cycle. The LMS power-of-two update equations were modified to allow a 

pipelined implementation. Pipelining the adaptation and echo estimation oper

ations enabled hardware minimization, a high sampling rate, and no increase in 

convergence time. The resulting circuit updates the filter coefficients and generates 

the output at a sampling rate greater than 205 kHz. The chip was designed using 

0.8 /j,m CMOS standard cells. The single-chip layout requires a die size of 9.25 mm 

by 7.25 mm. 
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Chapter 1 

INTRODUCTION 

An asynchronous, single-chip echo canceller has been developed for high-speed 

data communication applications. Cancellation is performed by an FIR filter whose 

coefficients are adapted using a modified LMS algorithm with a power-of-two con

vergence factor. The standard LMS algorithm was modified to enable a pipelined 

implementation for faster throughput. The pipelined circuit updates all coeffi

cients and generates the filtered output, allowing a sampling rate of approximately 

205 kHz. 

In a communication system, echo occurs when the received signal is coupled 

onto the desired output signal, due to transmission line reflections and other sources. 

The frequency response of the echo path is generally time-varying, so adaptive filter

ing is usually used to perform echo cancellation. Chips are commercially available 

for digital filtering with fixed filters, but adaptive filtering hardware is currently 

limited to chip sets and/or boards [1, 2]. 

The LMS algorithm is a gradient descent algorithm for updating the filter coef

ficients in a finite impulse response filter. In hardware implementations, coefficient 

updating and output sample computation are usually done by separate processors 

[1, 2]. In order to eliminate the need for off-line processing to update the filter 
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coefficients, the LMS algorithm must be rewritten to enable pipelining. 

The standard implementation of the LMS algorithm uses the current filter co

efficients to estimate the echo injected at the current sample interval. After the 

current echo estimate is generated and subtracted from the distorted output, the 

coefficients are updated to prepare for the next sample interval. Implementing the 

equations in this manner inhibits pipelining. By rewriting the update equation, the 

coefficient updating and output sample computation can be performed simultane

ously. The required modification causes the coefficient update to be performed just 

before the coefficient is used to estimate the echo. The modification requires one 

dummy filter coefficient update after reset. 

Echo cancellation is generally performed using a synchronous digital FIR fil

ter. Two limitations to this approach are clock skew and clock distribution. Asyn

chronous logic design provides a viable method for eliminating both limitations. 

Asynchronous designs communicate data between register pairs using request-ac

knowledge handshaking signals. These signals are locally generated and delayed to 

compensate for hardware processing delays [3]. Unlike synchronous designs, long 

combinational paths do not affect the overall circuit. By designing the echo canceller 

using asynchronous techniques, a higher sampling rate can be achieved. 

During the design of the echo canceller, several challenging design issues were 

overcome. A new asynchronous library element was developed which will cause 

a request line to become active immediately after reset. Other portions of the 

design requiring unique solutions were the counter used to count the number of 

filter coefficients processed, an interleaved accumulator, an interleaved memory, a 

register file, and the interface to a synchronous memory unit. 
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The design was simulated using prerouting delays only due to layout software 

problems and schedule constraints; however, the design was routed to determine 

the chip area required. The preroute implementation supports a sampling rate of 

approximately 205 kHz and will fit on a single 9.25 mm by 7.25 mm. 
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Chapter 2 

BACKGROUND 

2.1 Echo Cancellation 

2.1.1 Two-Way Communication System Model 

A model for a two-way communication system with echo is shown in Fig. 2.1. 

The main signals are the received data, r(n), desired transmit data, t(n), distorted 

transmit data, d(n), echo, y(n), echo estimate, y(n), and output/error, e(n). In 

F ig .  2 .1 ,  t he  dashed  box  on  t he  l e f t  a round  y (n )  and  t he  summer  gene ra t i ng  d(n )  

represents the unwanted echo path that cannot be perfectly estimated. The follow

ing equation would govern the system if y(n) was known precisely: 

e (n )  =  y (n )  +  t (n )  -  y(n )  =  t (n ) .  

Since y (n )  can only be estimated by y (n ) ,  y (n )  — y (n )  results in an error which is 

echoed back to the previous transmitter. 

Echo cancellation is the process of minimizing the echo transmitted back to the 

previous transmitter. The dashed box on the right in Fig. 2.1 represents the echo 

canceller system used to generate y{n). Echo can be caused by imbalances in the 

communication line transformers, reflections in the system, and by objects around 
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Figure 2.1: Block Diagram of Communication System 

the listener [1, 4]. The first two sources occur in satellite communications and 

other environments where signals travel very long distances through many different 

impedance lines. Fig. 2.2 shows how reflections in antenna based systems induce 

echo [5]. The third source of echo occurs in speakerphone communication. Here, 

the talker may be moving around the room changing the echo environment. In this 

case, the speaker output is reflected off objects in the room and back to the sender 

much like shouting into a canyon. In all cases, multiple echos may be generated. 

desired signal 

/ echoes 

Figure 2.2: Satellite System with Echo Paths 
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2.1.2 Speaker Phone Echo Cancellation 

The past decade saw a major increase in the use of speaker phones and an 

increase in the need for effective echo cancellation techniques. A major consideration 

in echo cancellation is the length of the echo signature. For example, in speaker 

phones, one parameter that will affect the echo length is room dimensions. If the 

receiver is in a room with a wall in close proximity, the initial echo time may be 

very short and may attenuate quickly. However, if the room is much bigger, the 

echo time may be longer and the echo may persist much longer. 

Several methods have been incorporated to eliminate this phenomenon. One 

method eliminates the possibility of two-way communication by inhibiting input 

while the output signal is greater than a set threshold. While this method does 

eliminate a majority of the echo, most people find it inconvenient. If someone 

wants to comment while the other person is talking, they can not. If they attempt 

to comment, the output will not be received by anyone who is currently talking 

which adds confusion to all people involved in the conversation [6]. 

A second method is to use an anechoic room. This prevents echo generation 

at the receiver's location. This method is rarely used for two reasons: cost and 

inflexibility. The cost of constructing an anechoic room is very high and if any 

objects in the room are moved, including the person holding the conversation, the 

echo signature changes degrading the system's performance [6]. 
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2.1.3 Finite Impulse Response Echo Cancellers 

Neither the threshold method nor the anechoic chamber method can eliminate 

echoes generated by transformer variations and impedance mismatches. A more so

phisticated method which compensates for transmission effects is to use an adaptive 

filter to estimate the echo signature. The echo signature is determined during the 

adaptation phase at the beginning of the conversation much like the process used 

in modem communication. Once the signature is determined, the sensitivity of the 

adaptation algorithm is reduced or the coefficients are frozen. If the coefficients are 

frozen, periodic readaptation is performed to track any signature variations. Thus, 

if the transmission environment changes, thereby changing the echo signature, the 

filter coefficients will compensate for the change and continue to eliminate the echo. 

Many filter design methods have been used to perform echo cancellation. 

Filtering of the undesired signal can be performed using both infinite impulse 

response (IIR) and finite impulse response (FIR) filters or a combination of both. 

Both IIR and FIR filters can be implemented using a digital signal processor (DSP). 

FIR filters are preferred over IIR filters due to their guaranteed stability and linear 

phase. The DSF will receive corrupted sampled data from an analog-to-digital 

converter (ADC), perform echo cancellation, update its filter coefficients and output 

the filtered digital signal to a digital-to-analog converter (DAC) for transmission. 

Two disadvantages of using a DSP are finite filter length and finite precision. 

If the DSP cannot process enough coefficients to replicate the echo signature in 

one sample period, the resulting output signal will require more filtering. Finite 

precision causes coefficients and data samples to contain a finite error quantity. If 
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the error is large, the filter can further degrade the signal. Refer to Section 2.3 for 

a discussion on finite precision effects [1, 6]. 

2.1.4 Two FIR Filter Implementations 

Two common FIR filters implementations are widely used. The first method 

does not perform any time optimization to improve calculation time. The second 

method time multiplexes the final output generation over N samples. The two 

implementations shall be referred to as the standard FIR and fast FIR implemen

tations, respectively. 

The standard implementation generates the final output based on: 

N - 1  

y ( n )  =  M n '  k ) r ( n  -  k )  
k=0 

where h(n ,  k )  is filter coefficient k  at time n ,  y (n )  is the echo estimate at time n , 

and  r (n  — k )  i s  t he  r ece ived  i npu t  s amp le  a t  t ime  n  — k .  

The fast implementation is similar to the standard implementation but gener

ates its final output based on a different set of equations: 

' yp(n, 0) = h(n ,  0)r(n) 
y p (n ,  1) = y p (n  — 1,0) + h(n ,  l)r(n) 

Done in Parallel— - = yp^n ~ l' ̂  + 2)r(n) 

y p (n ,N-  2) = y p (n  — 1, iV — 3) + h(n ,  N  — 2)r(n) 
. y(n) = yp{n — \,N — 2) + h(n, N - l)r(n) 

where h(n ,  k )  is filter coefficient k  at time n, y (n )  is the echo estimate at time n ,  

r(n) is the received input sample at time n, and yp(n,m) is the partial sum at 

r eg i s t e r  m  a t  t ime  n .  
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The primary difference between the implementations is the accumulation of the 

final output. The fast FIR output calculation is spread over N sample periods as 

opposed to one sample period for the standard FIR. Implementation of the standard 

FIR requires significantly less hardware than the fast FIR. Figs. 2.3 - 2.4 shows the 

contrast between the fast FIR and standard FIR output generation. The standard 

FIR can be implemented with one register, one adder, one multiplier, and a counter 

while the fast FIR requires N — 1 registers, N multipliers, and N — 1 adders. The 

fast FIR filter has the advantage of operating N times faster since it requires only 

two operation compared to the 2N operations required to generate an output from 

the standard FIR filter. For this comparison, it is assumed that the multiply and 

add operations for each filter take similar time. In both the fast and standard FIR 

designs, the coefficients are usually updated by a separate processor or on a periodic 

basis. 

For constant coefficient filtering, the two methods produce the same output. 

In adaptive filtering, the output values can be very different. The difference occurs 

because the coefficients in adaptive filtering are varying with time. Hence, when 

y(n) is calculated in the fast design, only one of the coefficients used is the coefficient 

fo r  t ime  n .  

2.2 Adaptation 

Since the echo environment is not fixed, the filter coefficients must adapt 

to maintain the characteristics of the echo signature. Several methods are avail

able for coefficient adaptation. Among the currently used techniques are the Least 

Mean Square (LMS), the Normalized Least Mean Square (NLMS), and Least Mean 
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Figure 2.3: Standard FIR Filter Implementation 
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Square-Newton (LMSN) [1, 6, 7, 8, 9, 10]. Each of these methods have advantages 

and disadvantages. The primary tradeoff is speed of convergence versus processing 

time. 

The LMS, NLMS, and LMSN update equations are: 

LMS: h(n - \ - l , k )  — h (n , k )  +  [ i e (n ) r (n  — k )  ,  k=0 toN- l  

NLMS: h(n  +  l , k )  =  h (n ,  k )  +  V e ( n Wn -  k)  ^ k=0  t o  N- l  
v (n )  

*Hn) = TF 12  r2( n ~  k) 
ly k=o 

LMSN: h(n  +  l , k )  =  h (n ,  k )  +  ne (n ) r (n  — A:)R-1(n — 1)^ , k=0  t o  N- l  

R(n — 1) = E[r(n)rT(n)] 

Typically, coefficient adaptation is performed by either a separate processor 

or on a periodic basis to reduce overhead time. Updating coefficients periodically 

will cause rapid changes in the echo signature to be missed until the next update 

cycle, thus allowing additional transient noise in the system. The requirement of an 

additional processor for coefficient update increases hardware cost, software cost, 

and the area required. All of these make the use of complex adaptation schemes 

less favorable for compact applications like phones and computers. 

Table 2.1 lists a comparison of the hardware required to implement the adap

tation algorithms. Comparing the hardware required to implement the LMS algo

rithm to that of the other methods, it is apparent that the LMS algorithm requires 

significantly less hardware. 

Table 2.1 also lists a comparison of the processing time for each of the methods. 

For simplicity, the following assumptions were used. Addition takes unit processing 

time, multiplication takes twice as long as addition, multiplication and division take 
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Algorithm Registers Adders Multipliers/ Processing 
Dividers Time 

LMS h ,  e, r 1 2 3N 
NLMS h ,  e, r ,  v  2 4 6N 
LMSN h , e , ( i , r ,  R 1̂ 2 6 9N 

Table 2.1: Hardware Comparison 

the same time, and expectation calculation takes twice as long as multiplication. 

Comparing the processing times of the different algorithms, it can be seen that the 

LMS algorithm requires significantly less. 

Many researchers [8, 9, 10] have shown that the NLMS and LMSN algorithms 

converge faster than the LMS algorithm. Unfortunately, neither algorithm lends 

itself to as compact a VLSI implementation as the LMS algorithm. Observation of 

Table 2.1 shows that a two-fold or more increase in hardware would be required to 

implement either of the other algorithms unless the multipliers and adders are time 

shared. However, if time sharing is used, processing time will increase, lowering the 

sampling rate. 

From the data presented in Table 2.1, it can be surmised why most echo cancel

lation schemes require a second computer for filter coefficient update or do periodic 

coefficient updating. Without some scheme to reduce the overhead time, single-chip 

computation of the final output sample and filter coefficient update would not be 

practical even at the voice-band sampling rate of 8 kHz (125/zs). 

The LMS algorithm's convergence, processing time, and low hardware imple

mentation requirements make it an appealing method for adaptation. Furthermore, 
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it will be shown that the LMS update equations can be written such that minimal 

overhead time is required allowing all filter coefficients to be updated every cycle. 

With the ability to maintain a current representation of the echo signature, the 

LMS algorithm should perform as well as other algorithms using periodic update 

without the increase in complexity. 

2.2.1 Convergence Factor 

The convergence factor defines how quickly the filter coefficients will respond 

to changes in the echo signature. All three of the adaptation algorithms have a 

convergence factor. It has been shown that to guarantee convergence two conditions 

must be met [7,11]. First, the autocorrelation matrix must be non-singular. Second, 
2 

the convergence factor must be chosen such that 0 < fi < where \max is 

the largest eigenvalue of the autocorrelation matrix. For the derivation of the 

bounds on /i, it is assumed that the input vectors are stationary and uncorrelated; 

however, certain correlated and nonstationary inputs have been proven to allow 

convergence [7]. 

Normally, the convergence factor is chosen to be several orders of magnitude 

below Umax when only one convergence factor is used to obtain a smoother con

vergence [11]. By choosing the convergence factor this way, the filter coefficients 

will be able to adapt to the echo signature without allowing a large residual error. 

Once the value of the convergence factor is set, the convergence is determined by 

t = —y—• If the autocorrelation matrix is singular, the circuit time constant is 

infinite [11]. 

The upper bound for the convergence factor was originally stated in terms of 
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the filter length and reference power or variance of the input signal [7]. In this form, 

2 2 2 
< f l <  X m a x  ~  L E [ r » ]  ~  L a y  

where L is the filter length. If the data is assumed to be uniformly distributed over 

the interval [-1,1), the variance is given by: 

crl = E[(r - f i r ) 2 }  = j _ { r  -  0) 2 f r dr  =  7 ,  r 2 dr  =  ~  

Hence, 

6 , , 
0  ^  f^max  ( 2 -1 )  

The convergence factor sets the upper limit on the magnitude change of the 

filter coefficients per cycle. Choosing a convergence factor near the upper limit will 

cause a fast convergence time if convergence is possible. However, the coefficients 

will be more sensitive to short transients and may not converge. Choosing a small 

convergence factor will cause a longer convergence time but increases the likelihood 

of convergence. Therefore, the choice of the convergence factor will depend on 

system specification for convergence and sensitivity to echo signature changes [11]. 

Wang and Chen proposed the use of two convergence factors [12]. The first is 

used during the adaptation phase when the desired transmit signal is zero. This 

convergence factor is chosen near the upper bound to achieve the fastest conver

gence rate. After the adaptation phase, the transmission phase is begun with a 

significantly reduced convergence factor. Depending on the reduction, either the 

adaptation will be slow and miss rapid changes to the echo signature or fast and 

susceptible to short transients. The reduction is governed by a desire to limit the 

residual error without missing changes to the echo signature. 
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2.2.2 LMS Convergence Factor Complexity Reduction 

The LMS algorithm has been modified in several attempts to tradeoff speed of 

convergence for accuracy. All modifications involve reducing the complexity of the 

update term, fj,e(n)r(n — k). Some of the changes have only a minor effect on the 

update term while others drastically effect the update term value. 

All versions of the LMS algorithm are affected by the requirement to perform 

multiplication by the convergence factor. Several methods have been developed to 

reduce the complexity of this operation. The most dramatic hardware savings comes 

when the convergence factor is constrained to be a power-of-two. This allows the 

result of the multiplication between the received data value and the filter coefficient 

to be simply shifted arithmetically. Since the convergence factor must be chosen to 

be less than /umax, this option yields only a minor increase in convergence time [11]. 

The LMS update equation has been modified by using the signum of either 

the previous data, the current output, or both. The resulting update expressions 

are sgn(r(n — k))fj,e(n), sgn(e(n))/ur(n — k), and sgn(r(n — &)e(n))/i, respectively. 

In the first two cases, the update can be implemented using an adder/subtracter 

and a shifter. The last form requires an exclusive-OR gate, an adder/subtracter 

and a multiplexer. The extra exclusive-OR is required to determine the sign of the 

two inputs. The advantage of the last form is the adder/subtracter value is simply 

a table lookup. Fig. 2.5 shows a possible implementation of the basic form of the 

LMS algorithm. Fig. 2.6 shows a possible implementation for the power-of-two 

simplified version of the LMS algorithm. Fig. 2.7 shows a possible implementation 

for the sgn(e(n)) and sgn(r(n — k)) simplified versions. Fig. 2.8 shows a possible 
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implementation for the sgn(e(n)r(n — k ) )  simplified version. The implementations 

in Figs. 2.7 - 2.8 assume the convergence factor is a power-of-two [1, 2, 5, 11, 13, 14]. 

e(n) 
r(n-k) 

Convergence 
Factor 
Select 

Convergence 
Factor 
Memory 

Figure 2.5: Basic LMS Algorithm Implementation 

6(n,k) 
fi(n+l,k) e(n) 

r(n-k) 
Convergence Factor 

Shifter (Transmission) 

Convergence Factor 
Shifter (Adaptation) 

Convergence 
Factor Select 

Figure 2.6: LMS Algorithm Implementation {n = 2 p) 

Table 2.3 lists the processing time of the four versions of the LMS update term 

and the convergence attained. In all but the first case, it is assumed the convergence 

factor is implemented as an arithmetic shift. The assumed processing time of each 

function is shown in Table 2.2. 

Function Processing Time 
shift/multiplex 2 
exclusive-OR 2 
add only 3 
adder / subtracter 4 
multiply 8 

Table 2.2: Assumed Function Processing Time 
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sgn(e(n)) or sgn(r(n-k)) 

h(n,k) 

r(n-k) or e(n) 
+/-

Convergence Factor 
Shifter (Adaptation) 

Convergence Factor 
Shifter (Transmission) 

Convergence 
Factor Select 

Figure 2.7: LMS Algorithm Implementation (fj, — 2 p, one signum) 

sgn(e(n)r(n-k)) 

2*1-

2 P 2 "  

h(n,k) 

Convergence 
Factor Select 

+/- fi(n+ljc) 

Figure 2.8: LMS Algorithm Implementation (±2-p') 
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Update Equation 

Convergence 

Factor 

Error Magnitude Processing 

Time Update Equation 

Convergence 

Factor e-1 e"2 e-3 

Processing 

Time 
h ( n , k )  +  f i e ( n ) r { n  —  k )  H  = .043 50 100 200 19 

h ( n , k )  +  e ( n ) r ( n  —  k ) 2 ~ p  P=5 50 150 250 13 

h ( n ,  k ) + s g n ( r ( n  —  k ) ) e ( n ) 2 ~ p  p=8 400 800 1200 6 

h ( n ,  k ) + s g n ( e ( n ) ) r ( n  —  k ) 2 ~ p  p=12 300 550 700 6 

h ( n ,  k ) + s g n ( e ( n ) r ( n  —  k ) ) 2 ~ v  DNC - - - 6 

Table 2.3: Algorithm Implementation Convergences and Processing Time 

To generate the average number of samples required to reach the desired error 

level, the adaptation phase was simulated. The adaptation phase begins by pulsing 

reset which clears the filter coefficients and previous sampled data memories. Next, 

the transmit data is set to zero and the received data input is connected to a uni

formly distributed random number generator with range [-1,1). The error/output 

signal is then monitored. The echo signature was provided by Dr. Walter Y. Chen 

co-author of [1], The echo signatures represent physical hardware configurations 

used for their analysis. For the analysis here, Bellcore transmission loop 2 was 

used. 

Figs. A.l - A.6 show the convergence of the five implementations. The plots 

were generated based on the average of 500 simulation runs and a filter length of 

128. For the plots, the convergence factors which resulted in convergence within 

2000 samples are shown. The convergence factor was varied to illustrate its effects 

on convergence and residual error. Table 2.3 summarizes the convergence times 

achieved by the best convergence factor for each of the algorithms. In Figs. A.l -

A.6, the horizontal lines represent e-1, e-2, e~3, and e~4, respectively. DNC means 

did not converge to e-1. To generate the data for the basic LMS algorithm, the 
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numerator in Eq. 2.1 was varied. 

Uniform random numbers were chosen to represent the unpredictability of data 

communications. Another distribution could have been chosen but uniform was 

assumed to be the least application specific. 

The convergence data illustrates the drastic effect of reducing the algorithm's 

complexity. Table 2.3 contrasts the convergence achievable and the processing time 

for each of the algorithms. The power-of-two convergence factor option gives a 

mid-range tradeoff between hardware requirements and convergence rate. 

2.3 Precision and Quantization Error Analysis 

The number of bits, or precision, used to represent the stored received data 

input, the corrupted output, the cancelled output, and the internal circuit data 

will drastically affect the performance of any echo canceller. The precision will 

dictate the magnitude of the error generated by the operation being performed. 

The resulting error will affect all future calculations [1, 11, 15, 16]. 

For a typical analog-to-digital converter (ADC), the worst-case quantization 

error is one-half the least-significant-bit (LSB). If the error is assumed to be uni

formly distributed, then the mean square error (MSE) is given by: 

M S E X  = E[(z - fix f ]  = E[(s - 0)2] = £  x 2 f x d x  =  x 2 d x  =  ̂  (2.2) 

where x  represents the random variable, f x  is the distribution function, f i x  is its 

mean, and S is the magnitude of one LSB [16, 17]. This error is small for most com

mercial ADCs. For a [-1,1) amplitude, uniformly distributed signal, the worst case 
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MSE for a 12-bit and 16-bit ADC are 1.987E-8 (-77.0dB) and 7.761E-11 (-101.ldB), 

respectively. 

During echo cancellation, several calculations have their resulting precision 

reduced. Several options are possible to reduce the error in the resulting value. 

The data could be truncated, rounded, or incremented. A tradeoff of the different 

options for reduction of precision to n bits is shown in Table 2.4. 

Option Maximum 
Possible 

Error 

Extra Hardware 
Requirements 

Truncation 
Rounding 

Increment 

« 1 LSB 
50% of LSB 

« 1 LSB 

None 
n-bit adder with carry-in 

and n+1-bit data 
n-bit adder with carry-in 

Table 2.4: Quantization Accuracy 

The result has the lowest maximum error if the data is rounded; however, 

the hardware overhead was determined to be greater than the benefit. The worst 

case MSE resulting from truncation of a [-1,1) amplitude signal with uniformly 

distributed error is calculated using Eq. 2.2. For 16-bit and 32-bit quantization, the 

MSE is approximately 1E-10 (-100dB) and 1E-20 (-200dB), respectively. 

2.4 Synchronous vs. Asynchronous Design 

Asynchronous communication has been used in long distance data transmission 

for several decades; however, it has seldom been employed in integrated circuit de

sign until recently [1, 18, 19]. The primary reasons are the added hardware required 
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to eliminate glitches which can cause unexpected results from an asynchronous sys

tem, the availability of many standard synchronous design techniques, and the lack 

of an asynchronous hardware library. Within the last decade, significant problems 

such as clock skew and clock distribution have caused the profession to reevaluate 

the possibilities of using asynchronous design at the chip level. 

Furber at Manchester University led the team who developed the first fully 

asynchronous implementation of a commercial processor. His team developed the 

Amuletl based on the ARM60 from Acorn Computers. The Amuletl offers reduced 

power and increased performance. The knowledge gained from the Amuletl will 

be incorporated into the ARM810 scheduled to be released in 1996. Acorn believes 

entire functional units within the ARM processors will be fully asynchronous within 

a few product generations [19]. 

2.4.1 Synchronous Design Methodologies 

Synchronous means clocked. In most systems, the clock is a global clock which 

is distributed to all the storage units in the design. The storage units are grouped 

into registers which are used to store data. The stored data may be input, output, 

or intermediate data. The overall system function can be broken into subfunc-

tions which are performed in combinational logic blocks (CLB). The input to the 

CLB often comes from registers and the output of the CLB is often fed to more 

registers. The logic implemented in the CLB can be determined from one of many 

different techniques including Karnaugh map reduction, truth table synthesis, hard

ware description translation, etc. The overall system function is determined by the 

interconnection of the CLBs and the registers. 
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The speed of the clock is governed by the longest path in any CLB. If the clock 

is slower than this delay, the system will operate suboptimally. If the clock runs 

faster than this delay, the data at the longest path will not be valid when the next 

clock pulse is applied. All data that is calculated from this data will be corrupted 

and the final output will most likely be incorrect. 

Most systems today process data in a pipeline. The register-CLB-register con

figuration just described is referred to as a stage in the pipeline. Normally, the 

register at the output is actually the register at the input of the next stage so the 

final configuration of a stage is only register-CLB. In a pipeline, the data flows from 

one stage to the next until the desired output is generated by the last stage. In this 

configuration, the need for the clock period to be equal to the longest CLB delay 

becomes more obvious. 

As CLB delays decrease, clock frequencies can increase. Due to design issues 

such as clock distribution and clock skew, the maximum possible clock frequencies 

are not being achieved. In an ideal design, the clock pulse would effect every circuit 

point at exactly the same time; however, loading and routing prevent this from 

happening. Instead, the clock will change states at different times at different 

locations in the design. Clock skew refers to the time difference between when 

a clock changes state in two parts of the circuit. Skew must be included in the 

calculation of the final clock frequency; hence, reducing the overall clock frequency. 

2.4.2 Asynchronous Communication 

Asynchronous communication eliminates clock skew and distribution problems. 

By using the request-acknowledge handshaking associated with asynchronous com-
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Request 

Acknowledge 

active cycle active cycle 

Figure 2.9: Two-Phase Handshaking Model 

munication, the clock signal is eliminated. The typical flow of an asynchronous 

system is valid data are presented on the data lines followed by activation of the 

request line. When the receiver has taken the valid data, the acknowledge line is 

activated which completes the cycle. 

There are two forms of asynchronous communication, two-phase and four-phase 

handshaking. In two-phase handshaking, every edge on the request line signifies 

valid data have been put on the data lines. Correspondingly, every edge on the 

acknowledge lines signifies data have been latched by the receiver. Fig. 2.9 demon

strates two-phase handshaking with the active edges circled. In four-phase hand

shaking, the request line is activated to represent valid data but it is also lowered 

to acknowledge the receipt of the acknowledge signal. The flow in four-phase hand

shaking is valid data are put on the data lines followed by activation of the request 

line. When the receiver takes the valid data, the acknowledge line is activated. 

The request line next returns to inactive followed by the acknowledge line returning 

to inactive. Fig. 2.10 demonstrates four-phase handshaking with the active edges 

circled [3, 20]. 

The primary advantage of two-phase handshaking is speed. Since every edge 
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Request 

Acknowledge 

active cylce active cycle 

Figure 2.10: Four-Phase Handshaking Model 

on the request line represents a transfer, no time is lost waiting for the request 

line to be reset as is required by the four-phase handshaking model. The primary 

disadvantage is the increase in hardware required to decode both edges of the request 

and acknowledge lines as activation times. In four-phase handshaking, the request 

line can be used as the clock input to a set of registers. This cannot be done with 

the request generated in a two-phase circuit. The hardware required to perform 

two-phase handshaking was proposed by Sutherland [3]. 

2.5 Asynchronous Logic Libraries 

Sutherland proved that all circuits that can be designed as a synchronous 

pipeline can also be designed as an asynchronous pipeline. Furthermore, the result

ing asynchronously pipelined circuit should have a faster throughput [3]. 

The fundamental control element in asynchronous communication is the Muller-

C element. MullerC elements are used to synchronize request-acknowledge pairs 

between interconnected registers. Fig. 2.11 shows schematic symbols used for the 

MullerC element and its present logical implementation, respectively. The AND 
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gate representation is common because the MullerC performs the AND function for 

asynchronous communication. When both input ports are the same logic level, the 

input value is passed to the output port. Fig. 2.12 shows the function implemented. 

LD OUT 

XN1 
IN2 

Ctl_H 

LD OUT 

IN1 » 
IN2 » 

Ctl_H 

Figure 2.11: MullerC Element Schematic Symbols and Implementation 

IN1 / \ 

IN2 / \ 

Ctl H / \ 

LD_OUT XXXN, / \ 

Figure 2.12: MullerC Element Function 

Sutherland's basic module library consisted of n-input exclusive-OR's, ra-input 

MullerC elements, TOGGLE'S, CALL's, ARBITER'S, n-input registers, and com

binational logic blocks. He showed circuits built from these elements would form 

equivalent asynchronous counterparts for synchronous circuits [3]. 

Sutherland's initial module library has been modified and expanded to bet

ter facilitate hardware design and software simulation by several researchers. For 

example, the basic elements used in this design are Forks, Joins, Selectors, Dis

tributors, Registers, and Atomics [20]. Section 3.2 will discuss the start ̂ active 

element which was added during this research. 
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Figure 2.13: Fork Schematic Symbol and Implementation 
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1 
IN2 
INI LD_OUT 
IN2 
INI LD_OUT -E Ro 

Figure 2.14: Join Schematic Symbol and Implementation 

2.5.1 Fork and Join Elements 

Fork and Join elements are used to synchronize parallel tasks. The Fork el

ement sends a request to more than one location which starts parallel processing. 

The Join element synchronizes several requests into one request which ensures all 

preprocessing tasks have completed. Figs. 2.13 and 2.14 show the logic symbol and 

hardware implementation for a l-to-2 Fork and a 2-to-l Join, respectively. Obser

vation of these figures shows the significance of the MullerC element. 
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RO 
AO 
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Figure 2.15: Selector Schematic Symbol.and Implementation 

2.5.2 Selector Elements 

The Selector element is used to receive requests from a specific block exactly 

like a standard combinational multiplexer. The selector input lines are the 2n-

requests, Rx where x is Q to 2n-1, n-select lines, Dey where y is 0 to n- 1, and a 

select request line, Rc. The select request line is necessary to ensure the data on 

the select lines are valid. All request lines Rx have a corresponding acknowledge 

output, Az where z is 0 to 2n-1. Ac is the select line acknowledge. Fig. 2.15 shows 

the logic symbol and the hardware implementation for a two-input Selector element. 
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2.5.3 Distributor Elements 

The Distributor element is the opposite of the selector. It functions exactly 

like a demultiplexer. It receives an input request, Ri, n-select lines, Dcx where x is 

0 to n- 1, 2n-acknowledge lines, Ay where y is 0 to 2n-1, and a select request line, 

Rc. It has 2n output request lines, Rz where z is 0 to 2n-1, one of which can be 

toggled based on the select lines. Ac is the select line acknowledge. Fig. 2.16 shows 

the logic symbol and the hardware implementation for a two-output Distributor 

element . 

R1 

RO 

Figure 2.16: Distributor Schematic Symbol and Implementation 

2.5.4 Asynchronous Registers 

Asynchronous registers perform the same function flip-flops perform in syn

chronous designs, data storage. An asynchronous register latches data when the 

request and acknowledge lines are at different logic levels. Fig. 2.17 shows the logic 
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Figure 2.17: 1-bit Register Schematic Symbol and Implementation 

symbol and hardware implementation for a 1-bit register. The "out in" block be

tween the MullerC output buffer and the Ai output port is an inverter chain used 

to compensate for the setup, hold, and internal timing requirements of the register. 

2.5.5 Atomic Elements 

An Atomic element is used to model all combinational functions. Since Atomic 

elements are not true hardware elements, the symbol associated with Atomic ele-

ments is a rectangle with n-data input buses, m-data output buses and the required 

request-acknowledge handshaking signals. Fig. 2.18 is an example of an Atomic el

ement with four 16-bit input data buses and two 8-bit output data buses. 

Atomic elements are primarily place holders used in behavioral simulation and 

must be translated to actual hardware before a chip can belayed out. This trans-

lation is performed either by a hardware compiler or manually. 
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Figure 2.18: Example Atomic Schematic Symbol 

2.5.6 Basic Pipeline Stage Model 
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The basic model for an asynchronous pipeline stage is an input register followed 

by an Atomic element which produces the output. This model can be expanded 

such that the input register is replaced by n input registers Joined together, for 

example, when several data are required for a calculation. Furthermore, the output 

of the Atomic can be Forked to several other places, for example, when data is being 

passed to several other places. An example of a simple asynchronously pipelined 

circuit is shown in Fig. 2.19. In this example, X-2Y is calculated by X-Y-Y. In the 

first stage, X andY are joined and the difference calculated in Atomic Al. The next 

stage receives the result and again subtracts Y using another copy of Atomic Al. 

TheY request-out is Forked, one to the first stage and one to a dummy alignment 

register. The alignment register is used to prevent stall and blockage which is 

discussed in Section 3.6.2. A request is received by each of the Joins prior to the 

Atomics to ensure that both input values are valid. Once the request is seen by the 

subtracter, the process is started. The "in out" blocks are required to delay the 

request signal to compensate for the Atomic block's combinational logic delay. 



Figure 2.19: Example Asynchronous Pipelined Circuit 

2.6 Simulation Methods 
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Proper interconnection of the combinational logic blocks and the asynchronous 

registers will produce an asynchronous pipelined circuit which performs the desired 

function. Simulation must be performed to verify proper operation. There are 

several levels of simulation. Two levels commonly used are functional and timing. 

Either standard synchronous circuit simulators or graphical simulators can be used 

to simulate asynchronous circuits. 

2.6.1 Synchronous Simulation 

Functional and timing simulation can be performed on an asynchronous de-

sign using a standard synchronous simulator; however, synchronous circuit simu-
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lation tools require additional overhead to simulate asynchronous circuits. Like 

synchronous circuit simulation, the designer must monitor the output of the combi

national logic blocks. For asynchronous circuit simulation, all request-acknowledge 

pairs must also be monitored. The addition of the extra control signals make obser

vation of the circuit's behavior more difficult to decipher. This issue is not present 

for synchronous circuits since the clock controls the entire circuit; however, in syn

chronous circuit simulation, clock skew must be monitored. 

2.6.2 Graphical Simulation 

Another option is to perform functional and timing simulation using a graphical 

simulator. Graphical simulation of asynchronous circuits is modeled after Petri net 

simulation. Petri net simulation models data items as tokens [21, 22, 23]. During 

simulation, tokens are passed from block to block eventually reaching the circuit 

output. A token represents a data item which is passed through the circuit by 

the handshaking signals. A token is usually binary data of width n that will be 

manipulated by the circuit; however, it can also have zero width. Zero width tokens 

are usually used for control. Only one token may be active in a block at a given 

instant. 

A block without a token is called a bubble. If a block is not currently a bubble, 

any token presented at the input of a block will wait at the input port until the block 

becomes a bubble. Once the block become a bubble, the input token is absorbed 

and processing begins. 

When parallel processes are merged, a token must be present on each path 

leading to the Join element. The Join element will absorb all the input tokens at 
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once and output a single token. If a block spawns parallel processes, it must send 

a token to a Fork element. The Fork element will accept the input token and place 

one token on each output port. Figs. B.l - B.9 illustrate how graphical timing 

simulation of the circuit shown in Fig. 2.19 would appear. 

In graphical synchronous circuit simulation, tokens should move in a periodic 

manner at the frequency of the system clock. In asynchronous circuit simulations, 

tokens move in a non-periodic manner for two reasons. The first is there is no clock 

as the name implies. The second is the tokens move on an as needed basis based 

solely on the delay of the current and next pipeline stage. Obviously, the output 

can not occur until the current stage is finished; however, it also cannot occur until 

the next stage does not have a token on its input. This is in turn associated with 

the next stage and so on. Hence, if there is a slow pipeline stage, all previous stages 

will eventually be governed by it. Once the slow stage accepts the data at its input, 

all the other stages can transfer their data. It is important to realize that the slow 

stage will not effect the speed of the stages that follow it. It will only govern the 

speed at which data is feed into and out of that stage. 

This highlights an important fact about pipelined circuits. Pipeline stages 

must be balanced to achieve maximum performance. Balancing is the practice of 

making all the stages in the pipeline have the same delay. Balancing is critical 

in both synchronous and asynchronous design. It is more critical in synchronous 

design where the longest delay will set the system clock period. For asynchronous 

designs, it is less critical because it will only effect the stages before the long delay 

stage and not after it. 
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Chapter 3 

AN ASYNCHRONOUS FIR ADAPTIVE ECHO 

CANCELLER 

3.1 A New Pipelined Version of the LMS Algorithm 

True LMS based FIR echo cancellers are governed by the following ordered 

equations: 

y ( n )  
N - l  

=  Y ]  h ( n , k ) r ( n  —  k )  
k=0 

(3.1) 

e { n )  -  d ( n )  -  y ( n )  (3-2) 

h ( n  +  1 ,  k )  =  h ( n ,  k )  +  f x e ( n ) r ( n  —  k )  ,  k = 0 to A^-l (3.3) 

where y ( n )  is the echo estimate at time n, h ( n , k )  is the filter coefficient k  at time 

n, r(n — k) is the received data sample at time n — k, d(n) is the distorted transmit 

data at time n, e(n) is the transmitted output at time n, and fj, is the convergence 

factor. 

An echo canceller governed by Eqs. 3.1 - 3.3 cannot update the filter coeffi

cients until after the current echo cancellation cycle has been performed. First, the 

convolution sum is generated to determine the echo estimate, y(n). The estimate is 

subtracted from the distorted output to produce the filtered output, e{n). Finally, 

the filter coefficients can be adapted for the next cycle. However, if Eqs. 3.1 - 3.3 



46 

are rewritten as follows, then y ( n )  can be calculated and the filter coefficients can 

be updated in parallel: 

h ( n , k )  =  h ( n  —  l , k )  +  f j , e ( n  —  l ) r ( n  —  1  —  k )  ,  k = 0  t o  N - l  (3.4) 
N - 1  

y ( n )  =  ]T h ( n , k ) r ( n - k )  (3.5) 
k=0 

e ( n )  =  d ( n )  —  y ( n )  (3.6) 

The new processing sequence has three steps. First, a filter coefficient is updated. 

That coefficient is used to generate the next partial sum in the echo estimate. After 

all the filter coefficients are processed, the final output is generated. 

In Eqs. 3.1 - 3.3, the only hardware constraints implied are that the filter coef

ficient, h(n,k), and previous sample, r(n), storage units must be initially zero. For 

E q s .  3 . 4  -  3 . 6 ,  t h e  a d d i t i o n a l  c o n s t r a i n t s  t h a t  m u s t  b e  m e t  a r e  e ( — 1 ) = 0 ,  r ( — N ) = 0 ,  

and h{—l,fc)=0. The constraint on e(—1) is met by ensuring the register used to 

hold the previous output value is initially zeroed. The extra constraint on the fil

ter coefficient and previous input storage units is met automatically since both are 

assumed to be initially zeroed by the standard implementation. 

Another implementation similar to the method presented in this thesis is im

plemented in the DELTIC filter [24, 25, 26]. The DELTIC filter updates its filter 

coefficients and generates its echo estimate in parallel. This filter is based on the 

following equations: 

Done in Parallel-

h ( n , k )  =  h ( n  —  1 ,  k )  +  f i e ( n  —  l)r(n — k )  
, k=0 to N-l 

y ( n )  =  y ( n )  +  h ( n  —  1 ,  k ) r ( n  —  k )  

The DELTIC filter uses Eq. 3.6 to generate e(n) once y ( n )  is calculated. In this 
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implementation, the filter coefficients used to calculate y(n) are one sampling pe

riod delayed. This occurs because the coefficients are updated in parallel with the 

summation. Hence, the echo signature estimate is less accurate than the estimate 

generated by Eq. 3.5. The advantage to this method over Eqs. 3.4 - 3.5 is the 

elimination of the delay imposed to allow the filter coefficient to be updated before 

it is used to generate the partial product of y(n). However, for a pipelined imple

mentation, this delay is only incurred on the first coefficient and is small compared 

to the sampling period. 

3.2 The start_active Element 

Implementation of the asynchronous FIR required a new library element. It 

causes the request line to become active immediately after reset and ignores the 

first acknowledge sent back. The new cell is called the start-active element. It is 

primarily used in the memory, selection, and distribution circuits. This element will 

be used in many of the blocks discussed later where more details will be presented. 

Fig. 3.1 shows the logic symbol and the hardware implementation for this element. 

The "in out" blocks are chains of inverter pairs which are necessary to produce the 

required clock pulse width for the D flip-flops. 

3.3 General Design Decisions 

3.3.1 Adder 

Adders are the basic building blocks of this design. The FIR filter requires an 

add for every coefficient, the adaptation requires an add to update every filter co-
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Figure 3.1: start_.active Schematic Symbol and Implementation 

efficient, and the final output calculation requires a subtraction which is performed 

as an invert and add with carry-in set high. Finally, as will be discussed in Sec-

tion 3.3.2, the multiplication is governed by addition. Hence, if addition is slow, 

the entire process will be slow. 

Most addition is implemented using 8-bit adders built from 4-bit carry-look

ahead adder blocks with the carry-out from the least significant nibble feeding the 

carry-in of the most significant nibble. Fig. 3.2 shows the carry-look-ahead adder 

used to perform the 4-bit addition. Simulation proved 4-bit addition is the optimal 

subblock size for 8-bit addition accounting for fan-in, fan-out, and gate delays. It 

further demonstrated the fastest 8-bit option is the ripple chain just described. 

Fig. 3.3 illustrates the typical configuration used for byte addition. 

3.3.2 Multiplier 

The signed 16-bit two's-complement fixed-point multipliers are based on the 

shift-and-add method. Shift-and-add multiplication was chosen because its very 
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regular structure lends itself easily to an asynchronous pipelined implementation 

as Sutherland proved [3]. To perform the 16-bit multiplication, one data word is 

split into two bytes which are processed independently but in parallel. Once the 

final partial product has been calculated for both bytes, the results are combined 

to determine the final 32-bit output. 

The decision to process one word in two bytes came from the adder design. The 

multiplier is designed as a 16-stage adder followed by several recombination stages. 

Each of the 16-stages performs an AND and an 8-bit add to generate the partial 

sum for the byte. The standard signed two's complement fixed-point multiplication 

algorithm [27] required modifications to perform the bytewise multiplication and 

recombination. The modified algorithm is shown in Fig. 3.4. 

3.4 Echo Canceller Block Diagram and Equations 

The equations implemented in this design are: 

The single-chip specification and convergence desired mandated the use of these 

equations. 

N - 1  

y ( n )  =  S Mn> k ) r ( n  - k )  (3.8) 

e ( n )  =  d ( n ) - y ( n )  (3.9) 

The general structure of this implementation is shown in Fig. 3.5. The dashed 

box divides the system into the control section and the data path section. The 
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Let ; denote the end of a parallel group of operations. 
Let , denote concatenation. 
Let Z[31:0] hold the final output. 
Let X[15:0] and Y[15:0] be the signed 2's complement inputs. 
Let PH[7:0] and PL[7:0] be the partial sum registers. 
Let S[15:0] be the shift out register. 
Let &, | and © be logical AND, OR and XOR, respectively. 
Let -f and - be addition and subtraction, respectively. 

Step 1: (bit Y[0] processed) 
PH[7:0] 
PL [7:0] 
Y[15:0] 
S[15:0] 

X[15,15:9]&Y[0] 
0,X[7:1]&Y[0] 
X[8]&Y[0],Y[15:1] 
X[0]&Y[0],0T14; 

Step 2-15: (bits Y[14:l] processed) 
PH[7:0] PSH[7] | (X[15]&Y[0]) 

PH[7:1]+(X[15:9]&Y[0]) 
PL[7:0] = PSL[7:0]+X[7:1]&Y[0] 
Y[15:0] = (X[8]&Y[0])ffiPSH[0],Y[15:l] 
S[15:0] - (X[0]&Y[0])©PSL[0],S[15:1]; 

Step 16: X[15:0] = X [ 1 5  : 0]; 

Step 17: (bit Y[15] processed) 
PSH[7:0],PSL[7:0] = (PSH[7:0],PSL[7:0])-Y[0]&X[15:0]; 

Step 18: (recombination step) 
Z[31:0] = PSH[7:0],PSL[7:0],S[15:0]+0T8,Y[15:0],0T8; 

Figure 3.4: Modified Signed 2's Complement Fixed-Point Multiplication Algorithm 
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control section is enclosed in the dashed box. The structure follows the basic equa

tions which are being implemented, cntrlr acts as the controller for the entire 

echo cancellation operation. r_gen is responsible for controlling the received data 

sample storage, intermem is a 128 by 16-bit interleaved memory file used to store 

the filter coefficients. update_h calculates the adaptation value and updates each 

coefficient. y{n) and e(n) are generated by convolve. Finally, output updates the 

output sent to the listener and fed back to update the filter coefficients on the next 

cycle. 

3.5 Convergence Factor Determination 

Section 2.2.1 described the bounds on the convergence factor and the effects of 

choosing too large or small a convergence factor. Fig. A.2 illustrated the effect of 

varying the power-of-two convergence factor with a filter length of 128 on uniformly 

distributed [-1,1) data. The echo signature used is Loop 2 from [1]. 

Table 2.3 and Fig. A.2 show that with a convergence factor of 2~5, the average 

residual power is less than e~3 after 250 samples. If e-3 is an acceptable error 

level, the switching time from the adaptation convergence factor to the transmission 

convergence factor would be chosen near 250 samples. If e-3 is more error than can 

be tolerated, the adaptation phase can be increased until the required error level 

is reached. The increase can be based on Fig. A.2 or additional hardware can be 

added to sense the error output. 

Following the technique used by [1], the transmission convergence factor is 

determined to be p ~ 13.3 for Loop 2. Residual error is any error present after 
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the training period. It is calculated by subtracting the actual output from the 

desired output. Sample periods 300 through 500 in Fig. 3.6 represents the residual 

error power for the echo canceller trained with p=5 for 300 sample periods. 300 

samples is used instead of 250 to allow margin for convergence times which are larger 

than average. This figure was generated by transmitting uniformly distributed data 

coupled with a uniformly distributed echo signal and averaging the results over 1000 

simulation runs. 

As shown in Fig. 3.6, the filter coefficients were frozen to eliminate divergence 

during the transmission phase. If adaptation is not inhibited, the update term, 

fj,e(n — l)r(n — 1 — fc), will cause the filter to try to eliminate the desired output. 

This occurs because e(n — 1) is no longer just the error signal but the actual desired 

output plus the error. Hence, the update term will not only be trying to eliminate 

the error but also the desired output signal. In the worst case, if both the received 

data sample and the desired output sample are full scale, the coefficient being 

updated will change by the transmission phase convergence factor. Obviously, this 

is not desirable since it may represent divergence from the true echo signature. 

A detailed analysis of the effects of a non-zero desired output signal on adaptive 

filtering is presented in [28]. 

To prevent divergence but still enable echo signature adaptation during the 

transmission phase, the filter coefficients are only adapted during inactive times. 

During inactive times, the desired output is below a set threshold and represents 

noise. Here, the system appears exactly like it did during the adaptation phase. 

For Fig. 3.6, the first 300 samples represent the adaptation phase, the next 

200 samples represent the transmission phase, and the last 1000 samples represent 
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Figure 3.6: Echo Canceller Expected Error Power ( fx = 2-5) 

the readaptation phase. The horizontal lines represent e-1, e~2, e-3, and e-4, 

respectively. 

3.6 The Asynchronous Control Section 

cntrlr is responsible for ensuring the entire time line is traversed and for 

controlling the synchronization of the overall echo cancellation process. Synchro

nization in the case of an asynchronous design refers to the generation of the inter

nal tokens required and alignment of those tokens with the data path tokens such 

that no stalling or starvation occurs. Synchronization is broken into two primary 

subtasks, counting and alignment. Fig. 3.7 is the block diagram for the control 
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section. The control section is broken into the counter section and the alignment 

section as denoted by the dashed line. The alignment section is further partitioned 

to designate the logic associated with the interleaved accumulator token manager. 

delayljc is used to delay one bit of data by x-registers. The interleaved accu-
N 

mulator requires only — tokens. dist2 is used to absorb every other token. The 

interleaved accumulator controller is discussed in Section 3.6.3. 

3.6.1 The Counter Section 

The counter section's primary function is to count the number of coefficients 

that have been processed and inform the system when the first and last coefficients 

are being processed. It receives the completion signal from the analog-to-digital 

converters which are sampling the received signal and distorted transmit signal. 

When these signals are received, the echo canceller starts the convolution and filter 

adaptation operations. The design of the asynchronous counter was particularly 

challenging. The design of the counter logic followed standard synchronous de

sign techniques; however, the design of the logic to prevent feedback and cause 

the counter to count without the addition of extra external tokens is worthy of 

discussion. 

When an asynchronous circuit is idle, all latches are transparent allowing data 

to flow through to the next set of latches. This causes a problem for any circuit 

with feedback. Any circuit with feedback will oscillate if the feedback does not lock 

the output to a transparent steady state. Counter designs require feedback and 

do not drive the output to a transparent steady state. Instead, the output varies 

depending on the input generating the next count value. Hence, the feedback path 
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must be broken by the addition of a non-transparent latch. However, this adds an 

asynchronous control problem since the count value will change during the request 

active time. The final solution required a set of latches used in the generation of 

the next count value, a set of latches used to gate off the next count value, and a 

set of latches to hold the current count value. The first and third set of latches are 

actually implemented as a single set of latches with half the registers containing the 

next count value and half containing the current count value. The second set of 

latches acts on the opposite control edge from the other latches. Hence, the "three" 

sets act as a pipeline or more precisely as a register followed by a latch. 

The second unique issue in the design of the counter was one input token had 

to generate N counter tokens. Normally, one token would flow through a block and 

another token would have to enter before another cycle would occur. In this circuit, 

the controller had to internally generate N — 1 extra tokens such that all the filter 

coefficients were processed. 

This is done using a Selector and a Distributor. The Distributor feeds the initial 

token back to the currently selected Selector's request input until the count value 

is N. On the TVth pass, the token is internally absorbed and the select line is set to 

accept tokens from the other input port, the external source. The implementation 

also required an extra latch such that a bubble existed in the circuit. Fig. 3.8 shows 

the final implementation. The labeled blocks represent circuits which are unique to 

this circuit partition except start.active. start-active is labeled to indicate its 

location and necessity in the overall circuit. 

The final counter issue involved the Selector's data valid request line. A Selec

tor must have a request on its select input line, valid data on the selection line(s), 
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a request on the selected request line, and no token on the output port to have an 

output token appear. Hence, two input tokens are required to have an output token 

generated. The counter circuit has only one input point, the Start signal. There-

fore, the selection lines and select data valid request must be internally generated. 

However, there are no initial internal tokens in the circuit. 

The new start_acti ve element generates the internal token needed. Imme-

diately after reset, the start_act i ve element places a request in the 1-bit register 

used to select the Selector's request line. The data and request valid output from 

the register are fed to the Selector's data valid request and data selection line( s) to 

select the input port associated with the Start signal. When Start occurs, both 

tokens are absorbed and counting begins. Once the counter is started, the count 

controller will internally generate the control tokens required on the Selector's data 

valid request. 
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3.6.2 Elimination of Blockage and Starvation 

The tokens generated by the controller in Fig. 3.8 must be sent to the blocks 

which require them at the proper time. If buffer registers are not added to compen

sate for the stages in the hardware, starvation or blockage will occur. Starvation 

occurs when a block needs a token but must wait for some other process to finish. 

Blockage occurs when a token is ready to be placed at a block's output port but 

cannot because another token already exists at the output port. 

Figs. C.l - C.9 illustrates how the example discussed in Section 2.6.2 would 

operate without the alignment register. In Fig. C.3, the incoming token is blocked 

at the input to the Y-register until X-Y is calculated in the first A1 atomic. Com

parison of Appendices B and C shows that without the extra register, the number 

of steps is increased by one. This can be seen by observing that Fig. B.9 is one 

step advanced in time compared to Fig. C.9. Hence, each token in the compensated 

design will take one less time step to be processed and the overall processing time 

will be N — 1 time steps less compared to the uncompensated version. 

Specifically, the number of time steps that will be saved is equal to the number 

of compensation stages. For a system, with m compensation registers and N data 

tokens, the total time steps saved is (N — 1 )m. 

For this asynchronous design, data path starvation and blockage should never 

occur due to a control token. To prevent blockage, compensation registers are added 

to allow the controller to generate a sum of tokens equal to the number of stages 

in the data path before it is blocked. Furthermore, the compensation registers are 

1-bit registers which do not contain any processing so they operate faster than any 
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other pipeline stage. Hence, control tokens will always be available when needed. 

The control tokens will be blocked on a regular basis since the data path operates 

slower; however, this is by design and acceptable. 

Since all the stages in the pipeline are not equal in delay, blockage and star

vation will occur regularly due to data path tokens. In fact, this is one of the 

principle advantages to using asynchronous over synchronous design. Data path 

tokens flow through the pipeline, are absorbed on an as required basis, and never 

wait for control tokens. Hence, the system operates as expected. 

3.6.3 Interleaved Accumulator Token Management 

The interleaved accumulator discussed in Section 3.7.4 required a special con

trol circuit. The accumulator absorbs two control tokens but will only output one 

token. Hence, the tokens aligned after the accumulator had to be reduced by half. 

To perform this task, a Distributor is added to the alignment buffer at the point 

where accumulator tokens exit. One request output of the Distributor is fed back 

as its acknowledge and the other is fed to the next stage of the alignment buffer 

register set. The request that is fed back as its acknowledge effectively absorbs 

the token. This method only works because the data associated with the removed 

tokens are not needed. 

A simplified version of start-active was required to control the data valid 

request on the Distributor. Like the version added to the basic library, a request 

occurs immediately after reset. However, in this version, the acknowledge is used 

to generate the next request. This circuit occurs only once in the system; therefore, 

it was not added as a basic library element. It should be noted that this circuit is 
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designed to have gate delays such that no timing hazards occur. 

3.7 The Asynchronous Data Path Section 

The data path section contains the blocks which perform input data storage, 

filter coefficient storage, filter coefficient update, the discrete convolution, and can

celled output determination and distribution. The block diagram for this unit is 

shown in Fig. 3.5. The following describes the fundamental blocks and their func

tions. 

3.7.1 Input Data Sample Storage 

The input data storage is performed in block r_gen. r_gen acts as a syn

chronous register file. The term synchronous does not imply that there is a global 

system clock net or external clock input. In this block, synchronous refers to the 

presense of an internally generated signal used to clock all the registers. The loading 

on this pin is reduced by buffering; however, the total number of flip-flop clock pins 

the signal drives is Nm where m is the the number of bits in the data word and 

N is the number of stored samples. For this implementation, 7V=128 and m=16; 

therefore, the total loading is 2048 clock pins. r_gen's implementation is shown in 

Fig. 3.9. 

Three factors led to the decision to have a synchronous section in an asyn

chronous design. First, all the coefficients move in lock-step which is similar to a 

standard shift register. Second, the delay in a long chain of asynchronous registers 

made it necessary to add a very large number of extra registers to prevent stalls 
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and starvation. Finally, the additional hardware to make an asynchronous register 

file made it impractical. The additional hardware requirements of an asynchronous 

register file are discussed in Section 3.7.2. 

3.7.2 Filter Coefficient Storage 

The filter coefficient storage is performed in block intermem. intermem con

tains 128 asynchronous registers grouped into four sets of 32 asynchronous registers. 

The four groups are interleaved to minimize the delay imposed at the input and 

output ports. The design of an asynchronous register file and the design of the 

interleaving unit are two important design issues. 

The asynchronous register file forms a circular buffer for the filter coefficients. 

It could not be constructed using only the normal asynchronous registers. Normal 

asynchronous registers use latches to hold data while register files require a finite 

number of reads to occur before the data recirculates. In the case of the filter coeffi

cient buffer, N reads must occur before data recirculates. However, no convolution 

can occur until data is in the file. Hence, N tokens must be placed in the file to 

represent the N initial coefficients which are zero. This requirement was met by 

using a start_active element. 

Without the start_active element, an asynchronous register file will act like 

a transparent latch similar to a first-in first-out (FIFO) buffer and not like a syn

chronous register file. The reason is there are no tokens, coefficients, initially in an 

asynchronous buffer. Hence, when the first coefficient was needed, there would not 

be a  token and the process  would wai t .  What  is  required is  a  FIFO containing N 

tokens immediately after reset. 
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To solve this problem, a start^active element is placed between each of the 

n asynchronous registers to place a token into each register after reset. Once the 

tokens are in place, the convolution can occur with one token coming from intermem 

and one coming from r_gen. The overhead incurred by the use of the start .active 

element is approximately 7 latches. This equates to approximately a 33% hardware 

increase for a 16-bit register. It was assumed 1 latch ~ 3 gates and 1 flip-flop « 2 

latches. 

Comparing an n register by m-bit synchronous register file and an equivalent 

asynchronous register file, the size of the synchronous file is 2Nm while the asyn

chronous file is mn + 13/V. For registers less than 13 bits, the overhead penalty 

makes the use of asynchronous registers area-wise less desirable than the use of 

synchronous registers. 

It should be noted that the use of synchronous registers in this circuit section 

was not feasible. The data leaving the final asynchronous register stage is controlled 

by bubbles in the next stage. The data entering the first asynchronous register 

stage is governed by the request of the previous stage. These two events are not 

synchronized. Any effort to try to synchronize these events would either effect 

the entire echo cancellation and filter update implementation or require another 

controller. 

The asynchronous register files are interleaved to reduce the number of extra 

registers required to prevent input data blockage. The delay to move the last token 

up one location in an asynchronous m-word register file is at least mfb where /& 

is the feedback delay from acknowledge out, aa, to acknowledge in, ai. For a 

16-bit asynchronous register in this implementation, /& is approximately 5 ns [29]. 
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By interleaving the registers and adding two extra inactive latches to each of the 

asynchronous register files, the memory operates without blocking the incoming 

updated coefficients. 

The interleaved memory control unit requires a Selector and a Distributor. The 

Distributor is used to place the input data into one of the four register files. Data 

are cycled between the four register files. An initial request is generated after reset 

on the select valid request line using the complement of the acknowledge signal. 

Using this scheme, every time an acknowledge is sent out, a request is generated. 

When a data valid request is received, it is passed to the selected register file and 

the corresponding coefficient data is stored. The Selector selects the coefficients out 

of the register files in the same sequence that they were written. The select data 

lines are generated by a counter which operates similar to the counter discussed 

in Section 3.6.1; however, all required tokens are generated internally. Figs. 3.10 

- 3.16 show the filter coefficient storage unit, the distribution unit, the selection 

unit, and their major sub-circuits, f ile8 is a cascade of four f ile2's. 

3.7.3 Filter Coefficient Update 

The filter coefficient adaptation is implemented in block update_h using Eq. 3.7. 

Figs. 3.17 and 3.18 show the block diagram for this function. The primary blocks 

are a 16-bit fixed-point signed two's-complement multiplier, mushift, and a 16-bit 

adder. 

The multiplier is used to multiply the current output value and required input 

sample. Although a 32-bit result is possible, only the 16 most significant bits are 

needed since the filter coefficients are constrained to 16-bits. Since the multiplier 
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Figure 3.11: File Distribution Unit 
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Figure 3.16: Selection Unit Counter 
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output is only 16-bits, much of the lower byte multiplication is discarded to reduce 

hardware. This has no effect on the final result but drastically reduces the required 

hardware. 

mushift implements the multiplication by the convergence factor. Since the 

convergence factor is chosen to be a power-of-two, this multiplication is equivalent 

to a right arithmetic shift. The effect of constraining the convergence factor to a 

power-of-two was discussed in Section 2.2.1. The input to the multiplexer is the 

4-bit shift value and the output of the multiplier. The shift is 1-15 bits. If a zero 

shift value is input, the coefficients are frozen by zeroing the update term. This 

allows the user to customize the echo canceller for their application. The user must 

ensure the convergence factor is stable before the start of the next cycle which can be 

done using an external register. This configuration differs from the implementations 

shown in Section 2.2.2 but results in a much less application specific design. Fig. 3.19 

illustrates the implementation of the shift value. 

The adder generates the new filter coefficient value from the old filter coef

ficient and the truncated update term. Several options were possible in the final 

update of the coefficient. These options and effects were discussed in Section 2.3. 

Rounding would make the update more accurate; however, the worst case MSE is 

approximately 1E-10 (-lOOdB). 

3.7.4 Echo Estimate and Output Generation 

The echo estimate is formed by convolving the input samples and the filter 

coefficients. The echo estimate is then subtracted from the distorted output to 

generate the cancelled output. These functions are performed in the convolve 
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block. Fig. 3.20 shows how the convolution is partitioned. The primary blocks 

involved are the input data aligner, the 16-bit fixed-point signed two's complement 

multiplier and the accumulator. 
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The data aligner prevents r _gen output data from being blocked. The received 

data values are used in this block and in the updatell block; however, this block 

also uses the new filter coefficients which are output from update...h. Since the 

required received data value and filter coefficient are misaligned in time, hardware 

must be added to realign them. A side effect of this misalignment is that if the 
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buffer is not added, data out of r_gen will be blocked until the corresponding filter 

coefficient is available. Specifically, a token would be output from r_gen and Forked 

to convolve and update_h. Since the token at the input of convolve could not 

be absorbed until a token leaves updateJi, r_gen would be blocked. By adding a 

buffer whose length is equal to the number of stages of misalignment, blockage is 

prevented. Hence, both received data tokens have equivalent pipeline stage count 

paths. 

The multiplier generates a full 32-bit signed two's complement output to pre

vent quantization error during summation. The accumulator performs the sum

mation and generates the final 16-bit echo estimate. The accumulator has several 

optimized features to prevent blockage since it will be required to sum N output 

values from the multiplier. 

As discussed in Sections 3.3.1 and 3.3.2, the multipliers use the shift-and-add 

algorithm, addition is optimized to 4-bits, and multiplication is done in bytes. If 

4-bit addition is defined to be a unit delay, then data should exit the multiplier 

approximately every 2 delay units. The accumulated value's maximum number of 

bits is log2 yV+32. Hence, the accumulation time is approximately ^ + 8 or at 

least 4 times slower. To eliminate stall, an interleaved accumulator was developed. 

The design of the interleaved accumulator parallels much of the design of the 

interleaved memory. The interleaved accumulator has two accumulator circuits 

which receive data. When one accumulator is processing data, the other is selected 

to receive data and vice versa. The two accumulators can be thought of as the even 

index and odd index accumulators. Each of these accumulators require one less bit 
N .  .  

since only — additions are required of each, making them faster. A special controller 
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is required to oversee the handshaking. Fig. 3.21 contains the block diagram for the 

interleaved accumulator. One interleaved unit is shown in Fig. 3.22. 

3.7.5 Interleaved Accumulator Controller 

The interleaved accumulator control is performed in block acc_cntrl. acc_cntrl 

must select which accumulator should receive data and cause the registers to be 

cleared at the start of each new convolution. Performing either task proved simple; 

however, to simultaneously perform both tasks proved challenging. 

Control signal last- is used to clear the accumulators. last- is aligned and 

sent directly to the odd index accumulator. It cannot be sent directly to the even 

accumulator because it is not active on last-'s active cycle. To compensate, a 

start_active element and a 1-bit asynchronous latch were added to delay last-

one cycle. When the first token of the next cycle arrives, the even index accumulator 

is cleared. The final version of the interleaved accumulator controller is shown in 
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The final steps in determining the echo cancelled output value are to sum the 

interleaved accumulator values to form the convolution sum and subtract the sum 

from the distorted output value. The sum of the interleaved accumulator values is 

truncated to 16-bits to have the same precision as the distorted output value. The 

truncated result is then subtracted from the distorted output value to generate the 

final output which is sent to the digital-to-analog converter (DAC). 

Combining the two accumulated partial sums into a final sum would be slower 

than the accumulation of the partial sums because the final sum requires one more 

bit. However, only the 16 most significant bits of the final sum are needed to 
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calculate the cancelled output for the DAC. These two facts resulted in the final 

convolution sum being calculated from the 32-MSBs of the partial sums. Since 32-

bit addition is faster than the partial sum generation, no additional compensation 

hardware is required. Once the final convolution sum is formed, it is truncated 

to 16-bits and subtracted from the distorted output to generate the final cancelled 

output. The error generated by truncation is discussed in Section 2.3. 

3.7.7 Final Output Distribution and Control 

Analysis of the governing equations and this implementation show this design 

is a pipeline. As such, tokens are expected to enter at one end and leave at the other. 

The ADC complete signal represents the input token which is used to generate N 

other tokens to allow processing to occur. However, this implies that N tokens 

will exit the pipeline. In this implementation, ~ tokens will be generated since 

the interleaved accumulator divides the number of tokens in half. This presents 

a problem: How will the external system absorb the ~ - 1 unneeded tokens and 
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differentiate them from the actual final output token? 

Two important specifications also must be met. First, the coefficient update 

equation requires e(n — 1) to be constant and valid for the entire cycle. Furthermore, 

many digital-to-analog converters require a constant input for reliable output. To 

accommodate these criteria, a multiplexer is added which selects the current output 

until the final value for the current cycle is complete. Control signal last" is 

used to determine which value is selected. Unfortunately, this means the e(n — 1) 

register must appear active immediately after reset. This is accomplished using a 

start_active element. 

Control signal last" is concatenated with the output value signifying the end 

of the current cycle and that new valid data is ready to be sent to the digital-to-

analog converter. This bit can be used as a clock to an external register. Specifically, 

last" is concatenated to the output data such that the most significant bit is low 

when new data is being presented. This bit is delayed and named DONE". The delay 

ensure DONE" becomes active only after all other bits are valid. 

A side effect of the feedback in this design is a scheme must be developed to 

ensure that e(n — 1) is fed back to update_h such that stalling does not occur. The 

scheme is required because e(n — 1) is needed before a token has reached the output 

of the pipeline. Two methods for solving this issue were evaluated. First, N tokens 

could be placed a t  the output  s tage by placing N star t  .act ive elements  and N 

asynchronous registers in the feedback path. This would require another register 

file similar to the input data storage register file. A second method is to feed back 

e(n — 1) as a constant without a request-acknowledge pair. The second method is 

viable since e(n — 1) is guaranteed to be correct by the multiplexing scheme just 
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discussed. Since the second method required no extra hardware and is guaranteed 

to work, it was chosen. The final implementation of output is shown in Fig. 3.24. 
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Chapter 4 

PERFORMANCE EVALUATION 

This implementation was captured using Compass Design Automation, Inc. 

Tools and contains approximately 36,500 nodes. Due to the size of the design 

and the large number of iterations required to characterize the coefficients, chip 

level timing simulation was performed only to determine throughput and validate 

hardware functionality at speed. It was suggested silicon be built to validate the 

design. This suggestion was dismissed due to chip turnaround time, cost, and the 

additional design efforts required to build a test platform. This chapter will present 

the procedures used to prove the validity of the design and determine the operating 

rate, highlight several design tradeoffs, and present the layout. 

4.1 Design Verification 

Section 2.6 discussed two possible simulation methods. Graphical simulation 

was not available; therefore, a standard synchronous circuit simulator was used. 

Both functional and timing simulations were performed. 

The primary difference between functional and timing simulation is accuracy 

of timing analysis. Functional simulation is similar to writing a program containing 
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a detailed combinational logic and register description of each function. All func

tions are assumed to be timing error free. Hence, if the delays in a block cause a 

timing problem, the problem will be missed in this simulation. The primary advan

tage to functional simulation is speed. By ignoring timing, the simulator will run 

significantly faster. Functional simulation is usually the first step in validating the 

implementation. 

After functional simulation, each block and the overall system must be checked 

for timing hazards using timing simulation. Asynchronous designs have the advan

tage that once block level timing simulation is complete, the overall system is tim

ing hazard free. This is due to the localization of the handshaking signals used for 

block interconnection and the specifications on request-acknowledge. Section 2.4.2 

and Section 4.4.1 contrast the advantages and disadvantages associated with this 

method of interconnection. 

As the name implies, timing simulation associates delay values with each cell 

to more accurately represent how the hardware will perform. The delays may 

come from a data sheet, from routing estimates, or from final fabrication values. 

The order listed is from least accurate to most accurate. Data sheet delays do 

not compensate for interconnection delays which will effect interstage delays. The 

clock frequency in a synchronous design will be heavily affected by this inaccuracy; 

however, asynchronous designs are not as constrained. Furthermore, since the data 

lines and handshaking signals are routed in close proximity to one another, the 

circuit performance should be close to the theoretical delays. The only exception 

is when two interconnected functions are not laid out efficiently. In this case, the 

effect will only be seen at the functional interface. 
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4.2 Operating Rate 

Timing simulation was performed to verify preplace and route operation and 

to estimate system performance. Table 4.1 lists the first coefficient pair completion 

delay, the intercoefficient delay, and the throughput. Throughput governs the ADC 

sampling rate and the allowed signal bandwidth. The first coefficient pair is con

sidered complete when signal send_rdy toggles the first time. send_rdy toggling 

represents a token leaving output block's last stage. The first coefficient pair is 

used because the interleaved accumulator only generates one token for every two 
N 

input tokens. As stated in Section 3.7.7, send_rdy will toggle — times. The final 

output is only valid when sendjrdy toggles and DONE" is active. The remaining 
N 
—— 1 toggles represent the completion of a pair of coefficients. 

For operating frequency comparison, the intercoefficient delay can be consid

ered the circuits pipeline period. Intercoefficient delay is the time required for 

send_rdy to toggle twice divided by four. Two toggles on send_rdy are required to 

compensate for rise and fall time delay differences. Throughput is equal to the time 

to complete the first coefficient pair plus N — 2 times the intercoefficient delay. Ta

ble 4.2 shows the throughput and sampling rate achievable for different quantities 

of filter coefficients. Since the intercoefficient and first coefficient pair delays do not 

change, the following equation can be used to determine the number of coefficients 

supportable: 
. „ „ . Sampling Period — First Coefficient Pair Delay 

N = Number of Coefficients « -— - — - + 2 
Intercoefficient Delay 

Assuming a sampling rate of 400 kHz, 2500 ns, and the delays in Table 4.1, 

N < 57.5. Observation of Table 4.2 shows that N — 32 will meet the required 



82 

sampling rate. It should be noted that the throughputs determined for N < 128 in 

Table 4.2 were determined using the N = 128 circuit. Only the last" generation 

circuit was modified. Therefore, the actual circuit performance would be faster 

and N = 64 might support a sampling rate of 400 kHz. The required redesign 

would include reducing the number of counter bits, resizing the filter coefficient and 

received data sample storage units, and reducing the maximum number of bits for 

the interleaved accumulators. 

First Coeff. 
Pair Delay 

IntercoefRcient 
Delay 

Throughput 

Preplace 
and Route 658 ns 33.2 ns 4842 ns 

Table 4.1: Performance of Asynchronous Echo Canceller 

Number Of Filter Sampling 
Coefficients, N Throughput Rate 

128 4842 ns 206.5 kHz 
64 2717 ns 368.1 kHz 
32 1655 ns 604.2 kHz 
16 1124 ns 889.7 kHz 

Table 4.2: Throughput vs. Number of Filter Coefficients 

4.3 Asynchronous vs. Synchronous Performance 

A method for comparing an asynchronous design to a synchronous design is to 

determine the longest combinational logic path and add a small compensation factor 

to account for register delay, setup time, and hold time. The resulting delay is the 
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clock period for the equivalent synchronous circuit. The clock period is then used 

to determine the throughput. Throughput for the synchronous equivalent design 

equals the time to the first valid output plus N — 1 times the period. The first 

valid output occurs after m-clock periods where m is the number of stages. For this 

analysis, the compensation factor was calculated to be 3.5 ns for a D flip-flop [29]. 

If this design were directly converted to a synchronous design, the operating 

frequency of the clock would be governed by the adder used to form the partial 

sums in the interleaved accumulator. This combinational logic unit has a delay of 

96 lx-drive strength inverters and a Join element in series to compensate request-

out, R0, for the combinational logic delay. This delay plus the compensation factor 

is approximately 33.2 nanoseconds which results in a clock frequency of 30.1 MHz. 

One detail should be noted when using the partial summer delay. In a syn

chronous design, the interleaved accumulator probably would not exist. Synchro

nization of the addition processes would be very difficult. Hence, the output of the 

multiplier would have been fed into a single adder to form the convolution sum. 

This would reduce the amount of hardware; however, it would increase the combi

national logic delay since the adder would require an additional bit as discussed in 

Section 3.7.4. Table 4.3 lists a comparison of the theoretical synchronous and the 

nominal asynchronous 128-filter coefficient design. 

The formula used to calculate speedup was: 

Throughput8ynch - Throughputagynch 

Throughputasynch 
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Asynchronous Synchronous 
Design Design 

First Coefficient 
Pair Delay 658 ns 1859 ns 

Intercoefficient 
Delay/Period 33.2 ns 33.2 ns 

No. of Stages 55 55 
Throughput 4842 ns 6042 ns 
Speedup 25% N/A 

Table 4.3: Theoretical Synchronous vs. Asynchronous Performance 

4.4 Operating Rate Tradeoffs 

During the design, many tradeoffs were required. Factors that led to selecting 

one option over another included chip area, sampling rate achievable, turnaround 

time, and interchangeability. The following sections detail the major tradeoffs eval

uated during this design. 

4.4.1 Handshake Signal Skewing 

The most significant tradeoff evaluated involved skewing the request-acknowl

edge times. It was decided that each asynchronous register would function in its 

theoretical capacity. Specifically, request-out and acknowledge-in would not become 

active until the data had been latched. Since it is guaranteed that the request-out 

signal is connected to a MullerC element and the acknowledge-in is connected to an 

exclusive-OR or exclusive-NOR, these signals could lead valid data. If this knowl

edge was used to skew the request-acknowledge handshaking, up to 5 ns per stage 

could be saved or about 900 ns for the overall cancellation cycle [29]. This option 
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was dismissed for three reasons: interchangeability, design/redesign turnaround 

time, and automatic interconnection compensation. 

One of the main principles of asynchronous design is since there is no clock, 

any stage in the design can be changed without effecting the rest of the design. 

Interchangeability provides the ability to speed up the block's throughput without 

analysis of the rest of the circuit. The local request-acknowledge pair will compen

sate for any hardware changes thus making each stage highly interchangeable. 

Turnaround time is the time to actually design and simulate an implementa

tion. By making each block independent of all other blocks, the designer does not 

have to calculate skew lengths. Specifically, if the registers are all built such that 

their output is guaranteed to be valid when acknowledge-in and request-out occur, 

the only requirement is the designer must calculate the compensation delay which 

must be added to request-out due to the hardware of the local combinational logic 

unit. If this decision was not made, the designer would have to compensate for the 

delay associated with the stage before and stage after the combinational logic unit. 

Turnaround time is also aided by eliminating stage balancing. In a synchronous 

design, all stages must be balanced to achieve maximum efficiency. In asynchronous 

design, balancing is not required since circuit performance will be governed only 

locally by the longest path. Hence, as long as the stage delay is less than the longest 

delay, the asynchronous pipeline performance will be improved as compared to the 

synchronous pipeline. 

The third reason for not skewing the handshaking signals is that the additional 

delay imposed on the request-acknowledge signals will compensate for routing and 
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fan-out between registers and blocks. If the data and handshaking lines are not 

routed exactly the same, the extra delay will allow a significant margin for routing 

mismatches. Finally, the extra delay will add extra margin in the design for slow 

and degrading gates. 

4.4.2 Functional Building Blocks 

The adders and multipliers are the main building blocks for this design. The 

hardware tradeoff was to use a carry-look-ahead adder and a shift-and-add mul

tiplier over other functionally equivalent circuits. While these implementations 

perform their required functions, they do not perform them as fast as other func

tionally equivalent implementations. These blocks were chosen due to their size, 

speed, and ability to be pipelined. The supreme goal was a single-chip; there

fore, large, hardware greedy implementations were discarded. Section 3.3 discusses 

performance optimizations used to overcome losses due to this decision. 

4.4.3 Shift-and-Add Multiplier Implementation 

At each step of shift-and-add multiplication, the previous partial sum either 

has zero or the multiplicand added to it. Adding zero is equivalent to simply 

passing the data on to the next stage and requires less than the time to add the 

multiplicand. Since our data is assumed to be zero mean, on average half the bits 

should be zero. It was proposed to design the multiplier to sense that zero is to be 

added and bypass the addition. Each addition requires request-out to be delayed 

by a chain of 20 lx-drive inverter, 6 ns [29]. If half the adder stages are adding 

zero, then on average, approximately 3 ns could be saved at each partial sum stage 
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of the multiplier. 

This idea was dismissed for three reasons. First, the extra hardware required 

to sense and incorporate the pass would have increased the final core size. Second, 

the hardware required to multiplex between the adder output and the pass data 

would have required additional delay in the already slow adder path. Finally, since 

the addition of the partial multiplier sum requires less bits than the generation of 

the final convolution sum, the partial sum generation would not be the limiting 

stage in the pipeline. This option should be investigated if the convolution sum 

generator is redesigned and is no longer the slowest stage. 

4.5 Hardware Performance 

Figs. 4.1 - 4.4 plot the discrete Fourier transform (DFT) of the four echo 

spectrums used in [1] and the DFT of the estimated echo spectrum at the end of 

the adaptation phase. 

Figs. 4.5 - 4.8 represents the residual error power for the echo canceller. In 

these figures, the first 300 samples represent the adaptation phase where fi = 2~5. 

The next 200 samples represent the transmission phase where /j, = 0. Finally, the 

last 1000 samples represent the readaptation phase where /i = 2-14. These figures 

were generated by transmitting uniformly distributed data coupled with a uniformly 

distributed echo signal and averaging the results over 1000 simulation runs. The 

horizontal lines represent e-1, e-2, e-3, and e~4, respectively. If e-3 is more error 

than can be tolerated, the adaptation phase can be increased. 
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4.6 Block Layout and Area Estimate 

In order to estimate chip area, each functional block was independently routed 

and pieced together using the auto place and route tools. From this layout, the 

final implementation can be fabricated resulting in a die not larger than 9.25 mm 

by 7.25 mm. Fig. 4.9 shows the block layout and interconnection from the auto 

place and route tools. 
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Chapter 5 

CONCLUSION 

An asynchronous, single-chip echo canceller was presented. Cancellation is 

performed using a 128-coefficient adaptive FIR filter. The filter adaptation is per

formed using the power-of-two LMS algorithm. The echo canceller is implemented 

in a pipelined configuration which enables the filter coefficients to be updated ev

ery cycle as well as the echo cancellation to be performed. Unlike many other 

implementations, the implementation presented generates the filter output based 

completely on the most recent coefficient weights. Other implementations produce 

their outputs based on filter coefficients which are from one to N sample periods 

old where N is the number of filter taps. In other implementations, the coefficients 

are updated by a separate processor which increases space, hardware, software, and 

thus cost. 

As integration densities continue to increase, clock skew and distribution be

come paramount issues. Asynchronous logic design eliminates all clock issues by 

eliminating the clock. By eliminating the clock, the overall circuit performance can 

be increased. This is primarily due to the fact that the circuit is no longer governed 

by the longest combinational logic delay which in a synchronous design sets the 

clock frequency. 
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The preplace and route performance of the asynchronous echo canceller was 

compared to its theoretical synchronous counterpart. The asynchronous echo can

celler's performance was 25% faster enabling a sampling rate of approximately 

205 kHz. The echo canceller's chip size is approximately to be 9.25 mm by 7.25 mm. 

While computation time prevented operational simulation, simulation was per

formed on a limited test data set. The output agreed with the theoretical model 

and no timing hazards existed. Therefore, it is reasonable to assume the actual 

echo canceller chip would have similar performance. 

Future research areas for this implementation include performing simulation 

of the routed chip, supporting the fabrication, design of a test environment, and 

verification of the fabricated chip in the test environment under various conditions. 

Design of the test environment would include selection of the analog-to-digital con

verters, digital-to-analog converter, and transmission line simulation devices and 

interconnection of all the devices. 

Other areas of research include evaluating different adder and multiplier types 

and implementations, evaluating deeper pipelining of the functional units, imple

mentation of other versions of the LMS algorithm, and generation of a synchronous 

version. Use of deeper pipelining or the use of another adder or multiplier im

plementation or types could increase the chip area but could increase the pipeline 

throughput. Implementation of other versions of the LMS algorithm and a syn

chronous version will further quantify the benefits of asynchronous design and the 

choice of the power-of-two based adaptation algorithm. 
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Appendix B 

GRAPHICAL TOKEN FLOW EXAMPLE WITHOUT 

BLOCKAGE 
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Figure B.1: Example After Time Step #1 
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Figure B.2: Example After Time Step #2 

Figure B.3: Example After Time Step #3 
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Appendix C 

GRAPHICAL TOKEN FLOW EXAMPLE WITH 

BLOCKAGE 
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Figure C.3: Example After Time Step #3 
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Figure C. 7: Example After Time Step #7 
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