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ABSTRACT 

In this dissertation we explore signal detection with model and human observers in the 

setting of nuclear medicine. Regarding the model observer, the main focus is on the 

linear observer that maximizes detectability, whcih we call the Hotelling observer. In 

particular, we outline two methods for realizing an estimate of this observer. The first 

uses a Fourier representation. The second uses a representation with a small number 

of channels chosen for optimal performance. The work employs statistically defined 

lumpy backgrounds to test the methods and results. These backgrounds axe more 

complicated than correlated Gaussian noise and are meant to complicate the signal-

detection task by involving random structure. Regarding the human observer, we 

present a literature review of psychophysical models, including results based on these 

models. We then examine one current front runner—a channelized-Hotellling observer 

with channels modeling visual-response functions—for two experiments involving the 

lumpy backgrounds. 
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Chapter 1 

INTRODUCTION 

In medicine, images are created for a purpose. They are created to be viewed and 

interpreted by a physician, to provide information that can lead to a diagnosis. A 

fundamental obstacle in medical diagnosis is that there is uncertainty about the symp

toms and diseases, how they are related, and how they should be treated. Medical 

diagnosis is fundamentally a matter of balancing probabilities. Even in the most con

scientious setting, the variability makes errors inevitable [Garland 1949][Lusted 1968]. 

With the understanding that errors occur in diagnoses, it becomes clear that 

there is a need to objectively quantify and minimize them. To this end, experimental 

methods have been designed that test the human's ability to perform various visual 

tasks, such as signal detection, the focus of this dissertation. Although these tasks 

are only manageable substitutes for medical diagnoses, they serve to define a measure 

of performance, or a figure of merit, and provide a context for the term image quality. 

The quality of an image is determined by how well a hummi can perform the task in 

question. 

Of equal importance to determining image quaJity in medical imaging is imder-

standing the effect of visual stimuli on the mental processes of the human. Such an 

understanding falls under a branch of psychology known as psychophysics, and the 

particular subfield of psychophysics that is relevant here is called visual perception. 

Understanding visual perception involves the development and analysis of experi

mental methods in conjunction with mathematical models, with the goal that the 

models describe the performance of the hiunan. The approach that we take does not 

separately model human psychology and phys-iology and then add them together. 

Instead, we start with an ideal observer, based on image probabilities, and then build 
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in sources for error and inefficiencies. The sources for error and inefficiencies are the 

means by which hiunan psychology and physiology make it back into the model. 

Psychophysics and image quality have a symbiotic relationship. On the one hand, 

image quality provides a setting for psychophysics. On the other hand, by stud5nng 

and understanding psychophysics, it is possible to infer image quality without the 

cost and trouble of actually evaluating it experimentally. In this dissertation, the 

experiments use the nuclear-medicine lumpy-background images discussed in Chapter 

3 as a test-bed for images that probe the visual psychophysics of the human. Since 

the images are simulated, we know a lot about them. We know their statistics, and 

we know the "truth" about whether a signal is present or absent in an image. Clearly, 

this is in contrast to experiments that involve clinical images, but the loss in medical 

reality is traded for control of the stimulus and understanding of the ideal observer. 

Why consider signal detection? 

In 1944 a Board of Roentgenology formed to investigate the diagnostic efficiency 

of roentgenographic and photofluorographic technics. [Garland 1949|. One of their 

basic conclusions was that typical clinical tasks needed to be broken down into their 

essential pieces. While it is normal to ask a physician to identify abnormalities, 

such as lesions, describe them, choose a treatment, and then prognosticate a result, 

systematic anedyses of the responses and results are impractical as well as confusing. 

In general, the more categories or terms that are used in describing a lesion, the 

greater the inconsistency that can be found across several observers, as well as within 

a single observer. 

The board decided to first investigate the task of "seeing a lesion"', i.e., detection, 

before proceeding to the more difficult tasks of describing and evaluating it. It may 

be the least interesting visueil task, but it is clinically relevant. Furthermore, its 

simplicity lends itself to mathematical investigation and modeling. 
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The dissertation begins with a review of some basic signal-detection theory (Chapter 

1). In it we define the signal-detection task, the errors that occur, as well as the 

decision strategy and performance of a model observer. The decision strategy incor

porates a discriminant function and a threshold, such that a signal-present decision 

is made if the discriminant exceeds the threshold. Otherwise, a signal-absent deci

sion is made. Given this framework, the next logical step is to define and derive an 

optimal observer. The decision strategy of the optimal observer, better known as the 

ideal or ideal Bayesian observer, is to evaluate the ratio of two probabilities called the 

likelihood ratio. The criteria that lead to this observer are given and two examples 

are provided to outline the process of deriving the observer. 

The first chapter concludes with the definition of an ideal linear observer, the 

Hotelling observer, where the term linear refers to the observer's discriminant func

tion. This observer is the focal point for the signal-detection analysis in this disser

tation. One reason for this is that the Hotelling observer is a practical alternative 

to the ideal observer, which is difficult to derive in all but very stylized examples. 

What's more is that the Hotelling observer is equal to the ideal observer when the 

images are Gaussian random vectors. This fact is a second reason for considering the 

Hotelling observer, since the images in this dissertation are approximately Gaussian 

as the noise is increased. 

The noise that we consider in this dissertation is a result of the image model. 

For this dissertation, images are simulated by a simple model of a nuclear medicine-

imaging system, and it is the physics of nuclear medicine that define the statistical 

model of the noise. Typical measurements in nuclear medicine are Poisson, which has 

the nice properties of being parameterized by only one value, the mean, and being 

approximately Gaussian as this parameter is increased. 

In addition to the randomness that originates from the measxurement process, we 
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confound the signal-detection task by defining thie objects statistically. The objects 

that we define are known as lumpy backgrounds. The reason for a statistical descrip

tion of the backgrounds can be exemplified in the context of mammography. When 

a radiologist analyzes a stack of mammograms, there is random structure in each, 

besides the measurement noise and tumors. An example mammogram is shown in 

Fig. 1.1^ A theme of this dissertation is to test the robustness of an observer, an idea 

that is encapsulated by the desire to optimize the imaging system for many objects. 

These topics, which define the statistics of the images, are discussed in Chapter 3. 

'The sample mammogram was made available courtesy of the National Expert and Treiining 
Centre for Breast Cancer Screening and the Department of Radiology at the University of Nijmegen, 
the Netherlands. 



FIGURE 1.1. Sample mammogram from Nijmegen database. 
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In Chapter 4, we explore two methods for realizing the discriminant fimction of 

the Hotelling observer. The basic challenge to this is to create and invert the image 

covariance matrix, an essential part of the discriminant function. The first method 

uses a Fourier representation, and the second method represents an image with a 

small number of linear channels. The chapter includes many numerical results to 

demonstrate weaknesses and strengths of each representation. 

Chapter 5 begins with a Uterature review meant to provide historical background 

to signal-detection theory and its relation to humein psychophysics, as well as medical 

imaging. The literature review was postponed until this chapter in order to ensure 

that the reader has familiarity with the language and basic concepts. This facilitates 

the discussion, allowing a much broader viewpoint to be presented. Additionally, the 

literature review sets up the psychophysics methods and models that are explored 

in the second half of the chapter. In particular, the experiments that are designed 

and implemented in this dissertation probe human performance for the purpose of 

understanding the human decision process, as well as examining the robustness of 

some current human models. 
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Chapter 2 

SIGNAL DETECTION THEORY 

Signal detection is the task that asks an observer, Do you see a signal in this image? 

Here we are implying that the observer is a human and that the image is something 

to be seen. Examples of people that perform signal detection tasks are physicians 

looking for tumors, astronomers looking for stars, geologists looking for fault lines 

and flight controllers looking for planes. 

Alternatively, these same tasks can be performed by a mathematical, or model, 

observer. A model observer is any algorithm, or decision process, used to classify 

images as "signal present" or "signal absent". For such an observer the image is a 

list of numbers, which we will call the vector g, and the decision process maps g to 

0 for a signal-absent decision or 1 for a signal-present decision. 

In this chapter, we introduce the signal-detection concepts and framework that will 

be utilized in the rest of the dissertation. We begin by outlining the basic elements in 

a signal-detection task: the hypotheses Hq and Hi (signal-absent and signal present), 

the information provided to the observer (the image g), and the response by the 

observer (the signal-absent and signal-present decisions Dq and DI). The image is a 

list of measurements relevant to the hypotheses, and it is assumed to be a random 

quantity; therefore, a distribution of images is possible with each truth, p (g | Hm) for 

m = 0 and 1. Given a reindom image, the task of the observer is to decide whether 

the image is firom Hq or HI, and the decision is either right or wrong. Over a set 

of images, then, it is possible to characterize performance by two types of errors, 

sensitivity and specificity. This material is discussed in Sec. 2.1. 

In Sec. 2.2. we describe a mathematical observer that makes decisions by evaluat

ing a discriminant function t. The discriminant function maps an image to a number 
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i(g), which is referred to as the observer's discriminant, or test-statistic. A decision 

is made by comparing the discriminant to a threshold t*. The performance of such 

an observer is expressed simply enough by the one-dimensional distributions of the 

discriminants under each hypothesis and is completely summarized for all thresh

olds by a receiver-operating-characteristic (ROC) curve. Two alternate summaries of 

performance are the area under the ROC curve {AUC) and detectability. 

The mathematical and probabilistic framework describing an observer and its 

performance leads to a definition of an ideal observer whose discriminant function 

minimizes decision errors (Sec. 2.3). This optimal discriminant function is known as 

the likelihood ratio, and examples are provided that outline how it is derived. 

Lastly in this chapter (Sec. 2.4), we describe the linear observer that maximizes 

detectability. This observer, known as the Hotelling observer [Hotelling 1931] 

[Fisher 1936], is equal to the ideal observer only when the images are Gaussian. When 

the images are not Gaussian, the Hotelling observer is a practical alternative to the 

ideal observer, mainly because it is simpler to derive. 

For more thorough discussions of signal-detection theory and its statistical under

pinnings, the reader is referred to some original references [Neyman and Pearson 1933] 

[Wald 1950] [Lawson and Uhlenbeck 1950] [Woodward and Davies 1952] 

[Peterson et al. 1954] [Van Meter and Middleton 1954] [Luce and Raiffa 1957] 

[Green and Swets 1966] [Van Trees 1968]. Other quality references for general signal-

detection theory are also available [Fukunaga 1990] [Melsa and Cohn 1978] 

[Swets and Pickett 1982] [MacMillcin and Creelman 1991] [Barrett 1990] 

[Barrett et al. 1995] [Barrett et al. 1998b]. 

2.1 Truth, decisions and outcomes 

The model observers that we consider here are ones that make unequivocal and deter

ministic decisions. Unequivocal means that a decision is always made; the observer 
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does not have the option of "I don't know". A deterministic decision is one such that 

the decision does not change when the task is repeated with the same image. 

With the assumption that the observer makes unequivocal and deterministic de

cisions, we can represent the signal detection task pictorially in Fig. 2.1. On the 

left-hand side, the space of images is partitioned into two non-overlapping sets; the 

set of signal-absent images {HQ) , and the set of signal-present images {Hi). These 

two sets partition the space, according to the underlying truth, or hypothesis. These 

sets and spaces are sometimes referred to as populations, classes, and ensembles. On 

the right-hand side of Fig. 2.1, the space of images is partitioned according to the 

decisions that an observer would make. Di is the set of images for which an observer 

decides that the signal is present, and Dq is the set of images for which an observer 

decides that the signal is absent. 

Truth 

HI =  { ^ :  s i g n a l  i s  p r e s e n t }  

H o  =  { g :  signal is absent) 

All images 

Decision 

DI = {g : decide signal is present) 

Select one: g Observer Select one: g Observer 

Do = {g : decide signal is absent 1 

All images 

FIGURE 2.1. The set of all possible images is partitioned according to the presence 
of a signal (left) and the decisions an observer makes (right). 
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2.1.1 Possible outcomes 

Since there are two possibilities regarding the presence of a signal in an image and 

two possibilities for the decision given an image, there are four possible scenarios, or 

outcomes, for the signal-detection experiment. These outcomes are summarized in 

Table 2.1 in which the rows are labeled according to the truth and the columns are 

labeled according to the decision. 

do di 

ho 
true negative 

correct response 
false positive (false alarm) 

error 

hi 
false negative (miss) 

error 
true positive (hit) 
correct response 

TABLE 2.1. The four possible outcomes in a signal detection e.xperiment. 

The true-negative and true-positive outcomes indicate a successful classification. 

The true positive, or hit, occurs when the signal is present and the observer flecides 

"signal present". A true negative occiu-s when the signal was not present and the 

observer correctly decides "signal absent". The other two outcomes indicate that an 

error was made. If the signal is present and the observer decides that it is absent, the 

outcome is called a false negative, or miss. The other error occms when the signal is 

absent, but the observer decides that it is present. This error is called a false positive, 

or a false alarm. 

2.1.2 Outcome Contingency Tkble 

When the signal-detection task is repeated for a group of images, the performance of 

an observer can be summarized by an outcome contingency table (Table 2.2). As in 

Table 2.1, this table labels the rows by the truth and the columns by the decision. 

Now, instead of attaching a label to each truth and decision combination, the 

terms in Table 2.2 measure how often each decision is made for each truth. When 
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Do Dx 

Ho 
specificity 

T N F  =  1  -  F P F  
F P F  ^  positives 

# signal-absent images 

F N F  =  I - T P F  
sensitivity 

positives 
# signal-present images 

TABLE 2.2. Outcome contingency table, a summary of the performance of an observer 
perfoming the signal detection experiment on a group of images. 

all the signal-present images are considered, the observer decides signal present for 

some and signal absent for the rest. Therefore, the entry for the true positive, or 

hit, contains the fraction of true-positive decisions given signal-present images. This 

fraction is called the true-positive fraction {TPF). Likewise, the false-negative entry 

contains the fraction of false-negative decisions given signal-present images. This is 

called the false-negative fraction (FNF) and is equal to I - TPF. 

Similarly, given all the signal-absent images, the obser\'er decides signal present 

for some and signal absent for the rest. In place of the false aUu-m we have the false-

positive fraction [FPF), which is the fraction of false-positive decisions given all the 

signal-absent images. Finally, the analogous fraction for a true negative, the true-

negative fraction (TNF), is the fraction of true-negative decisions given signal-absent 

i m a g e s  a n d  i s  e q u a l  t o  I  —  F P F .  

It is explicit in Table 2.2 that there is redundant information: F N F  = 1 — TP F  

and TNF = 1 — FPF. Therefore, we will often address only the TPF and FPF as 

they are sufficient for describing the performance of an observer. It is also worthwhile 

noting that the TPF and the TNF are alternatively known as the sensitivity and 

the specificity, respectively. 

2.1.3 Outcome Probabilities 

In the limit where the T P F  and F P F  are czdculated given all the images in a pop

ulation - the population may be finite or infinite—the fractions are equivalent to 
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probabilities, namely 

T P F  =  P ( g € D i | g € / / i )  

F P F  =  P ( g e £ > ,  ! g € / / o ) .  

(2.1) 

(2.2) 

If the T P F  and F P F  are calculated from sets of sample images, as they were in the 

previous subsection, they will be denoted TPF and FPF; the hats indicate that the 

quantities are random. 

The outcome probabilities given in Eqs 2.1 and 2.2 are related to the images 

through the probability density function (pdf) of an image conditional on the class; 

signal-present or signal-absent; Pg(g \ Hi) or Pg(g | HQ) . The relationship between 

the overall outcome probabilities and the conditional pdfs involves an integral over 

the decision class. Specifically, the probability of a signal-present decision given a 

signal-present image is equal to the integral of the signal-present conditional pdf over 

all images in the set of signal-present images: 

Likewise, the probability of a signal-present decision given a signal-absent image is 

equal to the integral of the signal-absent conditional pdf over all images in the set of 

signal-present images. 

It should be pointed out that the integrals in Eqs. 2.3 and 2.4 are not trivial. 

One problem is that they have the same dimension as the image, which can be in the 

thousands or millions. Other problems are due the fact that the conditional pdfs and 

the decision classes are usually unknown or very complicated. 

(2.3) 

(2.4) 
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2.2 Decision Strategy and Performance 

In Fig. 2.1, we saw that an observer that made miequivocal and deterministic de

cisions partitioned the space of images into two non-over lapping sets, Di and DQ. 

Mathematically, there exists an equivalent observer whose decision strategy is to cal

culate a number for each image, t (g), and compare the result to a threshold t': 

t ( g )  ^  t ' .  (2.5) 

do 

The function t is known as the discriminant function, and its value given a random 

image t (g) is known as a discriminant. The decision process employing this function 

is depicted graphically in Fig. 2.2. Notice how. as the threshold is moved up, the 

set of images for which the observer decides signal absent gets bigger, and the set of 

images for which the observer decides signal present gets smaller. Likewise, as the 

threshold is moved down, the observer makes fewer signal-absent decisions and more 

signEil-present decisions. 

threshold, decide signal present} 

D^ = {g: t{g)< threshold, decide signal absent} 
\ j 

All images 

FIGURE 2.2. A mathematical observer ranks all the images according to a test 
statistic t (g) and partitions them according to a threshold. 

• 

threshold 

• 
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Defining a mathematical observer, therefore, is equivalent to defining its discrimi

nant fxmction. Later, we will define some well-known observers and discuss how they 

use the signal detection information in the data (see examples 2.1 and 2.2 later in 

this chapter). Next, though, we will see that since the functional t reduces the di

mensionality of the problem to it is possible to visualize the basic structures of 

signal detection. 

2.2.1 Test Statistic 

The discriminant t (g) is often referred to as a test statistic. It is used to test whether 

a signal is present or not, and it is a statistic driven by the statistics of the images. 

There exist conditional pdfs pt {t{g) | //i) and pt {t (g) | HQ) relating the value of the 

test statistic to the presence of the signal. If we knew these conditional pdfs, we could 

use them to evaluate the probability of true- and false-positive responses. Specifically, 

the multi-dimensional integrals in Eqs. 2.3 and 2.4 could then be rewritten as the 

one-dimensional integrals 

With the problem reduced to scalar statistics, the one-dimensional integrals can 

be depicted graphically; they are areas. As an example, consider a problem where the 

pdfs of the test-statistics are Gaussian distributions with different means (^q ^i) 

and equEil variances (TQ = <TI = a. In other words, the functional forms of the pdfs of 

the test statistics are given by 

T P F ( f ) =  r  d t p , ( t \ H , )  (2.6) 

and 

(2.7) 

(2.8) 
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and the integrals in Eqs. 2.6 and 2.7 correspond to areas under these conditional pdfs 

partitioned by the threshold; this is depicted in Fig. 2.3. The role that the threshold 

plays in performance is now clear. We can see that the threshold separates the 

signal-present decisions from the signal-absent decisions. As we move the threshold, 

all the outcome probabilities change. Specifically, if the threshold is decreased, the 

o b s e r v e r  m a k e s  m o r e  s i g n a l - p r e s e n t  d e c i s i o n s .  I n  t e r m s  o f  p e r f o r m a n c e ,  t h e  T P F  

increases (which is good), but at the same time the FPF increases (which is bad). 

The opposite trade-off of correct and incorrect responses occurs if the threshold is 

increased. It is worthwhile noting that the well-known error function 

(2.9) 

can be used to simplify the integral expressions of T P F  and F P F  to 

T P F { t ' )  =  . 5 - . 5  e r f  and (2.10) 

(2.11) 



33 

signal absent 

V 

FPF 
/ 

/' 

/tnv 

V 

FPF 

threshold r • 

Do 

FNF / 

A Do 

FNF / 

/ 
/ 

signal present 

A(Kg)|/^i) 

Do 

FNF / 

/ 
/ 

TPF 

FIGURE 2.3. The T P F  and F P F  are related to areas under conditional pdfs of the 
test statistic. 
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2.2.2 Receiver Operating Characteristic (ROC) curve 

The common-sense choice for a threshold is somewhere between the peaks of the 

conditional pdfs of the test statistic as illustrated in Fig. 2.3. After all, signal 

detection is just a formal way of trying to separate images with signals from those 

without. However, there is most often overlap of the conditional pdfs, and there are 

always errors to be considered when choosing a threshold. 

The receiver-operating-characteristic (ROC) curve is a convenient way to visualize 

all the trade-offs of correct and incorrect responses that occur tis the threshold is 

v a r i e d  f o r  a n  o b s e r v e r .  S i m p l y ,  i t  i s  t h e  p l o t  o f  t h e  c o o r d i n a t e  p a i r  { F P F . T P F )  

for all values of the threshold. Therefore, instead of choosing a threshold, which 

has a direct consequence on the performance of the observer, we will consider the 

performance of an observer for all values of the threshold. 

Example ROC curves are shown in Fig. 2.4. These examples correspond to the 

G a ussian test statistics defined above in Eq. 2.8; therefore, the TPF and FPF are 

given by Eqs 2.10 and 2.11. If the threshold is —oo, we make a signal-present decision 

for all images, and the TPF and FPF are both 1.0. As we increase the threshold, 

the TPF and FPF decrease, and we map out the ROC curve until we end up at the 

origin. The diagon£il line corresponds to an observer that caimot separate the cleiss of 

signal-present images from the signal-absent images. For this observer /i, = 

the distributions of the two test statistics are equal. Curves 1, 2 and 3 correspond 

to situations where the overlap of the two distributions is decreasing: fi^ — ij.Q = 1,2, 

and 3. Note the location of the plot labels (boxed numbers); they all correspond to 

a TPF value of about 92.5%, but the FPF is decreasing (approximately 70%, 40%, 

10%). Finally, an observer that can distinguish perfectly between the signal-present 

and signal-absent images would have an ROC curve that starts at (0,0), rises straight 

up to (0,1) and then moves across to (1,1). The perfect observer outlines the entire 

1x1 ROC plot area. 
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0.0 0.2 0.4 0.6 0.8 

FPF,or P{D,\H,) 

FIGURE 2.4. Sample ROC curves for a test statistic that has normal conditional 
pdf's with different means. 
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2.2.3 Area Under the ROC Curve (AUC) 

In the previous section, we noted that curves 1, 2 and 3 in Fig. 2.4 corresponded 

to situations where observer performance is increasing. For any FPF, the TPF of 

curve 3 is always greater than the TPF of ciurve 1. The area under curve 3 is larger 

than the area under curve 1. 

The area imder the ROC curve { A U C )  is a scalar figure of merit that can be used 

to summarize performance and rank observers. It is defined by 

AUC = f d{ FPF ) TPF. (2.12) 
Jo 

This siunmary of performance is complete provided the corresponding R.OC curves 

do not cross. Complete is used here to mean that a ranking of ROC curves by AUC 

holds for all values of the threshold. 

Other forms for the AUC exist [Barrett et al. 1998b], and we will make use of 

two in particular. First, if we insert Eqs. 2.3 and 2.4 into 2.12. we see that the 

AUC is a pair of M-dimensional integrals over possible image values weighted by the 

conditional pdfs of the image values: 

A U C =  f  d"g f  rfVpg(g|ffo)p,(g' |W,)step(((g')-((g)) .  (2.13)  
Joo Joo 

Next, if we insert Eqs. 2.6 and 2.7 into 2.12, we see that the AUC is a pair of 

1-dimensional integrals over possible values of the test statistic weighted by the con

ditional pdfs of the test statistics: 

AUC = f dt j dt' pug) (t I Ho) Pt(g) (t' I ffi) step (t' - t), (2.14) 
J —CO J -OC 

where the step function is I when its argument is positive and zero otherwise. 

Given the last expression, we can actually derive the AUC for the Gaussian test 

statistics defined above in Eq. 2.8. First, insert the pdfs and realize the step function; 

this gives 
1 roo roo - { i -  Mo)'^ 

2a2 
exp 

- it' -
2o-2 

(2.15) 
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With the change of variables s = {t — ij,q) /X/2^ and s' = {f - Hi) /\/2^, the AUC 

becomes 

AUC 
1 roo roo p 

= — ds ds' exp —s~ — [s'f 
^ j—oo j3+<ti, —un)/i/2a'^ -oo js+{tli-tlo)/v̂  

The two-dimensional domain of integration is equal to the area bounded below by 

s' = s + (ni — HQ) as depicted in Fig. 2.5. A simple rotation of the coordinate 

system, equivalent to the variable change u = (s — s') /\/2 and u' = (.s + .s') /\/2, 

factors the integrals, leaving 

{I /-OO p oi 1 f 1 /•(#'l-*'o)/2ff \ 
J du exp 1^— {v!) I < J du exp [-«"] ^ • (2.16) 

The first integral is equal to one, and the second can be written using the error 

function (Eq. 2.9). The result is 

^l\ -
2a 

(2.17) 
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c/3 

C/3 

Distance JN̂)/2cr 

Integrate 

FIGURE 2.5. Rotating the coordinate system to solve for the AUC given Gaussian 
test statistics. 
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We will assume that the AUC is complete for the work here. The reason is that the 

test statistic will be normally distributed in most of the problems in this dissertation, 

and the signal to be detected doesn't affect the variance. When this is the case, the 

ROC curves form a family of curves parameterized by the AUC, as in Fig. 2.4, and 

the ranking is complete. 

2.2.4 Detectability 

Another way to rank observers is with a figure of merit called detectability. The term 

detectability takes on many forms. We define detectability according to a particular 

decision strategy, or test statistic t (g), to be 

i { t { g ) \ H r ) - { t { g ) \ H o ) ) '  
" t ( g )  -  I  r r  X  ,  I  r r  

2 var(i(g) \  H i ) - h \ v a x { t { g )  | / / Q) '  

This detectability measures the amount of separation there is between the two con

ditional pdfs of the test statistic using only their first two moments. 

Although it may not resemble the AUC, the detectability as defined here is not 

completely different. As a matter of fact, when the test statistics are Gaussian, there 

is an explicit relationship between the two. This relationship is derived by substituting 

the means and variance of the Gaussian test statistics into Eq. 2.18: this gives 

= FEW-

which reduces to 

•iw = (2-20) 

Comparing this expression to 2.17, we find that there is an error-function relating the 

two. Since the error fimction is invertible, the relation can be expressed as 

Az = .5-i-.5 erf [.5 rf], or (2.21) 

d a  =  2 e r r ^ { 2 A U C - I ) .  (2.22) 
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2.3 Ideal observer 

In the previous sections, we discussed a generic observer and its signal-detection 

performance. We said an observer makes a decision by comparing a functional of 

each image to a threshold. In this section, we are going to define an 'ideal" observer 

and derive its functional form in a few examples. The key quality of the ideal observer 

is that it has full knowledge of the problem; the ideal observer knows the conditional 

pdfs PG{g\ Hi) and Pg (g | HQ). In fact, we will see that the discriminant function of 

the ideal observer is a quantity called the likelihood ratio. The likelihood ratio will 

be discussed in more detail in Sec. 2.3.2. 

2.3.1 Criteria for "ideal" 

We begin the definition of the ideal observer by establishing the criteria for what we 

mean by the term ideal. There are two convincing definitions that lead to the same 

answer, the Bayes and Neyman-Pearson criteria. Both criteria attempt to minimize 

some cost or error associated with the outcomes. When not otherwise stated, these 

criteria are the assumed criteria for the use of the term ideal in this dissertation. 

The Bayes criterion assimies that there is a cost for each outcome {Di.Hj) and 

that the total probability of signal presence P{Hi) and absence P{HQ) is known (a 

priori). The ideal observer, then, minimizes the average cost C, otherwise known as 

the Bayes Risk: 

C = cooP{Do I Ho)P{Ho)+cioP{Di \ Ho)P{Ho) 

+ coiP{Do I Hi)P{Hi)+cnP{Di \ H,)P{Hy). (2.23) 

The Neyman-Pearson criterion does not make any assumptions about individual 

costs of outcomes or prior probabilities of signal presence. Instead, the average "cost" 

function is the probability of a miss. We could trivially reduce the probability of a 

miss by always deciding signal present. Therefore, the minimization is constrained 
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such that the probability of a false positive is specified to be Q. This is realized by 

using the method of Lagrange multipliers to add the constraint P{Di \ HQ) = Q to 

t h e  m i n i m i z a t i o n  o f  P { D Q  \  H i )  :  

C = P (Do I //i) + A (F (Di 1 Ho) - a). (2.24) 

2.3.2 Likelihood Ratio 

The minimization of the average cost, as given in either the Bayes or the Neyman-

Pearson criterion, derives the ideal observer as the observer that compares the like

lihood ratio to a threshold [Peterson et al. 1954] [Van Meter and Middleton 1954[ 

[Green and Swets 1966] [Van Trees 1968]: 

A(^)°  n ' !» l  t f !  ^  Pg (g i "o) 

The likelihood ratio increases with the probability that the signal is present. It 

provides the ordering of the images that best separates the signal-present images 

from the signal-absent images given the image conditional pdfs. 

The Bayes and Neyman-Pearson solutions do differ according to how the threshold 

is chosen. For the Bayes criterion, the threshold is the function of the costs and prior 

probabilities of the signal given by the equation 

, ̂  P{Hi) (CQI -CU) , 
P ( / / o ) ( c i o - C o o ) "  '  

For the Neyman-Pearson criterion, the threshold is the one that gives a false alaxm 

rate equal to a. In other words, the threshold satisfies 

i: 
d A p A ( g ) ( A | H o ) = a .  ( 2 . 2 7 )  

Fortimately, we have already adopted a perspective that considers obser\'er per

formance for all values of the threshold, the ROC curve. In other words, we are not 

concerned with specifying prior probabilities, costs and bounds on error. Instead, we 

focus on the discriminant function of the ideal observer, the likelihood ratio. 
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2.3.3 Log-likelihood Ratio 

The log-likelihood ratio is a simple, monotonic transformation of the likelihood ratio: 

A (g) = l n A (g). (2.28) 

Note that any monotonic transformation that can be done to the test statistic and 

the threshold leaves decisions unchanged: 

A (g) > threshold •<?=^ A (g) > In (threshold). (2.29) 

Thus the log-likelihood ratio is another equivalent definition of the ideal observer. 

The usefulness of the log-likelihood over the likelihood will become evident in the 

examples. 

2.3.4 Problem Statement 

SKE/BKE vs. SKE/BKS 

Back in Fig. 2.1, we partitioned the images into two classes, signal present Hi and 

signal absent HQ. The labels Hi and HQ come from the theory of statistical hypothesis 

testing; Hq represents the null hypothesis, and Hi represents the tvltemative hypothe

ses. In more concrete terms for the work here, a signal-absent image is defined to be 

a background term b plus a noise term n, a signal-present image is defined to be a 

background and signal b + s plus a noise term n. such that the hypotheses can be 

expressed as 

Ho : g = b- h n ,  ( 2 . 3 0 )  

Hi : g = b + s + n. (2-31) 

In this form, we have a model that can support several different problems. 
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The first and simplest model is called signal-known-exactly and background-

known-exactly (SKE/BKE). In this model, the noise is the only random quantity 

confounding the two hypotheses, and without it, signal detection would be trivial. 

Another paradigm is called signal-known-exactly and background-known-statistically 

(SKE/BKS). For this case, the background, in addition to the noise, is a random 

quantity. Finally, there are also signal-known-statistically models, but this disserta

tion focuses on SKE models. 

The next two sections are examples that are provided to develop some experience 

with the mathematical and statistical language and tools used in signal-detection 

analyses. The analyses begin with a complete definition of the images. This is 

where the physical imaging processes and resulting noise processes are modeled. We 

also specify the signal and background. In the end. we need to be able to evaluate 

the conditional pdfs pg(g [ H^) and pg (g 1 HQ) . These distributions, through the 

likelihood ratio, define the discriminant function of the ideal observer. With the 

discriminajit fimction known, it is possible to analyze observer performance with 

{TPF, FPF). the ROC curve. AUG, and detectability. 

The functional form of the discriminant function reveals how the observer is using 

the information in the image. Knowing the ideal decision process and the optimal 

performance in any given experiment provide insight to the characteristics of the 

images that define and affect image quality. We will also see, in Ch. 5, that the ideal 

observer is useful for imderstanding the human observer. 



44 

2.3.5 Example 2.1: SKE/BKE 

with additive independent and identically distributed (iid) 

Gaussian noise 

Problem statement 

Hq ; g = b + n (2.32) 

Hi : g = b + s + n, (2.33) 

In this example, the ensemble of images is defined assuming that s and b are fixed 

and n is random (SKE/BKE). and all three vectors have dimension Nj.Ny x 1 corre

sponding to a two-dimensional image. Also, let the randomness in n be independent 

of the signal and background. Finally, assume a particular multi-dimensional pdf on 

this noise: namely, the elements of n are independent and identically distributed (iid) 

Gaussian random variables with mean /i,, set equal to zero and variance a^. 

The independence of the noise elements says that the multi-dimensional pdf of the 

noise is equal to the product of the one-dimensional pdfs of iill the elements. 

P n ( n )  =  n  n  
«r=t »v=l 

where ix = 1,2, ...,Nx and iy = 1,2,.... yVj,. (2.35) 

Note that there will be a second form for the spatial indices seen in this dissertation. 

Index i will be for a lexicographical ordering of all the elements. Specifically, i = 

iy X Nx + ix, and N = NxNy. Thus, the last equation could be written 

iV 
Pn (n) = JJpn. {rii) where z = 1,2 iV. (2.36) 

i=l 

The first notation is convenient when one needs to consider dimensions separately. 

The second notation compacts this information for brevity and clarity. This notation 

can be trivially extended to larger dimensions. 
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The paxticulax choice of identically distributed Gaussian random variables means 

that each noise element has the same pdf 

Prii {rii) = exp [-n1l2al] . (2.37) 

We insert this pdf into eq. 2.36 to get the multi-dimensional noise pdf 

p„{n) = {27ral) 
n 

~ h M 
(2.38) 

This definition of the noise vector is analogous to saying that n is a multi-dimensional 

Gaussian random vector where the mean n is equal to zero, and the covariance Cn is 

equal to the constant times the identity /. In vector notation, this is 

Pn (n) = (27r) jCnl exp n f - i  (2.39) 

In this expression |Cnl is the determinant of C'n, and C~^ is its inverse. In this 

example, the inverse and determinant are trivially obtained since Cn is a diagonal 

matrix; a diagonal matrbc is inverted by taking the reciprocal of the diagonal elements, 

and its determinant is just the product of the diagonal elements. Finally, n' is the 

transpose of the noise vector. We will get into more physical models later in this 

dissertation, but the images modeled here are meant to represent the emitted flux 

from a specific object (background) collected on a detector for some exposure time. 

Sample Images 

In order to present some example images from this ensemble, let's pick some specific 

forms for the signal and background. Specifically, let the signal have a Gaussian 

profile with peak amplitude As and the background be a constant: 

{i, - Nj2f + {iy - Ny/2f 
(2.40) 

(2.41) 
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Note that the terms "Gaussian profile" and "Gaussian function" are used in this dis

sertation to specify a shape and should not be understood to imply any randomness. 

Fig. 2.6 presents a sample of a signal-absent (left) and a signal-present (right) 

image for which the adjustable parameters Ab, A3, and a, have been set to = 

20.0, Ab = 128.0, As = 15.0, and ug = 15.0v/2, respectively; the size of the images 

are nx = ny = 256. Note that the imits for ab and as are grey levels while the 

units for a, are pixels. Perhaps the reader can detect the signal in the center of the 

image on the right. 

FIGURE 2.6. Sample signal-absent (left) and signal-present (right) images: an = 20.0, 
bo = 128.0, So = 15.0, (T, = 15.0, Nx = Ny = 256. 

Ideal test statistic 

We know that the ideal test statistic is the likelihood or log-likelihood ratio. Thus 

we need the conditional pdfs of the images. In order to find the conditional pdfs of 

the images, we note that in the problem statement above the only randomness in the 

images comes from the noise vector. Consequently, the conditional pdfs of the images 

equals the noise pdf, and we evaluate it at n = g — b and n = g — b — s : 

Pg(gl^o)  = Pn(g -b) 

= {2wal) ^^^exp[ - ( (g-b)'(g-b ))/2<7y 

(2.42) 

(2.43) 
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Pg(g I ^i) = Pn(g-b- s )  (2.44) 

= (27r<7y exp [- ((g - b - s)' (g - b - s)) l2a^^ . (2.45) 

The likelihood ratio is not too difficult to write down. Take the ratio of Eq. 2.45 

to Eq. 2.43: 

' ( g - b ) ' ( g - b )  ( g - b - s ) ' ( g - b - s ) '  
(g) = exp 

2(ti 
(2.46) 

We then simplify Eq. 2.46 to get 

A (g) = exp [s' (g - b - s) /ay . (2.47) 

Taking the log of Eq. 2.47 transforms the Ukelihood ratio into the log-likelihood ratio. 

The result shows the log-likelihood ratio is a linear combination of the elements of 

the random image 

(g) = s'g/c^n - s* (b + s) /o-;. (2.48) 

The ideal decision process then compares the log-likelihood ratio to a threshold: 

dx 
s'gK - s'(b + s) K ^ t\ 

do 
(2.49) 

In Sec. 2.3.3, we pointed out that any monotonic transformation that could be 

done to both the test statistic and the threshold (Hke the log operation) left decisions 

unchanged. The key to the test statistic is really how it depends on the random image 

g. Therefore, we multiply through by and add the term s' (b + s) to both sides of 

Eq. 2.49 to get 

dx 
iideal (g) = S'g ^ t\ 

do 
(2.50) 

where we have redefined the threshold t'. 
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The ideal observer as written in Eq. 2.50 performs a scalar product of the signal 

and an input image. Consequently, the ideal observer for this model is a member of 

a larger group of observers that we call linear observers: 

Every observer in this group is known by its template w, which is an iVj x Ny image 

itself. For this example, the ideal template is often referred to as the matched filter 

(MF); this observer checks how well the signal matches the image. 

The conditional pdfs of the test statistic p t ( g )  ( t  | //„) are fairly easy to derive. The 

distribution of t is just a linear combination of the Gaussian distributed components of 

the noise vector. Therefore t has a Gaussian distribution and is completely described 

by its mean and variance. This is the bonus of working with the log-likelihood ratio 

alluded to earlier. 

Assuming the signal is absent, the mean and variance of the test statistic are 

calculated: 

'w (g) = w'g, (2.51) 

where 

^ideal— S. (2.52) 

(^ideal (g) 1 ho) = (s'g) 

= (s'(b + n)> 

(2.53) 

(2.54) 

(2.55) 

(2.56) 
i=l 
s'b (2.57) 
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uar (fideai (g) 1 ^o) = ^(s'g-(s'g))'^ (2.58) 

= (b + n) - s'b)'^ (2.59) 

= ((s'n)=) (2.60) 
/  N  N  \  

= ( ̂  ) (2-61) 
, t = l  i ' = l  
N  N  

= ^ ̂  SjSj'(njn,/) (2.62) 
t = i  i ' = i  
n 

= (2.63) 
i = l  

= (2.64) 

Note that in Eq. 2.62 we use the fact that the rii are independent, or, equivalently, 

{niTii') = 0 for i 7^ i'. 

When the signal is present, we get: 

(^ideal (g) I //o) = (s'g) (2.65) 

= (s'(b + s + n)) (2.66) 

= s'b + s's (2.67) 

WOT-(fideal (g) I ^^o) = ([s'g- (s'g)]^^ (2.68) 

= ^ [s' (b + s + n) - (s'b + s's)]^^ (2.69) 

= ((s'n)') (2.70) 

= (2.71) 

Putting together the mean and variance residts, the pdf of the test statistic given 

the signal is absent is 

P t  { t  I Ho) -  (27ra^s's)~^''^ exp (f - s'b)^ /2o-nS's . (2.72) 
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Similarly, we can solve for the pdf of the test statistic given the signal is present 

P t { t \  H i )  =  (27ra^s's) exp [ t  - s' (b + s))" / 2 ( t '^s^s . (2.73) 

Ebcample plots of these distributions were given in Fig. 2.3. 

PerfoTTnance 

Recall that each point on an ROC curve is the outcome probability pair for a particular 

threshold TPF {t*), FPF {t*). Since the test-statistics are Gaussian, we can refer to 

the expressions in Eqs 2.10 and 2.11, substituting the means and variances of the 

discriminants calculated above for /Jq, tmd a'. The corresponding ROC curve 

for this example, therefore, is very similar to those in Fig. 2.4 except that it almost 

outlines the entire ROC plotting area. It is worthwhile noting that curves 3, 2. and 

1 in Fig. 2.4 are related to the random images in this example with smiiller and 

smaller signal amplitude or with larger and larger noise variance. It is in this way 

that physical parameters correspond to performance. 

The AUC and detectability, like the ROC. are immediately understood in terms 

of the image parameters by simple substitutions; they have already been derived for 

Gaussian test statistics in Eqs 2.17 and 2.20. When hQ, /ij, and a- are replaced by 

the means and variances of the discriminants calculated above, we get 

AUC = ^ +  ̂ e r f  .  a n d  ( 2 . 7 4 )  

s's /s's 
^ = -7=f=r = \h- (2.75) 

\/o-2 S'S Y O-n 

In this expression, the dependence of performance on the image parameters is explicit. 

If the signal amplitude is increased or the noise variance is decreased, the performance 

increases. 
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2.3.6 Example 2.2: SKE/BKS 

with correlated Gaussian background plus iid Gaussian noise 

Problem statement 

H o  :  g  =  b - l - n  

Hi : g = b + s + n 

(2.76) 

(2.77) 

In this example, we define the ensemble of images assuming that s is fixed, b is cor

related multivariate Gaussian with mean b and covariance Cb and n is a multivariate 

Gaussian with mean zero and covariance Cn = cr^/. Also, assume that the random 

vectors b and n are independent and that we are again dealing with two-dimensional 

images  yYj .  x  N y .  

P n  (n) = (27rCT2) exp n' Cn n (2.78) 

Pb(b) = (27r)-'^/2lCbr'/^xp[-i (b-b)' Cb' (b-b) (2.79) 

The ensemble of images in this model is identical to the one outlined in Example 

1, except that there is a population of random backgrounds instead of a constant 

background to which we add the signal and noise. 

Sample Images 

In order to display some sample images firom this ensemble, we need to specify forms 

for the signal and backgroimd. As in Example 1, let the signal have a Gaussian profile 

(Eq. 2.40). 

For the Gaussian correlated background, we let the mean be a constant, b = /Ift 

and we define the co\'ariance matrix to be the auto-correlation of a basic shape, or 
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lump 1. For now, let this lump have a Gaussian profile: 

= Aexp 
•O .0 

-^x - (2.80) 

This leads to a covariance matrix with the form 

-  f e  -  ' » ) '  -  ( ' »  -  ' » ) '  

2af 
(2.81) 

Note that in this expression, Ai controls the magnitude of the grey-level variability of 

the lumpy background and ai controls the spatial correlation length of the lumpiness. 

We will use the signal and noise parameters that were used in Example 1 (cTn = 20.0, 

Ab = 128.0, Aj = 15.0, Cs = 15.0\/2 and Nx = Ny = 256), and the parameters 

defining the correlated backgrounds, Ai and a;, are set to 7b.Qy/2 and 30.0-\/2, re

spectively. With these parameters, the image ensembles are exactly the same as in 

Example 1 except for the addition of the lumpy background. Fig. 2.7 presents a 

sample of a signal-absent (left) and a signal-present (right) image for the parameters 

mentioned. Perhaps the reader can detect the signal in the center of the image on 

the right. It should be a little harder thanks to the additional randomness from the 

lumpy background. 

FIGURE 2.7. Sample signal-absent (left) and signal-present (right) images: cTn = 20.0, 
bo — 128.0, Iq = 75.0, ci = 30, sq = 15.0, = 15.0, Nx = Ny = 256 
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Test Statistic 

Each image is still a Gaussian random vector since it is merely a linear combination of 

the correlated Gaussian background and the imcorrelated, or white, Gaussian noise. 

Specifically, the conditional pdfs of the images are 

Pg (g I Ho) = ((27r)^ det (Cg)) ^ exp (g-^' Q' (b-b) (2.82) 

and Pg (g I Ho) = ^(27r)^det (Cg)) ^ exp (g - s-b)' C"^ (g - s-b) 

(2.83) 

where Cg = Cn + Cb (2.84) 

and Cn = (2.85) 

By the same arguments and methods as presented in Example 1—instead of a 

factor of 1/cr^, this example has C"' —we find that the discriminant of the ideal 

observer is linear, namely 

ftdeal(g) = (Cg^s)'g (2.86) 

This shows that the ideal observer's discriminant is the scalar product of an image and 

a template; the template is equal to the signal operated on by the inverse covariance 

matrix, or 

Wideal = Cg's. (2.87) 

Note that if Cb = 0 —there is no variation in the background—the ideal decision 

process is 

s ' K ' ) " ' g  §  ( 2 - 8 8 )  
Oo 
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Multiplying both sides of Eq. 2.88 by cr^ shows that the ideal observer in Example 

2.1, Eq. 2.50, was a special case of the ideal observer in this example. 

As a point of interest, operating on an image with the square root of the covariance 

matrix is a process known as prewhitening. What prewhitening does is decorrelate 

the data. Moreover, prewhitening scales all the decorrelated elements so that they 

have the same variance. In this example, if the inverse covariance matrix C~^ exists, 

then Cg exists, and we can split C~^ into two pieces with the result 

(id..l(g) = {C;'"s)'(C-"'g) $ t'. (2.89) 
Do 

The ideal observer prewhitens the image data and matches it to the prewhitened 

signal. Consequently, this observer is often known as the prewhitened matched-filter 

(PWMF). 

Performance 

The distributions of the test statistics are still Gaussian as before, so the TP F ,  F P F .  

ROC and AUC evaluations are all very similar. Simply remove 1/cr^ and insert the 

C~^. For example, the detectability of the ideal observer for this problem is 

= s'C-^s = {wfs. (2.90) 

This swap of terms, however, corresponds to a real chedlenge added to the problem. 

Knowing, or realizing, the inverse of the covarisince matrix is rarely a trivial task. Of 

course, when the test statistics are not Gaussian, we do not even have such nice forms 

for the likelihood ratio, test statistics, and performance measiures. In fact, it is typical 

that the image distributions, emd hence these other statistics, are unknown. When 

this is the case, we turn to a very practical but suboptimal observer, the Hotelling 

observer. This observer is discussed next. 
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2.4 Hotelling Observer 

In Examples 1 and 2, the image ensembles had multi-dimensional Gaussian distri

butions and gave rise to optimal observers that were linear templates equal to the 

signal operated on by the inverse of the image covariance matrix (Eq. 2.87). The 

Gaussian distributions led to a very simple expression for the likelihood ratio, and 

the natural-log transform streamlined this test statistic into linear combinations of 

the image data (Eq. 2.48). Additionally, all the performance measures could be cal

culated, and they were all equivalent with one another. In particular, detectability 

was a complete measure of performance. 

If, now, we consider images with distributions more complicated than the multi

dimensional Gaussian distribution, or worse, if we assume that we don't even know 

how the images are distributed, the likelihood ratio might not be available. In these 

cases, we need an alternative to the ideal observer that is optimal in some way while 

also being practical. In this section, such an alternative is described: it is called the 

Hotelling observer. This observer is optimal in the sense that It maximizes detectabil

ity [Hotelling 1931] [Fisher 1936|. 

2.4.1 Optimality 

The Hotelling observer is the ideal observer when the images are samples from multi

dimensional Gaussian distributions with equal variances, i.e., the discriminant func

tion of the Hotelling observer is linear. For reference, its template and detectability 

are 

WH = Cg ^s. 

dtt = (WH)'S 

(2.91) 

(2.92) 

Wlien the images are not Gaussian, the form of the HoteUing observer remains the 

same: the Hotelling observer uses only the first two moments of the image distribu-
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tions, Cg ajid s = (g)j — (g)o. It ignores all the moments of the image distribution 

higher than the covariance. The ideal observer, on the other-hand, uses the complete 

image pdfs in its discriminant function, the likelihood ratio (Eq. 2.25). Therefore, 

the Hotelling observer is typically suboptimal to the ideal observer. Be that as it 

may, the Hotelling observer is optimal in a different way. 

The Hotelling observer is the linear observer that maximizes detectability. Unfor-

timately, this does not imply that the Hotelling observer is the linear observer with 

the best ROC curve. Therefore, any time that detectability is used, it is appropriate 

to check, at least empirically, that it correlates with AUC and the ROC curve. A 

quick check of this uses the error-function relation in Eqs 2.21 and 2.22 to compare 

detectability to AUC on the same scale. If the two statistics match, detectability is 

assumed to be a complete summary of performance. An even quicker check involves 

histograms; if they are Gctussian, detectability is a good figure of merit. 

The proof that the Hotelling observer is the linear observer that ma.ximizes the 

detectability starts with the general form for the detectability of a linear observer 

with template w; that is 

(2.93) f -
^ w'Cgw" 

We continue the proof by comparing the detectability of the Hotelling observer to the 

detectability of all other linear observers: 

di = < s'Cg-'s = 4. (2.94) 
w'CgW - 8 " 

The denominator on the left side of the comparison is a positive scalar, which we 

multiply onto both sides; so we must prove 

(w's)^ < (w'Cgw) (s'Cg ^s). (2.95) 

Now, the trick to the proof is that we insert the square root of the image covariance 

and its inverse between the template and the signal on the left side of the equation, 
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or 

(w's)' = (w'cy^c,-"=s)= = ((C''V)' (C,-"^s))'. (2.96) 

Then, by the Cauchy-Schwartz inequality, 

(w's)^<||c;/vf||c-"^s|r. (2.97) 

Finally, the norm squared of a vector is equal to the scalar product of the vector with 

itself; thus, when we rewrite the norms on the right side of Eq. 2.97, we get 

{w's)= < (cyv)' (C^'V) (C-"^s)' (C-'«s). (2.98) 

Regroup the matrix-vector multiplications: 

(w's)' < w' [(C^")' w s' [(C-"=)' C;"=] s. (2.99) 

To complete the proof, simplify the equation and use the fact that the covariance is 

symmetric (i.e. ^Cg= Cg); that is 

(w's)" < (w'Cgw) (s'Cg's). (2.100) 

2.4.2 PracticeJity 

The practicality of the HoteUing observer is that it requires knowledge of only the 

first two moments of the image distributions—the mean image and the inverse of the 

image covariance—rather than entire image pdfs to evaluate its test statistic. These 

quantities are much more available than the full image pdf and can even be estimated 

with samples from the ensemble. The limits of practicality of this observer are tied 

to the inversion of the covariance matrix, which, as mentioned previously, is a real 

chEillenge. We explore these limits and more complicated models in the rest of this 

dissertation. 
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Chapter 3 

SIGNAL DETECTION IN NUCLEAR MEDICINE 

The key to signal detection is knowing and using p(g | H i )  and p  (g | HQ) , the signal-

present and signal-absent image probability density functions (pdf). In this chapter, 

we describe images in nuclear medicine, what they quantify, and what their pdfs are. 

Any description of an imaging system must involve a description of the object 

being imaged and a description of the observables being measured. An object is 

the input to the imaging system, and an image is the output (see Fig. 3.1). In 

nuclear medicine, the object is a radioactive source that is distributed throughout 

some volume, i.e.. the patient. The source randomly emits electromagnetic particles 

called photons, or gamma rays; some of the photons exit the object and are detected 

by the imaging system. The sum of all the photons detected is recorded in an output 

vector, or image g. 

The significant challenge in nuclear medicine is that source emissions and the 

detection of the emissions are both random: g is a random vector. Qualitatively, the 

randomness is similar to rain hitting a sidewalk. Probabilistically, the randomness is 

described by the Poisson process. 
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Object Imaging System Image 

/• h g 

Source 
Distribution 

Detects emissions 
from the source 

distribution 

Output 
vector 

FIGURE 3.1. The imaging system is modeled as an operator that detects emissions 
from an object (source distribution) and records the detections in an image (output 
vector). 
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In Section 3.1, we look at the imaging process in detail. The random emission 

of photons is quantified by z (r, t, n). a r?indom function that records the location, 

time and direction of each photon emitted. Measurements of the random function 

z yield the image g, and are equivalent to integrating the random fimction z over 

location, time and direction. Similar integrals define a linear operator H, which 

maps a source function /(r) to an expected image g. In Section 3.2, we present 

the assumptions about measurements of the random emission process that define 

the process as Poisson. A consequence of the assumptions is that measurements are 

Poisson random variables. 

We note that many of the concepts and theory in Sections 3.1 and 3.2 are sum

marized from the book Radiological Imaging: The Theory of Image Formation, De

tection, and Processing [Barrett and Swindell 1981]. Another fine reference for the 

physics of nuclear medicine is [Sorenson and Phelps 1980]. The connection between 

the physics and signal detection is attributed to Rose in his description of an ideal 

observer given quantum measurements [Rose 1948]. 

On the one hand, an image in nuclear medicine obeys Poisson statistics: on the 

other hand, the pdf of the image is not known unless the expected image is known. 

When the expected signal and background images are known, the natural signal-

detection paradigm is SKE/BKE. In this paradigm, different images are different 

realizations of Poisson random vectors. In Sect. 3.3, we complicate matters by intro

ducing an ensemble of backgroimds. In the ensemble, each background is the sum of a 

random number of lumps randomly located throughout the domain; as such, they are 

called lumpy backgrounds. The lumpy background ensemble was originally developed 

in the context of signal detection in nuclear medicine [Holland and Barrett 1992] as 

an alternative to correlated Gaussian backgrounds. The ensemble of backgrounds 

moves the signal-detection problem into the regime of SKE/BKS. 

We conclude the chapter with a couple of examples. The first example of this chap

ter considers signal detection in nuclear medicine where the background is known 
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(SKE/BKE). The second example considers signal detection in nuclear medicine 

where a background is randomly chosen from the population of lumpy backgrounds 

described in Sect. 3.3 (SKE/BKS). 

3.1 Objects, images and the imaging system 

The focus of this section is on the imaging process depicted in Fig. 3.1. The section 

connects the physical observables in nuclear medicine to mathematical expressions 

for the object, imaging system, and images. 

3.1.1 Objects 

The object is the input to the imaging system, and in the context of medical imaging, 

the object refers to the patient, or organ. However, in the context of nuclear medicine, 

a more descriptive name for the object is "source". The soiu-ce is the generator of 

the physical observables, or measurable quanta. In nuclear medicine, it is radioactive 

material that emits tiny impulses, or bundles, of energy. These particles are commonly 

called photons. 

Tjrpically, the imaging process in nuclear medicine begins by injecting a source 

into a patient. The source and the administration technique are designed so that the 

subsequent spatio-temporal distribution of the source provides diagnostic information. 

Source function 

The function / (r, t) quantifies the expected number of emitted photons per mm^ per 

sec. While the source function is assumed to be a nonrandom quantity, the photon 

emission process is not. Each photon emitted is the result of a random decay by an 

unstable, or radioactive, nucleus. The particular direction of each emission is also 

random, obeying the uniform distribution on the unit sphere: as such, •—/ (r, t) is the 

expected number of photons per mm^ per sec per solid angle. 
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As the photons travel through the object, there is some chance that they may get 

absorbed or scatter. In absorption and scatter a photon interacts with an atom; these 

interactions are essentially collisions with electrons. When a photon is absorbed, 

the photon disappears and is no longer available for detection. When a photon is 

scattered, it changes directions and can still get detected. Both absorption and scatter 

have detrimental effects on the imaging model, however, these effects are ignored here, 

as they fall outside the scope of this dissertation. 

Random function 

The emission of photons is a random process of discrete events. The process can be 

expressed as a random function of location, time, and direction. The random function 

has the form of a sum of delta functions, namely 

where fi is a unit vector and 5 (n — Hfe) is a delta fvmction—the angular delta function 

is defined such that ,  given an angular test  function ( f )  (n),  

The sum in Eq. 3.1 records the random locations {rjk}, random times {tk}, and 

random directions {nt} of K photons emitted in some interval of time. 

The emission directions {Sfc} appearing above are independently and identically 

distributed (iid) uniform random variables on the unit sphere. Therefore, the pdf of 

each direction Sfc is given by 

K  

z  (r, t , n )  -  V k )  6 { t -  t k )  S ( n -  rifc), (3.1) 
fc=i 

(3.3) 

and the pdf of all the directions is 

(3.4) 



63 

Finally, the pdf's of the emission locations {r/t} and times {tk} depend on the source 

function / (r, t). The particular relationships are described in Section 3.2, "The Pois-

son process". 

3.1.2 Images 

The particular information conveyed by measurements in nuclear medicine depends 

on the configuration of the detector and image forming elements. Two conunon 

image-forming elements are the pinhole aperture (Fig. 3.2 top) and the parallel-hole 

collimator (Fig. 3.2 bottom). The image-forming elements are made out of a dense 

material chosen to absorb incident photons or scatter them away; the elements restrict 

which paths the photons can take on their way to the detector. 

The detector is made out of a material that absorbs photons and converts the 

energetic particles into electrical signals on a circuit. Detectors are often partitioned 

into an array of pixels, or small Ax x Ay areas. The pixellization can either be a 

part of the physical design of the detector or the result of an estimation and binning 

of interaction locations. In this dissertation, we assume that the detector is discrete. 
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FIGURE 3.2. Schematic showing the region of sensitivity for a pixel through a pinhole 
aperture (top) and a collimator bore (bottom). 
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The regions of sensitivity depicted in Fig. 3.2 represent all the lines-of-sight from a 

pixel, through the image-forming elements, to the domain of the source. The regions 

define what locations the pixel is sensitive to and are sometimes called sensitivity 

regions. 

Ideal detection 

Define an ideal detector to be one that detects all the photons incident on its pixels 

during an experiment. A measiu-ement from such a detector is equivalent to an 

integral of the random function over the object domain, an interval of time, and some 

set of angles, namely 

The limits over time represent the data-collection period; it is controlled by turning 

the imaging system on and off. Then, for each location r. Qr.i is the set of directions 

that have a line-of-sight from the point r to pixel i. This set of directions is some 

fraction of all the possible directions; the fraction is defined to be 

and can be thought of as the probability that an emission at location r starts a photon 

on a trajectory to intersect pixel i. 

Inefficient detection 

In contrast to the ideal detector above, real detectors do not record each photon that 

is incident on its surface. This is a consequence of the intrinsic, or quantum, efficiency 

of the detector. The efficiency of a detector depends on the energy of the photons, the 

type of detector material, and the thickness of the detector. For a photon incident 

on a pixel, we assume that it is detected with some probability of success t/. In other 

(3.6) 
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words, detection is a Bernoulli random trial. We also assiune that the detection of 

one photon does not depend on the detection of another; as such, the probability of 

getting gi detections is a binomial random variable with n = and p = u. The 

probability of a binomial random variable is 

3.1.3 Imaging system 

The imaging system maps a source function to a reindom image. The probability 

of a particular image is described by a Poisson random vector parameterized by a 

single statistic, the expected image g. In the following, we discuss the mathematical 

relation between the expected image and the source distribution. In the next section, 

we discuss the statistical relation. 

The expected image is expressed mathematically with the equation 

where H is called a continuous-to-discrete operator. The term "continuous-to-discrete" 

specifies that the object is defined for the continuous variable r and the image is 

a discrete vector. There are also continuous-to-continuous, discrete-to-continuous. 

and discrete-to-discrete operators; the linear discrete-to-discrete operators are better 

known as matrices. 

Next in our definition of an imaging system, we assume that the mapping from 

an object to an image is linear. By definition, this means that the image of the sum 

of two objects is equal to the sum of the individual images: 

(3.7) 

s = n f .  (3.8) 

n { b  +  s )  =  K b  - \ - n s  =  +  g ^ .  (3.9) 

Linear also means that each element in the image is a linear combination of the 

values of the object. Because g has the imits of detected photons, and / (r, t) is a 
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continuous function having the units of eniitted photons per sec per mm^, the linear 

combination of values of the object is a weighted integreil over space and time of the 

soiurce fimction; that is to say, 

r rto+T 

9i = [^/l. = / / d t h i { T ) f { T . t ) .  (3.10) 
J OO J to 

The quantity hi (r) is the variable weighting applied to the values of the source func

tion; it is often referred to as the sensitivity, or measurement, function. This function 

incorporates the angular dependence and the efficiency described above so that 

h,{r) = u-^, (3.11) 

and this number is equal to the probability that a photon emitted at r is detected on 

p i x e l  i .  

3.1.4 Planar imaging model 

Most of the examples and applications in this paper assume a very stylized and simple 

model for the object and imaging system that is referred to as planar imaging. The 

simple model lends itself to tractable signal-detection analyses, yet retains essential 

physical characteristics of the imaging process. 

The object is a thin slice with the x and y dimensions pjirallel to the detector, the 

source distribution is assumed to be static, and the imaging system is a continuous-

to-discrete, lineeir, eind shift-invariant (LSIV) operator. The thin slice object and 

static source distribution allows us to ignore two integrals in Eq. 3.10: the integral 

over 2 and f. The result is just a 2-dimensional integral, namely, 

g i =  f d x  j d y T  A z h  ( x j  - x ,yi- y )  f  ( x ,  y ) , (3.12) 
J OQ J OO 

where Az is the thickness of the object slice. 

For the examples in this dissertation, a very simple model is used to demonstrate 

the analysis. Namely, the sensitivity function is assiuned constant over the area of 
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the corresponding Ax x Ay pixel; that is 

L/ \ An i 
h (x, y) = e —— Az rect I i-h) {-£) , where (3.13) 

rect ( a - l  0, else 
1 ,  - ¥ < x < ^  

(3.14) 

For pixels that are small compared to the spatial variation in / and an interval of 

time, we can approximate the measurement by 

For other examples, we complicate the model above with another LSIV operator; 

this operator smooths the object distribution before integrating it against the sensi

tivity functions. This smoothing happens in real imaging systems all the time; it is 

expressed as a convolution with a point-spread-function p with the result 

3.2 Poisson process 

The model of the imaging system defined above relates a source function / to an 

expected image g in a non-random way (Eq. 3.8). Each element of g is equal to 

an integral of / times a sensitivity function hi. The functions /(r) and /Ji(r) are 

bounded and non-negative on the reals^. Consequently, an element of g is some finite 

non-negative real number. In nuclear medicine, however, an element of g is an integrEil 

of a sxun of delta functions followed by binomial selection; thus, each element of g is 

a discrete random value (0,1,2,...). In this section, we uncover the distribution of g; 

in doing so, the connection between g and g is uncovered. 

'The function hi (r) is bounded because it represents the probability that a photon emitted at 
r gets detected by pixel i; /(r) is bounded because it represents a physical quantity. On physical 
grounds, we also assume that a source is integrable, or f d^r h, (r) / (r) < oc. 

« 7 AxAy T  f { X i , y i ) ,  

Afi 
where 7 = £ —— A2. 

47r 

(3.15) 

(3.16) 

AxAy T  [ p * f \  (x„ Ui). (3.17) 
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The connection between g and g presumes that the imaging setup, including /, 

can be duplicated in such a way that the randomness of the experiment is limited 

to the spontaneous photon emission process. The presvunption defines p (g | /), the 

distribution of possible images of /, which is then used to define g, the expected 

image. The definition is 

g  =  H/  =  (g ) , l / -  (3 .18)  

In this expression, the overbar on g and the subscript on the expected value brackets 

indicate that the probability of g depends on /, or 

00 

9i = {9i)glf = Yl9iP{9i\f)- (3.19) 
3T=0 

For the duration of this section, / is assumed fixed and known. Later, for a source 

function other than /, say s, the notation will be 

gs = >^s = (g)g,,. (3.20) 

The first part of this section begins by reducing the random function given in Eq. 

3.1 to a function of time. We then present the axioms, or assumptions of a temporal 

Poisson process. The axioms specify the probabilities of measurements of the random 

function of time. The Poisson axioms yield two probability distributions. The first is 

on K, the number of photons emitted in the interval {to, to + T), and the other is on 

{tk} , the emission times in this interval. In Sect. 3.2.2, we reduce 2 to a function of 

location, and apply the Poisson axioms to measturements over finite volumes. Once 

more, the axioms yield two probability distributions. The first is on Kq, the number 

of photons emitted by a volume Vf during the interval {tQ,tQ + T), and the other is 

on {rjt} , the emission locations in this volimie. Finally, in Sect. 3.2.3, we show that 

typical measurements, as described in 3.1.2, are Poisson random variables. 
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3.2.1 Temporal Poisson process 

Consider the temporal dependence of the random process of photon emissions by 

integrating 2 over all locations and directions to get a random function in time: 

^^6{t — tk)= f d^T f (fnz{T,t,n). (3-21) 

This random function of time records the K random emission times {tk} that occurred 

during data collection. In the following, we consider a typical measurement of this 

function to be 

rt+T 
K  =  F r i t )  =  [  ( Pt f dt' f z (r. t', n). 

J 00 J t J-In 
(3.22) 

The measiu-ement is an integral of the temporal random function; it is written as a 

function of the starting point and yields the number of photons in the subsequent 

interval of length T. The function is defined pointwise and can be plotted (see Fig. 

3.3). Further, the probability of Frit) makes sense. 
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Now, if measurements of the form found in Eq. 3.22 obey the following three 

assumptions, the random process given in Eq. 3.21 is a temporal Poisson process, 

and Ft (t) is a stationary Poisson random variable. 

The assiunptions are: 

1. The number of photons emitted in one interval of time is statistically indepen

dent to the number emitted diuing any other nonoverlapping interval. 

2. The probability that one emission will occur in a vanishingly small time interval 

of length AT is proportional to AT. i.e., 

P v { F s T ( t )  =  I )  = a A T .  (3.23) 

3. The probability of more than one emission occurring in a vanishing interval AT 

is zero, so that 

Jim^ [Pr (FAT W =0) + Pr (FAT (0 = 1)1 = 1- (3.24) 

Given these assumptions, it is possible to show [Barrett and Swindell 1981]: 

I. The probability that we get K emissions in the interval (i. t -\-T) is Poisson. 

The form is 

Pr(FT(t)  = ft:)  = ^^^2l2£izHl),  (3.25) 

where K = {FT  (i)) = aT. (3.26) 

II. If we assume that we get K  counts in an interval { t .  t  +  T ) ,  the photon emission 

times {ti} 1 are iid uniform random variables: 

K 

p(fo,i i , - i /c 1 ^)  = fjp(ifc) .  (3.27) 
fc=i 

where p(ife) = (3.28) 
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The quantity a is the mean rate at which photons are being emitted by the source. 

Its constancy makes the Poisson process stationary in time. More generally, the rate 

can be a function of time, making the process nonstationary. The mean photon 

emission rate is the function that results from inserting the 4iz normalized source 

function into the right-hand side of Eq. 3.21, i.e.. 

In both the stationary and nonstationary cases, (Frit)) is the expected number of 

emissions in the interval {t, t + T), and is equal to the right-hand side of Eq. 3.22 

When emission rate is constant, Q { t )  =  a ,  the expected number is too: K - aT. 

Stationary temporal process 

The probabilistic definition of stationary refers to a random function, like Ft { t ) .  It 

the one of {Fr(^ + for all N, {^j},  and t'. We often assume, for the sake 

of modelling, wide-sense stationarity; it is a much less stringent definition than the 

previous narrow-sense definition of stationary. The wide-sense definition constrains 

only the first two moments of the random function. In particular, the mean must be 

constant with respect to the begirming of the measurement inter\'al {t.t + T), and 

the autocovariance function must be a fimction of the difference of the arguments; 

that is to say, 

(3.29) 

with z replaced by or. 

{ F r i t ) )  d t a { t ) .  (3.30) 

says that Frit) is stationary if the joint distribution of {Fr(ii)})^i is the same as 

{ F T { t ) ) = a T .  (3.31) 

(f ,  t') = {{FT  { t )  -  a T )  { FT  { t ' )  -  a T ) )  =  { t  -  t ' ) .  (3.32) 
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In this dissertation, we adopt the assumption that the source function is static 

with respect to the measvuement interval. The subsequent Ft {t) is stationary in the 

narrow sense, as we shall show below. In the next subsection (Sect. 3.2.2), we give 

the axioms of a spatial Poisson process. 

Consider the joint probability of Ft { t )  = K  and Ft ( t ' )  = where t < t'. If 

t' > t + T, the measurement intervals do not overlap; thus, the joint distribution can 

be factored, because Ft (t) and Ft (f) are independent. Therefore, 

P(Fr(i)  = K ,  F T ( t ' )  = K ' )  =  P { F T i t )  =  K ) P { F T [ t ' )  =  K ' )  (3.33) 

e x p i - a T )  ( a T ) "  exp(-ar) (aT)'' ,, , ,, 
= m Fl • 

Similarly, this is also the probability of P (Fr (i + f) = K ,  Ft { f  +  t ' )  =  K ' ) .  

U  t '  <  t  +  T ,  then the intervals overlap, Fr (0 F T { t ' )  are not independent, 

and the joint probability does not factor. For this case, consider the nonoverlapping 

intervals (i. t'), {f, t + T). and {t + T,t' + T). Now, let K" be the number of emis

sions in { t ' , t  +  T) ,  the overlapping part  of the original  two intervals.  I t  follows that  

K — K" is the number of emissions in {t, t'). and K' — K" is the number of emissions 

in {t + T). Therefore, 

P ( F r ( f )  =  / r ,  F T { t ' )  =  K ' )  

K 
= Y^ P [ K - K "  in { u  t ' ) , K "  in { f ,  t  +  T ) ,  K ' -  K "  in {t + TA' + T)). (3.35) 

K"=0 

Next, the joint probability factors, because the intervals do not overlap; that is to 

say, 

P { F T { t )  =  K ,  F T { t ' )  =  K ' )  

K 

=  ^  P { K - K "  in (i, t ' ) )  P  { K '  -  K "  in [t + T,t' + T))P {K" in { f .  t  +  T ) ) .  
K"=Q 

(3.36) 
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Finally, by Eq. 3.25 and Eq. 3.26, each probability in the sum above is a function of 

t'—t; as such, when the calculations are repeated at the shifted locations, the function 

is the same function of t' — t. and Ft (£) is, in fact, stationary. 

3.2.2 Spatial Poisson Process 

The focus of this section is the spatial dependence of the random process of photon 

emissions. Similar to the above, we begin by integrating z. This time, consider the 

integral of z over a finite interval of time and ail directions. Such integration yields a 

random function of location, namely 

This siun records the random locations {rjt} of all the photons emitted from 0 to T. 

A typical measurement of this function is an integral over a finite volume, or 

where VJ. is some volume centered on r. The particular shape of this volume is 

arbitrary; however, as a practical partitioning of all space, let Vr be a cube, or voxel, 

with sides Ax, Ay, and Az. The quantity Kq is, like K, just a number: specifically, 

it is the number of photons emitted from {t, t + T) and Vp. Now, if measurements of 

the form given in Eq. 3.38 obey the following three assumptions, the random process 

given in Eq. 3.37 is a spatial Poisson process, and Kq is a Poisson random variable. 

The assumptions eire: 

1. In the time interval { t ,  t  +  T ) ,  the number of photons emitted from one volume is 

statistically independent to the number emitted from any other nonoverlapping 

2. In the time interval { t ,  t  - h T ) ,  the probability that one emission will occur 

in a vanishingly small volume Vr approaches the source fimction / (r) times 

(3.37) 

volume. 
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T AxAyAz, i.e., 

Pr(l  photon emitted from { t , t - h T )  and Vj.) = /(r) T AxAyA2. (3.39) 

3. In the time interval { t ,  t  +  T ) ,  the probability of more than one emission occur

ring in a vanishing volume is zero, so that 

lim [Pr(0 emissions from ( t , t  +  T )  and Vr) (3.40) 
IVrl-O 

+ Pr (1 emission from { t ,  t  +  T )  and Vr)j = 1. 

Given these assumptions, it is possible to show: 

I. The probability that we get Kq emissions from { t . t +  T )  and V r  is Poisson; the 

form is 

exp (—^^ 
P v { K o  emissions from { t , t  +  T )  and Vr) — . (3.41) 

KQ\ 

where Kq = [ d^r f dt [ d^n =T [ d^v f (r) .  
Jvr Jo JAn Vvv 

II. If we assume that we get Kq emissions from { t . t  + T )  and K, the pdf of the 

emission locations is 

Ko 

p(ro,ri,...rK- \ Kq) = hp*'' ')' 
fc=l 

"h=rep(rt)  = j^-^^.  (3.43) 

Besides the dimensionality and the units, the spatial Poisson process defined here 

is analogous to the temporal Poisson process in all aspects. In this dissertation, 

though, we treat them difierently. We assume that the temporal statistics are always 

narrow-sense stationary, while the spatial statistics can be narrow-sense stationary, 

wide-sense stationeiry, or not even Poisson. 
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3.2.3 Poisson measurements 

In this section, we take the last few steps in defining the probability of a typical 

measurement in nuclear medicine. First, we let the object domain be partitioned into 

a grid of voxels that are small with respect to the detector pixels. For each voxel 

Vr, let fir.i be the directions from r that have a line-of-sight that intersects pixel i. 

Then, to get a typical measurement, we simi over all voxels in the object domain and 

realize the efficiency of the detector. The net result of these steps is that a typical 

measurement is a Poisson random variable. 

By Eq. 3.6, is the probability that a photon emitted from r begins on a 

trajectory to intersect pixel i. By Eq. 3.7, the conditional probability of getting Ki 

hits on pixel i from location r given there were Kq emissions is a binomial random 

variable, where p = and n = KQ. NOW, this conditional probability can be used 

to find the total probability of photons incident on pixel i from location r; that is to 

say. 

where the number of photons emitted must be bigger than or equal to the number 

detected, i.e., KQ > K\. Substitute in the binomial probability for P {Ki | KQ) and 

the Poisson probability for P {KQ) . This gives 

When the KQ\ terms are cancelled, and all the terms that do not involve KQ are 

factored out of the summation. 

(3.44) 
Ko=Ki 

t, h SI • Kq—KI ^ •* L -

(3.46) 

Now. the change of variables K' = KQ — K I yields 

(3.47) 
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By some simple algebra, the summation is equal to the expansion of an exponential, 

namely 
K' 

Ko=Q { K ' ) \  

= exp (-^ exp {Ko - pJQ 

= exp(-p7^ 

K i l  

(p^ 

K,\ 

Ki 

(3.48) 

The last expression shows that the probability that Ki photons emitted from r hit 

pixel i is Poisson with mean Ki = 

The next step is to sum over all the voxels in the object domain. This sum limits 

to the ideal detector measurement given in Eq. 3.5 as the volumes get small. The 

probability of this sum is Poisson, which follows from the fact that the sum of two 

Poisson random variables is Poisson. To prove this, let K' and K" be Poisson random 

variables with means K' and K". The probability of K' + K" can be \vritten as 

P { K '  +  K "  =  P { K '  =  k -  K " )  P { K " ) ,  (3.49) 
fC"=0 

where the limit in the integral of K" reflects the fact that K' and K" are positive 

numbers and cannot exceed their siun. Now, by inserting the individual probabilities 

of K' and K" into the above. 

P { K '  +  K "  =  k )  =  ̂  
K"=0 

exp 
K 

•k-K" 

{k - K"y. 
exp {—K") 

K" 
K" 

K"\ 
(3.50) 

When the exponential functions are factored out of the siunmation, the remaining 

quantity resembles the expansion of (IC + K") ; all that is missing is the quantity 

fc!. As such, 11 is inserted into the equation to get 

P ( K '  +  K "  =  k )  = exp{-/?-"^i  (3.51) 

= exp 
, _ , CIc + 7^'' 

fc! • 
(3.52) 
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The last expression says that the sum of two Poisson random variables is, indeed, 

a Poisson random variable; the mean of the sum is equal to the sum of the means. 

Consequently, the probability of a typical measurement of / is Poisson, and = 

|W/li • 

3.2.4 Mean-equals-variance relationship 

The Poisson distribution has a unique relationship between the mean and the variance, 

namely 

var(5i 1/) = g,. (3.53) 

In the following, we outline the steps that prove this relation and then show how this 

relation manifests itself for the covariance matrix of a Poisson random vector. 

Begin with the definition of variance: 

var(a | /)  = ( to(3.54) 

= <«?>>,,-5?- (3.55) 

Next, the remaining expected value is written as the sum over the possible values of 

Qi, or 

/_2\ ^_2^'exp(-^) 
w >81 / = 2^ Si T, • (3.56) 

9i=0 y'" 

Note, the first term in this series is zero, and it is possible to cancel one Qi from the 

squeired term with one from the factorial: 

Wi >g I / = 2-• (3.57) 
Si=l '' 

Now, make the substitution — 1, i.e., 

/_2\ ^ '^ 'exp(-^) 
(5i>g|/  = 2^(5i + l)  • 

<^=0 
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If is factored out, the sum is in the form of an expected value with respect to the 

random variable Qi, in other words, 

/_2\ .  ,N^'^^exp(-^) 
\ 9 i ) g , \ f  =  5 i 2 ^ ( 5 i  +  l )  T ^ T T j  ( 3 . 5 8 )  

^,1=0 

— 9i (5t + l)g|/ (3.59) 

=  f i + 9 i -  (3.60) 

Finally, this is inserted into Eq. 3.55 to prove var(5j | /) = 

The vector analog of the variance is the covariance matrix Cg, or 

[ C ' rIm '  =  { i 9 i  -  9 i )  { Qv -  ̂i'))g I / • (3.61) 

The variances of individual measurements lie on the diagonal of the covariance matrix; 

that is to say, 

[Cgl -. = var((7i | /) = (3.62) 

When i '  ^  i ,  the expected value in Eq. 3.61 factors, i.e., 

~  i i 9 i  ~  9 i ) ) g  \  f  { { 9 i '  ~  9 •  (3.63) 

The factorization is valid because the measiurements are independent. Further, the 

individuEil expected values are both zero and so is the product. In siunmary. the 

mean-equals-variance relationship of a Foisson random vector is expressed 

Cg = diag(g).  (3.64) 

3.3 Object variability and lumpy backgrounds 

In Example 2 of Ch. 2, we used the Gaussian distribution to add an additional 

layer of randomness to the SKE/BKE problem of Example 1 of Ch. 2. Specificaily, 
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the background was a sample from a Gaussian distribution with some mean and 

covariance matrix rather than a known quantity. In other words, the population of 

backgrounds was known statistically, i.e., Example 2 of Ch. 2 was a SKE/BKS signal-

detection problem. The pdfs of the images were pdfs of a Gaussian background plus 

independent Gaussian noise and were easily derived. Likewise, key statistics like the 

likelihood ratio,  TPF and FPF were all  analj^ically tractable.  We showed that  the 

test statistic of the ideal observer was Gaussian, and that analytic calculations of the 

TPF, FPF, and other summary statistics were the same as those seen in Example 

1 of Ch. 2. 

In the following section, we define backgrounds indirectly. These backgrounds 

differ from those in Example 2 of Ch. 2 in that they are functions, not discrete 

vectors. The backgrounds are called "liunpy backgrounds", because each is the sum 

of lumps. In more specific terms, the lumpy backgrounds defined here are equivalent 

to samples from a filtered, Poisson process. 

There are two main ingredients to a lumpy background. The first ingredient is a 

stationary spatial Poisson process that describes the distribution of lump locations: 

the process places lumps randomly throughout the object domain. The other ingre

dient is  a  lump profile I  (r) .  which defines the shape of the lumps and affects the 

probability distribution of images. Additionally, the lump serves as the "'filter" in the 

term "filtered Poisson process." 

The mean and covariance matrix are the most common and useful statistics for 

describing random vectors, and fortunately, there are analogous quantities for random 

functions of continuous variables. For functions, the mean is still called the mean, 

but the coveiriance matrix goes by the name "autocovariance function". Both of 

these quantities appear regularly in the signal-detection analysis and are, therefore, 

derived in the next section for the Ivunpy backgrounds. The results show that the 

limipy background is stationary in the wide-sense. Later on in Example 2 of this 

chapter, we will show how these object statistics get mapped through the imaging 
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system. 

3.3.1 Definition of the lumpy backgrounds 

The lumpy background b (r) is defined to be a constant term Ab plus randomly located 

lumps, i.e., 

K 

b { T )  =  A b  +  ̂ l { T  -  T k ) .  (3.65) 
k=l 

In this equation, the lump locations {rfc} are described by a stationary spatial Poisson 

process. The "source" for this process is a constant, call it rj, that specifies the average 

number of lumps per mm^. In other words, given a volume with sides of length Lx, Ly,  

and Lj, the number of lumps in this volume, call it K, is a Poisson random variable 

with mean K = LxLyL, rj. Furthermore, when there are K Imnps in the volume, the 

lump locations {rjt} are iid uniform random variables; in particular, p(rfc) = 2r^~zr-

The origin of the term "filtered Poisson process" can be revealed by separating 

the filtering process from the Poisson process. Using the convolution operator *. Eq. 

3.65 can be rewritten as 

6(r) =/l6+^^5(r-rit)j *i(r). (3.66) 

The lump I (r) is some particular source distribution, or profile, which we will as-

smne is bounded and has finite support. We shall also assume that it is spherically 

symmetric. 

3.3.2 Mean of lumpy backgrounds 

Consider a lumpy backgroimd evaluated at r, and let Vr be a volume containing r 

large enough so that any lump centered on r is completely contained in Vr and any 

lump not located within Vr does not contribute to the background at the point r: 

such a setup is depicted in Fig. 3.4. Now, let 6 (r) be the average background at 
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r. The average over backgrounds is equivalent to an average over all the random 

quantities defining the background. For a lumpy backgroimd and a volume K, the 

random quantities are the number of lumps in the volume and the locations of the 

lumps {rfc} ; that is to say, 

6(r) = (6(r))6 =/^ + ^Z(r-rjk)\ (3.67) 
\  / K,{rk} 

Since Ab is constant, we can pull it out of the expected value so that 

6(r) = i46+/]^/(r-rjk)\ . (3.68) 
\fe=l / K.{rfc} 

The pdf of the lump locations depends on knowing how many lumps are present. 

Therefore, the average over K and {rjt} is evaluated in two steps. First, average 

over the lump locations {rjt} for a fixed number of lumps K. Then, average over the 

number of liunps. In other words, 

^ f ( r - r f c ) \  =  \  •  ( 3 . 6 9 )  
ifc=l I  K . [ r k ]  \ \ k = l  



84 

V 

Lump with center 
not in object domain 

FIGURE 3.4. Sketch of the object domain Vf including lumps at r and r', and one 
not centered in the domain. 
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By the linearity of the expectation operation, we get 
K K 

X . . .  

Y^l{v-vk)) = ) . (3.70) 
U=L / K,{Tk} \<:=1 

The innermost expected value is 

(Z(R-RIFC)){^^JI ;F =  j^ c f v o p i r o )  

X  /  d h k p { T k )  l { r - T k )  X  . . .  X  /  S t k  p { t k )  
.JVR J UVR 

In this expression, when k! ^  k,  the integral is just 1, since the integrand is just the 

pdf. When k' = k, the spherical symmetry of the lump function can be used to get 

(3.71) 

(/ (r - rfc))^,^j, ^ ^ d^rjt p (r^ I (r^-r). (3.72) 

Finally, the limit Vr can be ignored because the lump is completely contained in Vr 

when it is centered on r. As such, 

h 

Lj^LjyLt^ 
A(R-RFC)){R^}L^ =  

where Ii= I (r — r/t) • 
J OO 

Now, insert Eq. 3.73 into Eq. 3.70 and simplify 

(S"-'-'),,.., - (StK 
Kh 

(3.73) 

(3.74) 

K 

^ LxLyLz j 

= nh.  

This result is inserted back into Eq. 3.68 to get 

6(r) = Ab + T]Ii 

(3.75) 

(3.76) 

as the fin£il answer. Notice that the answer is a constant and is independent of the 

volume Vr. The finite volume is a means to an end; it reduces the infinite siun of 

lumps to a finite sum, it specifies the probability distribution for K, and it yields the 

pdf of the lump locations given K. 
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3.3.3 Autocovariance function of lumpy backgrounds 

The definition of the autocovariance function is very similar to the definition of a 

covariance matrix. In the same way that a covariance matrix compares how two 

elements of a vector vary with respect to one another, an autocovariance function 

compares how two points of a fimction vary together. 

The autocovariance function /? of a lumpy object 6(r) is defined to be 

Rb{ r , T ' )  = ((6(r) -6(r)) (6(r') - Mr')))^ • (3.77) 

Some simple algebra and the linearity of the expectation operator yields 

Rb (r. r') = (6 (r) b (r'))^ - 6 (r) 6 (r'). (3.78) 

Similar to the derivation of the mezin background, it is necessary to specify a volume 

Vr. This time, Vj. needs to be large enough such that any lump not in V^r does not 

contribute to the background at r or r', and the lumps centered at r and r' are 

completely contained in Vr; such a setup is depicted in Fig. 3.4. As before, this 

volume specifies the probability distribution for K and it yields the pdf of the lump 

locations given K. 

Given Vj., the autocovariance function is 

Rb (r, r') = 

( ( A + E i (r - rj ) ( i (r'-rt,)) ) -{A, + nIif- (3.79) 
\ V k=l J \  fc'=l / / K,{rt} 

This expression is expanded to get 

Rb{T,T')  = Al +Ab(^^l{T'-rk') \  + Ab(^^l{r -Tk) 
\fc'=l / K',{rfc} \fc=l 

/ (5^I(R-RO) FEI(R'-RK,)) \  -  AL -  2AUL I,) - {L HF • (3.80) 
\ \*:=1 / \A/=1 / / K,{rk] 
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Next, the first two expected values are replaced by Eq. 3.73, like terms are canceled, 

and the autocovariance simplifies to 

i?5(r,r') =/5^5]]/(r-rfe)/(r'-rjt/)\ - in hf • (3.81) 
\k=lkf=\ //f.{rfc} 

As before, the average over K and {vk} is evaluated in two steps. First, there is 

an average over the lump locations {vk} for a fixed number of lumps K; then there is 

an average over K. The average over lump locations for a fixed K is accomplished by 

separately considering terms in the double sum where k' = k and then terms where 

k" ^ k, i.e., 

I K K  \  

^^/(R-RJK)/(R'-RFCO\ 
Vfc=l fc'=l / {rfc} I K  { r f c } |  

K  K  K  

= 5Z( ' (R-RFC)/(R'-RJT)){R,NK- +  XL ( ' (R -  RFC) /  (R'-RFCO){R,N K-•  
fc=l ifc=I A:'=l:Jt'?£fc 

The first expected value in Eq. 3.82 corresponds to k'  = k and is written 

{I (r - rjfc) I (r'-rfc)){p,j \K= p (ro) X ... 

/ £i^rfcp(rfc) /(r-rfc)Z(r'-rfc) x ... x / S t k  p {v k ) 
JVr UVr 

(3.83) 

Except for the A:-th integral, all the integrals are equal to 1. For the A:-th integral, 

the limit does not affect the result, by the same reasoning used before. Therefore, 

{I (r - rjk) I  (r'-rfc))(^^j, ^ ^ ^ ^ J  d^k I (r - r^) I  (r'-rfc). 

A simple change of variables, r" = r' — and Ar = r — r', gives 

{l{ r - t k )l{t'-tk)){^^^\i i  = ^ ^ ^ J  dhkl{v" + At) 1 { v") 

1 
[Z®/] (Ar), 

(3.84) 

(3.85) 

where ® is known as the correlation operator. The correlation operator is a deter

ministic operator that combines two known functions to form a new fimction. 



88 

The second expected value in Eq. 3.82 corresponds to k! ^  k and factors, thanks 

to the independence of the lump locations. In other words, 

( / (r  — Ffc)  i  ( r  — I ̂  = ( /(r  — I ^ (Z ( r  — I • (3.86) 

By the stationary assumptions and Eq. 3.73, it follows that 

(/ (r - Vk) I {T'-Tk'))^r,} 1K = 

Now, work backwards and insert Eqs 3.85 and 3.87 into Eq. 3.82: 

\fc=l *:' = ! / {rfcV I K  

K  .  K  K  
1 ^ h 

LxLyL, ]f=l:JkVfc 

R,^,WA N ,  /R.O r . s f  h  
LiyLj^ 

+ (3.88) 

The next step is to perform the average over K and substitute the result into Eq. 

3.81. The key to the average over K is evaluating {K- - K). This is done by noting 

that 

var(/C) = and var(K') = K, (3.89) 

so {K^ -K) = K^. (3.90) 

This gives 

( t t  I  (r - Tk) I (r'-rfe/)\ =t} [f ® f] (Ar) + (r/ hf , (3.91) 
\A:=lfc'=l ! K,{rk) 

which can be inserted into Eq. 3.81. Thus, the autocovariance function of the lumpy 

backgroimd is 

Rb (r, r') = 7/ [I (S)l \{  At) .  (3.92) 
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It is worthwhile noting that the autocovariance function, like the mean back

ground, is independent of the volume K-. Defining the volume is a means to an end; 

its purpose is to define the distribution of K and {rjk} \ K. Chosen large enough, the 

derivations are made tractable. 

3.3.4 2D lumpy backgrounds 

For use with the planar-imaging model discussed at the end of Sect. 3.1.4, it is 

possible to restrict the three-dimensional liunpy background ensemble and think of it 

as two-dimensional. This begins by assuming that the lump profile is independent of 

depth: that is to say, I (x, y) =l{r). Given this, the three-dimensional integrals that 

define /j, the integral of the liunp (Eq. 3.74), and I (gi I. the correlation of two lumps 

(Eq. 3.85), are equal to Az times the corresponding two-dimensional integrals. 

In Fig. 3.5 are some simulated lumpy backgrounds; they are all defined with a 

Gaussian profile, i.e., 

I  (x ,y)  = .4,exp ^ ^ 

The Gaussian profile does violate the finite support requirement; however, it is prac

tically zero when \/x'^ y^ > |aj. In the model, the dimensions of the backgrounds 

displayed are 256nun x 256mm x 1mm, and the backgrounds are sampled such that 

Ax = Ay = Az = 1mm. The intensity of the lumps Ai is set to 75;^^^^, the lump 

spread ai is set to 30mm, and the constant contribution to the background .46 is set 

to 128 secxmm^ 

Each row differs by the expected nimaber of lumps in the domain. The backgrounds 

in the bottom row were created with K = 4; in the middle row, K = 16; in the top 

row, K = 64. Finally, the intensity of each background is scaled by 255/ maxj gi so 

that it fits inside the (0,255) range of grey-levels available for display. This scaling 

highlights the texture, or variability, within each background more than the absolute 

levels of the source. The absolute values of the source are given by the colorbar. 
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photons 

sec X mm 

photons 

sec X mm 

photons 

sec X mm^ 

y"' 

140 

0 

FIGURE 3.5. Lumpy backgrounds: the lump profile is a Gaussian, K = 4 (bottom 
row), K — 16 (middle row), and K = 6A (top row). 
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3.4 Example 3.1: SKE/BKE 
Poisson noise 

3.4.1 Problem statement 

In this example, we consider images to be outputs of a nuclear medicine imaging 

system. The main purpose is to outline the signal-detection analysis for images that 

have Poisson noise rather than Gaussian. As such, all that we specify about the 

imaging system is that it is linear. 

Following Example 3.1, we begin the analysis by defining a background and a 

signal. This time, however, these definitions axe continuously defined objects instead 

of discrete vectors: 6 = 6(r) is the source distribution in normal tissue (background), 

and s = s(r) is the source distribution corresponding to a tumor (signal). The 

S K E / B K E  p r o b l e m  a s s u m e s  t h a t  t h e  b  a n d  s  a r e  f i x e d ,  a n d  t h a t  g b  =  T i b  a n d  gj  =  H s ,  

the noise-free images, cire known. Consequently, the pdf of signal-present images is 

3.4.2 Sample Images 

In order to create and display sample images, it is necessary to specify more about 

the imaging system than its linearity. In the following, let the imaging system be the 

simple planar imaging system given at the end of Sect. 3.1.4. In other words, images 

are Poisson random vectors, and their mean is given by Eq. 3.15; that is to say. 

E [^+G.L. ( [G^ -!• G^L, ). 
(3.94) 

and the pdf of signal-absent images is 

(3.95) 

9 i  =  [^/LI ~ 7 AXAYAZ T  f  (X,-,  Y,).  (3.96) 
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Analogous to Ekample 2.1, let the signal have a Gaussian profile and the back

ground be constant: 

s (x, y) = A3 exp 

b{x,y) = Ab. 

The images of these source functions are 

(3.97) 

(3.98) 

= 'y T As exp 

(ir.iy) = AxAyA2: T A,,. 

- - {iy^vY 

a1 
(3.99) 

(3.100) 

To ease the bookkeeping of all the parameters and facilitate comparisons with Ex

ample 2.1, assume that there are 256x256 detectors spaced at regular intervals with 

Ax = Ay = 1mm, the thickness of the object is A2 = I mm, and the efficiency of the 

imaging system is .001 ZZ\l'imlued 

= .001 r A, exp 

= -001 R Ab. 

•2 '21 
"" 'J/ (3.101) 

(3.102) 

In Fig. 3.6, we present sample images where Ab, A,, and a, are the same as in 

Example 2.1; that is to say, ^4^ = 128.0, /Is = 15.0, and a, = 15.0. On the left are 

signal-absent images, and on the right are signal-present images. The different rows 

correspond to different exposure lengths. In the bottom row. the exposure lasts .1 

sec.; in the middle row, the exposure lasts 10 sec.; in the top row. the exposure lasts 

1000 sec. Alongside each image is the colorbar showing the scaling from the number 

of detected photons to displayed grey value; again, the scaling was 255/maXt^fj. 
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Detected 
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0 

Detected 
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0 

FIGURE 3.6. Sample signal-absent (left) and signal-present (right) flat-background 
images with Poisson noise taken with exposiire lengths of Isec (bottom row), lOOsec 
(middle row), and 10,000sec (top row). 
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3.4.3 Ideal test statistic 

The ideal test statistic is, as before, the likelihood ratio. For this example, it is 

'R—,  ,  \ 9T  

A(g) = 
N|LIEXP(-([G6LI + [G5LI)) 

—1 ^ r—1 (Ifol.-Ug'l.)'' 
ST! 

N"=,EXP(-[A|,)!# 
(3.103) 

where the imaging system is, once again, an arbitrary linear one. By cancelling the 

like terms -p from the nmnerator and the denominator and grouping others, the 

equation reduces to 

N  

A(G) =  
i = l  

N  

.+IG»I.  s. 

«=L 

1 , [gfli 
m]i\  

9x 

(3.104) 

(3.105) 

Use the relation x" = exp(Q Inx) to combine the second term with the existing 

exponential; the result is 

N 
A(G)= 

T=I 
- [gs], + 9 i  In (3.106) 

The product of exponentials is equal to the summation of the exponents: that is to 

say, 

N 
A (g) = exp 

i=l 
- [gali + In 1 + ̂  (3.107) 

The log-likelihood ratio, therefore, is a linear function of the data, namely 

N  

'^(g) = E 
i=l 

- [GSLI+PILN (-s: (3.108) 

Accordingly, the ideal observer is a linear observer with the template 

(3.109) 
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In practice, we invoke a low-contrast signal assumption; the signals that we are 

looking for are small compared to the background. By this, we mean that ||=|^ is 

small so that 

Wi « (3.110) 
[gfcli 

In vector notation, this is 

w « C g ^ g 7 ,  ( 3 . 1 1 1 )  

where Cg = diagfgil = diag[H6] is the covariance of the Poisson signal-absent images. 

It is interesting to note that the low-contrast template for Poisson images given in 

Eq. 3.111 has the exact same form as the template for the Gaussian problem from 

Example 2 from Ch. 2 (Eq. 2.87). 

3.4.4 Performance 

The test statistic of the ideal observer, t  (g) = w'g, is a weighted sum of Poisson 

random variables. It is possible to describe the probability of each term the 

product takes on a discrete set of values WiQi = 0. Wi, 2wi,.... Nwi,... with the proba

bilities equal to the probabilities of the original gi, i.e., P{wigi) = P{gi). Further, it 

is possible, following the steps in Sect. 3.2.3, to derive the probability of the sum of 

two of these values. The difficulties lie in solving for the probability distribution of 

the entire siun of weighted Poisson random variables; the problem is intractable. As 

such, analytic calculations of performance measures are limited to the detectability, 

which requires only the mean and variance of the test statistic. 

For practice, we go through the calculations of the mean and variance. For signal-
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absent images: 

(iideai (g) I ^O) = (w'g>g I B 

= (g)g|ft 

= w'g^ 

= gl'C;^gr, (3.112) 

uar (fideal (g) I ^o) = 

= <W'(G-G;)(G-G^) 'W)G|J ,  

=  W'((G-G^)(G-G^) ' )G|^W 

= w' diag (gfc) w 

= (c-'&)'Qc,-^g: 

= gl'C-^gJ. (3.113) 

For signal-present images: 

(fkleal (g) \ H i )  = (w'g)g|^^ 

= w' (g)GLB.,, 

= w' (g^ +17) 

= {Tb + Ts), (3.114) 

var{ti ie^i  {g) \  Hi) = ((W'G-W'(G^ + GJ))^^^^^^ 

=  <W'(G-A-G;)(G-G;-G;) 'W)GIJ^^ 

= w'((g-g?-g7)(g-g6-g5)'>G|6+,w 

= (C"^ 17)' diag[& +17] {C~^ 17) - (3.115) 

Once again, we make use of the assumption that the signal is low-contrast, or that 

diag(g6 +17) « diag(g?). Consequently, 

war (fideai (g) 1 H i )  «17' Cg ' 17- (3.116) 
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Now, we can use the means and variances of the test statistic to get the detectability: 

= (3.117) 

3.5 Example 3.2: SKE/BKS 
Lumpy backgroimd and Poisson noise 

3.5.1 Problem Statement 

In this example, as in the preceding one, we consider images to be outputs of a nuclear 

medicine imaging system, i.e., images are Poisson, and the imaging system is linear. 

In contrast to the previous example, though, we assiune that the background source 

distribution b (r) is known probabilistically. Specifically, each background is a sample 

from the ensemble of lumpy backgrounds described in Sect. 3.3. This wrinkle to the 

problem is a bit more difficult to handle than the correlated Gaussian backgrounds 

in Example 2. In that case, the backgrounds and the noise were both Gaussian, they 

were added together, and they were independent. We were able to directly conclude 

that the images themselves were Gaussian. In this example, however, the noise is 

neither added to, nor is it independent of, the background. Instead, an image is a 

Poisson random vector whose meem is unknown, and therefore, so is its pdf. 

Since we don't know the pdfs of the images, we can't analytically derive the 

likelihood ratio, and the ideal observer is unknown. However, if we can derive the 

mean and the covariance of the images, we can evaluate the discriminant of the 

Hotelling observer. Likewise, we cannot analjrtically derive the TPF, FPF and the 

ROC curve of the Hotelling observer, because these quantities require full knowledge 

of the image pdf. Instead, we can derive the detectability of the Hotelling observer, 

since it uses only the mean and variance of the test statistic. By these argvunents, we 

solve for the Hotelhng observer rather than the ideal observer. 
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Function Name Spatial Dependence total counts emitted 
tumpxsec 

Gaussian 

besinc 

circle 

| / I  =  ̂  

TABLE 3.1. Definitions of basic lump functions. 

3.5.2 Sample Images 

The sample images in this example are based on the simple planar imaging system 

that imposes smoothing of the object distribution before detection (Eq. 3.17). The 

smoothing is realized with a Gaussian psf given by 

Regarding the objects, the spatial dimensions, signal, and constant background are 

all the same as in Example 3.1 of this chapter. As regards the lump profile I (J:. y), we 

shall consider three basic shapes: Gaussian, circle, and besinc. These are defined in 

Table 3.1 and depicted in Fig. 3.7. It is worthwhile noting that the lump functions are 

defined to have a peak value of 1.0 j""'"*-''* at their center, but the total number ^ mm** X sec ^ 

of counts expected from one lump in one second depends on the shape*. Under these 

conditions, the expected images from the signal, lump, and constant backgroimd are 

(3.118) 

[E-ICIR-IY) = ^ IP * S] yi) ' 

[gM6](ii,i„) = -001 T Ai,. 

(3.119) 

(3.120) 

(3.121) 

^The besinc function has negative values and, therefore, is not physical. However, there will 
always be photons from a constant background, and we shall just assume that the besinc function 
subtracts off part of the fluence from this background. 
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FIGURE 3.7. Images and profiles of Gaussian, circle, and besinc lumps. 
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Gaussian, circle, and besinc lumps are chosen for their contrasting spatial and 

frequency characteristics which lead to different statistics. The FT of a Gaussian 

function is a Gaussian; it is relatively compact in both the spatial and frequency 

domains. It is smooth, positive, and always decreasing. In contrast, the circle and 

besinc functions are FTs of one another, so each fimction is dissimilar from its FT. 

The circle function is completely compact with a sharp edge. The besinc function 

oscillates between positive and negative values while decaying at a slow rate. 

The parameters left to be specified in order to generate sample images are the 

constants Ab, T/, and T, as well as the amplitudes and spreads of the psf, signal, and 

lump. While the particular values of these parameters are not extremely meaningful 

in this simple model, the values are chosen following a few basic guidelines. First, the 

lumpy structure should be visible. When the structure is visible, the lumpy part of the 

covariance matrix and perhaps higher-order terms are impacting the problem. Next, 

the Poisson noise needs to be visible. This is because radiation exposure hazards force 

limitations on exposure time, and the efficiency of nuclear-medicine systems is poor. 

Finally, we tiuget an appropriate level of performance: if a signal-detection problem 

is impossible or trivial for two different observers, there will be no way to tell them 

apeut. 

Following the guidelines above, we define a testbed of image ensembles made up of 

two types of images. The images of the first type closely resemble correlated Gaussian 

noise, like those in Example 2.2; for this reason, and for clarity, these images will be 

referred to as the ^-like images (see Figs 3.8 & 3.9). For the images of the second 

type, the individual lumps are quite noticeable (see Figs 3.8 & 3.9). Borrowing from 

the random Poisson process that generated the lump locations, we call these the V-

like images. For each type of ensemble, we consider the Gaussian, circle, and besinc 

lumps while tracking the impact of exposure time {T = 50,250, and 750 sec). Sample 

short-exposure (T = 50) and long-exposure {T = 750) ^-like images are shown in Figs 

3.8 Sc 3.9, respectively. Sample short-exposure and long-exposure P-Uke images are 
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shown in Figs 3.8 & 3.9, respectively. 

For the ^-Uke ensembles (r01-r09), we let K = rjL^ = 50 lumps per image, and 

the spread of the lump profiles, ai = 42mni, is taken to be approximately 4 times 

the spread of the signal, = 10mm. The spread of the psf was about 7mm. These 

parameters were used to generate the profiles in Fig. 3.7. The amplitudes of the 

signal, lump, and background were taken to be 6.0, 1.77, and 3000.0, respectively. 

For these parameters, refer to Figs 3.8 3.9, where sample images and their 

grey-level histograms are depicted. The top half of the figure corresponds to a 

short exposure (T = 50sec), and the bottom half corresponds to the long exposure 

{T = 750 sec). From right to left, the columns depict the Gaussiiin, circle, and besinc 

lumpy backgrounds. In these images, the lumps overlap one another quite a bit. 

making it difficult to distinguish individual lumps. The inability to distinguish indi

vidual liunps is confounded even more by the large level of measiurement noise from 

the background. The consequence of this is that the images seem to approximate 

correlated Gaussian noise. Finally, notice how the exposure time, in effect, controls 

the relative amounts of white noise and lumpy structure. 

For the V-like ensembles (s01-s09), we reduce K to 10 lumps (per image), and 

the spread of the lump profiles is shrunk to be only twice the spread of the signal 

(cTj = 20.0). Furthermore, we drastically lower the contribution from the background 

(i46 = 100) while raising the amplitude of a lump {Ai = 15.0). Comparable perfor

mance to the ^-like was obtained by reducing the signal by half {A^ = 3.0). The 

net result of these changes is that lumpy background images are clearly not corre

lated Gaussian noise (see Figs 3.10 & 3.11). The backgrounds are discrete in nature, 

and individual lumps are obvious. Regarding the grey-level histograms, they are not 

evenly balanced about the mean as they are for the ^-like images, some of them are 

even bimodal. 



102 

B 
2 00 o 

- ^ 

" [ 
M t-

2 L 

Gaussian lumps: ROI 2.3x10^ 2.4x10-' 

Circle lumps; R04 

Besinc liunps: R07 

2.3x10' 2.4x10' 

B 
2 00 o 
CO 

JS 
a  > 

H 
O t-

r-P 
L_ 

IF '1  

2.3x10' 2.4x10' 

Counts per pixel 
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3.5.3 Hotelling template 

Our goal in this section is to derive the template of the Hotelling observer for a linear 

imaging system with Poisson noise. The template is made up of the mean signal-

present image, the mean signal-absent image, and the image covariance matrix (Eq. 

2.91); it should be of no siuprise that these image statistics are related to the object 

(liunpy background) statistics by the linear operator H. Assume, again, that we are 

looking for a low-contrast signal so that the covariance matrix does not depend on 

the signal. 

The mean signal-absent image is calculated by averaging over the noise for a fixed 

object and then averaging over the random background; that is to say, 

<g|ffo) = ((g)g|6X (3-122) 

= {Hb),. (3.123) 

Next, since the imaging operator is linear, we get 

(3.124) 

So, by Eq. 3.76, the final answer is 

( g l / f o ) = W .  ( 3 . 1 2 5 )  

If we are looking for the mean signal-present image, we get 

(3-126) 

= (H(b + s))i ,  (3.127) 

= H(fe)b + Ws (3.128) 

= n(b + s).  (3.129) 

Similar to the calculations of mean images, the covariance matrix is evaluated in 

two steps. First, average over the measiurement noise for a fixed background, and 
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then, average over all possible backgrounds; that is to say, 

[<^g]M' = {{9i-{9i))i9i'-{9i'))) 

=  { { { 9 i - { 9 i ) ) { 9 i ' - { 9 i ' ) ) ) g \ b ) ^ -

If i '  ^  i ,  the two measurements are independent and can be factored; so, 

{ { 9 i - { 9 i ) ) i 9 i ' - { 9 i ' ) ) ) g \ b  =  { i 9 i - { 9 i ) ) ) g \ b i i 9 i ' - { 9 i ' ) ) ) g i b  

=  [ { 9 i ) g  1 6  -  { 9 i ) )  [ { 9 i ' ) g  I  b  -  i 9 i ' ) )  

= {M,-{G.)){[HB],-{G,,)). (3.130) 

If i '  =  i, the quantity { { g i —  { g i ) ) ^ ) ^  | ̂looks similar to the variance of measurement 

gi for a given source function, except that {gt) does not depend on b. To this end, 

{9i)g\b — l^^li added and subtracted to get 

(ta-(S,))'),„ = <(ft - IWI-L + m - (9i))'>,|6- (3-131) 

Next, the first two terms and the second two terms iire grouped together, and the 

product is expanded yielding 

((ft- (ft))'>g 11 = ((Si - IWI'li)")g 11 

+2((9,  -  |H6| , )-  (ft))) ,n + <(1W61. -  (»)) '>, ,»•  (3.132) 

In this equation, the first term {{gi — is the variance of a measurement 

given the source fimction; thus, by Poisson statistics, it is equal to ['W6]j. The second 

term is just zero since [Hb]- and (5,) are constants given 6 and can be pulled out of 

the expected value; that is to say, 

2((ft-lHi'l.)(!WI'li-(ft))),|» = 2((si)^|,-lW6|,)(l«61,-(3,)) 

= 2(lH6|i-|H6|.)(lH(.h-(j.)) 

= 0. (3.133) 
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The entire argument in the last expected value of Eq. 3.132 is constant given b, and 

the expected-value brackets can be dropped. Consequently, 

< ( f f i  -  =  M i  +  ( I H t h  -  { g i ) f .  (3.134) 

Finally, the Kronecker delta function can combine Eqs 3.130 and 3.134, with the 

result 

{(Si- (Si» (9.- {Si')))g I. = l^li «i,.' + (|H6|, - {9i» (im, - (Si')) • (3.135) 

With the average over the Poisson noise complete, the next step is to average over 

all possible backgrounds b, i.e., 

[Cgl,.,. = {|H6|, 6,., + (1W6|, - (5,)) (1W61,, -

= (|Wi>l,)i + Hm, - (Si)) (|m|,, - (s..)))j. (3.136) 

The first term in this equation embodies the Poisson mean-equals-variance relation, 

and it is labeled Cs; the second term is labeled C-hi, because, we shall show, it depends 

on the lump. The average over the random background in Q is quite simple; in vector 

notation it is 

Q = diag . (3.137) 

The average in Cni, on the other hand, takes a few steps. 

First, rewrite the lumpy contribution by inserting Hb for {gi); then use the lin

earity of the operator 7i so that 

IC«li... = ([W{('-5)], (3.138) 

Next, the imaging operator can be written in its integral form so that 

ic»li,i- = ^y" rf'r J i?r'/n(r)(6(r')-6) Ai(r') (6(r')-5)\ . (3.139) 



109 

The integrals and the expected value commute^ to give 

= J dh J dh' hi (r) hi (r') ((6(r) - 'S) {b (r') - 6))^, • (3.140) 

Finally, by Eq. 3.92 the contribution from the lumpy backgroimd to the image co-

variance matrix is 

[Cnt]i , i> ^  JJhi{r ')  q [Z®/](r-r'). (3.141) 

which is equivalent to 

Cni = T]n (3.142) 

In summary, Hb is the mean signal-absent image. (6 + s) is the mean signal-

present image, and the image covariance matrix consists of two parts: 

CG = + Cni 

= diag {H {Ab -h Ti //)) + r]'H[ l ® l \ n K  (3.143) 

The first part, Cj, is a consequence of the Poisson noise, and the second part, C-hi, 

comes from the lumpy backgroimd. Finally, the Hotelling template takes the differ

ence between the signal-present image and the signal-absent image and operates on 

it with the inverse of the covariance matrix; that is to say, 

w = C-^ns. (3.144) 

In this exEimple, the covariance is not diagonal and is not trivial to invert. In the 

next chapter, we will discuss how to invert the image covariance matrix. 

3.5.4 Detectability 

The detectability of the Hotelling observer requires only the mean and variance of 

the test statistic rather than the full pdf. This is fortunate since we do not know the 

'The integrals commute because physical source fimctions and measurements are bounded. 
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full pdf of the test statistic but can evaluate its mean and variance. For instance, the 

mean of the signal-absent test statistic is 

<w'g I Ho) = w' (g I Ho) = w' (nb) = {HsY C;' Hb. (3.145) 

The mean of the signal-present test statistic is 

(w'g 1 Hi) = w' (g 1 Hi) = w' {H (6 + s)) (3.146) 

= iHs)' C-^Hb + {HsY C" ^  H S .  (3.147) 

In keeping Avith the low-contrast signal assumption, the variance of the test statistic 

is 

^(w'g - w' (g 1 = ((w' 

/ N IV 

\i=i .'=1 , 
N N 

= 

i=I t'=l 
/V N 

1=1 I'=I 
= w' Cg w. 

= {Hs)' C-' Cg C-' Hs 

= (Ks)' Cg^ Hs. (3.148) 

Therefore, the detectability of the Hotelling observer is 

^2 [{nsY C-"Hb + {HsY C-' Hs - {Hsy C;"Hb\^ 

{ H s f  C - i  H s  

{{HSY C-'  HS)' '  

{ H s f  C - i  H s  

= {Tisf CZ^ Hs. (3.149) 
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Chapter 4 

THE HOTELLING OBSERVER AND LUMPY BACKGROUNDS 

In this chapter, we use the signal-detection theory of Ch. 2 to analyze the lumpy 

background images defined in Ch. 3. In particular, we outline two methods for 

realizing the template of the Hotelling observer and then examine how well these 

templates perform the signal-detection task. The first method uses Fourier transforms 

to diagonalize the image covariance matrix given in Eq. 3.143. Once diagonal, it is a 

trivial task to invert the covariance matrix and evaluate the template of the Hotelling 

observer. The second method evaluates the template of the Hotelling observer in a 

reduced dimension. The dimension reduction is realized with linear channels that are 

chosen to preserve as much signal-detection information as possible: it is called the 

channelized-Hotelling observer. 

4.1 Fourier Representation 

Fourier methods are probably the best understood approaches to inverting LSFV op

erators. The Fourier methods in signal detection were bom out of work on electrical 

communication theory, which details how signals, and noise, can be represented in 

both the spatial and frequency domains (Rice 1945] [Shaimon 1948] [Shannon 1949]. 

In electrical commimication theory, the Fourier methods allowed one to estimate the 

desired parameters of the optimum receiver [North 1943] 

[Van Vleck and Middleton 1946] [Grenander 1950] [Goldman 1953] [Goldman 1950] 

[Peterson et al. 1954] [Van Meter and Middleton 1954], where the optimum receiver 

was defined to be the receiver that gives the maximum ratio of peak signal to root-

mean-square noise. Subsequently, the Fourier-based models of imaging systems were 

used to expand upon the description of quantum noise pioneered by Rose [Rose 1948] 
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and quantify performance of more complicated imaging systems [Shaw 1963]. In 

this new field, metrics were defined in spatial-frequency terms, including the noise 

power spectrum (NPS), the modulation transfer function (MTF), and the noise-

equivalent quanta (NEQ) [Shaw 1963] [Dainty and Shaw 1974] [Wagner et al. 1979] 

[Barrett et al. 1995] [Cimningham and Shaw 1999]. All these metrics are related to 

the Hotelling observer and its performance as we shall see below. 

4.1.1 Fourier Transform 

The Fourier transform is a continuous-to-continuous linear operator whose measure

ment function is a complex exponential, namely 

0(p,r) =exp{-27ri (p-r)). (4.1) 

As a function of r, 0 is a plane wave with spatial-frequency p = |p| in the direction 

p. The Fourier transform is an invertible operator that maps a function to a function 

in the following way: 

f{p)=^ {/} (P) = [ dh(p (p. r) / (r). (4.2) 
J 30 

The operator's inverse is its adjoint, meiking it a unitary operator 

/ (r) = {/} (r) = p j ' f  = f <ep4>- (p, r) f { p ) .  (4.3) 
Joo 

The Fourier transform changes LSIV operators, such as convolution and auto-correlation 

operators, into element-by-element multiplication operators. Below, we demonstrate 

this change for the convolution operator, and then we use the technique to approxi

mately invert the covariance matrix of the lumpy backgrounds. 
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4.1.2 The Fourier transform and LSIV imaging systems 

We begin with a general LSIV operator, convolution, and we represent h (r) and / (r) 

in the Fourier domain: 

9  (r) =  [ h * f ]  (r) = f  c f r '  h { r -  r') / (r') (4.4) 
J OO 

= f d^r' ( cPp ( c^p' h (p) exp [—27ri p-  (r — r')| / {p ' )  exp [—2m p' -v ' \  (4.5) 
J OO J OO J OO 

When we isolate the integral over r', it is a scalar product of two Fourier functions. 

Being orthogonal, these integrate to a delta function; that is 

f (Pt' exp[—27ri (p')-r'] exp [-27ri (—p)-r'] = 6 (p'-p). (4.6) 
J 00 

With the delta function, we can eliminate yet another integral to yield 

g (r) = f d^p h (p) /(p) exp [-27ri p • r]. (4.7) 
J 00 

The beauty now is that we identify the Fourier transform of g (r) with the product 

of the Fourier transforms of /i(r) and / (r). namely 

g { p )  =  h { - p )  f { - p ) .  (4.8) 

The last equation expresses the convolution of h  and / as point-by-point multipU-

cation in the Fourier domain. Such an operation is easy to invert by simply dividing 

both sides by h (p). Therefore, in the spatial domain, we can invert the convolution 

operator cind solve for / (r) by 

where g{—p) = g* (p) is a property of the Fourier transform of real objects, and the 

function h (p), when normalized to 1 at p = 0, is commonly known as the modulation 

treinsfer function (MTF). 
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4.1.3 Approximating the template of the Hotelling observer 

In this subsection, we apply the Fourier methods to invert the relation CgW = s, 

and hence, solve for w, the template of the HoteUing observer; we shall refer to this 

observer as the ft-Hotelling observer. Its derivation begins by considering 

[^^1. = 
i'=l 

which is equal to 

{/IxAy jT) s{Ti) = (4.11) 
AT' 

= [(AxAy 77 6) 6i^i>-\-T] {AxAyyT)^ [/® Z] (r,-- Tj')] m'- (-I-IS) 
i'=l 

The sum is a discrete approximation to an integral; to this end, it is rewritten as 

N 
^ / 6 V \  

S (rj) = ̂  AXAY \L + t]-iT [Z ® Z] (r, - r,/)J Wir. 

So, if Ax and Ay are sufficiently small and N is sufficiently large 

/

OO /"CO 

dx / dy \b 6 (r, - r) + i] -yT [10 Z] (rj - r)] w (r) 
•00 J -00 

Si { [6(5(r) + f/7r [Z®Z](r)] * u;(r) }(r,). (4.13) 

FVom the previous section, we know that the equation above simplifies in the 

Fourier domain, as follows 

s { p ) = ^  +  T ] - f T  T { p )  ^  w { - p ) .  (4.14) 

The negative sign can be ignored here because the signal is real £ind rotationally 

symmetric; additionally, s (p) and w (p) are both real. Therefore, given the Fourier 

transform of the signal, lump, and sensitivity function, the template of the fl-Hotelling 

observer is given in the Fourier domain by 
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Function name Spatial dependence Fourier Transform 

Gauss ^ (^) = exp [-g 7ra^ exp (—Tr^a^p^], where p = |r|^ 

circle / r r \  _  J  1  k l  
10 else 

27ra^ besinc(27rap) 

besinc \ a / (Tr/a) ^circle(2ap) 

Note: r = |r|^ p=\p\' 

TABLE 4.1. Chaxacteristic functions and their Fourier transforms 

and the discrete template in real space can be approximated by 

s { p )  

(b + n-iT |7(p)Q 
M- (-lie) 

Infinite sampling 

Let's examine what these templates are and of what they are made. First of all, 

the fimctions that are used in our testbed of image ensembles are the Gaussian, 

circle, and besinc functions; their definitions in the spatial and frequency domains 

are listed in Table 4.1 for easy reference. Noting that the denominator in Eq. 4.16 is 

commonly known as the noise power spectrum (NPS); we shall call |s (p)|" the signal 

power spectnun (SPS). In Fig. 4.1 a), we plot the radial-frequency profile of the 

normalized NPS in log units for the Gaussian lumpy backgrounds for several lengths 

of exposure T. Also included is the Fourier transform of the signal (dotted line). 

The normalization of the spectra and the log units on the plot highlight the weight 

of 6, the Poisson contribution to the spectra, relative to t} 7T |/ (p)| , the Imnpy 

contribution to the spectra. For completeness, we present the NPS for the circle and 

besinc lumpy backgrounds in Figs 4.2 a) and 4.3 a) respectively. 

Insteeid of using exposure diu-ation T to control the balance of Poisson and lumpy 

noise, we could have separately varied the constant contribution to the background 

At,, or the expected photons from lumps rjli = where // is read as the 
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integral of the lump, or 

I i =  f d h l { r ) .  (4.17) 
J OO 

The reason we choose T is that it is a variable that, within reason, can actually 

be controlled by the experimenter. Later in psychophysical experiments (Ch. 5), we 

shall vary the expected photons from lumps while inversely varying the lump density 

q such that rjli is a constant. This experiment probes how the discreteness in the 

number and location of lumps affects the human's performance in signal detection 

tasks in a setting where the Hotelling observer emd its performance do not change. 

In Fig. 4.1 b) we plot the radial-frequency profile of the template of the ft-Hotelling 

observer for the Gaussian lumpy backgrounds at several lengths of exposure. Each 

template in the frequency domain is nothing more than the Fourier transform of the 

signal divided by the NFS. The template of the short-exposure ensemble looks just 

like the Fourier transform of the signal (n.b., this plot is not in log units). The reason 

is that the relative contribution from the liunps is small enough to be ignored. As 

the exposure time is increased, the dft-Hotelling observer shifts its focus from the 

low frequencies to the mid-range frequencies. The change, naturally, is characteristic 

of the lump shape as is demonstrated in Figs 4.2 b) and 4.3 b), which present the 

radial-frequency profiles of the ft-Hotelling templates given circle and besinc lumps 

respectively. Again, for short exposures, the template looks like the signal, and at 

longer exposures the lumps impact the template. 
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the signal (dotted line), b) corresponding ft-Hotelling templates. The arrows indicate 
the effects of increased exposure. 
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Fixed grid 

The spectra and templates depicted in Figs 4.1, 4.2, and 4.3 were realized by sampling 

the analytic Fourier transforms s(p) and l{p). Alternatively, the seimples can be 

approximated niunerically with discrete Fourier transforms (DFTs) of s (r) and I (r) 

sampled on some regular grid {Ax = Ay, and Nx = Ny). When the spatial sampling 

is fine enough and the number of samples is large enough, the two methods cannot 

be differentiated. However, in general, calculations are Umited to a fixed grid and 

differences can occur. Therefore, in the following and for the rest of the section, we 

shall consider two templates. The first template is realized by sampling s (r) and I (r) 

on a regular grid (Ax = Ay = 1mm, and = Ny = 256), mapping these vectors 

with a DFT onto a regular grid in the Fourier domain (A^_r = A^y = and 

= Ny = 256) and then combining the results to get The second template, 

[w^]. = (pi), samples the function given in Eq. 4.15. Our convention will be to 

put the origins at the center of each grid. We also note that the particular signals and 

lumps that are used to define our image ensembles are well sampled by these grids, 

in the sense that when acting on one of these sampled functions with the forward 

DFT followed by the inverse DFT, the original sampled function is reproduced with 

negligible error. More troublesome errors arise, however, when we divide the Fourier 

transform of the signal by the NFS. 

In Figs 4.4, we compare the radial-frequency profiles of the sampled templates 

( d o t t e d  l i n e )  a n d  W D F T  ( d a s h e d  f i n e )  t o  t h e  c o n t i n u o u s  r e p r e s e n t a t i o n  ( p )  

(solid line) assuming the Gaussian lumpy background. In plot a) the results are 

for the long-exposiu:e ^-like ensemble, and plot b) is for the long-exposure V-Uke 

ensemble. We find that the two sampling methods are similar to one another and to 

the continuous representation. The results are not as nice for the circle and besinc 

lumpy backgrounds (see Figs. 4.5 and 4.6). For these examples, it seems that none 

of the representations coincide. 
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In the spirit of full disclosure, we point out that the frequency grid defined above 

extends to .5—, but the plot only show the functions out to .125—. The shortened mm c mm 

interval effectively zooms in on the interesting part of the template. At the higher 

frequencies the templates are just zero. Another disclosure is that to plot the con

tinuous function (p), it must be discretized. As such, a grid 4 times as fine was 

used to represent the continuous function. This leads to another sampling issue: the 

plots are meant to depict the radial-frequency profiles of the templates, yet, since the 

sampling grids are square, this representation isn't altogether true either. 

To demonstrate the sampling effects that arise when using a regular square grid, 

the templates and WDFT are presented as images: Fig. 4.7 depicts the interesting 

part of the templates for long-exposure ^-like lumpy backgrounds, and Fig. 4.8 shows 

the templates for long-exposure 7^-like lumpy backgrounds. In row 1 in each figure 

are the templates that correspond to the Gaussian lumpy background; in rows 2 and 

3 are the templates that correspond to circle and besinc lumpy backgrounds. The 

templates in the left column correspond to and the ones in the right column 

correspond to w^r-

The relative comparisons of the templates in Figs 4.7 show why the Gaussian func

tion is so populeir. Its smoothness translates into great results for the ̂ -like and V-like 

ensembles, whatever method is employed. As regards the circle and besinc functions, 

however, trouble stems from their zeros, which for small 6, turn into singularities. 

The problem is that the analytic singular structures are rotationally symmetric but 

are getting sampled by a regular grid. 



122 

Long exposiire G-like ensemble 

0.00 Q.02. 0.04 0.06 0 08 0.10 0.12 0.14 
Radial frequency from the origin 

Long exposure P-like ensemble 

u 
3 

1 0.8 

0.6 
•a u N 

CS 
0.4 

Ou 
0.0 

0.00 0.02 0.04 0.06 0.08 0.10 0.12 0.14 
Radial frequency from the origin 

FIGURE 4.4. The radial-frequency dependence of the sampled templates 
(dotted line) and [WDE^^ (dashed line) compared to the continuous representation 

(p) (solid line). Plots a) and b) correspond to long-exposure 5-like and P-like 
Gaussian lumpy background images, respectively. 
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FIGURE 4.7. Images of the templates WDFT (left column) and WPX (right colxmm) 
for long-exposure ^-like lumpy backgrotmds. 
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FIGURE 4.8. Images of the templates WDFT (left colmnn) and wpx (right colmnn) 
for long-exposxure P-like Imnpy backgromids. 
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The template in the spatial domain 

The effectiveness of the Fourier domain to solve for a template is one of the themes for 

the rest of this chapter, but evaluating a discriminant should be done in the spatial 

domain. It is much more efficient to map this one template back into the spatial 

domain than it is to take DFTs of every image; furthermore, it yields equal results. 

Unfortunately, the continuous form of the template in the spatial domain is unknown; 

the continuous-to-continuous inverse FT in Eq. 4.16 is just too complicated. 

In the spatial domain we realize two different templates. The first is realized by 

sampling wfi (p) on the fixed grid and applying the inverse DFT. This template is 

denoted WIDFTT where the subscript "IDFT" is meant to signify that it took 1 DFT 

to realize. The second template is realized by taking DFTs of the signal and lump 

sampled on a grid in the spatial domain, constmcting an estimate of (p) (Eq. 

4.15), and then applying the inverse DFT. This template is denoted W)DFTr where 

the subscript "2DFT" is meant to signify that it took DFTs to realize, the forward 

and the inverse DFT. To be clear, all the DFTs are 2-dimensional; the subscripts 

indicate how many transformations were employed. 

The two observers described above are referred to as dft-Hotelling observers to 

indicate that they use DFTs to approximate the Hotelling observer. In Figs 4.9 and 

4.10 we present the templates of the dft-Hotelling observers depicted in Figs 4.7 and 

4.8 as images; the images are not zoomed in on the origin but are the full 256 x 256 

template. Again, we notice that the templates for Gaussian lumpy backgrounds are 

not affected by the sampling method, while the templates for circle and besinc lumpy 

backgrounds exhibit detailed non-rotationally symmetric structure, which is referred 

to as aliasing. The aliasing does not belong and is only an artifact of the sampling 

methods. 

To complete the picture, we show the profiles of the templates along the x-axis 

from the origin in Figs 4.11, 4.12, and 4.13. Each plot depicts the templates, WIDFT 



128 

(solid line), and W2DFT (dashed line), and the signal (dotted line). In what follows, 

we shall examine consequences of deriving the template of the Hotelling observer with 

DFTs. In particular, we shall show how much the grid affects performance estimates 

and how these estimates are related to actual realizable performance from empirical 

experiments. 
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FIGURE 4.9. Images of the templates W2DFT (left 
for long-exposure ^-like lumpy backgrounds. 

colimm) and WIDFT (right coliunn) 
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FIGURE 4.10. Images of the templates W2DFT (left coliman) and WIDFT (right colxmin) 
for long-exposme T'-like limipy backgromids. 
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FIGURE 4.11. The profiles of the templates, WIDFT (soUd line) and W2DFT (dashed 
line), and the signal (dotted line) along the x-axis from the origin given long-exposiire 
^-like (top plot) and P-like (bottom plot) Gaussian lumpy backgroimds. Note that 
in both plots, W^DFT W2DFT overlap completely. 
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FIGURE 4.12. The profiles of the templates, WIDFT (solid line) and W2DFT (dashed 
line), and the signal (dotted line) along the x-axis from the origin given long-eq)osiire 
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FIGURE 4.13. The profiles of the templates WIDFT (solid line) and W2DFT (dashed 
line), and the signal (dotted line) along the x-axis from the origin given long-exposxire 
^-like (top plot) and P-like (bottom plot) besinc limipy backgromids. 
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4.1.4 Performance from analytic ensemble statistics 

The perfonriEince of the Hotelling observer, as with any observer, is characterized 

by the distributions of the discriminants. However, the distributions are unknown 

except in the kindest examples and certain limits. In this subsection, we consider the 

limit of infinite sampling and derive an integral expression for the detectability of the 

Hotelling observer in the Fourier domain given lumpy backgrounds. In the literature 

that characterizes images in the Fourier domain, detectability is better known as 

S N R .  T h e  m a i n  d i f f e r e n c e  t h a t  w e  u s e  t o  d i s t i n g u i s h  b e t w e e n  t h e  t w o  i s  t h a t  S N R  

is typically calculated from image statistics like the NPS and the signal, whereas 

detectability keeps the focus on the discriminants. 

The behavior observed from numerical calculations of the integral expression of 

detectability, which we shall refer to as SNR, motivated an analytical re-examination 

of the integral expressions. Surprisingly, we were quite successful in fleshing out 

the relation between SNR and the length of exposure T, especially in the cases of 

Gaussian and besinc lumpy backgrounds. Following the successes of analysis, we 

proceeded by examining how the SNR is affected when knowledge of the ensemble 

statistics s (r) and I (r), or s (p) and I (p), is restricted to finite grids, as described 

in the previous subsection. 

In contrast to the Einalytic results, the next subsection examines empirical, or 

Monte-Carlo, estimates of performances. These estimates sample go,„ and gi,„ from 

signal-absent and signal-present image ensembles and calculate the discriminants of 

the Hotelling observer w'go,„ and where n = 1,2, ...Ntest- These discriminants 

can then be used to calculate empirical ROC curves and estimates of AUC and 

detectability. 
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Infinite sampling 

We begin the performance analysis by inserting the expected signal into the expression 

of the detectability of the Hotelling observer given in Eq. 2.92: 

N 

S N R ^  = (WH)' S = ̂  W i  [AxAy s  (RJ)] . (4.18) 
i=l 

We assume that we have infinite, or analytic, knowledge of the signal and lump 

functions; as such, we can choose Ax and Ay as small as we want and N as large as 

we want, so that we can approximate the simi above with a continuous integral: 

S N R ^ ^ - y T  j  ( f v w { v ) s { v ) .  (4.19) 
J OO 

By Parseval's relation, the S N R  can be expressed as a scalar product In the 

frequency domain, as follows: 

SNR^ «  [  d-pw{p)  T ip)  =  [  (Pp _ 3. (4.20) 
b + n i T \ T {p ) \  

The integrand, not including the SPS, is analogous to the familiar metric called the 

noise-equivalent quanta (NEQ). An obvious and well-know^n limit of this integrand 

can be obtained by considering shorter and shorter exposures T while keeping other 

parameters fixed. In this limit, as we saw in the last subsection, the lumpy contribu

tion to the NPS can be ignored. When this happens, the SNR is nothing more than 

the energy of the signal Eg times some constants, namely 

SNR'  =  ̂ B ,  |3- (p) |^  =  t I  

where the integral in the spatial domaui is another invocation of Parseval's relation. 

This result is also true in limits of other parameters: low detector efficiency 7, small 

contribution to the expected counts per area per second from the lumps tjIi, and large 

constant background 6. In the opposite limit, where the lumpy contribution to the 
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background cannot be ignored, the dependence is not so clear, and so we turn to 

numerical approximations of Eq. 4.20. 

In Fig. 4.14 a) we plot the log of the S N R  as a function of the log of the length of 

exposure; the different lines correspond to the ^-like Gaussian (dash-dot line), circle 

(dotted line), and besinc (dashed lines) lumpy backgrounds, as well as an SKE/BKE 

ensemble {SNR"^ a T) for reference (solid line). In Fig. 4.14 b) we plot the same 

information for the P-like backgrounds. What we see in aJl the examples is that, 

in the limit of small T, all results equal the SKE results. For longer exposures, the 

lumpy contribution begins to affect performance, and the different curves break away 

from the SKE results. For the Gaussian and besinc lumpy backgrounds the increasing 

SPS with respect to the increasing NFS finds a balance such that a power law ensues: 

oc T". 

The power-law relation between S N R  and T  was first noticed for the Gaussian 

lumpy background by Rolland (Rolland and Barrett 1992]; the results were from nu

merical calculations. Motivated by the numerical observations, we re-examined Eq. 

4.20 with analytical tools. Thanks to the multi-talented Gaussian function, we were 

able to approximate Eq. 4.20 for large T with 

in which the power-law is shown to be SNR^ oc (see Appendix A for 

details). 
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Having derived the power-law relation between S N R  and T for the Gaussian 

lumpy backgroimds, the derivation of the result for the besinc lumpy backgrounds 

becomes obvious; it is made even more obvious by Fig. 4.6. As the lump contribu

tion is increased, the low-frequencies are decimated while the higher-frequencies are 

unaffected. Consequently, for large enough T, 

where it shows that at large T ,  S N R ^  rediscovers proportionality with T. 

The success with analytic results, unfortimately, does not carry over to the S N R  

given circle lumpy backgrounds. We shall have to be content with the numerical 

results. 

The S N R  calculations above used analytic knowledge—the sampling grid was freely 

adjusted to minimize errors—of s (p) and I (p), the signal and lump in the Fourier 

domain. In this section, we fix the spatial sampling and approximate the template 

o f  t h e  H o t e l l i n g  o b s e r v e r  w i t h  W I D F T  a n d  W S D F T -  I n  t h e  s p a t i a l  d o m a i n ,  t h e  S N R  

of the Hotelling observer is nothing more than a scalar product of its template and 

the signal (Eq. 2.92). Therefore, we approximate the SNR of the Hotelling observer 

with 

(4.23) 

Fixed grid 

5iVi2ijjFT = (widft)'S (4.24) 

and 

SNR^QP-^ = (w2dft)'S. (4.25) 

The S N R s  from a fixed grid (WIDFT) VS. the S N R s  from an infinite grid for the 

lumpy backgrounds are depicted in Fig. 4.15. Plot a) corresponds to the ^-like 
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ensembles, and plot b) corresponds to the P-like ensembles. The diamonds mark the 

performance given the Gaussiein lumpy backgrounds, the triangles correspond to the 

circle liunps, and the squares correspond to the besinc lumps. The same quantities 

are shown in Fig. 4.16 for the template W2DFT- The results for the fixed-grid DFT 

methods match those of the infinite grid fairly well for wippx, but not as well for 

W2DFT- In the next subsection, we probe this comparison further and actually test 

these templates with sample images. 
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4.1.5 Performance from empiriced statistics 

For the following, we generated Ntest = 1000 pairs of sample images for each ensem

ble, where each pair, indexed by n, contains a sample from the class of signal-absent 

images go,„ and signal-present images gi,„. Given each pair of random images and the 

templates Widft and W2dfT) we calculated the discriminants ro,n = w'go,„ and ri_„ = 

w'gi.n, which were then fed into the Monte Carlo estimates of AUC and detectabil-

ity. One estimate of AUC is the Mann-Whitney [/-statistic [Swets and Pickett 1982] 

[DeLong et al. 1988] [Rockette et al. 1990], it is 

(^»test) jz-i 

where 

The estimate of detectability is 

1 r, > To 
.5 Ti = To . (4.27) 
0 TI  <TQ 

d  =  ( - l - S S )  

V^r.i + •5o';,o 

where 

~ yy ^ ^ •'"m.ni (4.29) 
n=l 

and 

Aft. 

(7^ = 
/v 7 {jm,n ~ /^T,m) • 

« ~ ^ n=I 

The estimates of AUC and detectability given above should be considered scores 

on actual signal-detection tasks. Recall that if the discriminants have Gaussian dis

tributions, there is a 1-1 mapping between AUC and detectability (Eqs 2.22 and 

2.21) that converts the interval (.5,1) corresponding to AUC, to the interval (0, co) 
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corresponding to d. To simplify notation we shall let da = 2erf"' \ 2A — ij be the 

detectability given the estimated AUC and = .5 + .Serf ^.5 ^ be the AUC given 

the estimated detectability. 

In the following, checks are made to confirm whether detectability is an appro

priate measure of performance: histograms of discriminants are considered, and es

timates of detectabilities are compared to estimates of AUC. The empirical results 

support the assumption of Gaussian statistics for the discriminants and, thus, vali

date the characterization of performance with detectability. Checks are then made 

to confirm whether SNR is an appropriate measure of performance by comparing 

results of the previous subsection to the estimates of detectability here. If the two 

measures are different, we conclude that the dft-Hotelling observers cu-e not equal to 

the true Hotelling observers. 

Are the discriminants Gaussian? 

The discriminants for all of m = 0,1 and n = 1,2, ...Niest appear to be approx

imately Gaussian. As an example. Fig. 4.17 depicts the empirical histograms of the 

discriminants for the long-exposure P-like circle lumpy backgrounds; the solid line 

is for the signal-absent images (m = 0) and the dotted line is for the signal-present 

images (m = 1). While this ensemble displayed the most non-Gaussian grey-level 

histograms (see Fig. 3.11-S06)—attributed to the Poisson, or discrete, nature of the 

T'-like lumpy backgrounds—the histograms of discriminants appear Gaussian. 
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FIGURE 4.17. The histogram of discriminants for W2DFT and the long-exposure P-like 
circle lumpy backgrounds. 
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More support for the assumption of Gaussian statistics for the discriminants is 

seen in Figs 4.18 and 4.19, which depict d vs. da for the observers WJDFT a^id W2DFT, 

respectively. The diamonds, squares, and triangles respectively track the perfor

mances given Gaussian, circle, and besinc lumpy backgrounds; plot a) corresponds 

to the ^-like ensembles, and plot b) corresponds to the P-like ensembles. In gen

eral, d matches da imtil d = 5. At this point, the observers can exactly separate 

the Attest = 2000 image pairs, >1=1, and the inverse error-function is infinity. For 

purposes of display, therefore, we cap da by setting any da > 5 to the value 5. 
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For the three exposure times {T = 50, 250, and 750 sec.), the diamonds mark the 
performance for Gaussian limips, the triangles mark the performance for circle lumps, 
and the squares mark the performance for besinc lumps. 



147 

100 Q 

a) 

G-like ensembles 
71 

10 t-

H VLI 
Q 

X' 

a . !  10 10 0 
da (2DFT) 

13C. 

i b) 

P-like ensembles 

0 

H u. 
Q 
CN 

.ET 

o 

I  0  

0 .1  

0 . 1  1.0 100 
da (2DFT) 

ICG 0  

FIGURE 4.19. The estimated detectability of W2DFT VS. the detectability from an 
estimated AUC of W2DFT given ^-like (plot a) and P-like (plot b) lumpy backgrounds. 
For the three exposure times {T = 50, 250, and 750 sec.), the diamonds mark the 
performance for Gaussian lumps, the triangles mark the performance for circle lumps, 
and the squares mark the performance for besinc lumps. 
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Are the templates of the dft-Hotelling observer equal to the true Hotelling observer? 

In Figs 4.20 and 4.21, we compare estimated detectabilities to approximate S N R s  for 

our dft-Hotelling observers WIDFT and W2DFT> respectively. Depicted in plot a) are 

the results for the ^-like ensembles and in plot b) the P-like ensembles. Once again, 

the conclusions that ceui be made depend on whether the lumps are Gaussian or not. 

The detectabilities given Gaussian lumpy backgrounds (diamonds) match the 

SNRs for both templates Widft and W2DFTr and these finite grid SNRs match 

the analytic SNR by Figs 4.15 and 4.15. Therefore, we conclude that both DFT 

methods were successful in approximating the Hotelling observer for the Gaussian 

lumpy backgrounds. Apparently, no information has been lost in using the finite 

grid. 

For the case of the besinc and circle lumpy backgrounds, the situation is not as 

nice. Differences between the estimated detectabilities and SNRs exist for some of 

the ^-like ensembles and then are quite acute for the T'-like ensembles. In fact, for 

the circle lumpy backgrounds, the results are so bad that the detectability is actually 

decreasing as the exposiure is increasing. These results highlight the drawbacks to 

e m p l o y i n g  t h e  F o i u r i e r  d o m a i n .  T h e  f a c t  t h a t  t h e  f i n i t e - g r i d  d e t e c t a b i l i t i e s  i m d  S N Rs  

do not agree means that the templates from DFTs are not good approximations to 

the Hotelling observer. 
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4.1.6 Optimal vs. realizable results 

The success of the Fourier methods described in this section hinges upon how close the 

dft-templates are to the template of the true Hotelling observer. While it is true that 

the DFT cannot exactly diagonalize the lumpy background covariance matrix—the 

DPT diagonalizes circulant matrices, not the d-LSIV lumpy background covariance 

matrix of our model—the hope is that the errors that result in the inverse covariance 

matrix correspond to locations where there is no signal. What we find is that this is 

especially true when the lumps are Gaussian. 

For the circle and besinc liunpy backgrounds, however, we find that the templates 

of the dft-Hotelling observer cannot be equal to the true Hotelling observer because 

the finite-grid SNRs cu:e not equal to the MC estimates of detectability. In one 

space or another—the spatial or Fourier domains—the finite grid does not sufficiently 

sample the circle and besinc functions. That is not to say that the analytic SNR is 

not true in the limit of infinitely small samples at an infinite number of points. Rather, 

it means that DFTs on fixed grids can be problematic. Accordingly, we shall hold 

to the hypothesis that the analytic SNRpj is a guide to optimal performance with 

several caveats: numerical implementation of the integral may still be suspect, the 

performance measure does not reflect any degradation resulting fi-om the pixelization 

imposed by the detector, and the performance measure is only as good as the image 

model. 

The figures showing SNRmpr and SA/'/?2DFT exceeding this upper bound do not 

contradict this hypothesis since they are not indicative of realizable performance 

that gets scored in actual signal-detection tasks. A more appropriate comparison of 

optimal and realizable performance compares d for the dft-templates to the analytic 

SiV/ipT- This comparison is depicted in Fig. 4.22 for WIDFT and Fig- 4.23 for W2DFT; 

plot a) corresponds to the ^-like ensembles and plot b) corresponds to the 'P-like 

ensembles. It is clear firom these plots that the dft-Hotelling observers have significant 
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trouble with the P-like circle and besinc lumpy backgrounds. 

In the next section, we shall describe and examine an observer that makes decisions 

based on a dimensionally-reduced representation of an image. The dimension reduc

tion is through linear channels that are chosen to preserve as much signal-detection 

information as possible; it is called the channelized-Hotelling observer. The effective

ness of this observer will be demonstrated by comparing its performance to the results 

o f  t h i s  s e c t i o n :  t h e  u p p e r  b o i m d  i s  S N R p ^ ,  a n d  r e a l i z a b l e  p e r f o r m a n c e  i s  g i v e n  b y  d  

and A of the dft-Hotelling observers. 
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4.2 The chaimelized-Hotelling observer 

The channelized-Hotelling (ch-Hotelling) observer is the Hotelling observer constrained 

to the output of J linear channels Uj [Myers and Barrett 1987]; in other words, given 

V =i/'g= [ui,u2,...,uj]'g, (4.30) 

the template of the ch-Hotelling observer is 

Wc// = Vs, (4.31) 

where Vg is the expected signal in channel space and Cv is the channel covariance 

matrix. Since the mapping from image space to channel space is linear, the ch-

Hotelling observer is equivalent to 

U s .  (4.32) 

The discriminant function of the ch-Hotelling observer, therefore, maps an image onto 

channel space and then takes the scalar product with the template of the ch-Hotelling 

observer; that is 

(g) = (wcff)'i/'g. (4.33) 

We can rewrite this discriminant fimction as 

tcH (g) = (i^Wcff)' g, (4.34) 

which shows that the ch-Hotelling backprojects to a template in image space. 

In its original development, the ch-Hotelling observer was developed as a model 

of the human observer. The choices for Uj were motivated by psychophysical evi

dence [Myers and Barrett 1987] that humans process image information through lin

ear spatial-frequency-selective charmels'. The resulting model has been quite prac

tical and insightful as a predictor of human performance in several applications 

'The basic human model has bandpass channels of octave bcindwidth with poor response to 
low-frequency stimuli. 
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[Abbey and Barrett 2001]. In this dissertation, the channels of the ch-Hotelling ob

server are not chosen to model the human; instead, the channels are chosen for the 

purpose of getting optimal performance for image-quality analysis 

[Hutton and Strickland 1997] [Barrett et al. 1998a]. 

4.2.1 How do we choose channels for the channelized Hotelling observer? 

The primary challenge in realizing the Hotelling observer is that images are made up 

of many pixels; a moderately sized image might have N = 256 x 256 = 65,536 pixels. 

This means that Cg is about 64Kx64K and next to impossible to invert by numerical 

methods. In the last section, we avoided this hang-up by assuming that the Fourier 

representation effectively diagonalized Cg. Unfortunately, this assumption Wcvs false, 

and the success of a regular grid representation for the spatial and Fourier domains 

was seen to be sensitive to the characteristic shape of the lumps and the Poisson 

quality of the 'P-like ensembles. 

In contrast to the dft-Hotelling observer, the channel representation does not as

sume that the covariance matrix is diagonalized. Instead, it drastically reduces the 

dimensionality of the problem at hand—we assume that J « N—so that Cy is 

invertible by niunerical methods. The key to constructing optimal ch-Hotelling ob

servers is to incorporate a priori information about the expected signal and covariance 

matrix when selecting the chemnels, because the dimension reduction runs the risk of 

information loss. A secondary consideration in choosing channels might also be that 

they be robust and practical; in other words, we would like to be able to the apply 

the same channels in many situations. 

A necessary and sufficient condition for the ch-Hotelling observer to be optimal— 

in the sense of the detectability—is that it can be used to synthesize the Hotelling 

observer on the full x Ny grid. In imaging terms, we might say that Wch is optimal 

if, when it is backprojected through the charmels, the result is the true Hotelling 
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template w^; that is, 

J  
WWjH = ̂  Uj = C, 's = w„. (4.35) 

if, and only if, Wch is optimal. 

The expression above shows that optimal channels need to represent the 

prewhitened signal. For our testbed of lumpy backgrounds, we know that the sig

nal is a smooth and rotationally symmetric function in a known location, and the 

correlation structure of the images has no preferred orientation, so the covariance 

matrix is rotationally synunetric. When the smooth and rotationally symmetric sig

nal is operated on by the inverse of the rotationally sjnnmetric covariance matrix, the 

resulting Hotelling template samples a smooth and rotationally symmetric function 

located in the same place as the signal. The proposed general approach, therefore, 

is to represent the unknown Hotelling template as a finite series of smooth and ro

tationally symmetric templates centered on the signal location. The candidates that 

we investigate here sample the Laguerre-Gauss functions on the fixed grid. 

4.2.2 Laguerre-Gauss channels 

In this dissertation, we study the Laguerre-Gauss (LG) functions because they form 

a basis on the space of rotationally symmetric square-integrable fimctions in It 

is not necessary to use channels that form a basis, but by choosing a basis, we know 

that we can represent any rotationally symmetric function that is square-integrable. 

The Laguerre-Gauss fimctions get their name by their components; they are the 

product of Laguerre polynomials and Gaussian ftmctions. The Laguerre polynomials 

are defined by 
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and the first few polynomials are: 

Lo (x) = 1, (4.36) 

Li (x) = —X -f 1, (4-37) 

^2 (x) = ^(x^-4x + 2), (4.38) 

Ls (x) = ^ (-x^ + 9x^ - 18x + 6), (4.39) 

L4 (x) = ^ (•c'' - ISx^' + 72x- - 96x + 24). (4.40) 

These polynomials are orthonormal on (0,00) with respect to an exponential weight 

factor, namely 

aco 

/ dx e~^Lj (x) Ly (x) = 5jji. (4.41) 
J q  

When a change of variables x = Ic? is made, Eq. 4.41 transforms the one-

dimensional orthogonality relation into the two-dimensional orthogonality relation 

given by 

'27rr* 

where we find the LG functions: 

u, (r) = ^ exp L, . (4.42) 

The linear templates u, that define the channels are generated by sampling the con

tinuous fimctions on the regular grid. The radial dependences of the first 6 templates 

are given in Fig. 4.24; below the radial plots, the templates are displayed as images. 

An exact expansion for any rotationally symmetric function w (r) is 

(o=^ (^) E "i (^) • (•'•«) 

where aj = J d^v Uj (r) w (r). (4.44) 
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Now, while the infinite representation is exact for any choice of the pareimeter a, the 

errors from finite representations will differ. The exponential weighting exp 

tempers the weight of the polynomiaJs with a Gaussian envelope ^2cr^ ~ 

the origin; as such, finite representations are more accurate within the envelope than 

outside it. In the experiments at the end of this section, we explore the impact that 

the parameter a has on the signal-detection problem. 
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4.2.3 Estimating the channelized-Hotelling observer 

In this dissertation, we choose to estimate, or train, the template of the ch-Hotelling 

observer from a finite set of sample images rather than derive and approximate it 

from ensemble statistics. The reason for this choice is that the ensemble statistics are 

typically miknown or very complicated. 

Estimating W c h  is straightforward. To begin, let Ntrain denote the number of 

pairs of sample images used for training; a pair includes a signal-absent image go,n 

and a signal-present image gi,n. The expected difference signal in channel space is 

estimated by 

Vs = vi - vo, (4.45) 

where 

•t 

^ = T7 ^ K^Sm.n- (4.46) 
^*train n=I 

The channel covariance matrix is estimated by 

Cv = ^Cv.i + ^Cv.o, (4.47) 

where 

_ < ''train 

^ A? TT - 'C) (Wgm,n " • (4.48) 
i'train i *tram - 71= L 

We point out that these estimates are equivalently expressed using estimates of the 

mean and covariaiice matrix of the images, namely 

v, = U% (4.49) 

a = (4.50) 

The final step to estimating the template of the ch-Hotelling observer is to invert 

the covariance matrix Cv and apply it to Vg. This is not a problem since it is assvuned 
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that J  «  N ,  and the inversion can be accomplished numerically by an eigenvalue 

decomposition. 

In Figs 4.25, 4.26, and 4.27 we show the radial profiles of estimated templates— 

backprojected by U to image space—of the ch-Hotelling observer given Mrain = 1000 

long-exposure Gaussian, circle, and besinc lumpy-background images, respectively. 

In each figure, plot a) corresponds to 5-like ensembles and plot b) corresponds to 

"P-like ensembles; in each of these are depicted the template estimated with 10 LG 

channels and a = 45 (solid line), the template estimated with 10 LG channels and 

a = 65 (dashed line), and the signal (dotted line) for reference. Theinks to the LG 

representation, the radial profiles are indicative of the full two-dimensional template; 

as such, we forego presenting the templates as images. 

In all honesty, we do not know what optimal templates are supposed to look 

like. However, the dft-Hotelling observers given Gaussian lumpy backgrounds seemed 

to achieve optimal performance. When we compare the ch-Hotelling templates in 

Fig. 4.25 to the dft-Hotelling templates in Fig. 4.11, we find that both ch-Hotelling 

templates are similar to the dft-Hotelling templates for the ^-like Gaussian lumpy 

backgroimds. For the T'-like ensembles, the templates estimated with 10 LG channels 

and a = 45 give a lot of positive weight to pixels where there is no signal, while the 

templates estimated with 10 LG channels and a = 65 look like the corresponding dft-

Hotelling templates. Given these observations, one might, naively, assimie that the 

LG channels with a = 65 are better at approximating the template of the Hotelling 

observer. Instead, we shall defer judgment until performance has been considered. 
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4.2.4 Performance 

In the previous subsection, we outlined the procedure for estimating the template of 

t h e  c h - H o t e l l i n g  o b s e r v e r  a n d  r e a l i z e d  t w o  o f  t h e m  f o r  t h e  l o n g - e x p o s u r e  ̂ - l i k e  a n d  V -

like lumpy backgrounds. The two examples that we realized utilized 10 LG channels 

with different spread parameters: a = 45 and a = 65. While it may be possible 

(in simple examples) to consider solving for an ideal choice of o for a particular J, 

the purpose here is to understand how sensitive performance is to these parameters. 

To this end, we shall fix J = 10 and investigate six different values for the spread 

parameter a, namely a = 15,25,35,45,55,65. We shall refer to this set of observers 

as the observer pool. For perspective, we note that the range of values of a chosen 

corresponds to spreads (Tu = « 6,10,13,17,21,25 that are shorter and longer than 

the width of the imaged signal: a-Hs = yjcrl + c\ = 8.6. Remember, we are trjnng to 

choose channels that can represent the expected image of the signal prewhitened by 

the image covariance matrix, so we will probably need the LG envelope larger than 

the signal. 

The total number of image pairs generated for each ensemble is iVtotai = 2000. 

The first one thousand image pairs are used to estimate, or train, the ch-Hotelling 

observer {Niraia = 1000), and the second one thousand image pairs are used to test 

the estimated observer {Ntest = 1000). In the analysis that follows, we check that 

discriminants are Gaussian in order to use detectability as the figure of merit for 

the ch-Hotelling observers. Then we check whether the detectability estimates of the 

ch-Hotelling observers match SNR estimates, i.e., we check the necessary condition 

for the ch-Hotelling observers to be the true Hotelling observers. 

Are the discriminants Gaussian"? 

The analysis begins by considering the histograms of the chaimel outputs. The ex

amples provided correspond to the LG channels with a = 45. The histograms for 
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short-exposure ^-like Gaussian lumpy backgrounds are shown in 4.28, and those for 

the long-exposure "P-like circle liunpy backgrounds are shown in Fig. 4.29. The solid 

lines correspond to signal-absent images, and the dotted lines correspond to signal-

present images. Superimposed on the empirical histograms are Gaussian functions fit 

to the data according to the sample means and variances. These functions give one 

a sense of the detectability in the data. 

As expected, the channel outputs for the ^-like image ensemble are approximately 

Gaussian (see Fig. 4.28). For the P-like image ensemble, the histograms demonstrate 

more variety (see Fig. 4.29). In the tophleft comer of Fig. 4.29 is the histogram for 

the j = 0 channel; notice how it resembles a typical histogram of the image grey-levels 

(Fig. 3.11-S06). The histogram is not exactly bimodal, but it is highly skewed. The 

peak at the low end corresponds to images that do not have a lump near the center of 

the image, and when there is a lump near the center, the simple low-frequency channel 

gives larger response. As we increase j, the LG functions have more oscillations, and 

the positive and negative parts work to cancel out contributions from lumps and lead 

to more symmetric Gaussian-like histograms. 

Upon reviewing the Gaussian fits to the histograms in both Figs 4.28 and 4.29, 

it is clear that individual channels are not very good at signal detection. However, 

when the covariance matrix is estimated, and the template is trained and tested, 

the ch-Hotelling observer mixes the charmel outputs in such a way that the sub

sequent discriminants are much more separate and much more Gaussian. This is 

demonstrated in Figs 4.30 and 4.31, which show the histograms (and the approxi

mate Gaussian distributions) of the discriminants of the 1-, 3-, 6-, and 10-channel 

ch-Hotelling observers. 

The Gaussi£in-like histograms for the ch-Hotelling observers indicate that de

tectability might be an appropriate measure of performance. We confirm this by 

comparing the estimated detectability and AUC given the Niest discriminants of the 

estimated ch-Hotelling templates: these quantities are denoted dcH and Acm- The 
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compaxison is depicted in Fig. 4.32 for the ch-Hotelling observers in the observer 

pool given ^-like (plot a) and the P-like (plot b) ensembles (n.b., detectability is the 

scale used for the comparison, i.e., ACH is mapped to detectability by Eq. 2.21). It is 

observed that the two performance measures correlate very well for all the observers 

and ensembles. 
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FIGURE 4.28. The histograms of 10 LG chaimels (a=45) and estimated Gaussian 
distributions given short-exposure ^-like Gaussian lumpy backgrounds. The solid 
lines correspond to signal-absent images, and the dotted lines correspond to the signal-
present images. 
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FIGURE 4.30. The histograms of the estimated ch-Hotelling observers with 1, 3, 6, 
and 10 LG channels (a=45) for short-exposm-e ^-like Gaussian Imnpy backgrounds. 
The solid lines correspond to signal-absent images, and the dotted lines correspond 
to signal-present images. 
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FIGURE 4.31. The histograms of the estimated ch-Hotelling observers with 1. 3, 6, 
and 10 LG channels (a=45) for long-exposxire P-like Gaussian lumpy backgrounds. 
The soUd lines correspond to signal-absent images, and the dotted lines correspond 
to signal-present images. 
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LG channels of widths (a = 15,25,35,45,55,65). 
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Are the templates of the ch-Hotelling observers equal to the true Hotelling observer? 

The next step in the analysis is to check the necessary condition for WCH to be the 

true Hotelling observer: the SNR given by the scalar product of the template and 

signal must match detectability given by discriminants. It is not cleeir, however, in 

what space this comparison should be done, image space or chamiel space. For the 

estimated ch-Hotelling observers, the results are quite diametric. The SNR calculated 

in channel space and the detectability match, as is seen Fig. 4.33, which depicts this 

comparison for the observer pool; plot a) corresponds to the ^-like image ensembles 

and plot b) the T'-like ensembles. In contrast to this observation, the SNR calculated 

in image space bears little resemblance to the detectability. This is demonstrated in 

Fig. 4.34, which compares the SNR calculated in image space to detectability. 

It is not a surprise that the S N R  calculated in channel space matches detectability; 

it is not challenging to get good estimates of the mean and the covariance in this 

space of 10 dimensions. To understand why the SNR calculated in image space 

does not equal detectability, let us consider the dft-Hotelling observer. For the dft-

Hotelling observer, the mapping from image space to representation space is self-

adjoint. Consequently, SNR is equivalently evaluated in the spatial and Fourier 

domains by Parseval's theorem, which is why we found good agreement, especially for 

the Gaussian lumpy backgrounds, between the estimates of SNR and detectability^. 

In contrast to the DFT, the matrix of channels U maps a 256 x 256 image to a 10-

element vector; it's clearly not invertible. Therefore, the SNR in channel space is 

potentially different from the SNR in image space. 

^ParsevEil's relation does not hold exactly for our model because we approximate analytic func
tions by finite vectors. 
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All is not lost, though; the differences between detectability and SNR calculated 

in image space are misleading. The differences are a consequence of the SNR, as 

defined here to be (wh^)'s = s, over estimating the realizable performjmce, 

rather than a consequence of the ch-Hotelling observer being an ineffective observer. 

This is demonstrated next as we compare the realizable performance, as calculated 

from actual discriminants, to the optimal performance, as calculated from the Fourier 

integral (Eq. 4.20). 

4.2.5 Optimal vs. realizable performance 

In Figs 4.35-4.40, the performance results of the ft- and dft-Hotelling observers from 

the last section are compared to all the observers in our observer pool for all the 

ensembles in our testbed. Figs 4.35-4.37 correspond to the ^-like ensembles and Figs 

4.38-4.40 correspond to the 'P-like ensembles. From top to bottom in each figure, we 

track the exposure-time dependence with three separate bar-plots; the independent 

axis of each bar-plot is labeled according to the parameter a that defines the spread 

of the LG envelope; the bars themselves mark the perfonnance of the ch-Hotelling 

observer with 10 LG chaimels. Lastly, we indicate C/IDFT with a dotted line, (/ODFT 

with a dashed line, and SNR^r with diamonds. 

The first observation from the figures is that the ch-Hotelling observers are able 

to meet or beat the realizable detectability of the dft-Hotelling observers for all the 

ensembles, and sometimes, the ch-Hotelling observers significantly outperform the 

dft-Hotelling observers. As such, we conclude, at least for our testbed of images, that 

the ch-Hotelling observers are more robust than the dft-Hotelling observers. 

Another observation that we make given the figures is that SNRFT, the analytic 

perfonnance measure that is not constrained to amy grid, does guide our expectation 

of optimal results. For the cases where there are large differences between SNR^T: and 

the detectabilities of the dft-Hotelling observers, we find that ch-Hotelling observers 
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axe outperforming the dft-Hotelling observers and are approachmg SNR^^. 

As regards the spread parameter of the LG functions a for J = 10, we find that 

an optimal spread lies somewhere between a = 35 and a = 65; the larger spreads 

exhibit better performance. However, it seems that perhaps J = 10 channels were 

not sufficient in approximating the Hotelling observer. This was observed when tem

plates in image space were constructed by backprojecting the templates of the ch-

Hotelling observer (Figs 4.25 4.26 4.27) and image space SNRs were compared to 

detectabilities (Fig. 4.34). Therefore, a follow-up experiment was conducted that 

estimated the templates and performances of ch-Hotelling observers with J = 20 and 

a = 15,25,35,45,55,65. In Fig. 4.41 we show detectability vs. J for two examples: 

the short-exposure P-like Gaussian lumpy backgrounds and the long-exposure P-like 

circle lumpy backgroimds. Again, the results show that, in the long run, the larger 

spreads exhibit  better performance with respect  to  J .  
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G-like Gaussian lumpy backgrounds 
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detectability 

FIGURE 4.35. The perfonnance of all the observers in the observer pool given ^-like 
Gaussian lumpy backgrounds. Plots a), b), and c) correspond to exposxire lengths of 
T = 50,250, and 750 sec, respectively. Also, we indicate tiioFT with a dotted line, 
(i2DFT with a dashed line, and SNR^r with disimonds. 
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G-like circle lumpy backgrounds 
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FIGURE 4.36. The performance of all the observers in the observer pool given ^-like 
circle lumpy backgroimds. Plots a), b), and c) correspond to exposure lengths of 
T = 50,250, and750 sec, respectively. Also, we indicate diopT with a dotted line, 
dsDFT with a dashed line, and SNR^x with diamonds. 
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G-like besinc lumpy backgrounds 
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FIGURE 4.37. The performance of all the observers in the observer pool given ^-like 
besinc lumpy backgrounds. Plots a), b), and c) correspond to exposure lengths of 
T = 50,250, and 750 sec, respectively. Also, we indicate ^IDFT with a dotted line, 
d2DFT with a dashed line, and SNRPT; with diamonds. 
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FIGURE 4.38. The performemce of all the observers in the observer pool given P-like 
Gaussian lumpy backgrounds. Plots a), b), and c) correspond to exposure lengths of 
T = 50,250, and 750 sec, respectively. Also, we indicate dioFX with a dotted line, 
rfaoFT with a dashed line, and SNR^T; with diamonds. 
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FIGURE 4.39. The performance of all the observers in the observer pool given T'-like 
circle Itimpy backgrounds. Plots a), b), and c) correspond to exposure lengths of 
T = 50,250, and 750 sec, respectively. Also, we indicate diDFX with a dotted line, 
rf2DFT with a dashed line, and SNR^x with diamonds. 
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FIGURE 4.40. The performance of all the observers in the observer pool given "P-like 
besinc lumpy backgrounds. Plots a), b), and c) correspond to exposure lengths of 
T = 50,250, and 750 sec, respectively. Also, we indicate dioFT ^-th a dotted line, 
rf2DFT with a dashed line, and SNR^T; with diamonds. 
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Short-exposure P-like Gaussian lumpy backgrounds 
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Long-exposure P-like circle lumpy backgrounds 
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FIGURE 4.41. The performance of the ch-Hotelhng observers with respect to the 
niunber of channels J. The different lines correspond to different widths of the Gaus
sian envelope (a = 15,25,35,45,55,65) that define the LG fimctions. The different 
lines are labeled to the left and right of the plots. 
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4.3 Discussion of results 

The results for this chapter indicate that the ch-Hotelling observers can be a practical 

and effective means of approximating the template of the true Hotelling observer. The 

choice of the LG channels was motivated by the image ensembles in our testbed. In 

particular, the LG channels were appropriate under the assumptions that the signal 

was smooth, rotationally symmetric and in a known location, and the autocovariance 

function was rotationally symmetric. For different image ensembles, other channels 

might be more appropriate. For example, it may be worthwhile to multiply the 

LG functions by functions that exhibit an angular dependence, or, perhaps, the LG 

functions could be abandoned for some fvmctions that exhibit non-smooth, or even 

non-localized, signals. 

Regarding the Fourier methods, we find that they are limited when the mea

surements come from a fixed grid. Essentially, the process by which we constnict 

templates of the dft-Hotelling observer implicitly assumes that a DFT diagonalizes 

the image covariance matrix; this assumption is false. A DFT diagonalizes a circu-

lant matrix—a matrix corresponding to periodic boundary conditions—but not the 

d-LSrV covariance matrix of the lumpy backgrounds. 

The results in this chapter also demonstrate why detectability is a useful mea-

siure of performance. One reason is that detectability is directly related to physical 

parameters like signal intensity, noise variance, and exposure time (Sect. 4.1.4). An

other reason is that detectability does not saturate as two distributions become more 

and more separate. The AUC, on the other hand, returns a value of 1 when two 

distributions are separate without quantifying the degree of separation. 
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Lastly, it is worthwhile noting that the detectability estimates in this chapter are 

random quantities, yet no error bars are provided. Instead of error bars, large sample 

sizes were chosen with the hope that estimation errors would be small. An accurate 

variance analysis is outside the scope of this dissertation, but it is worth mentioning 

one particular method and presenting a few results using this method. This is done 

in Appendix B. 
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Chapter 5 

SIGNAL DETECTION AND HUMAN OBSERVERS 

In Chapter 2, we automated and distilled the signal-detection task from a task that 

asked hvimans to look at an image to a task where an algorithm processes data. In 

this chapter, we discuss signal detection with the original decision maker, the human, 

paralleling the structure and formalism developed for model observers. 

The first section is a review of the literature and the models in visual perception 

that are derived from signal-detection theory. The section ends by identifying the 

model of the hiunan that is the current front-nmner of those bom out of the signal-

detection theory framework, the channelized-Hotelling (ch-Hotelling) observer (see 

Chapter 4). In Sect. 5.2, we give the details that apply to the images and experiments 

that are conducted in this dissertation. In particular, human observers perform two-

alternative forced-choice experiments with images simulated according to the nuclear-

medicine lumpy backgrounds from Chapter 3. These experiments were designed to 

investigate the domain of applicability of the ch-Hotelling observer. Sections 5.3 and 

5.4 describe the results and conclusions of these experiments. 

5.1 Theory and models: historical review 

At the root of signal detection lies the question, Do you or do you not see a signal? 

This question implicitly dichotomizes the act of seeing into two states; a human either 

sees a signal or not. Thus, early in the evolution of the field of visual perception, 

the theory was that a stimulus whose energy is above the contrast threshold will 

stimulate an observer and cause them to see it, while a stimulus whose energy is below 

the contrast threshold will not. In the 1950s, physics and engineering experimenters 

borrowed the hjrpothesis-testing framework developed in statistics and gave birth to 
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the ideal observer and signal-detection theory. This theory was discussed in Ch. 2, 

but here we point out three fundamental precepts: 1) measurements are random, i.e., 

there is noise, 2) the ideal observer makes a decision by calculating the likelihood ratio 

of the image and comparing it to a threshold, and 3) there are two kinds of errors when 

performing a signal-detection task; a miss and a false alarm. This theory was quickly 

translated by psychophysicists who believed there was a psychometric response to a 

stimulus; the psychometric response was the human's "likelihood ratio." 

In this section, we provide a brief literature review of the experiments and models 

of visual perception. The supplied references are, of course, the motivation for this 

dissertation as well as the support for the methods and models that we use. The 

organization for this section is outlined in Fig. 5.1, and the bias in the discussion is, 

as stated clearly in the title of this chapter, signal detection and human observers. 

We begin this section with a quick look at the rise and fall of contrast-threshold 

theory (Sect. 5.1.1, [Cohn 1993] and [Green and Swets 1966]). In Sect. 5.1.2, we give 

credit to Rose for defining an ideal observer that can be used to model both humans 

and imaging systems [Rose 1948]. Next, in Sect. 5.1.3, we discuss how the human fits 

into the framework of signal-detection theory [Garland 1949] [Tanner and Swets 1954], 

and in particular, we assimie that a discriminant function exists for the human, 

and outline experimental methods for estimating its receiver-operating-characteristic 

(ROC) curve [Green and Swets 1966]. 
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FIGURE 5.1. Outline of the literature review. 
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Sections 5.1.4, 5.1.5, and 5.1.6 present the evolution of the signal-detection-theory 

model of the human observer. This evolution started at the top when the ideal 

observer was found to correlate with the human given simple images. Not surprisingly, 

the ideal observer was found to be too ideal, and subsequently, internal noise and 

inefficiencies were added to it to bring its performance down to the level of the human. 

The evolution then moved on to more complicated images, and the model of visual 

perception incorporated more physiology, namely, frequency-selective channels. 

5.1.1 Contrast-threshold theory 

In early experimental methods, candles were used in attempts to quantify what it 

takes for humans to see. The experiments of Pierre Bouguer in 1760 [Bai'low 1957] 

tested the human's ability to detect a shadow on a screen from one candle while the 

screen was also illuminated by another candle. The model suggested by Bouguer 

defined the contrast threshold to be the amount of luminance change AB needed to 

see a signal in a background with luminance B and hypothesized that the ratio of 

contrast threshold to background luminance AB/B was constant. In the century 

that followed, other data were produced that gave support to Bouguer's work. The 

constancy of this ratio was originally postulated as a law in 1834 by Ernst Heinrich 

Weber in the context of detecting differences in weight, and Weber's student, Gustav 

Theodor Fechner, applied it to the measurement of sensation and psychophysics in 

1860 [Barlow 1957]. The law is sometimes referred to as the Weber-Fechner Law, and 

it was shown to hold reasonably well for mid-range stimuli and break down for low-

and high-intensity stimuli. 

Clearly, technology was lacking in the early years of psychophysics, but electricity 

and the lightbulb opened the door to new experimental methods that offered better 

control and precision. The experiments targeted specific areas on the retina: on-axis 

and ofF-axis areas. The size of the projected area of light was also carefully con
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trolled to the extent that large display rooms were designed to house the experiments 

[Blackwell 1946]. The images were flashes of Ught, repeating once every couple of 

seconds, during which the observer adjusted the intensity of the flash until he or 

she considered it just visible; the final intensity was the contrast threshold. Typical 

experiments varied the display area, and some new empirical laws were proposed to 

explain the results. The "laws" were based on the idea that the eye adds the effects of 

the photons it absorbs. This process was termed "temporal simimation" when pool

ing was over display time and "spatial summation" when the pooling was over space, 

and the empirical laws stated that the contrast threshold was inversely proportional 

to display time (Bunse-Roscoe, or Bloch's, Law) and area (Ricco's Law). These laws 

prestuned that the eye could perform total siunmation. Additional experiments with 

variable display time and area fotmd that the actual amount of sununation by the eye 

depended on background luminance, as well as complicated space-time interrelations. 

The siunmation varied from total to none, and in between was an amount that was 

called the quantum fluctuation hypothesis [Barlow 1958]. We discuss this next. 

5.1.2 Ideal observer 

In 1905, Einstein demonstrated that light is absorbed in discrete quanta, leading 

some to wonder. How many of these quanta are necessary to see? Experiments in

vestigating this question were nmning into the limits of low light and random fluc

tuations (see [Cohn 1993] for a good siunmary of these results and many related 

references). Out of this work, a new model was bom that embraced a random de

scription of noise in images [Rose 1942] [DeVries 1943] [Rose 1948]. To be clear, the 

images in the experiments of Rose, and the experiments in this dissertation, are not 

quantiim-limited. Rather, the images have an amount of noise that confounds the 

signal-detection process; they are noise-limited. 

From statistical relations, namely the Poisson random variable, Rose assumed that 
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an average absorption of N quanta will have associated with it a standard deviation 

g. _ ^1/2 As such, the smallest deviation from N that may be detected is proportional 

to Given the meein-variance relation, it was used to relate the smallest signal 

that can be detected in some background; specifically, the smallest change detectable, 

denoted by AiV, was assiuned proportional to the square-root of the background, or 

AiV = (5.1) 

While Rose defined k to be the signal-to-noise ratio {SNR) needed for a signal to be 

detected by an observer, he quickly transformed the expression to contrast threshold, 

replacing "counts" with luminance, 

_ N counts 
B a ;= = : . (5.2) 

T area exposure time x area 

In the new form, 

constant 
AB = k -5—— , (5.3) 

jy-i T'/- area 

the contrast threshold was proportional to S N R  and inversely proportional to the 

background luminance, the area, and the square-root of the exposure time. Lastly, in 

accounting for all the contributions to the contrast threshold, Rose presumed that the 

constant that related the ideal performance (SNR) to the human performance (AB) 

had a factor that incorporated the limitations of the hmnan visual system, which he 

saw to be a sub-optimal imaging system; the factor was called quantum efficiency. 

The experiments that Rose conducted to demonstrate the relation between the 

hmnan and the ideal observer were limited by the imaging technology and the psy

chophysical techniques. However, they were precise enough to give support to the 

ideal model, and even to identify the mechanisms by which the ideal observer makes 

a decision, namely the matched filtering operation ^. In further support of the rela-

'The images were essenticilly SKE/BKE images of disc signals. From Ch. 2, we know that the 
discriminant fimction of the ideal observer is a scjJar product between an image and a template 
matched to the signed. In this case, the matched filter was a simple region of interest (ROI), and 
Rose calculated the SNR by counting exposed pixels inside and outside the ROI. 
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tion between the human and ideal observer, the model was used to explain contrast 

threshold results published by several other authors. 

5.1.3 Signal-detection theory 

The contrast-threshold theory gave way in the 1950s to the discriminant-threshold 

model in signal-detection theory. In signal-detection theory, a model observer cal

culates a discriminant for each image and then makes a decision, signal present or 

signal absent, by comparing it to a threshold. Additionally, there is an ideal observer 

whose discriminant function is the likelihood ratio and whose threshold can include 

costs and prior probabilities. The discriminant-threshold model translates easily to 

image perception. The discriminant is seen to represent a psychometric response; 

it is assumed to be based on a perceptual likelihood that a signal is present. The 

variable threshold embodies the criterion or attitude of the observer; the human has 

been shown to incorporate costs and biases, as well as specific information regarding 

the likelihood that a signal is present (see below). Unlike mathematical observers, 

though, the human's decision process is not deterministic; if we present one image 

to a hiunan observer on separate occasions, the human may make two different de

cisions. Consequently, Fig. 2.1, which depicts the set of images partitioned into two 

non-overlapping sets by a mathematical observer, does not strictly apply to humans. 

This discrepancy in the model is ignored for now but is addressed later by adding a 

noise term to the discriminant of the hiunan observer. 

For the hiunan, the decision process is the sum of all the physical and cognitive 

processes beginning with the eye and ending with the brain. The eyes receive light 

input with little rods and cones. The light is absorbed by the retina and recorded 

as an electrical signal and transmitted along neurons to the visual cortex for some 

"hardware-dependent" processing. Finally, all the complex physiological processes 

combine with prior knowledge and experience, and a decision is made. 
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In explaining the human with signal-detection theory, a discriminant function is 

assiuned to exist, although it is, admittedly, imknown and probably random. By the 

end of the 1950s it was clear that the ROC curve unified some of the oldest experimen

tal methods in visual perception [Tanner and Swets 1954], the yes-no, rating-scale, 

and M-altemative forced-choice (M-AFC) tasks The biggest change in the meth

ods was that the truth about the presence of the signal had to be unknown to the 

observer. Another less obvious change was that noise had to be the limiting factor in 

detection, rather than the absolute amount of light; without noise, signal-detection 

theory is not appropriate. 

The origins of the conventional experimental methods in visual perception were a 

result of investigations concerning the diagnostic efficiency of roentgenographic and 

photofluorographic technics [Garland 1949]. These experiments employed a new twist 

on an old method. The old method was the yes-no task, and the new twist was to 

separate the errors. In the yes-no task, an image is displayed to the observer, and the 

observer is asked to choose whether a signal is present (yes) or absent (no). A math

ematical observer performs this task by calculating a discriminant and comparing it 

to the threshold for a yes or no decision. Of course, from signal-detection theory, we 

know that there are two kinds of errors in such a task, false alarms, which are related 

to the FPF, £ind misses, which are related to the FNF. At the time, however, these 

two types of errors were only imderstood in the statistical setting of hypothesis theory 

[Wald 1950], they were not part of standard protocols in medical diagnoses. 

The investigations svunmarized in Garland's paper identified the importance of 

separating the two types of errors in signal detection; firom there, they proceeded by 

proving that it was possible for a radiologist, by a conscious effort, to change his or 

her threshold. The methods employed to change a radiologist's threshold were simple 

^The "task" is always signal detection. However, under this heading there are several experi
mental methods that elicit diSerent responses. We shall use the term "task" when referring to these 
experimental methods and understand that they are all based on signal detection. 
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changes in the instructions. In addition to the first pass through the images, which 

yielded the pair of errors FNF and FPF, the observer repeated the yes-no experiment 

using the images originally declared "signal-present", except with the instructions to 

respond "yes" only when absolutely sure that the signal was present. Symmetry in 

the experiment dictated that the observer make another pass through the images 

originally declared "signal-absent" with the instructions that it was very important 

not to miss any signals. The subsequent signal-detection theory [Peterson et al. 1954] 

[Van Meter and Middleton 1954] tells us that the two additional passes through the 

images provide two more points {FNF, FPF) on an ROC curve, and the area under 

the ROC curve {AUC) is a useful summary index of this curve that can be used as a 

measure of image quality. 

Different methods were developed to sample the ROC curve with yes-no exper

iments, but they are all burdened by the need to repeat experiments. This led re

searchers to the rating-scale task; in the rating-scale task an image is displayed to 

the observer who is then asked to rank how likely it is that the signal is present. The 

scores, or confidence ratings, given by the human are analogous to the discriminant 

values calculated by a model observer; thus, they can be used directly to build an 

empirical ROC curve. In this way, the rating-scale task is sometimes known as an 

ROC task. In addition to being a more efficient use of an observer's time than the 

yes-no task, the rating-scale task has been shown to yield a more reliable calculation 

of the ROC curve and the AUC for a given number of trials [Green and Swets 1966] 

[Swets 1979]. 

There are two types of rating-scale tasks: continuous and discrete. The continuous 

rating-scale task allows for a unique confidence ranking of all the images (ignoring 

the chance of ties) and can be recorded with some device like a slide bar or knob. 

For a discrete rating-scale task, the humem is restricted to N categories with which 

to rank the likelihood regarding the presence of a signal in an image—a yes-no task 

is  an iV-point  rat ing-scale  task where N = 2. 
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While the yes-no and rating-scale tasks were effectively fleshing out the ROC 

curve, the threshold was still hi the hands of the observer and provided a source 

for biases and errors. In response, the M-altemative forced-choice tasks (M-AFC) 

were updated and put into perspective by signal-detection [Tanner and Swets 1954] 

[Green and Swets 1966). In an M-AFC task, the observer is presented M images, or 

1 image separated into M subregions, one of which has a signal. The observer must 

consider the alternatives and choose the one most likely to have the signal. A model 

observer executes this task by evaluating a discriminant for each alternative and then 

choosing the alternative that has the largest discriminant. 

Performance is simply the proportion correct (PC), the number of correct re

sponses divided by the number of trials. At first glance, this does not seem to be 

related to a TPF, an FPF, or an ROC curve. The PC does fit the ROC framework, 

however, when it is boiled down to the underlying probabilities. Consider M = 2; 

for a model observer given g e Hq and g' G //i, a correct decision occurs when 

f (g') > ^ (g). Therefore, the probability of a correct decision for a model observer is 

When we compzire Eq. 5.4 to Eq. 2.13, we see that PC in a 2-AFC task is exactly 

the same as AUC. This method circumvents the creation of an entire ROC cvure but 

gives only em estimate of the AUC. It does this by asking the observer to compare 

pairs of images instead of asking him or her to calculate an absolute ranking of all 

the images. 

It is interesting how three ostensibly different experimental methods all fit the 

signal-detection framework and can provide estimates of AUC which are 

consistent with one emother in theory and in empirical psychophysical results 

[Tanner and Swets 1954] [Green and Swets 1966). That being so, we have the free

dom to choose among them for our own experimental methods. In particular, the 

PC = F(i(g')>((g) I g  €//„.  g'S «,)  

d^'e f (i'V Pg (g I Ho) p, (g" I Ht) step(J (g') > ((g)) . (5.4) 
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psychophysical experiments in this dissertation employ the 2-AFC tasks. This is be

cause we feel that the pair-wise ranking alleviates the human of the responsibility 

of being in control of a threshold or quantifying a discriminant value; the method 

removes some sources of human error. The downside to the 2-AFC task is that more 

images are needed for the same accuracy [Green and Swets 1966], but this is not 

critical here since we shall be using simulated images . 

5.1.4 Simple images: flat-background images with white Gaussian noise 

In 1927, Louis Leon Thiu^tone analyzed psychological experiments in terms of a con

cept he caJled "discriminal dispersion" [Green and Swets 1966]. The essence of this 

concept is that the effects of stimulation can be represented as a random variable, 

and he assumed that the distribution of this random variable was Gaussian. Thus, he 

assumed that the probability of choices between two stimuli is related to the param

eters of stimulus distributions, and he proposed a distance to represent similarity, or 

dissimilarity. This measure was the difference between the mean stimulus values in 

units of the standard deviations of the stimulus distributions: that is to say, 

d = (5,5) 
(X 

While the theory was formulated for psychophysics, it was applied primarily to atti

tudes, opinions, handwriting, and other psychological attributes that are difficult to 

quantify.  Nonetheless ,  we now understand the distance to  be identical  to  the SNR 

of Rose, except that it assumes Gaussian statistics at its foundation rather than 

Poisson statistics. Furthermore, we see that this quantity is the detectabillty of a 

generic model observer defined in Eq. 2.18, where the variances of the signal-present 

and signed-absent images are equal—equal variances will be assumed throughout this 

dissertation unless otherwise specified. 

In the 1950s, the technology being used in psychophysics was television and radio, 

in which random fluctuations exist that are best described by fiat-background images 



199 

with white Gaussian noise; it is sometimes called daxk noise, shot noise, or electronic 

noise. Different from Poisson noise, which is a result of random light fluctuations, 

white Gaussian noise is typically internal to the imaging system. When the expected 

counts per pixel is larger than 20, however, flat-background images with Poisson 

noise are very similar to flat-background images with white Gaussian noise. In fact 

Gaussian random variables—means constrained to equal the variances—are typically 

used to approximate Poisson random variables in many simulations and derivations. 

When the noise is Gaussian, or approximately so, and the signal-detection task can be 

described as SKE/BKE, we've shown (Example 2.1) the following: 1) the discriminant 

of the ideal observer is known to be the scalar product of an image and the expected 

signal, 2) d and AUC are related by the error function (Eqs 2.22 2.21), and 3) the 

ROC ciiTve is one of a family that are parameterized by d, and likewise by AUC. 

What was discovered from the human results on images with white Gaussian 

noise, or white noise for short, was that when the human's empirical ROC curves 

were plotted, they seemed to be consistent with one from the family described above 

[Tanner and Swets 1954] [Swets 1964] [Green and Swets 1966] [Swets 1996]. It then 

followed that the performance of the human observer was linked to a particular d 

and AUC. We shall use this result to relate the PC of 2-AFC experiments to a 

detectability da, specifically 

4 = erf-^ (2 PC-1). (5.6) 

The subscript a indicates that the detectability comes from an estimate of AUC, 

namely PC. 

The detectability of the human related hiunan performeince to image parameters— 

via d of the ideal observer—in a way that was governed by the task. This led ex

perimenters to vary the signal size, signal strength, or noise power and track da vs. 

d. The results showed that the two detectabilities were proportional [Swets 1964] 

[Van IVees 1968] [Swets 1979] [Judy and Swensson 1981] [Swensson and Judy 1981]. 
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Then, following Rose, the square of the constant of proportionality, or the square of 

the slope of the line da vs. d, was understood to be efficiency 

[Tanner and Birdsall 1958]; that is 

In psychophysical experiments that followed, the flat-background images with 

white noise were a popular testbed upon which the human observer was analyzed, 

and it was soon learned that there was a kink in the linear relationship between the 

ideal and the human observers. This kink occurred at low detectabilities where, it was 

assumed, noise internal to the human was affecting performance. Such internal noise 

was presumed to exist almost anywhere in the visual system [Tanner and Swets 1954] 

[Barlow 1956] [Wickelgren 1968] [Welford 1968] [Cattell 1983]: the retina, along the 

neural pathways, and ending with the transformation from a physical scale to a sen

sory scale. These fluctuations in neural activity have subsequently been confirmed by 

physiological measurements on cats [Tolhurst et al. 1983]. 

Psychophysicists postulated that internal noise was characteristic of the imaging 

or observing system and independent of the image, and thus, it was fixed and invariant 

with scene luminance. In this way, it dominates at low luminances much like the noise 

in a television amplifier, the shot noise in a scaiming beam, or the fog in photographic 

film. Later, it was found that the internal noise actually separated into two terms, 

one that was independent of the image and one that was induced by the noise actually 

present [Burgess Eind Colbome 1988]. 

On an operational level, internal noise can encompass any variability that occurs 

when an experiment is repeated with the same stimulus, £ind it can be attributed to 

factors other than just physiological ones. Such possible factors include lapses of at

tention and fatigue [Jastrow 1888], and uncertainty of the signal [Biurgess et al. 1979] 

[Burgess and Colbome 1988] [Burgess et al. 1997], as well as numerous other fluctu

ations in the environment and observer that cannot be controlled [Blackwell 1952]. 

(5.7) 
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As regards the visual perception model, this internal noise is interpreted as vari

ability in the discriminant or the threshold [Nagaraja 1964) 

[Wickelgren 1968] [Goodenough and Metz 1975], and can be realized for a model ob

server simply by adding more noise to an image or a random variable to the discrimi

nant. When internal noise is combined with efficiency to describe the hiunan observer, 

the detectability of the human is modeled to be [Pelli PhD 1980] [Burgess et al. 1981] 

[Burgess and Colbome 1988] [Pelli 1990] 

,j >2 (""1 - maf 

where is the amoimt of noise that needs to be added to an image to reduce the 

detectability of the ideal observer to that of the human. This model allows for the 

human to be linearly related to the ideal observer as the detectability increases while 

adjusting for the kink at low detectability. 

5.1.5 Simple transformations of fiat-background images with white noise 

The previous subsection identified the research in psychophysics that followed its 

introduction to signal-detection theory. As a result of this research, the matched 

filter was becoming synonymous with the ideal observer because the images were 

SKE/BKE with white noise. Having thoroughly investigated this class of images, 

psychophysicists began looking for a new class of images. The problem with finding 

new images to study was that the images had to be defined simply enough for the 

ideal observer to be tractable. Once again, technology, and more specifically this 

time, medical imaging, provided the images ajid the model. 

The technology to which we are referring is the main setting for this dissertation, 

radiologic imaging. The model of the images and their statistics was outlined and 

applied to signal detection in Ch. 3. In Ch. 4, borrowing from the researchers of 

the time, we considered a continuous-to-continuous linear and shift-invarieint (LSIV) 

operator. This model, as opposed to the continuoxis-to-discrete model, was actually 
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appropriate for the imaging technology of the time, which used non-pixelized film 

and phosphor screens. With continuous images, it was possible to legitimately use 

the Fourier transform, diagonalize the operator, and solve for the ideal observer. In 

the 1970s, the detectability was better known as the signal-to-noise ratio, and the 

integral (Eq. 4.20) was dissected to reveal the signal spectrum, the Wiener, or noise-

power, spectrum of the system noise (WS or NPS), and the noise equivalent quanta 

(NEQ=^). 

Of course, radiologic imaging was itself evolving. In particular, the technology 

was going digital, and this meant that it was possible to process the data on a com

puter after collecting it. Examples of postprocessing transformations include scaling, 

smoothing, contrast enhancement, and object reconstruction. This raised some ques

tions, most notably. When is it good to process the data? Certainly, in situations like 

computed tomography, it is necessary to process the data before presenting it to the 

human; reconstructing projection data is an essential step in visualizing the object. 

However, there are several ways to reconstruct data, and as one might expect, they 

result in different looking images and affect hiunan performance in different ways. 

If the ideal observer is truly ideal, the transformations of the data and the sub

sequent distributions in the transformed space are known. When a transformation 

U of the data is invertible, the ideal observer does not change. The ideal observer 

can either undo the transformation and evaluate the likelihood ratio as usual, or 

it can calculate the likelihood ratio in the new space. These two likelihood ratios 

are equal because the conditional probabilities are related by the same Jacobian, or 

normalization factor, and cancel; that is, 

,  ,  ,  P ( s \ H v )  Pu(«(g) Iff,) |DW(g)l 

The ideal observer does not need postprocessing, and it does not need a reconstruc

tion. In fact, these methods can only have a negative impact on ideal performance. 

As regards the hxmian observer, which benefits from certain transformations, it fol
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lows that the ideal observer is at odds with the hnman, and one wonders. How does 

the ideal observer fail to model the humanl 

The early experiments in radiologic imaging considered images from uniform ob

jects or simulated such images. The measmred data, therefore, were flat-background 

images with white approximately-Gaussian noise, SKE/BKE. There were two com

mon types of transformations being performed on these images, 1) display transfor

mations, and 2) LSIV transformations. 

Display transformations 

A good psychophysicist is always mindful of the absolute luminance of an experiment 

as well as the relative changes and contrast; as such, the display must be included in 

the imaging chain when modeling the human. In the digital world, the measurements 

are integrated, dynamic quantities that get displayed pixel-by-pixel in quantized bits 

along a grey-scale according to a monitor's output capabilities. Ordinarily, monitors 

have 8 bits, or 256 levels, of quantization. 

The first step in quantizing the measured data is done with an affine transforma

tion that shifts and scales the data into the 256 bins. The default method for doing 

this is to find the range of measured values within an image igmm,9max) and then 

simply shift and rescale all the values by the following, 

sr = W " »•"'") • 

While this transformation seems simple enough, it is complicated because it is image 

specific. As such, the distribution of images after this transformation is difficult 

to describe and impossible to invert unless (5min»5max) are recorded for each image. 

Therefore, for the purpose of keeping the transformation invertible, the images in 

psychophysics experiments are typically shifted and scaled by common factors. When 

this is done, the process is invertible, and the ideal observer does not change. 
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The standard practice in monitor design is to linearly relate the log of the output 

luminance to the grey scale. The log fimction is invertible and, therefore, does not 

affect the performance of the ideal observer. The visual perception rationale for the 

log transform is based on the approximate validity of Weber's law at high levels 

of luminance. In other words, the goal of the log-Unear relationship is to keep the 

performance of the hiunan constant as images, signal, and noise are scaled. If this is 

accomplished, the human, like the ideal observer, will not be affected by scaling the 

displayed brightness of an image. 

The combination of the aflRne transformation and the log function are completely 

invertible and do not affect the ideal observer. Regarding the human observer, exper

iments show that when images are noise-Hmited, the human is invariant to changes 

in brightness by a global affine trEinsformation, as well as the default image-dependent 

transformation described above [Judy and Swensson 1981] [Judy and Swensson 1985|. 

Of course, there are some expected limits to these observations based on the finite 

number of possible grey levels. At one extreme, the scale can reduce the contrast of a 

signal to be less than a single grey level. At the other extreme, it can be insufficient 

to contain all the contrzist in an image [Judy and Swensson 1987]. 

LSIV transformations 

Smoothing transformations and contrast-enhancement techniques are typically de

fined by an LSIV operator, which is known as a filter in the spatial domain and a 

transfer function in the Fourier domain. In the case of smoothing, the transfer func

tion is typically positive and rotationally symmetric with a peak at zero frequency 

and a monotonic decay to zero; a Gaussian fimction is a common smoothing filter. 

The corresponding filter and noise are often called low-pass because it allows the low-

frequency content of an image to pass through to the result. By varying the width of 

the filter, or the spread of the Gaussian, the amount of smoothing is affected. In the 
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extremes, the image is either transformed to a constant, or the image is not changed 

at all. In the case of contrast enhancement, the transfer function often has little 

or no contribution at low frequencies and instead passes the high-frequency content 

through to the result. The corresponding filter and noise are often called high-pass. 

A tjrpical situation that gives rise to filtered-white noise is the result of reconstruct

ing flat-background images with white noise. Examples of low-pass noise are seen in 

the first few iterations of maximum-likelihood expectation-maximization (MLEM) re-

constnictions, and filtered back projection (FBP) is known for producing 

high-pass noise [Wagner et al. 1992] [Myers et al. 1993] [Llacer et al. 1993] 

[Abbey and Barrett 1995) [Abbey et al. 1996]. 

What the LSIV model allows, or, really, what the Foiurier domain allows, is an 

easy and efficient way to systematically describe and realize different correlation 

structures that can probe visual perception. The results boil down to just a few 

points. First, for a fixed correlation structure, the human seems to behave like 

the ideal observer when varying signal size, signal contrast, and noise level. The 

ideal observer also seems to model the human as the width of a low-pass filter 

is varied. In particular, results suggest smoothing does help and should perhaps 

be optimized. However, when the noise comes from a high-pass filter, the human 

is more consistent with the non-prewhitening matched-filter observer (NPW) than 

the ideal observer [Wagner et al. 1979] [Tsui et al. 1978] [Judy and Swensson 1981] 

[Burgess et al. 1982] [Wagner and Brown 1984] [Wagner and Brown 1985] 

[Myers et al. 1985] [Myers and Barrett 1987] [Burgess et al. 1997]. The NPW ob

server simply matches the expected signal to the data; there is no decorrelating, or 

"prewhitening", of the data. 

The results are a Uttle disappointing. Not only is the human not always an ideal 

observer, but he or she can only decorrelate data some of the time. Some of the 

experiments that we present in this dissertation probe further at the question implied 

here. Specifically, they investigate different correlation structures that emerge from 
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the liunpy-background nuclear-medicine images defined in Ch. 3. This approach 

follows a line of reasoning that gets away from uniform objects and is based on a 

belief that interesting objects have structure: himian anatomy has structure. 

5.1.6 Structured backgrounds 

In some imaging systems, or at large enough exposure, the signal-detection problem 

is truly not noise-limited; the signal can be seen. When this is the case, however, 

it is still possible that the signal will be missed. The surrounding structure—the 

rest of the anatomy—can give cover to the signal. Such observations make it clear 

that structured noise is an important and often neglected variable in studies of vi

sual perception, observer error, system design, and image processing [Kundel 1975] 

[Beirrett 1990]. 

The effects of complicated backgrounds on the signal-detection process were rec

ognized as early as 1956 and labeled conspicuity [Boynton and Bush 1956]. One defi

nition of conspicuity took the ratio of contrast to complexity [Revesz et al. 1974]: the 

contrast was described as the mean density change normal to the contour outlining 

the signal, and the complexity was the mean density change tangential to the con

tour. This conspicuity ratio was found to correlate well with the log-probability of 

detection of simulated nodules in chest radiographs, but it was slightly complicated 

and required manual identification of points on the contour outlining a nodule. 

In this section, we trace out how complex images force the researcher to approxi

mate image distributions in the signeJ-detection anedysis. Admittedly, ideal observers 

derived from approximate distributions are sub-optimal, but at the same time, they 

are often ideal with respect to the amoimt of information supplied to them. For exam

ple, it could be argued that the NPW observer mentioned in the previous subsection 

makes the best use of knowledge of the signal, and the Hotelling observer makes the 

best use of the signal and the image covariance matrix. 
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Same models, new images 

The evidence that structure affects decision-making was not lost on the 

visual-perception community, but it was still hard to let go of the model based on 

white and filtered-white noise. This led to simulated images with two contributions of 

noise. The first component was meant to represent a random background, or object, 

and the second component was meant to represent the randomness from the noisy 

measurement process. Normally, the first component had long correlations, and the 

second component had short or no correlations. Clearly, these images are poor substi

tutes for clinical images, but once again they allow the experiments to systematically 

probe the visual perception model of the human. The findings for these SKE/BKS 

images with white, or even filtered-white, measurement noise were very similar to 

those found in the previous subsection; namely, the human could prewhiten low-pass 

noise, but not high-pass noise. Again, the NPW observer was consistent with the 

human when there was high-pass noise, and the ideal observer was consistent when 

the noise was low-pass [Myers et al. 1985] [Myers PhD 1985] [Yao and Barrett 1992] 

[Barrett et al. 1993] [Myers et al. 1994] [Burgess et al. 1997] [Burgess 1999]. 

In addition to the conclusions regarding low-pass and high-pass noise, other ob

servations were made. One observation was that complicated non-random structure 

was as detrimental to performance as complicated random structure. This was found 

by comparing results from two M-AFC experiments. The first experiment presented 

a different random background in each alternative, and the second experiment pre

sented the same background in all alternatives—the background was non-random, 

only the measurement noise was different [Burgess et al. 1997] [Eckstein et ed. 1997]. 

In explaining the performance losses, internal noise was assigned to each effect. That 

is, there was internal noise assigned to signal-detection in white noise, there was in

ternal noise that explained the decrease in performance from the repeated structured 

background—this noise was interpreted as the effect of a "contreist geiin-control mech
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anism" and references related to this were given—and there was internal noise that 

accounted for the decrease observed when the structured backgroimd was varied. The 

shortcoming of the intemal-noise model is that it is empirical in nature. It only quan

tifies the performance decrease, it does not really explain it; for example, it ignores 

the human's ability to do limited noise decorrelation. 

Hotelling observer 

In an attempt to analyze human performance when images are more complicated 

than correlated noise, the Hotelling observer was proposed [Smith and Barrett 1986] 

[Fiete et al. 1987]. The Hotelling observer, recall, is the linear observer that max

imizes detectability and is equal in form to the ideal observer given images with 

any kind of Gaussian noise, be it white, correlated, or more generally, defined by a 

covariance matrix C. The template of the Hotelling observer is expressed by 

w = Cg^s, (5.11) 

which shows that the observer adapts to the first- and second-order statistics of the 

image distributions. The advantage of the Hotelling observer is that images do not 

have to conform to any particular model; potentially, it is possible to estimate w from 

sample images. The Hotelling observer has proven useful in the general understanding 

of signal-detection and the human observer. 

In Fiete's psychophysical experiments, the images were 64 random liver phantoms 

that were clearly not the result of correlated noise. To get the Hotelling performance, 

the covariance matrix was estimated firom the 64 random images, and a simple method 

to invert the covariance was proposed and implemented. The experiments compared 

the Hotelling observer to the human for different combinations of blurring and mea

surement noise. The results showed that there was a strong correlation between the 

two, and the differences could be accounted for by internal noise and inefficient sam

pling. On account of the complicated images, the ideal observer was nonlinear, and 
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Fiete was mildly surprised to find that the Hotelling observer, constrained to a linear 

combination of the data, still outperformed the hiunan. He speculated that the hu

man observer, like the ideal hnear observer, must not be able to implement nonlinear 

decision strategies. 

Following the trend to avoid the styUzed images with two 

components of correlated noise, lumpy-backgrounds were invented [Myers et al. 1990] 

[Rolland and Barrett 1992] [Rolland PhD 1990]. Ironically, the initial experiments 

with these images were, to a good approximation, two contributions of correlated 

noise, a low-pass background and uncorrelated measxu-ement noise. As such, the 

Hotelling observer was approximately the ideal observer, and the results supported 

the general findings that the human was like the ideal observer in low-pass noise. More 

interesting, though, was that the experiments were designed to address two practical 

questions, How does human performance change with respect to pinhole diameter, and 

How does human performance change with respect to exposure time'? 

The experiments in which the pinhole diameter was varied attempted to explain 

a disagreement between theory and practice. A larger pinhole gave better photon-

collection efficiency at the expense of spatial resolution, and, in practice, spatial res

olution was clearly essential to imaging. Theoretically, when the task was SKE/BKE 

detection, the ideal observer chose the largest pinhole available. In other words, spa

tial resolution did not matter to the ideal observer. When the analysis was done with 

the lumpy-background images (SKE/BKS), performance was found to peak and then 

decrease as the pinhole diameter was increased. Apparently, after adding random 

structure, the ideal observer needed resolution that was not needed in the SKE/BKE 

task. The NPW observer, by comparison, did not show a peak; there was only a 

decrease in performance. The results of the psychophysics experiments showed that 

performance by the human, like the ideal observer, peaked and then decreased with 

increasing pinhole diameter. 

The exposure-time experiments were motivated by the need to imderstand the 
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trade-off between radiation exposure risks and image quality. In the SKE/BKE for

mat, the squared detectability of the ideal observer was found to increase linearly 

with exposure time {(P ccT). In the SKE/BKS format, the squared detectability 

of the ideal observer was found to exhibit a power-law dependence with exposure 

time oc T°). These results were in contrast to those of a NPW observer whose 

detectability saturates as T increases [Myers et al. 1990]. The psychophysical re

sults suggested that human performance did not saturate [Rolland and Barrett 1992] 

[Rolland PhD 1990], thereby making the Hotelling observer a better model of the 

human than NPW observer. 

This work by Rolland and Myers was a significant motivation to the work in this 

dissertation. In particular, we have already investigated the exposure-time behavior 

of the Hotelling observer given lumpy background images (Ch. 4). The analysis was 

different from earlier aneilyses in the sense that the images looked less like low-pass 

correlated noise plus uncorrelated measiurement noise. For example, we considered 

different shapes in addition to Gaussian profiles for the lumps and found that the 

exposure-time dependence was different for the different lumpy backgrounds. We 

also varied the average number of lumps in an image. This change caused the images 

to look more discrete and much less like correlated noise; the image histograms were 

definitely non-Gaussian, and the Hotelling observer is probably a poor approximation 

to the Idezil observer. 

In the next section, we explore how these changes impact the human observer. 

We find that the exposure time affects the performance of the Hotelling observer and 

the hxunan observer in the same way except when there are negative correlations in 

the data. To be sxu-e, these results are related to the observations regarding low- and 

high-pass noise. We also vary the number of lumps in an image. This experiment 

has already been done, and the results showed that the lump density did not matter 

[Yao PhD 1994]. The results of Yao are limited, however, and in this dissertation we 

expand the range of Ixunp densities and consider different lump shapes. The results in 



211 

this expanded investigation show that human performance does change as the lump 

density is changed. 

Visual response functions and channels 

The review of visual perception that has been presented above has been biased to 

the theoretical signal-detection framework. This framework has uncovered many in

teresting aspects of visual perception, but has done so by ignoring the physiology of 

the visual system. In this subsection, we outline one line of research that attempts 

to incorporate some physiology of the visual system into the ideal observer model 

of human. In the discussion, the focus is on the signal-detection psychophysics and 

does not go in depth regarding the physiology. In other words, we boil the discus

sion down to its mathematical description while including a heuristic description of 

how the physiology of the visual system is incorporated. The reader interested in 

the physiology that motivated and directed this line of research should refer to the 

references listed herein. 

In the signal-detection literature, the human has cUways been likened to an imaging 

system. In this way, the human is often assumed to be an LSW operator with a 

visual response function (VRF), which is the analog of an LSIV system's MTF. The 

most notable characteristic of the VRF model is that it suppresses the low-frequency 

content of £in image and instead measures the information within some frequency 

band. The most popular embodiment of this concept was called the "eye moder 

[Burgess 1994). Some results with the VRF model were encouraging, but in the 

end, the successes could be explained by other models, and several exceptions were 

identified [Burgess et al. 1981] [Loo et al. 1984] [RoUand et al. 1989] [Burgess 1994] 

[Burgess et al. 1997] [Eckstein et al. 1998] [Burgess 1999] [Abbey and Barrett 2001]. 

The basic shortcoming of the VRF model was that it was unable to adapt to different 

image statistics. 
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In 1987, the VRF model and the Hotelling observer merged to become the 

channelized-Hotelling (ch-Hotelling) observer [Myers and Baxrett 1987]. The idea of 

channels in the visual system was not new, but the model developed was succinct, 

tractable, and quite successful. It is the current front-nmner of the models of the 

human that was bom out of signal-detection theory, and we shall be comparing it to 

human performance in the psychophysical experiments of this dissertation. 

The general model of the ch-Hotelling observer was described in Sect. 4.2, and 

the goal was to achieve optimal performance. For visual perception, the goal is to 

model the human; so, the channels are based on the htm:ian visual system. Each 

channel of the model is, in effect, a VRF; each suppresses the low-frequency content 

and measures some band of high-frequency content. The different templates are, 

essentially, band-pass filters evaluated at the signal location. The width of each band 

is taken to be 2/3 the center frequency, and the bands have minimal overlap. Such 

a relationship is called octave bandwidth spacing. To understand octaves, we draw a 

frequency axis and mark off frequencies /, 2/, 4/, 8/ (Fig. 5.2). These points are used 

to demark non-overlapping octavely-spaced band-pass channels. The center points of 

all these intervals can be calculated easily, and the results show that the bandwidth 

is 2/3 the center frequency. 
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FIGURE 5.2. Octave bandwidth spacing. 
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The ch-Hotelling observer was successful at describing most of the results pre

viously encoimtered. It seemed to optimally balance out the debilitating effects of 

individual VRF's with the ideal observer's ability to exactly decorrelate informa

tion. In particular, it explained human performance in both low- and high-pass noise 

[Myers and Barrett 1987] [Yao PhD 1994] [Burgess et al. 1997] [Burgess 1999]. It has 

found fiui;her success in more complicated situations [Abbey PhD 1998] 

[Abbey and Barrett 2001], and with real clinical images [Eckstein et al. 1998] 

[Eckstein et al. 2000]. 

The practical advantage to using the ch-Hotelling observer, besides its physiologi

cal foundation and empirical support, is that the reduced dimension makes it possible 

to estimate the covariance matrix from sample images and then invert it numerically. 

This advantage was exploited in Sect. 4.2 and is just as applicable when modeling 

the human. 
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5.2 Psychophysical Experhnents 

The experiments and models discussed in this chapter are natural extensions of those 

before me at the University of Arizona [Barrett et al. 1993]. In particular, we inves

tigate the effect of noise correlation on human performance in a signal-detection task, 

and we compare the results to the Hotelling observer derived using Fourier methods 

(ft-Hotelling) [Myers PhD 1985] [Myers et al. 1985] [Fiete and Barrett 1987] 

[RoUand et al. 1989] [Yao and Barrett 1992] [Myers et al. 1994], as well as to the 

ch-Hotelling observers, which are optimal in the lower dimensional channel space 

[Myers and Barrett 1987]. 

The ch-Hotelling observers are designed in two ways. The first is meant to estimate 

the unconstrained Hotelling observer [Barrett et al. 1998a]. Its advantages over the 

ft-Hotelling observer are that it does not need all the a priori information that the 

ft-Hotelling observer needs, yet it meets or beats its performance. It is practical 

and realizable. The second, and original, type of ch-Hotelling observer is meant to 

model the himian [Myers and Barrett 1987] [Abbey et al. 1996] [Abbey PhD 1998] 

[Abbey and Barrett 2001]. As such, the channels are visual response functions seen 

in physiological experiments. 

The images in the psychophysical experiments are the Iiunpy backgrounds 

[Holland PhD 1990], which, by definition, are not filtered-white noise but are sim

ilar to filtered-white noise in certain limits. These images, modeled and defined in 

Ch. 3, are simple enough to yield analytic expressions for the mean and autocovari-

ance function [Myers et al. 1990]; these statistics uncover the role of exposure time T 

[Rolland and Barrett 1992] and lump density q [Yeio and Barrett 1992] 

[Yao PhD 1994]. These parameters were varied in experiments designed to validate 

the ft- and the ch-Hotelling observers. The experiments were successful, but the 

Irnnpy backgrounds were limited. The lumpy backgroimds used had Gaussian lumps 

and were still approximately correlated noise. In this dissertation, we expand on 
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these experiments by examining human performance when the lumps are the circle 

and besinc functions, in addition to the Gaussian function. Furthermore, we exam

ine human performance for extremely small values of 77, such that the images are 

definitely not correlated noise. 

The images used in the psychophysical experiments were all derived from the Q-

like lumpy-background images modeled and defined in Ch. 3. There are two basic 

experiments: one that varies exposure and one that varies exposure and lump density. 

Before we describe these experiments in detail, we discuss some global parameters: 

how the images are displayed and who the observers are. The chapter concludes with 

the experimental results and some discussion. 

5.2.1 Image display 

Creating images for hiunan observers is considerably more difficult than creating 

images for model observers, because the human needs to view the data. A model ob

server can accept double-precision, floating-point, or integer data, while the dynamic 

range of many digital display devices and programs is usually [0,255] grey levels. Ac

cordingly, it is necessary to rescale and shift measured data into that finite range of 

grey-levels. We will refer to this whole transformation as the quantization of the data. 

One of two bad situations can arise as a result of the finiteness of the quantization 

process. First, it is possible to reduce the scale of the image enough such that any 

change due to the presence of the signal disappears; the signal cannot even be detected 

in a noise-free image. In the other extreme, if the scale is not reduced enough, there 

could be data values below 0 and above 255; these values are set to 0 and 255, 

respectively, through a process called clipping. An imdesirable consequence of clipping 

is saturation—large areas of the image are black or white—as is demonstrated in Fig. 

5.3. Notice how satiuration obscures the "signal" in the image on the right. 
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FIGURE 5.3. On the left is an image of a properly scaled image. On the right is 
the same image with insufficient scaling. Notice that the saturation washes out the 
interesting structure in the image, the "signal". 
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For the work here, we approach the data quantization in a very systematic way. 

First and foremost, all images from the same problem statement, or ensemble, are 

quantized in exactly the same way; this quantization process is not image dependent. 

As the pixel variability increases within an image, or as the variability increases from 

image to image in an ensemble, finding a universal scaling becomes more difficult to 

realize without losing the signal or saturating parts of images. Thus, this quanti

zation, to some extent, limits what image ensembles can be used for psychophysics 

experiments. 

The next constraint used to define the quantization process prevents us from losing 

the signal. We fix the scale of the expected signal such that the signal spans 10 grey 

levels. This is because we believe that the signal should be infinitely detectable when 

presented with no noise, and a change of 10 grey levels is typically perceivable on 

most computer monitors at most absolute scales. Finally, we shift the data values 

such that the mean of the ensemble is halfway up the grey-scale, 128 on a 256 scale. It 

should be noted that quantizing the images as described above is deterministic given 

knowledge of the signal profile and the ensemble mean of the images. It follows that 

a particular ensemble either fits into the [0,255] range or not. If the ensemble does 

fit, it is appropriate for a psychophysical experiment. 

There are many ensembles that do not fit exactly in the [0,255] range but only have 

a minimal amount of clipping. In these cases, there is no saturation per se; the clipping 

affects random pixels instead of larger contiguous areas. One way to check this is to 

inspect the images themselves and look for images with saturation. Alternatively, 

we can inspect the grey-level histograms of images. Saturation is manifested in a 

grey-level histogram that has spikes at 0 or 255. In Fig. 5.4, we present the image 

histograms of the two images in Fig. 5.3. Notice the spikes at the end of the tails 

in the grey-level histogram of the saturated image (left). These are artifacts of the 

quantization and are not characteristic of the image distribution; they are undesirable. 

In any case, allowing some clipping is a judgement call. The main idea is that the 
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quantization does not significantly affect the image distribution. 

There is one final constraint, or guideline, that we will follow, and it is directly 

related to the variability of the performance estimate from a finite sample. The rule of 

thrunb for 2AFC experiments is that human PC should be between .85 and .95. The 

reason for this is that the coefficient of variation, which is defined as standard error of 

the estimate divided by the estimate, is at a minimum for these values [Burgess 1995]. 

This final criterion is checked and adjusted with small pilot studies. 

The images were 256 x 256 pixel arrays with a width of 54mm on the display 

monitor. The luminance of the monitor was log-linear with grey value, and the 

mean was approximately 18fL; the brightness control was disabled and. therefore, 

not adjustable. The average viewing distance was about 50cm. although it was not 

controlled [Burgess et al. 1997], and the ambient room lighting was low. 
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FIGURE 5.4. The grey level histogram of an image. The one on the right shows a 
spike at 255 indicating excessive clipping, or saturation. 
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5.2.2 Observers 

Clearly, the experience of the observer—understanding how the images were created, 

knowing how objects and the imaging system interact, and being familiar with how 

signals should appear—has a significant eflfect on the task of interpreting the images 

and making decisions. A radiologist, for instance, is educated in anatomy and physi

ology. This education is a significant part of the overall training and experience that 

a radiologist needs to make a decision. However, the training and experience that we 

require of the observers for the work in this dissertation is much less. 

The psychophysical experiments in this dissertation do not involve any profession

als in medical imaging. There are two basic reasons for this. First, all the images 

in this dissertation are the result of simulated imaging systems or sampling from 

probabiUty distributions, i.e. the images zire not real. Therefore, the experience and 

knowledge of professionals is not necessary. The second reason for not using profes

sional observers is that the emphasis in this work is on basic psychophysics: we are 

curious about how the visual stimulus and the signal-detection task are connected. 

For this reason, we need any pair of eyes connected to a brain that is willing to look 

for the signal and decide if it is present or not. If the task required experience, tliis 

would be another source of variability and would be difficult to control. For the work 

here, observers included the author, coworkers, and psychology students at University 

of Arizona. 

Since most of the observers had no background or training in signal detection, they 

required some initial training. The main piupose of the training was to acquaint the 

observers with the basics regarding viewing conditions, the task (2-AFC), running 

experiments, and recording the performance. The initial trciining included 36 sets 

of 100 pairs, one signal-present and the other signal-absent. The images were flat 

backgrounds with white noise. During one pass, or run, each pair was presented on 

either side of the reference for the signal; the location was randomly determined (see 
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Fig. 5.7). For each pair, the observer was instructed to click on the image that he 

or she believed contained the signal. By the end of the training, the observers felt 

that they knew what was expected of them, and their performance was acceptable 

and stable. 

5.2.3 Model observers 

There aire two classes of model observers that we compare to the human. In the first 

class are estimates of the true Hotelling observer examined in Ch. 4: the ft- and LG 

ch-Hotelling observers; the dft-Hotelling observers are left out as their results were 

quite sensitive to the lump function. In the second class are suboptimal observers 

designed to include more physiology of the human. The design is the ch-Hotelling 

observer with noisy channels that correspond to visual-response functions (VRF). 

In the following, we give the details of the particular visual-response functions used 

here, and refer the reader to Sect. 5.1.6 for references regarding the physiological 

underpinnings. 

The models that are examined here have been quite successful in describing the 

himian. They use difFerence-of-Gaussians (DOG) functions to define the channels, 

and a simple Gaussian random variable to define the noise in each channel. This 

channel noise models the noise internal to the observer as described in the last section. 

Efficiency is another factor in the model. It is a common way to scale the results of 

a model observer to that of the human. Now, rather than fitting the DOG model to 

the data, we examine two examples, as defined by Abbey [Abbey and Barrett 2001), 

that have demonstrated themselves as good predictors of hiunan observers for images 

similar to the ones here. In other words, we shall test these cheumels as given, rather 

than fitting a DOG model to the data. 

The DOG functions are defined in the Fourier domain to give zero response to the 

zero frequency and have overlapping bandwidths that are octavely spaced; they are 
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given by 

U i (p )=exp [ - i ( ^ )  - exp | - i ( ^ )  (5.12) 

for some Q,a, and O-Q, where CTj = gq ct'. We sheill consider Abbey's sparse models 

that only have 3 channels. Abbey examined a dense model as well, but this was seen 

as an estimate of the Hotelling observer, and we already have one of those: the ch-

Hotelling observer with LG channels. The particular results shown here correspond 

to observers with the following chaimels; 

1- WDOGI : 3 DOG channels with Q = 2,a = 2, and (Tq = .015 (see plots I, 2, and 

3 in Fig. 5.5), 

2. WDOG2 : 3 DOG channels with Q = 2, a = 2, and (Tq = .030 (see plots 2, 3, and 

4 in Fig. 5.5), and 

3. WLG 10 LG channels with a = 45.0. 

The channel noise e used in Abbey's model is an independent but not identically 

distributed Gaussian random vector, such that the particular variance of each channel 

is proportional to the actual variance of that channel. This can be expressed by 

In this model, the added variabiUty is induced by the actual variability instead of being 

independent of it (cj = 1). While this channel noise can be realized on an image by 

image basis, we shall realize its impact by adjusting the expression of detectability; 

namely. 

[CcH + noiselt,i' 

where |C.]„, = c, hi" 

(5.13) 

(5.14) 

'cH + noise 
((WcH^'g I H m )  -  (WcH^g I H m ) f  

(WeH)' (W'CgW + Q) WeH 
(5-15) 
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FIGURE 5.5. Radial profiles of the Difference-of-Gaussians (DOG) functions in the 
spatial (top plot) and Fourier domains (bottom plot). Plots 1, 2, and 3 correspond 
to the charmels of WDOGI? a-iid plots 2, 3, and 4 correspond to the channels of WDOG2-
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The detectability given above is one of two that will be calculated for each the 

ch-HoteUing observers the other detectability does not include the internal noise 

term. Both are estimated from the same quantized images that are displayed to the 

human in the psychophysical experiments. The images are described next, but the 

general experiment generates 500 sample image pairs per ensemble. The first 100 are 

designated for training, and the remaining 400 are separated into 4 test sets of 100 

image pairs each. According to this set up, the observers that need training, i.e., the 

ch-Hotelling observers, are trained on the first 100 image pairs, and the performance 

of each observer is given by detectability as calculated from discriminants for each 

test set. 

5.2.4 The exposure experiment 

In the exposure experiment, the images are exactly the same ^-like liunpy back-

groimds defined in Ch. 3 and examined in Ch. 4, except the amplitude of the signal 

is adjusted so that PC for the human is about .85 at T = 50 sec for the three lumpy 

backgrounds. Additionally, the signal is scaled with respect to exposure T such that 

the performance of the ft-Hotelling observer is invariant to T for the Gaussian lumpy 

backgrounds. This scaling is used for all the lumpy backgrounds, and the subsequent 

performance of the ft-Hotelling observer is depicted in Fig. 5.6. The main purpose 

for scaling the signal described above is that it helps keep performance in a suitable 

range for testing: human performance is neither trivial, nor is it impossible. 

'The performance of the ft-Hotelling observer is calculated numerically using Eq. 4.20. 
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The exposure experiment tested 6 observers with 2-AFC tasks for 9 image ensem

bles: three liunp types (Gauss, circle, and besinc) and three exposure lengths (50, 

250, and 750sec). For each ensemble, 500 pairs of sample images were created; a 

pair included a signal-present and a signal-absent image. The 500 image pairs were 

separated into 5 sets of 100, where the first set was for training the observer and the 

other 4 sets were for data collection. 

In a test the observer was presented each pair of images of a particular set in a 

random order. The images were displayed on either side of the reference signal, and 

the observer was instructed to click on the image he or she thought contained the 

signal; refer to Fig. 5.7 for an example pair and the reference signal as they appeared 

in a test. After the observer clicked on the image of choice, feedback regarding their 

success or failure was provided—the words "correct" and "wrong" were Hashed on 

the screen. Trial-by-trial feedback was provided since it seems to be common practice 

and observers prefer it. The general thought on feedback is that it helps bring about 

a rapid approach to asymptotic performance, and that its effect is relatively small 

when the signal is previewed prior to each block of trials [Green and Swets 1966]. 



FIGURE 5.7. In the 2AFC experiment the observer selects the image they believe 
contains the signal by clicking with a mouse pointer. 
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The experiment began with experiment-specific training that was meant to ac

quaint the observers with the variety of ensembles in entire experiment. In this 

training, the observer was tested on each training set from the 9 ensembles. In these 

training tests, the observer is supposed to get a feel for what signal-present and signal-

absent images look like and develop his or her decision process. The observers were 

permitted breaks in between sets. For this training, they were also allowed to leave 

and come back. 

The data collection involved 2 parts for each ensemble. The first part was a retest 

on the ensemble-specific set of training images. This was done to remind the observer 

of the ensemble and allow him or her to finalize, or fix, his or her decision process. 

The second part, the data collection, tested the observer on the remaining 4 sets of 

images. Performance for each set was scored with proportion correct PC and then 

mapped to detectability with the error function; this detectability is denoted da to 

reflect its relation to PC and the AUC. The observer was allowed breaks in between 

sets, but was not allowed to leave imtil all data was collected for the ensemble. 

5.2.5 The lump density experiment 

The lump density experiment is equal to the exposure experiment repeated three 

times. The first time is exactly the same as the exposiu-e experiment, and the other 

two times differ only in lump density and amplitude. The lump densities for the three 

experiments correspond to an average of 50, 5, £md 1 lump(s) per image, respectively. 

The lump amplitude is adjusted such that the contribution to the covariance matrix is 

left unchanged. As such, performance of the ft-Hotelling observer remains imchanged 

with respect to the lump density (see Fig. 5.8), and the experiments test whether the 

hiunan behaves similarly. 
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5.2.6 Results 

Exposure experiment 

The results from the human observer axe shown in comparison to the optimal ft- and 

ch-Hotelling observers in Fig. 5.9. The detectability is plotted with respect to the 

exposure time for each of the lump functions (n.b., for clarity the x-axis is not to 

scale). We notice that the two optimal observers, the solid and dashed lines in the 

plots, track together pretty well. One interesting observation is that these observers 

are flat over the exposure time for the besinc lumpy backgrounds. This indicates 

that the exposure is long enough for cP to be proportional to T, as depicted in Fig. 

4.14. The dotted lines depict the performance of the human observer, with error-bars 

showing +/- the standard error as estimated from the 6 observers It seems that 

the human is having some noticeable difficulties as exposure is increased. This is 

especially obvious for the besinc Ivunpy backgrounds, where the decrease in human 

performance is fairly significant. 

In Figs 5.10 and 5.11, the human observer is compared to the sub-optimal ob

servers with the DOG channels. The model with Cq = .015 and the induced channel 

noise fits our data remarkably well (Fig. 5.10). The performance decrease seen for 

the besinc Ivunpy backgrounds is captured very well, while the results for the other 

lumpy backgrounds is less convincing. The results for the second DOG model with 

ao = .030 are not as successful (Fig. 5.11). 

^ There are other more complicated variance models, but they are outside the scope of this work 
[Metz and Kronman 1980][Swets and Pickett l982][Hanley and McNeil 1982][Metz et al. 1984] 
[Metz 1986][DeLong et al. l988j[Metz 1989j[Rockette et al. 1990l[Dorfman et ed. 1992) 
[Burgess 1995l[Roe andMetz 1997][Metz et d. 1998). 
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Lump-density experiment 

In the lump density experiment, the human is significantly affected by the mean 

number of lumps in an experiment. This is demonstrated in Fig. 5.12 which plots 

the da with respect to the mean nimiber of lumps (n.b., for clarity the x-axis is 

not to scale) for exposures K — \ (solid line), K = 5 (dotted Une), and K = 50 

(dashed line). This is in stark contrast to the results for the optimal observers, as 

well as for the sub-optimal observers. All the model observers are constant as the 

lump density is adjusted in tandem with the limip amplitude. The results of the 

ft-Hotelling observer were seen already in Fig. 5.8, and those of the LG ch-Hotelling 

observer appear below in Fig. 5.13. The results for the two psychophysical models are 

given in Figs 5.14 and 5.15. The results comparing the human observer directly to the 

Hotelling observer were omitted because the plots were difficult to read; however, it 

is worthwhile noting that the human outperformed the psychophysical models when 

they included interned noise. This indicates that we have gone too far in incorporating 

mechanisms that deteriorate the performance of the Hotelling observer. 

5.2.7 Discussion 

The main observation firom the results in the previous section is that the ch-Hotelling 

observer with DOG channels and induced internal noise is a predictor of the human 

as long as the images £ire similar to filtered-white noise. As the lump density is 

varied, we are specifically eroding this similarity. In the case of a very few lumps 

per image, the images appear less like filtered-white noise. Individual lumps are 

obvious, and they either confound the signal or not. The human observer seems to 

be taking advantage of obvious lumps; perhaps he or she is estimating individual 

liunps and accounting for these separately rather than averaging the influence over 

a rotationally symmetric template. The question that remziins, then, asks How does 

the human j-ecognize structure and acamnt for it in his or her decision making? If a 
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human is doing such things, a psychophysical model should as well. 

It is worthwhile noting that the display issues discussed in Sect. 5.2.1 were a 

significant limitation in the exposiire experiment. In designing the experiment, it was 

not possible to consider exposures much longer than T — 750 sec while scaling the 

signal for constant performance. The reason for this was that it was not possible to 

scale the image into 0 to 255 grey levels, keep the signal visible, and not satiurate large 

parts of the image. The variabiUty contributed from the lumpy background increases 

too much. This discouraging situation is actually common in more realistic imaging 

situations: What should one do with an image that has low-contrast signals and wide 

dynamic range? Windowing is one technique, but the question deserves a much more 

thorough analysis. 

Finally, there is a tendency in the results for human performance to decrease as 

the length of exposiure is increased. To explain this, we postulate that the human's 

dynamic range is smaller than that of the monitor. According to this, the human 

scales the image into the smsJler dynamic range and loses the signal to quantization. 

Such a constraint could be realized for a model observer and would be interesting to 

examine. 
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Chapter 6 

CONCLUSIONS 

The foundation of the work in this dissertation is a task-based approach to image-

quality assessment called signal-detection theory, and the setting for the application of 

this theory is medical imaging. In particular, we consider tumor detection in nuclear 

medicine. While this task is only a manageable substitute for medical diagnoses, 

it serves to provide a context for the term image quality; the quality of an image 

is determined by how well an observer can perform the tumor-detection task. The 

main applications of this dissertation examine the human observer and the Hotelling 

observer given a fairly robust testbed of images. The most noteworthy results are 

summarized below, along with potential avenues for future investigations. 

One technique that was employed during the signal-detection analysis was to check 

whether detectability was equivalent to AUC by comparing the estimates on one scale 

using the invertible error-function relation, namely 

Detectability is appropriate if the discriminants are approximately Gaussian, which 

is equivalent to sajdng that detectability is appropriate if da = d. Another technique 

along these same lines, provided that detectability is appropriate, is to compare de

tectability to the SNR expression of d given by 

If we have successfully estimated the Hotelling observer, the two estimates of perfor

mance wiU match. 

In this dissertation, we used a process for simulating random backgrounds that 

was first used by Holland [Holland and Barrett 1992]. The purpose of these random 

4 = 2erf-'(2/lC/C- 1). (6.1) 

^Hot = (wHot)'s. (6.2) 
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backgrounds is to have the flexibility to simulate images with different statistics and 

test the robustness of the methods and conclusions; the testbed that we defined was 

quite eflfective in this regard. Recall that the testbed changed three basic qualities: the 

correlation structure, the relative contributions of measurement noise and background 

structure, and the Gaussianity of image statistics. These qualities were controlled by 

the changing the shape of the lump, changing the image exposure, and changing the 

expected number of liunps per image. 

The results in this dissertation show that Fourier methods should be used with 

care. On the one hand, given infinite sampling, or analytic knowledge of the lumpy 

backgrounds, we expressed the template of the Hotelling observer in the Fourier do

main, and proceeded to express the performance of this observer as an integral in 

the Fourier domain. More importantly, we were able to analytically solve for the 

exposure-time dependence in the case of Gaussian and besinc lumpy backgrounds. 

On the other hand, problems occurred when we considered a fixed grid and discrete 

Fourier transforms. The fixed grid induced artifacts—structure in an image that does 

not belong—in templates realized by Fourier methods. The reason for artifacts is 

that a discrete Fourier transform diagonalizes a circulant covariance matrix, but the 

true image covciriance matrix does not have the periodic boundary conditions. We 

proceeded to demonstrate that the artifacts had a detrimental effect on the estimate 

of the Hotelling template. To begin with, when detectability was calculated using the 

SNR expression it did not correlate with the detectability from discriminants. This 

indicated that the template was not the Hotelling observer. Additionally, when com

pared to an optimally designed ch-Hotelling observer, the results of the dft-Hotelling 

observers were never better, and sometimes significantly worse. 

For the testbed of image ensembles, the channelized-Hotelling observer based on 

rotationally symmetric Laguerre-Gauss (LG) ftmctions was fotmd to be a practical 

and robust estimator of the Hotelling observer; it was able to estimate the true 

performance of the Hotelling observer for a variety of spread parameters as long as J 
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was set large enough. The main assimiptions underlying this claim are that the signal 

and autocovaxiance function are both rotationally symmetric, and the signal location 

is known exactly. Accordingly, the LG functions, which make up an orthonormal basis 

for rotationally synunetric functions, were a very efficient way of representing the 

rotationally synunetric template of the Hotelling observer. What is most interesting 

about the ch-Hotelling observer is its ability to Gaussianize the discriminants, even in 

the most perverse setting. This was demonstrated pictorally in histograms, and then 

again in a plot of d vs. da, where we expect equality between the two estimates when 

the discriminants are Gaussian. What we also showed was that the SNR expression 

was a poor estimate of the performance of the ch-Hotelling observer, rather than a 

consequence of the ch-Hotelling observer being an ineffective observer. 

The detectability results of the observers described above, and the methods used 

to derive these results, are interesting in their own right. However, in this disserta

tion, we used the results and methods to analyze the most important observer, the 

human. In addition to the optimally derived observers, we compared two sub-optimal 

observers to the human. The sub-optimality was introduced purposely in order to 

involve some physiology; these observers are psychophysical models. In particular, 

these models are the ch-Hotelling observer designed with unique spatial-frequency 

selective channels [Myers and Barrett 1987] that have been proposed as models of 

charmels in the visual system. In particular, we test the difFerence-of-Gaussians model 

that has seen success [Abbey and Barrett 2001] for images that were approximately 

correlated-Gaussian noise. 

In this dissertation, we designed £in exposure experiment and a lump density ex

periment. In the exposiure experiment, the results are generally consistent with the 

literature. The performance of the Hotelling observer, as estimated with a Fourier 

integral and the LG ch-Hotelling observer, was shown to track the performance of the 

human observer for the limipy backgrounds that corresponded to low-pass correlated 

Gaussian noise, as in the Gaussian and circle lumpy backgrounds. Additionedly, the 
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Hotelling observer over-estimated the performance of the human observer when the 

images had a significant amount of high-pass noise, as in the besinc hunpy back

grounds. Regarding the psychophysical models, they continued to show themselves 

as potential models of the human in the case of images with correlated-Gaussian 

backgrounds; the caveat with this claim is that the particular channel characteristics 

still require further investigations. 

In the lump-density experiment, the images are simulated such that the Hotelling 

observer does not change, but the human results show the opposite. The himaan 

is significantly affected by the mean number of liunps in an image. The human 

seems to be taking advantage of the fact that individual lumps are obvious: perhaps 

he or she is estimating individual lumps and accounting for these separately rather 

than averaging the influence over a rotationzilly symmetric template. In this case, the 

psychophysical models were not successful in predicting human observer performance. 

The psychophysical models mimicked the performance of the Hotelling observer in 

that they were invariant to the change in lump density. Furthermore, when internal 

noise was added to the psychophysical model, the human observer outperformed 

the psychophysical model that included internal noise. This indicates that future 

investigations are needed to examine the intemeil-noise model. A much larger open 

question that remains asks How does the human recognize structure and account for 

it in his or her decision making? If a human is doing such things, a psychophysical 

model should as well. To this end, it is probably necessary to investigate better 

comparisons of human and model observers. The scalar performance measiures, AUC 

and detectability, provide an understanding at one level; comparing humeins to models 

on a case-by-case basis might take the analysis and the understanding to the next 

level. 

Lastly, there are some worthwhile comments to be made about the model ob

servers, as relates the hiunan observer, that came to a head as a result of conducting 

ail the psychophysical experiments; namely, the candidate image ensembles for psy-
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chophysical experiments are limited by the niraiber of grey levels that are used to 

display an image to an observer. The challenge is that sufficient scaling is necessary 

to keep the signal visible, but this can have the vuifortimate consequence of satura

tion. The question that deserves future investigation is What should one do with an 

image that has low-contrast signals and a wide dynamic range? Windowing is one 

technique, but the question deserves a much more thorough eingilysis. 

The display limitations inspire some bold ideas about a new twist on the current 

psychophysical models; namely, we postulate the human's dynamic range might be 

discrete, mucli like a monitor's. By this we imply that perhaps a psychophysical model 

should be limited to a discrete set of values. Such a constraint could be realized for 

the ch-Hotelling observer by a simple transformation of the imaging data and would 

be interesting to examine. 
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Appendix A 

ANALYTIC S N R  FOR GAUSSIAN LUMPY BACKGROUNDS 

In the following, we solve for the S N R  of the Hotelling observer given lumpy back

grounds; in particular, let the signal and liunp functions be Gaussians. We substitute 

the Gaussian functions for s (p) and I (p) into the integral in Eq. 4.20. This gives 

where I3 = cPr s (r) and /j = (fr I (r); also note that quantity b  is the expected 

background and it the sum of the constant term Ab and the expected from 

the lumps. We also note that if the imaging system included a convolution with a 

Gaussian filter, the following calculations would be unaffected except that and af 

would be replaced by cr^ + and af + a p. 

The calculations begin by pulling out some constants and rewriting the expression 

as 

The rotational symmetry around the origin allows us to reduce the 2D integral to a 

ID integral, namely 

In the next step we make the substitution, In u = —47r^a^p^; the integral reduces 

to 

7277exp [-47rV2p2] 

b + T} If 7T exp [—4Tt'^afp^\' 
(A.I) 

exp 
(A.2) 

1  +  T] I f  ^  exp [ — A n ^ c r f p ^l 

(A.4) 
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where we used { d u / u )  =  — STT^CT^ pdp. We proceed with one more variable substitution 

that removes the coefficient in front of u in the denominator of the integrand, namely 

=r]lf ^ This reduces the integral to 

C 2 ,  f v t f  

S N R '  =  U I f  r  ^  d v  1—, (A.5) 
V b J 47ra2 b Jo i+ 

which is easily shown to be finite as T —• oo provided that af > a"^. Therefore, for 

large T, 

S N R ^  «  [ t ]  ^ R  d v  i-—. (A.6) 
^  ^  \ b  J  4 7 r a 2  +  ̂ K / - ; )  

For what it's worth, the integral from 0 to 1 was found tabulated In 

[Gradshteyn and Ryzhik 1980] (Eqs. 3.241.1, 8.370.1, & 8.360). The expression is 

where (x) is the derivative of the logarithm of the Gamma function, ^ In F (x). 
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Appendix B 

BIAS AND VARIANCE ANALYSIS 

The detectability estimates of the templates of the ch-Hotelling observers in this 

dissertation aje random quantities. They are the result of a two-part process (see 

Fig. B.l) that has some initial set of Ntotai image pairs partitioned into a set for 

training and a set for testing. For ease of reference, the particular estimates are 

identified by name along with the sections in which they are defined in the main 

part of the dissertation. The two-part process causes the bias and variance analy

sis to be difficult. The standard analyses [Hoeffding 1948] [Sen 1960] [Bamber 1975] 

[Metz and Kronman 1980] [Hanley and McNeil 1982] [Hanley and McNeil 1983] 

[Metz et al. 1984] [DeLong et al. 1988] [Campbell et al. 1988] [Rockette et al. 1990] 

[Burgess 1995] [Burgess and Colbome 1988] are based on the variance that occurs 

when an observer is retested. The method here is based on the bias and variance that 

occurs when an observer is retrained on independent sets of image pairs, as was the 

case in Ch. 4, such that Ntrain + ^test = total-

In the following, we describe a method for estimating the bias and variance as a 

function of Ntrain and Ntest for the the ch-Hotelling observer; this method has been 

evolving in the literatiu-e [Wagner et al. 1979] [Raudys and Jain 1991] 

[Wagner et al. 1997] [Chan et al. 1997] [Wagner et al. 1998] [Chan et al. 1998] 

[Wagner et al. 1999] [Chan et al. 1999] [Sahiner et al. 2000]. We then provide results 

in a few applications involving the ch-Hotelling observers and limipy backgrounds. 

The unique feature of the method is the use of the bootstrap method. 
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FIGURE B.l. A flow chart showing how Ntrain + ̂ TEST = Niatai images are used to get 
estimates of detectability. 
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B.l Model 

The theoretical foundation for the method began with Fukunaga [Pukunaga 1990] 

[Pukimaga and Hayes 1989]. In his work, Fukunaga derived an analytic expression 

for the bias and variance of an estimated SNR—under the name Mahalanobis dis

tance—in terms of the number of sample images used for the estimate. Additionally 

he derived and implemented a method for estimating the bias and variance of esti

mated performance of an estimated ideal linear classifier. Regarding the work in this 

dissertation, Pukunaga's ideal linear classifier is known here as the Hotelling observer. 

The statistical model for the sample images was Gaussian, but the results could be 

generalized. 

The work of Wagner et al. that is referenced above overcame a practical challenge 

to implementing Fukunaga's method. Specifically, Pukunaga's work assumed that 

one could produce many independent samples; this is not always the case. Wagner's 

method employs bootstrap methods to resample a fixed set of Ntotai images. 

B.1.1 Bias and variance conditional on the estimated template of the 

ch-Hotelling observer 

Let's begin with estimates of T P F  and F P F ,  namely 

f P F W  =  
idlest 

/ V number of Tq n > ^ 
FPF(r) = . (B.2) 

The numerators in each estimate are binomial random variables conditional on the es

timated template or, equivalently, on the Ntrain images [Pukimaga 1990]. Specif

ically, given the template Wc/f, the probabilities of success for each binomial trial are 
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the true T P F  and F P F ;  as such, expected values and variances are quite simple: 

B[fPF(r) |w,„] = TPF,i,,„, (8.3) 

var(fPF(T) |w.„) = s,.„ (l - TPf) , (B.4) 

E[FFF(T) |w,«] = (B.5) 

var(F?F(T) |w,„) = (1 - FPF,w,„) • (B.6) 
^ ' idlest 

The estimates of T P F  and F P F  are unbiased with respect to the template and 

their variances go as 

Next, we back up a step and ask how the variability in estimating from the 

i^Toin images impacts the estimates of TPF and FPF. The answer to this question 

builds on the fact that is a fimction of Cy and Vg (see Sect. 4.2.3), which are 

unbiased estimates and have variances that go as —. Therefore, when they are 

used to estimate TPF and FPF, the variance in Cv and Vg manifests itself as 

a  —  b i a s  i n  t h e  e s t i m a t e s  o f  T P F  a n d  F P F  [ P u k u n a g a  1 9 9 0 ] .  T h e n ,  s i n c e  t h e  A  

is just a linear function of the operating points ^TPF| FPF| , it, too, has 

a bias that goes as i-e., E = AUC + 

The theoretical results about the bias and variance of A that result from training 

and testing a statistical classifier on a finite sample have been previously investigated 

(see the references at the beginning of this appendix). In particular, strategies that 

resample a small set of images have been designed to 1) estimate and remove the 

bias in A, and 2) quantify the total variance attibutable to both training and testing 

images . The resampling methods were applied to ideal observers and Gaussian data. 

The methods were quite successful as verified by large independent samples. In this 

paper, we apply the resampling techniques to train and test the ch-Hotelling observer 

for two lumpy backgroimd image ensembles to test the robvistness of the methods. 
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B.1.2 Bootstrap estimates of bias and v£iriance 

Bootstrap resampling methods are employed in this paper to quantify the Ntrain 

nteat dependence of the bias and variance of a with respect to the true auc of 

the ensemble defined ch-Hotelling observer. The methods were originally developed 

assuming Gaussian statistics but may also be suitable for the lumpy backgroimd 

images. Therefore, we compare the bootstrap estimates to (validation) estimates 

calculated from a large population of independent samples. 

The concept of a bootstrap method is to randomly draw samples of a specific size 

with replacement from a finite population. For each of the (boot) samples, some com

plicated parameter of interest is estimated. The different (boot) estimates, in effect, 

generate a non-parametric maximum-likelihood estimate of the probability distribu

tion of the parameter being estimated without the cost of repeating the e.xperiment. 

Of course, this distribution is conditional on the original finite population. 

At the foundation of the bootstrap method are two models, one for the bias of a 

and one for the variance. The bias comes directly from the theoretical discussions; it 

is assumed to be proportional to —, namely 

(i) = AUC+-^. (B.7) 
'"train 

The variance is modeled with the individual components — and Several 

different models were investigated by Wagner before settling on the four-component 

model[Wagner et eil. 1999] 

var I ^) = + -"72— -t- — 1- --—. (B.8) 
^ ' Strain ^train ^train^test ^test 

The argument for this model begins with the observation that, at a minimum, there 

needs to be a term, thanks to Eqs B.3 and B.6. Next, it is reasonable to assvune ^test ' ^ 

that the — bias of A gets squared in a variance expression; this gives rise to the 

inclusion of the — and ijr—- When the ideal linear observer is estimated from 
"train "trotn 
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training images from a Gaussian distribution, the linear term actually cancels out of 

the calculations leaving the quadratic term as the lowest-order contribution of — 

[Fukunaga 1990]. The linear term is included above to make the model more flexible 

and robust to non-Gaussian ensembles and non-ideal observers. Finally, a cross-term 

'VtrotniVt«jt included to quantify possible interactions between the finite niunber of 

trainers and testers. 

With the bootstrap concept and model stated, we now describe the algorithm 

that estimates the bias and variance of A given Ntotai pairs of sample images. The 

algorithm examines several combinations of the parameters {Ntratn, ^test) constrained 

such that Ntrain + ^teat = Ntotai- Then for each combination, denoted {Ntrain, i\esi)i' 

we bootstrap sample, i.e.. sample with replacement, Mrom training pairs and Ntest 

testing pairs from the Ntotai image pairs. These samples are used to calculate the 

Mann-Whitney {/-statistic and variance [DeLong et al. 1988] [Rockette et al. 1990]; 

these will be denoted Abooi,n and S^boot,n- The bootstrap sampling and estimation 

process is repeated Nboot times for each {Ntrain, Ntest)i, and the estimates are used to 

calculate three statistics: 

^boot 
the mCclIl of ~ <^4 ~ \T ^ «^6oot,n 

^Yboot rt 

the variance of Ahoot,n = = TT r 
Nboot - 1 

^ ^hoot 
the mean of = Sf = ——S^boot,n- (B.ll) 

The final step of the algorithm uses linear-regression techniques to estimate (5 and 

AUC in Eq. B.7 and pareimeters a-d in Eq. B.8. For the bias, we have the system of 

equations given by 

(B.IO) 
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This system is expressed as the matrix-vector equation 

A e = ' Y ,  ( B . 1 3 )  

and is solved for 6 via the normal equation; that is to say, 

d = {a'a)'^ a'-y. (B.14) 

For the variance, Wagner et al. observered a relationship between the temas 

in the model and S^, the mean Wilcoxon variance. They found that w—^ 1-Strain ̂ tcst eat 

was an excellent model of S^. This observation was exploited by separating the four-

component model (Eq. B.8) into two parts, namely 

and 

1 1 a 

, Strain ^train. t b 

1 1 c 

. Strain ̂ teat ^teat. t d 

= y ^ - s f  

= 

(B.15) 

(B.16) 

These two systems of equations are then solved in the same way as above. 

B.2 Experiments and results 

The experiments reported here test the bootstrap resaxnpUng methods outlined in 

the previous subsection. The method estimates the bias and variance of A with 

respect to Ntrain and Ntest- We compare the bootstrap estimates to estimates from 

independent samples. The main advcintage of the bootstrap estimates is that they 

do not require as many sample images as the estimates from independent samples. 

A slight disadvantage to the bootstrap estimates, however, is that more calculations 

need to be performed. 

The details of the experiment are as follows. We examine the ch-Hotelling observer 

for 1, 3, 6, and 10 LG chaimels (a = 45). The observer is tested on the short-exposure 

^-like circle lumpy backgrounds (R04) and the long-exposure "P-like circle lumpy 
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backgrounds (S06). In executing the methods, we consider 9 different choices for the 

combination of parameters {Nirain, Ntest), specifically 

Ntrain = ^ ^^r i = 1,2, ...9 (B.17) 

and Ntest = ^total - Ntrain- (B.18) 

For each combination {Nirain, Ntest)i the bootstrap sampling and estimation process 

is repeated Nboot = 1000 times to calculate the statistics Ai, and Sf. Then, the 

statistics are used in the regression models to estimate (3 and AUC from Eq. B.7, 

and a-d in the total variance model from Eq. B.8. The validation experiments are 

exactly the same except that instead of employing 1000 bootstrap samples, estimates 

are calculated using 100 independent samples for each combination {Ntrain, Ntest)i; 

this amounts to 180,000 image pairs. 

The basic plots in Figs B.2 and B.3 sununarize performance as a function of —. 

Infinite training presumably occurs as > 0, or, equivaJently, as Ntrain —* oo-

In each plot, the values of Ai from the bootstrap method are marked with plus signs 

for the independent sampling method, they are marked with triangles. The three 

solid lines correspond to estimates from bootstrap samples, and the three dotted lines 

correspond to estimates from independent samples. The straight lines in each plot 

show the regressed relationship between Ai and and the other two lines are the 

regressed estimates of Ai plus and minus the regressed estimates of the total variance. 
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FIGURE B.2. A[/C estimates with respect to ^ ^ for the bootstrap sampling 
method (*) and the independent sampling method (diamonds). The three solid lines 
correspond to estimates from bootstrap samples, and the three dotted lines corresond 
to estimates from independent samples. The straight lines show the regressed rela
tionship between A and The other two lines are the regressed estimates plus 
and minus the total variance of the regressed estimates. 
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258 

auc estimates with respect to for the bootstrap sampling method (*) and 

the independent sampUng method (diamonds). The three solid lines correspond to 

estimates from bootstrap samples, and the three dotted lines corresond to estimates 

from independent samples. The straight lines show the regressed relationship between 

a £ind The other two lines are the regressed estimates plus and minus the 

total variance of the regressed estimates. 

B.3 Results and conclusions 

The first observation that we make is that the linear model for bias with respect to 

— seems to hold, and the bootstrap resampling estimate of this bias is very close 

to the estimate given independent samples. Next, the bootstrap resampling estimate 

of the total variance is also very close to the estimate from independent samples. We 

attribute the shift of the plots to the remaining bias from the finite Ntotai image pairs 

from which the bootstrap samples are taken. The method seems to be effective for 

estimating the bias and variance of the detectability of the ch-Hotelling observer. As 

such, the method is ciurently being employed to investigate the dependence on the 

number of channels J, and the spread parameter of the LG envelope. The analysis is 

a work in progress to be submitted for publication. 
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