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ABSTRACT 

This research investigated the question of whether automatic or system-gener

ated information classification methods can help humans better manage informa

tion. A series of four experiments were conducted: they investigated the usability 

(i.e., usefulness) of two automatic approaches to information clcissification, the 

concept space approach and a Kohonen-based SOM approach in the context of 

information retrieval. The concept space approach was evaluated in three different 

domains: Electronic Brainstorming (EBS) sessions, the Internet, and medical lit

erature (the CancerLit collection). The Kohonen-based SOM approach was evalu

ated in the Internet and medical literature (CancerLit) domains only. In each case, 

the approach under investigation was compared with existing systems in order to 

demonstrate performance viability. 

The basic premise that information management, in particular information re

trieval, can be successfully supported by system-based information clcissification 

techniques and that humans would find such techniques viable and useful was 

supported by the experiments. 

The concept space approach was more successful than the Kohonen-based SOM 

approach. After modifications to the algorithms based on user feedback from the 

EBS experiments had been made, users found the concept space approach results 

to be comparable (in the Internet study) or superior (in the CancerLit study) to 
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existing information classification systems. The key future enhancement will be 

incorporation of better ways to identify- document descriptors through syntactic 

and semantic front-end processing. 

The Kohonen-bcised SOM approach was considered difficult to use in all but 

one specialized case (the dynamic SOM created as part of the CancerLit proto

type). This can probably be attributed to the fact that its associative organization 

does not match with the standard mental models (hierarchical and alphabetic) for 

information classification. 
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CHAPTER 1 

INTRODUCTION 

Advances in information technologv- and information management are dramat

ically changing our lives. Nowhere is this more apparent than in the area of 

electronic information, especially electronic information that can be displayed, 

accessed and delivered over global networks such as the Internet. Prior to the 

Internet, a major information bottleneck was availability or accessibility. Informa

tion tended to be available only in hard copy and only from certain repositories 

(such cis libraries, businesses, and government agencies). Typically only a limited 

number of physical copies were available. This meant that in order to access in

formation. a user had to be able to locate a physical copy and request either a 

reproduction or permission to borrow that copy. In many cases the location of 

information was inconvenient or copyright laws, physical quality, fragility or rarity 

of the original prevented reproduction, thus making it extremely difficult to access 

and use non-local information. 

Today, users no longer need to leave their homes or offices to locate and ac

cess information as it is available on-line via a digital gateway maintained by 

an information provider (library, electronic publisher, corporation or individual) 

(Wiederhold. 1995). We are no longer limited to local information. Inter-library 
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agreements, electronic information and global networks permit access to infor

mation from a wide variety of globally distributed sources. In fact, information 

location and retrieval now suffers from problems related to having too much in

formation available, a problem referred to as "information overload" (Blair and 

Maron. 1985), (Chen et al., 1994). Furthermore, despite the fact that global net

works make distributed information readily available, it may not be accessible 

or interoperable due to the "vocabulary differences problem" (Courteau. 1991). 

(Frenkel. 1991), (Chen, 1994), also known as the "semantic barrier" (Nadis. 1996). 

One of the main goals of any organization involved in the information business 

is to add value to information that it provides or manages. The most common kind 

of added value is access. Access value either improves access time (retrieval speed 

and/or timeliness), availability (recall), content (relevance) or some combination of 

the three (Atkinson, 1996). This dissertation research investigated two automatic 

information classification approaches (concept space and Kohonen-based SOM) 

to improving information access (recall and precision). Both approaches classify 

information by automatically identifying a set of document descriptors for each 

document in the information collection. These can then be used to characterize 

the collection as a whole (as in the Ccise of electronic brainstorming sessions) or in

dividual documents within it (in essence creating a set of indexing terms which can 

be used to search and retrieve information from the documents in the collection). 
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CHAPTER 2 

LITERATURE REVIEW 

The Information Age has produced a wealth of on-line information that is read

ily available to anyone who wishes to use it. More people have access to more 

information than ever before, and that information appears to be growing at an 

exponential rate. The sheer volume of information is often overwhelming to users, 

a phenomenon commonly referred to as "information overload" (Blair and Maron, 

1985). 

Individuals who seek information typically have one of two goals in mind. They 

want either to explore an information space, to gain familiarity with it and to lo

cate something of interest to them, or they want to search an information space 

(either for information on a given topic or for a specific piece of information), and 

retrieve what they consider relevant information. To accomplish this successfully, 

users need to know two things. First, they must have a working knowledge of 

the system where the information is stored, in particular how to navigate through 

that system (Chen and Dhar, 1990), which requires an understanding of how the 

information is indexed, categorized or organized. Second, they must have a knowl

edge of the subject of interest, in particular the domain-specific vocabulary and 
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domain-specific indexing terminology. Users having different levels of subject ex

pertise and system familiarity (Furnas, 1982), (Furnas et al.. 1983), (Furnas et al.. 

1987), (Chen, 1994) combines with the imprecision of human language to cre

ate the "vocabulary (differences) problem" which results in information browsing, 

searching and retrieving difficulties (Courteau, 1991), (Frenkel, 1991). 

The "'vocabulary problem" or semantic barrier (Nadis, 1996) is well-known in 

information retrieval research. Human language, although expressive and flexible, 

is ambiguous which creates such challenges for information retrieval systems as pol

ysemy (different concepts described and indexed by a single term) and synonymy 

(a single concept described and indexed by several different terms) (Bates. 1986). 

(Bartell et al.. 1995). Furneis et al. (1987) demonstrated that the probability of 

two well-trained indexers using the same term to classify an object was less than 

20%. Even a single indexer can assign different terms to the same object at differ

ent times, depending on a variety of intervening factors (e.g., additional training). 

The result is that it is difficult for novice users or users who are searching in a new 

domain of knowledge to easily retrieve the information they need. 

The vocabulary problem is exacerbated by the current explosion in the avail

ability of on-line information, often located in multiple, distributed, heterogeneous 

databases (Williamson, 1989). The problem is severe enough to have been termed 

the "knowledge-engineering bottleneck" (Riloff, 1996) and has been identified as 

the major obstacle to interoperability in information retrieval (Schatz and Chen, 
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1996). There are many different approaches to solving the problems of informa

tion overload and vocabulary differences. This research focused on two automatic 

approaches to information classification. 

There are three major approaches to improving information classification. One 

focuses on indexing documents (i.e., identifying document descriptors that best 

classify or categorize a given document). The second attempts to improve docu

ment classification by using a variety of techniques that expand or translate the 

language of the user into the collection's indexing vocabulary. Finally, an entire 

collection can be categorized to give a user an overall feel or '"big picture" of the 

major topic areas it contains. 

2.1 Methods of Classifying an Individual Document 

The classic methods of indexing involve top-down approaches to information 

classification. Traditionally, human beings manually assigned indexing terms to 

documents. Often these terms were part of a standardized, controlled domain 

specific vocabulary or ontology. Some of these controlled vocabularies were devel

oped by the library science community, others by the professional organizations of 

specific knowledge domains, and occasionally by a national- or international-level 

standards organization. These approaches are almost exclusively keyword-based. 
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2.1.1 Human Indexing 

The most common example of keyword-bcised indexing is human indexing. This 

method begins with a standard set of pre-determined subject terms that domain 

experts assign to each document and depends heavily on both the domain knowl

edge and a given indexer's familiarity with a standardized indexing vocabulary 

at a particular point in time. It therefore is subject to human error and incon

sistency. For example, previous research (Bates. 1986) has shown that different 

well-trained individual indexers often assign different indexing terms to the same 

document (synonymy) and that the same indexer may use different terms for the 

same document at different times. Meanwhile, users tend to use diverse terms to 

seek identical information (polysemy) (Furnas et al., 1987). 

Because of these discrepancies, exact matches between a searcher's terms and an 

indexer s terms are unlikely, resulting in poor document recall and precision (i.e., 

users have trouble finding information that they want) (Chen and Dhar, 1987). 

Individual keywords simply are not adequate discriminators of semantic content 

because the indexing relationship between words and document content (meaning) 

is many-to-many (Bartell et al., 1995). The problems of polysemy (which reduces 

document precision) and synonymy (which reduces document recall) make it ex

tremely difficult for novice users or for users searching in a field outside their own 

domain knowledge to retrieve relevant information. 
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Domain expert indexing typically only works well in small domains with a 

limited number of documents and is too cumbersome and time consuming to be 

used for processing large volumes of information, eclectic collections or volatile 

information (e.g., the Internet). More effective and efficient techniques are needed 

to supplement or replace human indexing methods. To this end, a major effort 

has been devoted to developing automatic indexing techniques (Salton and Yang, 

1973), (Salton et al., 1975), (Faraj et al., 1994). 

2.1.2 Controlled Vocabularies and Ontologies 

Controlled vocabularies and ontologies (also referred to as common vocabular

ies) are in essence a standardized set of terms, typically organized hierarchically, 

that a set of human experts has created to organize, classify or index information 

in a given knowledge domain. Clcissic examples in information science include, 

the Dewey Decimal System, the Decimal Classification (DC), the Universal Dec

imal Classification (UDC), the Library of Congress Classification (LCC), LCSH 

(Library of Congress Subject Headings) and MeSH (Medical Subject Headings). 

While these tools provide access to all subjects at a general level, they fail to 

provide the detailed level of access needed within a given field of specialization 

(Lancaster, 1986). Furthermore, the procedures to keep these common vocabu

laries up-to-date are cumbersome and not easily adaptable to automated methods 

(Williamson. 1989). 



The biggest problem with these systems is that they are fairly static and slow-

to change. While this has obvious advantages from a stability and repeatabil

ity perspective, it is ver\- frustrating to information seekers who require cutting 

edge terminology^ This is a particular problem in very fast moving areas such 

as medically-related and computer-related fields (for example, new technologies, 

drugs, treatments or procedures, new discoveries, etc.). The terms being sought 

usually are not used to index documents and therefore cannot be used in any 

standard searching system. 

2.2 Methods of Improving Searching through Vocabulary Expansion 

Approaches to helping a user more easily perform searching tasks include: query 

expansion (Smeaton and van Rijsbergen. 1983). (Peat and Willett, 1991). (Ekmek-

cioglu et al., 1992); relevance feedback (Green. 1995), (Green and Bean, 1995), 

(Heine, 1995); and use of thesauri (Wang et al.. 1985), (Crouch, 1990), (Voorhees, 

1993). A more thorough discussion of these approaches can be found in (Chen 

et al., 1998f). These techniques typically use existing indexing vocabularies but 

either translate user searching terms into indexing terms or provide a list of alter

native searching terms that are related to the user's input searching term. Most 

of them concentrate on solving synonymy by adding associative terms to kej-word 
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indexes. Their major drawback is that the added terms often have multiple mean

ings that vary from the one intended, resulting in rapid precision degradation 

(Deerwester et al., 1990). 

2.2.1 Thesauri 

Some methods try to address the vocabulary* problem by using either a the

saurus or a vector space representation. All vector space models are based on 

Salton's pioneering work (Salton et al., 1975). Thesauri, which can be generated 

either manually or automatically, are mainly used to expand users" queries by trans

lating query terms into alternative domain-specific standard indexing terms. They 

can also be used to provide users with synonyms for the kej-word-based searching 

terms they have chosen or to supply memory triggers for other keywords that can 

better describe a searching task. An example in medical informatics is presented in 

Srinivasan (Srinivasan, 1996b) who evaluates different query expansion strategies 

using a MEDLINE testbed. An interesting discussion on the problems of auto

mated translation of medical information using thesauri is discussed in (Cimino 

et al., 1994b). 

Some of the thesaurus structures that apply different representation schemes to 

model terms (document descriptors) and their relationships are described in this 

section, along with their major applications. 
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2.2.1.1 Incorporating Existing Thesauri 

Many research groups have used existing thesauri or dictionaries to provide al

ternate terms to use in searching on-line information retrieval systems. Thesauri, 

in particular, exhibit a structure similar to human word-association networks. In 

this approach to creating vocabulary-based search aids, terms are drawn from 

all of the databases in a collection and merged to form an integrated vocabu

lary. Examples of the use of this technique includes the major on-line service 

providers in the United States. The two major examples of this technique are the 

Vocabulary Switching System (VSS), developed at the Battelle Columbus Labo

ratories (NiehofF, 1976), (Niehoff and Kwansy, 1979), (Niehoff and Mack, 1989). 

(Chaniis, 1991) and the Unified Medical Language System (UMLS), developed by 

the National Library of Medicine (NLM) (Lindberg and Humphreys, 1990). (Mc-

Cray and Hole, 1990). (Lindberg et al., 1993). Other examples include: Knapp s 

BRS/TERM vocabulary database (Knapp, 1984); the NTIS thesaurus (Piternick, 

1984); the Art and Architecture Thesaurus (AAT) (Petersen, 1983), (Petersen, 

1990); the Genentech library- (Bellamy and Bickham, 1989); the "relational the

sauri" (Fox, 1987), (Fox et al., 1988); the "lexical database" (Ahlswede and Evens, 

1988); and Chaplan (Chaplan, 1995). Knapp's BRS/TERM vocabulary- database 

(Knapp, 1984), for example, maps natural language synonyms and controlled vo

cabulary descriptors from seven bibliographic databases in the social and behav

ioral sciences. 
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2.2.1.1.1 Vocabulary Switching System (VSS) 

The VSS is an integrated vocabulary consisting of twelve existing thesauri in four 

diverse subjects areas (business, social science, life science, physical sciences) that 

have been created from existing databases in the energy field (Niehoff, 1976). A 

universal lexicon was created and manually reviewed, identifying the lead term for 

each input term, other related terms and term relationships (i.e.. broader, narrower 

and USE/USED). The end product is a stand-alone, on-line thesaurus containing 

the subject descriptors and all the syntactic relationships from a collection of 

sixteen databases divided into four modules (Niehoff and Mack. 1985) that contains 

approximately 315,000 subject descriptors (Niehoff et al., 1979). 

Chamis (1991) described the effectiveness of the Vocabulary Switching System 

(VSS), which has proven helpful to users in terms of reducing search-preparation 

time, improving search strategies and retrieval, and encouraging greater usage of 

existing databases. However, it has several weaknesses. First, the vocabularies 

must be kept current and updated in order to meet user needs, a serious problem 

for a manually-derived vocabulary system. Second, there is no inter-module access, 

so that vocabulary switching can occur only among databases grouped into a more 

general knowledge domain. 
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2.2.1.1.2 UMLS 

The National Library of Medicine created the Unified Medical Language System 

to address medical vocabulary problems (McCray and Nelson. 1995) in an effort to 

"improve the ability of computer programs to understand' the biomedical mean

ing in user inquiries and then to use this understanding to retrieve and integrate 

relevant machine-readable information for users" (Lindberg et al., 1993). The sys

tem's goals are to link information from a variety of medical sources, to assist 

users in identifying information sources and to negotiate the telecommunications 

and search procedures necessary to retrieve information from these sources. The 

UMLS is comprised of four knowledge sources: 1) the Metathesaurus which con

tains 476,322 biomedical concepts with 1,051,903 different concept names from 

more than 40 source vocabularies, 2) the Semantic Network which contains 132 

semantic types or nodes and 53 relationships or links, 3) the SPECLA.LIST Lexicon 

which contains 108,000 lexical records and 4) the Information Source Map. 

The NLM makes copies of the UMLS available to researchers for use in develop)-

ment of biomedical-related expert systems, automatic indexing and classification 

tools, and tools to assist the encoding of patient records in one of the source vo

cabularies, to improve accessibility (Rosenberg and Coultas, 1994). Work done in 

this area includes: the SAPHIRE project at the Oregon Health Sciences Univer

sity (Hersh et al., 1994), (Hersh and Hickam, 1995); the Internet Grateful Med 

interface for NLM's MEDLARS databases (Jachna et al., 1993) which uses the 
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COACH Browser (Harbourt et al., 1994), (Kingsland et al., 1993): the Interactive 

Query Workstation (IQW) (Cimino and Barnett. 1992), (Christopher et al.. 1992), 

(Cimino et al., 1994a); and the InterMed Vocabulary Server project involving Stan

ford, Columbia, Harvard, and the University of Utah. Group Health Cooperative 

of Puget Sound has used the Metathesaurus to develop a controlled vocabulary for 

an automated problem list (Payne and Martin. 1994). Use of Metathesaurus over 

MeSH indexing terms has been shown to significantly increase the recall rate from 

60% to as high as 88% (Richwine and Lilly. 1993). 

The Metathesaurus, which can translate terms in five languages, is the largest 

and most complex of the UMLS components. It incorporates concepts from more 

than 30 biomedical vocabularies, thesauri, and classification systems including 

NLM's MeSH subject headings, SNOMED, COSTAR, ICD-9CM, and Dorland's Il

lustrated Medical Dictionary (27th ed.) (Cimino et al.. 1994a). The Metathesaurus 

is not intended to serve as an "overarching classification system"' or a controlled 

vocabulary (McCray et al., 1993), (Schuyler et al., 1993), but instead to facilitate 

the translation and interpretation of biomedical terminology across vocabularies. 

The Metathesaurus is organized by concepts. Each concept is linked to a set 

of strongly related terms (synonyms) including all lexical variants of those terms. 

Each concept includes a set of attributes including the definition and an explana

tion of how it is used in various information sources. Each concept also includes 



28 

information about several types of relationships with other concepts and transla

tion to French, German. Portuguese, and Spanish for the Medical Subject Headings 

(MeSH) terms. 

While these tools are able to provide the searcher with alternate terms, they 

do not overcome the knowledge acquisition bottleneck (Hayes-Roth et al.. 1983) -

the cognitive demand upon humans (indexers or domain experts) to create and 

maintain thesauri or dictionaries manually. 

2.2.1.2 Hierarchical Thesauri 

Hierarchical thesauri attempt to disambiguate terms by translating them into 

term senses. Term disambiguation addresses the problems of polysemy and syn

onymy by using the context of words to determine meaning. The representation 

scheme of this type of thesaurus is tree-like, using IS-A notation (Brachman. 1983) 

to represent relationships. Voorhees investigated replacing document terms and 

query terms with meanings or "'term senses" after automatically indexing a doc

ument collection (Voorhees, 1993). WordNet, a thesaurus created at Princeton 

University by George Miller (Miller, 1990) illustrates Voorhees's procedure. Word-

Net is a manually created hierarchy of sets of terms, with the primary relation 

between terms represented as an IS-A relationship. 

Experience has demonstrated that it is difficult to disambiguate word senses 

in short query statements because they do not contain enough context. The IS-A 
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relationship that typically represents a generalization/specialization hierarchy is 

not strong enough to disambiguate word senses consistently. Tools based on this 

type of thesaurus tend to reduce precision, but fail to increase recall. 

2.2.1.3 Relational Thesauri 

Several research projects have attempted to incorporate existing thesauri in the 

design of knowledge based information retrieval systems. Fox et al. (1988) focused 

on creation of so-called "relational thesauri." Wang, Vandendorpe and Evans cre

ated a number of relational thesauri to supplement semantically-based information 

retrieval queries (Wang et al., 1985). Relational thesauri group words according to 

their relations with one another (i.e.. parts-to-whole relations, collocation relations, 

paradigmatic relations, taxonomy and synonymy relations, antonymy relations, 

etc.). The relationships are typically manually created term-to-term matrices of 

relations using lists of index terms from a collection of abstracts. Wang et al. used 

two non-parametric tests (the Sign Test and the Wilcox on Signed Rank Test) 

to analyze results (Wang et al., 1985). They determined that the best results 

with relational thesauri occurred when all but the antonymy relation were used 

together. Even though improved recall and precision was demonstrated, the scale 

of the experiment was limited (222 documents). The advantage of this technique 

is that it is truly bcised on semantic analysis. A disadvantage is that the thesauri 

must be manually generated. 
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2.2.1.4 Vector Space Representation and Automatic Thesauri Generation 

Virtually all automatically generated thesauri are bcised on syntactic analysis 

using statistical co-occurrence of word types in text and vector space represen

tation of the documents and on Salton's pioneering work (Salton. 1975). Most 

vector space representation methods use syntax analysis and statistical analysis 

techniques (e.g., cluster analysis, co-occurrence efficiency analysis and factor anal

ysis) to represent relationships between documents, between terms and documents, 

and between terms and terms in mathematical matrices (Salton, 1989), (Crouch. 

1990). (Chen and Lynch. 1992). Coefficients between pairs of distinct terms are 

usually obtained bcised on coincidences in term assignments to the documents of a 

collection. Some vector space models have been quite successful in small domains 

with limited numbers of documents. However, computer resource constraints have 

made scaling up to large information spaces a challenge. A recent experiment 

used parallel supercomputers to address the scalability issues related to large-scale 

information retrieval and successfully created 575 fine-grained concept spaces for 

engineering communities (Chen et al., 1996b). 

Numerous investigators have developed algorithmic approaches to automatic 

thesaurus generation. Automatic thesaurus generation techniques provide all of 

the advantages of thesauri-aided searching and the further advantage of reduc

ing or eliminating the labor-intensive effort of thesaurus creation. Most of these 

approaches employ techniques that compute coefficients of "relatedness" between 
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terms using statistical co-occurrence algorithms (e.g., cosine, Jaccard. Dice simi

larity functions, EMIM. etc.) (Salton. 1989). (Crouch, 1990), (Chen and Lynch. 

1992). Some algorithms perform cluster analysis to further group terms of similar 

meanings (Everitt. 1980), (Rasmussen. 1992). Chen et al., have conducted a series 

of experiments which included several large-scale, domain-specific automatically 

generated thesauri (Chen et al., 1993). (Chen et al., 1994), (Chen et al.. 1995), 

(Chen et al.. 1996c), (Chen et al., 1997). 

As readily available computer processing and storage power has increased, re

search into automatically-created thesauri ha5 also increased. Neural-like thesauri 

or concept spaces have generated the most interest (Gallant, 1988). In a neural 

knowledge base, concepts or terms are represented cis nodes and their relationships 

are represented as weighted links. This associative memory feature has created a 

new paradigm for knowledge discover}' using spreading activation algorithms such 

as the Hopfield net (Chen and Ng, 1995). For example, an automatic indexing 

program (Chen et al., 1998d) Wcis enhanced by introducing an innovative parallel 

search algorithm (i.e., the Hopfield net algorithm (Hopfield, 1982)) as an associa

tive memory for concept exploration in a neuron-like representation of the knowl

edge base. The significance of using this automatic thesaurus creation method is 

its ability to create concept spaces that represent knowledge in a neuron-like net

work (Fahlman, 1979), (Anderson, 1983), (Gallant, 1988), allowing the potential 

use of neural network algorithms for knowledge discovery. 
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Despite two decades of research, the usefulness of terms generated by co-occur

rence analysis has not been clearly demonstrated. Some research has shown that 

co-occurrence terms produce poor document retrieval results (Minker et al., 1972). 

(Peat and VVillett. 1991). Other research has demonstrated significant improve

ments in document retrieval effectiveness (Croft and Das. 1990). Document recall 

improvements of the order of 10 to 20 percent have been demonstrated when a 

thesaurus is used in an environment similar to one in which the original thesaurus 

was constructed (Salton and Lesk, 1971), (Salton, 1972). (Crouch. 1990). 

Automatic indexing techniques can substantially accelerate information pro

cessing by increasing the volume of information indexed per unit of time (Salton 

et al., 1975). However, most current automatic indexing programs use only key

word indexing - fetching keywords physically present in a document - and therefore 

do not solve the vocabulary problem. One way to address the vocabulary problem 

is to index documents semantically, permitting users to search by concept meanings 

as opposed to keywords. 

2.2.2 Terminology Conversion 

The current approaches to terminology conversion are grouped into three cat

egories: vocabulary merging, vocabulary mapping and vocabulary switching. In 

vocabulary merging, terms are drawn from several different databases to form 

an integrated vocabulary. In vocabulary mapping, terms in one vocabulary are 
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mapped to others. In vocabulary- switching, automatic switches transform terms 

from one vocabulary'- into another using transformation rules based on maps, in

termediate languages, or algorithms. 

The objective of terminology' conversion, according to Neelameghan 

(Neelameghan. 1992) is: 

to facilitate the integration and collaborative functioning of the infor
mation systems developed in different contexts, it would be helpful 
if the "languages" used for representation of subjects in the different 
systems are syntactically consistent, compatible with each other, and 
inter-convertible at a reasonable cost (Neelameghan, 1979). 

Some of the commonly used approaches include: 

2.2.2.1 Lexicons and Intermediate Lexicons 

Ahlswede and Evans parsed Webster's Seventh New Collegiate Dictionary to ob

tain a "lexical database" containing lexical or lexical-semantic relationships from 

dictionary definitions (Ahlswede and Evens, 1988). An intermediate lexicon func

tions like a switching language by creating a unique lexicon using all equivalent 

terms from all databases in the collection (Coates, 1970). When a query is pre

sented, it is converted to the lexicon codes which translate input terms into ap

propriate terms in other vocabularies. Preliminary work on this concept was con

ducted in Europe by Gardin (Gardin, 1968). 
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2.2.2.2 Microthesauri 

A microthesaurus is a specialized vocabuIar\' that maps to a broader thesaurus 

and can be included entirely within the hierarchical structure of that thesaurus. A 

good example of the integration of two thesauri, one specialized and one general, 

can be found in Hammond (Hammond. 1969). 

2.2.2.3 Macrovocabulary 

Building a macrovocabulary involves the creation of a generic superstructure of 

terms that can subsume a group of specialized thesauri. Some examples of using the 

macrovocabulary approach are: the ROOT Thesaurus (Johnson, 1984), the Broad 

System of Ordering (BSO) (Lloyd. 1979) which is a component of the UNISIST 

(Universal System for Information in Science and Technology) (Simmons, 1981), 

(Hopkinson, 1984), and the CCF (Common Communication Format) (Simmons, 

1986), (Simmons and Hopkinson, 1988). The latter were both developed in con

junction with UNESCO. The ROOT Thesaurus (ROOT Thesaurus, 1981), (Dextre 

and Clarke, 1981) was intended to be a comprehensive indexing and searching tool 

in the field of technology. It could conceivably serve as the superstructure of a 

national information system with various specialized vocabularies being developed 

to fit within it. 
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2.2.2.4 Statistical Approaches to Vocabulary Mapping 

Olson and Strawn (Olson and Strawn. 1997) describe a project mapping Library-

of Congress Subject Headings (LCSH) and MeSH classification systems, which uses 

a statistical co-occurrence analysis between the LCSH and MeSH terms to "link" 

common concepts. The links serve as vocabulary bridges. The major problems are: 

1) a large number of false matches that require manual intervention occur and 2) 

the system must constantly be updated as headings in both systems are added, 

modified and deleted. Solving either problem can be extremely time consuming. 

Another approach (Park and Choi. 1996) uses a Bayesian (inference) network 

in conjunction with a collocation map to extract term relationships (which helps 

resolve the data sparseness problem inherent in statistically constructed thesauri). 

The collocation map could be used for indexing, retrieval, term clustering or sim

ilarity processes. 

2.2.2.5 Algorithmic Approaches 

Algorithmic approaches are generally automatic indexing or automatic classi

fication approaches, typically performing vocabulary switching automatically via 

database translation smd mapping procedures. Two examples of this approach are: 

the use of algorithms and a decision tree to switch terms assigned to documents 

in the field of energy (Cahn and Herr, 1978) and the Women's Education Equity 

Communications Network (WEECN). a tertiary database created from 13 existing 
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databases and automatically switching from its own terms into terms from the 

ERIC Thesaurus (Butler and Brandhorst, 1980). Research on automatic switch

ing for medical diagnoses and patient records hcis been done by (Sneiderman and 

Bicknell. 1992) who developed a system for switching among MeSH. SNOMED. 

and International Coding Index for Dermatology'. 

2.2.3 Relevance Feedback 

Relevance feedback is a method that automates the evaluation of an initial 

search effort and uses this information to improve future searching efforts. It 

can be used with both vector queries and Boolean searches. Salton and Buckley 

(1990) discuss a variety of procedures for relevance feedback and outline three ben

efits of the technique: automatic expansion of queries, gradual advancement upon 

the subject, and selective emphasis on some key terms. Their experiments have 

demonstrated that relevance feedback can achieve 90% precision (Salton and Buck

ley, 1990) and its usefulness has been well documented in TIPSTER conferences. 

However, concerns over processing speed and information storage outweigh the 

benefits of this technique, and relevance feedback cannot improve already effective 

queries. 
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2.3 Methods of Classifying an Entire Collection 

These methods are useful for giving a user an overall impression of a document 

collection, including the major topic in the collection. In these approaches the 

focus is on relationships between documents and between document descriptors. 

2.3.1 Multi-dimensional Semantic Space Techniques 

Documents can be indexed semanticallv so that users can conduct a search 

based on conceptual meanings as opposed to keywords. Multi-dimensional seman

tic space techniques go beyond Salton's 1983 term-vector representation, where two 

documents must share at least one term in order to be considered relevant (Salton 

and McGill, 1983). Multi-dimensional semantic space methods relate documents 

(or document vectors) through their term meanings, rather than document key

words. The most representative multi-dimensional semantic space techniques are 

Metric Similarity Modeling (MSM) and Latent Semantic Indexing (LSI) (Dumais, 

1994). 

2.3.1.1 Metric Similarity Modeling (MSM) 

Metric Similarity Modeling uses a multi-dimensional semantic space in which 

vectors are used to represent both queries and documents to ensure that common 

keywords are not the only measurement of document similarity. "MSM edlows 

semantic dissociations to directly determine the interpretation of terms and the 
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representations of text in the multi-dimensional space" (Bartell et al.. 1995). MSM 

uses techniques from Multi-Dimensional Scaling, where "'objects are represented 

as points in a multi-dimensional space; points are chosen so that the inter-point 

similarities meet a set of externally imposed constraints on the similarities" (Bartell 

et al., 1995). Document vectors are computed using standard statistical techniques 

theorized by Luhn (Luhn, 1958) and pioneered by Salton (Salton and McGill, 

1983). These vectors are then placed into the multi-dimensional semantic space, 

with their positions limited by similarity constraints. 

One disadvantage of MSM is that it can only be applied when it is possible to 

use external sources to determine similarity constraints. For example, co-citation 

analysis, document classification information such as Library of Congress Subject 

Headings or Compendex Classification Codes and relevance feedback can be used 

to determine similarity constraints. 

2.3.1.2 Latent Semantic Indexing (LSI) 

Latent Semantic Indexing (LSI) (Deerwester et al., 1990) is an optimal method 

of MSM. It represents documents, queries and terms as vectors in a matrix deter

mined by multi-dimensional Singular Value Decomposition. LSI takes advantage 

of the fact that semantic relations exist within a document and attempts to place 

documents which are similar to one another in close proximity in some type of 

"space". Most of the research on the application of latent semcintic indexing has 
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been done by Deerwester, Dumais. Furnas, Landauer. and Harshman. who con

sidered a number of alternative models and settled on a two-mode factor analysis 

based on Singular Value Decomposition (SVD). "SVD represents both terms and 

documents as vectors in a space of choosable dimensionality, and the dot product 

or cosine between points in the space gives their similarity" (Deerwester et al., 

1990). 

In previous information retrieval research, (Borko and Bernick, 1963), used one-

mode factor analysis to reduce a matrix of document terms to orthogonal factors 

which were then used to classify a document collection. The intuition behind this 

matrix transformation method is to generate a relatively densely distributed matrix 

from an original sparse matrix so that documents which share no keywords may, 

nonetheless, be considered similar. Chute et al., (1991) have applied the technique 

to medical informatics. 

Deerwester et al. (1990) experimented with latent semantic indexing using a 

rectangular matrix where the number of documents was between 1000 and 2000 

and the number of terms was 5000-7000. They have tested LSI on two standard 

document collections, MED and CISI (chosen in part because queries and relevance 

judgments already exist for these collections), with promising results in both doc

ument recall and precision. Their LSI results were at leeist as good as simple term 

matching, at least as good as SMART (Buckley et al., 1995), and better than 

Voorhees' term disambiguation process (Voorhees, 1993). 
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Unfortunately, the meanings of these mathematically derived semantic tech

niques are difficult to understand, computationally cumbersome and extensive. 

Their usefulness in suggesting meaningful index terms and search terms has not 

been validated on large-scale real-world collections. 

2.3.2 Neural Networks 

Quillian (Quillian, 1968), originally suggested that semantic networks could 

be used to encode and associate word meanings and therefore could be used to 

visualize or construct mental models of the information space. Neural network 

algorithms, in particular, are a natural starting point for organizing large amounts 

of information in a manner consistent with human mental models. 

2.3.2.1 Hopfield Net 

The richness of semantically associative terms presented in a neural-like con

cept space enables users to get into this kind of information categorization method 

easily and to explore interactively. However, since humans typically use a serial 

search strategy, they can get lost in a large information space. Serial searching be

havior also leaves many promising paths unexplored. Identifying relevant concepts 

effectively and efficiently in large information spaces requires an intelligent method 

that can navigate multiple hnks in parallel. The Hopfield net algorithm (Hopfield, 

1982), (Tank and Hopfield, 1987) is a parallel search algorithm which activates. 
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directly as well as indirectly, terms associated with an initial set of concepts in the 

concept space. The net's spreading activation process can be used to identify a set 

of terms that are semantically relevant to the input terms. 

Spreading activation, a memor>' association mechanism originating in human 

memor\- research, has been used successfully in neural net applications (for exam

ple, image classification, character recognition, robotics and concept-based infor

mation retrieval). Since knowledge can be stored in single-layered interconnected 

neurons (nodes) and weighted synapses (hnks) (Bechtel and Abrahamsen. 1991), 

(Sowa, 1991), information can be retrieved based on the network's parallel relax

ation process. Nodes are activated in parallel and activation values from different 

sources are combined for each individual node until the activation levels of nodes 

on the network reach a stable state (convergence). More details about the Hopfield 

net algorithm can be found in Appendix A. 

2.3.2.2 Kohonen Net 

Lippmann (1987) examined several neural network algorithms. Based on his 

research, a variant of the Kohonen self-organizing feature map (SOM) appears to be 

a promising algorithm for organizing large volumes of information. The algorithm 

can be used to create an intuitive, graphical display of the important concepts 

contained in textual information. Lin (Lin et al., 1991) was the first to adopt the 

Kohonen SOM for information retrieval. In his prototype, self-organizing clusters 
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of important concepts in a small database of several hundred documents were 

generated. Recently, a multiple layer Kohonen-based SOM has been developed 

(CancerLit Category Map - see Appendix B and (Chen et al.. 1996d), (Orwig 

et al., 1997)) based on the same algorithms as the WEBSOM project (Honkela 

et al., 1996b), (Honkela et al., 1996a), (Kaski et al., 1996), (Honkela et al., 1998) 

(see http://websom.hut.fi/websom/). For more information on the Kohonen-based 

SOM approach, please see Appendix A. 

http://websom.hut.fi/websom/
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CHAPTER 3 

RESEARCH QUESTIONS AND METHODOLOGIES 

3.1 Research Questions 

Humans naturally classify or categorize information to help them use it more 

efficiently and various methods of information classification have been around for 

many years. Chapter 2 indicated how heavily many existing systems rely on a 

manual or human component. Human classification has two serious flaws; it is 

extremely time consuming (which means that it cannot possibly keep up with 

the volumes of information being generated today), and it is inconsistent (due to 

the expressiveness and ambiguity of natural languages). One approach to solving 

these problems is to provide automatic or system generated classification methods, 

which while not as precise as human processing, and not yet intelligent enough to 

generalize or provide "value-added" clcissification information, are extremely fast 

and are more consistent than humans. 

The question is, are the advantages of speed and consistency such that they out

weigh the disadvantages of poorer precision and a lack of generalization? Are the 

methods and techniques of automatic information classification useful to humans 

or is reliance on the results not practical? Is automatic classification sufficiently 
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useful to replace human classification efforts, or would it be better to use it to 

augment or assist human classification efforts? This research investigated these 

questions as part of a larger, more general research question: Can system gener

ated (or automatically generated) information classification results help humans 

manage information? In particular, the focus was on information retrieval prob

lems, the organizing of information into categories to make it easier to browse, 

search and locate. I looked only at two algorithmic techniques, the concept space 

approach and the Kohonen-base SOM (self-organizing map) approach. 

3.2 Methodologies 

The information management problems investigated, information classification 

and retrieval, are essentially cognitive processes that are difficult to measure. Al

though it is easy to mesisure the time required to classify a unit of information 

(in my research the document and collection are the units of interest), the quality 

of classification is subjective. The research methodology which seemed most ap

propriate in such a case is the systems development approach (Nunamaker et al., 

1991a). In this methodology, a problem is identified and an automatic or system-

based solution is designed, programmed and implemented, typically using one of 

the systems analysis and design paradigms from the Management of Information 

Systems field. The resulting system solution is then tested first in a laboratory 

setting, and then later '"out in the field" or in a real-world setting. 
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In order to declare a system or automatic technique to be useful, its results must 

be compared against existing systems, existing standards or existing techniques. 

In information retrieval, there are two commonly accepted measures that can be 

used to compare different techniques: precision and recall. These are the two quan

titative measures commonly reported for most information retrieval experiments. 

However, problems with these measures have been pointed out by several experts 

in the field (Hersh, 1994), (Hersh et al., 1995), particularly the fact that different 

individuals have different opinions on the relative relevance of information units. 

Further problems arise with very large collections in which the volume is such that 

no individual or group of experts could possibly identify all the relevant informa

tion. The result is that the recall and precision measures must be relative for 

very large collections; absolute measures can only be used for small or artificially 

created collections. 

In addition to quantitative information, information about the perceived qual

ity of the output (or performance) of the automatic techniques can be collected. I 

used protocol analysis (Ericsson and Simon, 1993) and interviewing techniques to 

capture such qualitative information. In the protocol analysis method of captur

ing the cognitive processes as human subjects perform a task, subjects are asked 

to think out loud and to describe their choices, their thought processes and their 

decision-making process. This information is recorded and later analyzed by the 

experimenters. I also interviewed subjects at the end of each experiment, asking 
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them a set of questions in an attempt to get verbal feedback about the prototypes 

and the automatic classification results. I preferred in-depth interviews to sur

veys because I did not have a large number of subjects in each experiment and I 

wanted to investigate interesting comments or trends that were discovered during 

the protocol analysis phase. 

To investigate the general appropriateness or quality of the automatic ap

proaches I conducted several experiments in more than one domain. Different 

collections, and different subjects were used in an attempt to generalize the re

sults. Each domain wcis picked because of interesting and new challenges that it 

presented. The concept space approach was investigated in the Electronic Brain

storming Session (EBS) domain, the Internet domain, and the CancerLit domain. 

The Kohonen-based SOM approach was investigated in the Internet domain and 

briefly in the CancerLit domain. 

3.3 Dissertation Plan 

The next four chapters describe four different experiments that were performed 

to investigate the question of whether or not humans would find two different 

automatic approaches to information classification useful. Usefulness was always 

measured relative to some existing method of information clcissification with which 

subjects were familiar. The quantitative meaisures of recall and precision were 
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always captured, and protocol analysis and interviewing were used to capture 

qualitative information. 

Chapter four describes an experiment performed on electronic brainstorming 

sessions. This experiment investigated only the concept space approach to infor

mation classification because the Kohonen-based SOM prototype had not yet been 

developed. The EBS domain was an ideal first choice for the following reasons: 

1. Existing evidence - A proof-of-concept experiment had already been per

formed. indicating that the concept space technique was potentially useful. 

2. Existing experts - A relative abundance of facilitators of varying degrees of 

expertise were available as subjects who could first classify electronic brain

storming sessions based on their training and then evaluate the classifications 

of their fellow facilitators and the automatic classification of the system. 

3. Existing collections - A relative abundance of collections (i.e., electronic 

brainstorming sessions) was available and could be used as input to the clas

sification and evaluation process. 

4. "Real" data - Furthermore, these sessions were "real," they were not based 

on made-up data but on data that wais generated during real client sessions. 

5. Cognitive demand - Electronic brainstorming session comments made up 

the unit of evaluation (i.e., each comment Wcis the unit of information that 
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had to be classified). Since comments are typically short (ranging from a 

single word to four sentences in length), they are relatively easy to classify. 

The cognitive overload demanded of each subject was not excessive, and the 

experiment could be completed relatively quickly (no more than three hours 

per subject). 

6. Information overload - At the same time, the volume of comments (rang

ing from 250 to over 400) makes the classification task non-trivial and pre

sents a real-world challenge to facilitators of such sessions. The classification 

task is the most time consuming, frustrating, and challenging part of the 

EBS process. 

7. Vocabulary problem - Furthermore, EBS comments are extremely noisy. 

They contain typos, misspellings, slang, domain-specific jargon, acronyms 

and abbreviations, and ungrammatical or incomplete sentences. Classic au

tomatic classification techniques have trouble with this kind of noisy data, 

although humans commonly do not. 

8. Variety - There was a variability and variety in the general theme or purpose 

of each EBS session, and so the various data collections, while similar in 

format, were very different in content and so provided a very generic testbed 

for the automatic clcissification techniques. 
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9. Measures - Precision and recall were absolute in this case because the entire 

collection was known and had been classified by an expert in EBS classifica

tion (a facilitator). While protocol analysis was not used in this experiment, 

interviews were conducted after the fact with each subject to obtain feedback 

that was used to further improve the concept space approach. 

10. Future - The domain, electronic brainstorming sessions cis implemented in 

GroupSystems, is a commercially available product. The prototype can be 

incorporated into the commercial product and extensive field testing (as op

posed to this laboratory setting) can be performed in the future. 

Chapters five and six report on a series of experiments that used two automatic 

classification techniques on an Internet testbed. Both the concept space approach 

(reported in chapter five) and the Kohonen-based SOM approach to information 

classification (reported in chapter six) were investigated. The Internet was chosen 

as a testbed for these techniques for the following reasons: 

1. Existing "experts" - The entertainment sub-directory of Yahoo! was cho

sen because university students provided a large potential pool of subjects 

and entertainment is one of their favorite arezis of the WWW to explore. 

The topic is so generic and common that undergraduates without any spe

cial knowledge or training can be considered "experts." It also is a subject 
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area that provides enough interest to subjects to make them willing to vol

unteer and spend one to two hours on the task. In addition, they were very 

willing to provide verbal feedback and had definite opinions on the usefulness 

and quality of the automatic classification results. 

2. Existing collection - The Internet is freely available as a collection and 

no special permission had to be obtained to extract and classify information 

from it. The format was fairly standard and easy to input into the automatic 

classification processes. 

3. "Reed" data - The Internet provides a "real-world" classification problem. 

The data is "real." not made-up, and the problem of locating relevant infor

mation on the Internet is well-known. 

4. Cognitive demand - In the Internet experiments, the unit of classification 

was a homepage. Most homepages are small enough to allow subjects to rel

atively easily determine whether a homepage is relevant to their information 

needs or not. The cognitive overload demanded of each subject was not ex

cessive, and the experiment could be completed relatively quickly (no more 

than two hours per subject). 

5. Information overload - At the same time, the volume of homepages in

volved (approximately 110,000 homepages) made the clcissification task non-

trivial and does present a real world challenge to Internet information seekers. 
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The size of the collection demonstrated that both investigated techniques 

were scaleable. 

6. Vocabulary problem - Furthermore, homepages are extremely noisy. Like 

EBS comments, they can contain typos, misspellings, slang, jargon, acronyms 

and abbreviations, and ungrammatical or incomplete sentences. They also 

contain images and other kinds of information that humans can use to classify 

a homepage but that the automatic techniques could not (the prototype wais 

strictly a text-based classification method). 

7. Variety - There were variability and variety in the general theme or pur

pose of each homepage. Indeed this actually presented a larger challenge 

to the automatic techniques than I had anticipated. Homepages tend to be 

extremely eclectic and reflect primarily the interests of their authors. Often 

there is not a unifying theme or purpose to the homepage, making it difficult 

to classify. 

8. Measures - Precision and recall mecisures were relative in this Ccise because 

the entire collection was too large and too variable for any human expert to 

classify. On the other hand, because Yahoo! had imposed a hierarchical and 

keyword classification system on each homepage, there were existing clas

sification methods that could be used for comparisons with the automatic 
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techniques that I was investigating. In these two experiments, protocol anal

ysis and interviews were heavily used both during and after the experiment 

to collect as much qualitative information as possible. 

9. Future - The Internet is a publicly available and extremely large collec

tion of information. The prototv'pes can be made available to the public 

at sites accessible through The University of Arizona MIS Department s AI 

Lab homepage and feedback can be requested of anyone using them. This 

in essence provides a field testing situation for anyone who cares to further 

investigate or research these prototypes. The volatility and eclectic nature of 

the homepages makes this domain a particularly challenging one for future 

research. 

Chapter seven reports on a series of experiments performed on a large but co

hesive textual collection. CancerLit. Both automatic classification techniques were 

investigated. The CancerLit collection wcis interesting for the following reasons: 

1. Existing experts - The medical community at The University of Arizona 

provided a wide variety of subjects of varying degrees of expertise who use 

the CancerLit collection and so are familiar with its contents, indexing vocab

ularies, and navigation. Unfortunately, members of the medical community 

are extremely busy and it was challenging to entice subjects who had time 

to participate. If they could spare the time, the subject area aind collection 
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were interesting and familiar enough that subjects were willing to spend a 

considerable amount of time (one to two hours) on the tasks. In addition 

they were ver>- willing to provide verbal feedback and had definite opinions 

on the usefulness and quality of the automatic classification results. 

2. Existing collection - CancerLit is a private collection of biomedical infor

mation related to cancer and cancer research that is owned and maintained by 

the National Cancer Institute (NCI). NCI has an arrangement with the Na

tional Library of Medicine (NLM) that includes the classification of the Can

cerLit collection by human domain expert indexers (provided by NLM) and 

public availability through a variety of gateways (PubMed, Internet Grate

ful Med and OVID). NCI provided free access to the collection through an 

agreement and a grant. The collection record format is standardized and 

easy to input into the automatic classification processes. 

3. "Real" data - The CancerLit collection provides another "real-world" clas

sification problem. The data is "real," not made-up and many of the subject 

experts expressed frustration with the existing classification systems and were 

therefore interested in assisting with the development and evaluation of other 

classification methods. 

4. Cognitive demand - In the CancerLit experiments, the unit of classifica

tion was a document, which typically was a journal article abstract. Most 
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documents were small enough to allow subjects to easily determine relevance 

to their information needs. The cognitive overload demanded of each subject 

was not excessive, and the experiment could be completed relatively quickly 

(no more than two hours per subject). 

5. Information overload - At the same time, the volume of documents in

volved (approximately 650,000) made the classification task non-trivial and 

presents a real-world challenge to users attempting to locate and extract in

formation from the CancerLit collection. The size of the collection further 

demonstrated scalability. 

6. Vocabulary problem - CancerLit documents are not subject to gram

matical problems nor to typos and misspellings since they originate from 

technical and academic publications. However, medical information does 

contain domain-specific jargon, acronyms and abbreviations. In addition, be

cause cancer information involves a field that is technologically advanced and 

rapidly changing, its vocabulary also is technologically advanced and rapidly 

changing as new genes, new drugs, new therapies and treatment regimes are 

discovered. This vocabulary volatility makes it difficult for standardized in

dexing vocabularies and ontologies to keep up, and for novice information 

seekers to locate information. 
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7. Variety - There was a variability and variety in the collection as a whole. 

However, unlike items in the Internet collection, each document was a cohe

sive entity that had a specific theme, message or purpose to convey This 

made it much easier for the classification systems to classify each document. 

8. Measures - Precision and recall measures were relative in this case because 

the entire collection wais too large for any human expert to classify On the 

other hand, there were existing classification methods with which the subjects 

were familiar that could be used to compare and contrast the automatic 

techniques that I was investigating. In these experiments, protocol analysis 

and interviews were heavily used both during and after the experiment to 

collect as much qualitative information as possible. 

9. Future - CancerLit is a publicly available, and extremely large collection of 

information. NCI is committed to finding classification methods that will 

augment or supplement existing systems. The prototypes can be made avail

able to the public cis sites accessible through The University of Arizona MIS 

Department's AI Lab homepage and feedback can be requested of anyone 

using them. This in essence provides a field testing situation for anyone who 

cares to further investigate or research these prototypes. 

Finally, chapter eight presents my conclusions and ideas for future exploration of 

the general research question and the specific automatic cleissification techniques. 
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Appendix A presents a more detailed description of the classification techniques 

and the algorithms and processes used to create the prototypes. Appendix B 

presents information specifically on the CancerLit Prototype and its various tools 

and components including screen capture illustrations. Appendix C lists the fund

ing sources and specific personal acknowledgments for each experiment. 
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CHAPTER 4 

ELECTRONIC BRAINSTORMING EXPERIMENT 

4.1 Objectives 

One of the most critical issues in intelligent information system evaluation is 

"trust" (see the January 23. 1995 New York Times front-page article. "Data Net

work Is Found Open to New Threat"). Before humans will accept, use and trust 

an information system, a belief in the reliability of its performance must be es

tablished. To establish performance trust, the system must be validated against a 

known and accepted standard (in this case, human performance) and must demon

strate a performance level that meets some standard measure. A major criticism of 

intelligent information systems, including those involved in information retrieval 

and categorization, is that their performance has rarely been experimentally or 

empirically tested or verified (Maes, 1994). The purpose of this experiment was to 

validate the concept space approach to information classification through rigorous 

laboratory testing and to gather feedback from human experts that could be used 

for future enhancements. 

The concept space solution to idea categorization had previously been tested in 

a 'proof-of-concept' experiment (Chen et al., 1994). which demonstrated that its 
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categorization performance was comparable to that of two inexperienced facilita

tors, but not as good as those of two experienced facilitators. In that experiment, 

the concept space had a concept recall score of 32% (i.e.. it was able to identify 

32% of the of the session categories as determined by human experts) and a con

cept precision score of 33% (i.e., of the categories identified, only 33% were judged 

by human experts to be relevant). Experienced human facilitators typically re

ceive scores of about 80% for concept recall and concept precision in a similar 

environment. 

However, the "proof-of-concept' experiment used only four facilitators and one 

Electronic Brainstorming (EBS) session and several performance improvements 

had subsequently been made to the concept space prototype (e.g., parameter test

ing, algorithm fine-tuning, and a graphics-based, interactive interface). My goal 

was to subject the improved prototype to a more rigorous study, first to determine 

if the modifications had indeed improved the categorization ability of the concept 

space and second to ensure that the results were not due to the peculiarities of 

a given EBS session or subject. Furthermore, I believed that, since information 

overload is a problem in large sessions, the concept space approach might perform 

better compared to humans in large sessions. 

4.2 Research Questions and Methodology 

The specific research questions that this experiment investigated were: 
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. Ql: Would the concept space approach to information classification as it had 

been improved and modified demonstrate an improved precision and recall 

over the previous proof-of-concept experiment when tested in a laboratory 

setting on a wider variety of sessions and larger sample size of facilitator 

subjects? 

. Q2: Would the size of the session (large vs. small) have an impact on the 

automatic clcissification system's performance? 

• Q3; How would the concept space approach performance be judged when 

evaluated by human experts of varying levels of expertise, using their classi

fication efforts for comparison? 

. Q4: From a qualitative perspective, what are the advantages and disadvan

tages of the concept space approach according to the human experts? What 

are their suggestions for improvements? 

I used the systems development methodology*, particularly the laboratory set

ting evaluation phase, to collect the experimental results. Standard qualitative 

measures (recall and precision) were calculated, using a modified quantitative ex

perimental design randomizing subjects and 'treatments'. Qualitative information 

was collected via exit interviews after the subjects had completed all phases of the 

experiment. 
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4.3 Background and Issues 

The EBS idea organization process is challenging for a number of reasons in

cluding: 

• Information overload: Electronically supported idea generation tends to 

produce a large number of ideas, resulting in information overload (Chen 

et al.. 1994). In a typical meeting of 10-20 participants, several hundred 

EBS comments can be generated in less than 30 minutes, making it ex

tremely difficult for participants to browse and consolidate comments. The 

participants are often impressed with the number of ideas generated but be

come overwhelmed with the task of organizing them (Orwig, 1995), (Orwig 

et al., 1997). 

• Vocabulary problems: During electronic brainstorming, the goal is to gen

erate creative, uncensored ideas. Vocabulary differences (i.e., using different 

words to convey similar ideas) are common. Vocabulary differences create 

challenges for design methodologies for vocabulary-driven interactions limit

ing the amount of system support for solving vocabulary-related problems in 

electronic meeting environments (Chen, 1994). 

• Cognitive demand: EBS comments need to be categorized in a short pe

riod of time. Typically there is only about one hour to browse and under

stand the ideas generated, judge the merits of the idecis. merge similar ideas. 
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eliminate redundant or irrelevant ideas, consult other members, etc. Many 

EBS comments contain misspellings, typographical errors and ungrammati-

cal statements, all of which require special synthesizing efforts. This process 

can be frustrating and sub-optimal, causing group satisfaction levels and 

productivity to significantly diminish (Orwig, 1995), (Orwig et al.. 1997). 

• Sensitivity and trust: Finger-pointing or discussion of sensitive topics 

may emerge during idea generation (due to anonymity). Participants may 

be reluctant to suggest these topics as categories for fear of causing potential 

disagreements. Information systems are not subject to such sensitivities. 

Participants also tend to view software systems as unbiased causing some 

participants to prefer system's suggestions to human suggestions. 

4.3.1 Groupware 

Specialized software, called Groupware, has been specifically designed to elec

tronically support collaborative work efforts (Johansen. 1988), (Ellis et al., 1991). 

Measurable gains in productivity (of up to 90% reduction in complex project com

pletion time) have been reported using Groupware (Nunamaker et al.. 1991b), 

(Kirkpatrick, 1992). The University of Arizona, under the direction of Dr. Jay 

Nunamaker, hcis developed such a system called GroupSystems. 
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One of the major advantages of GroupSystems is the ability to permit parallel 

brainstorming. Typically, a group of 10-20 participants can generate several hun

dred ideas in less than 30 minutes of an EBS session. It is far more difficult to 

organize the generated ideas into a category list that identifies the major topics 

discussed in that session (George et al., 1990), (Nunamaker et al., 1991b). (Chen 

et al., 1994). Often the overwhelming task of organizing a large volume of brain

storming ideas becomes a bottleneck in the collaborative process that counteracts 

earlier productivity gains and reduces group satisfaction (Chen et al., 1994). 

4.3.2 Idea Categorization in EBS Sessions 

Facilitators use a wide variety of techniques to assist EBS session idea organiza

tion. One approach is to manage the idea generation process. Limiting the volume 

of ideas generated, by imposing either a time limit or a restriction on the number 

of ideas, is the most common tactic. Arguing that the idea organization process 

is unmanageable unless it is controlled by forcing participants to focus their ideas, 

supporters cite evidence which indicates that most of the best ideais are generated 

in the first 10 minutes of an EBS session (Nunamaker et al., 1991b). There are two 

problems with this approach. First, research also shows that sessions with higher 

numbers of ideas tend to generate better solutions (Nunamaker et al., 1991b). Sec

ond, a quality idea often is the result of either a new idea 'piggy-backing' on an 

old one or of an early idea triggering a completely new one. 
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The idea generation process can also be managed by imposing a structure (typ

ically pre-cissigned categories). For example, one GroupSystems tool. Topic Com-

menter hais a set of electronic 'index cards', with categories entered as header 

information. Another, Group Outliner. allows an idea generation session to start 

with an outline. The major criticism of this approach is that imposed structure 

inhibits creativity. Critics argue that such techniques introduce "group think' and 

discourage creative ideas which approach a problem from an unusual perspective. 

Alternatively, the process of idea convergence can be managed. The most com

mon strategy- is 'divide and conquer', where the output of an idea generation 

session is broken into smaller, more manageable chunks before categorization is at

tempted. Ideas can be divided arbitrarily or can be grouped by keywords (available 

in several groupware tools). The major criticism of these approaches is that they 

are too slow (e.g., take 45 to 90 minutes). Furthermore, keywords do not appear 

to be the most satisfactory way to organize ideas. Verbal feedback from the list 

evaluation phase of this experiment indicated that subjects preferred categories 

expressed as phrases or multiple words. Single key-words were criticized as either 

being "too general to convey any real meaning'' or "a single word doesn't carry 

enough descriptive content to be useful" (Chen et al., 1996a). 
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4.4 Testbed 

Electronic Brainstorming sessions provide an interesting and convenient testbed 

for the concept space approach. The University of Arizona has access to hundreds 

of EBS sessions of varying sizes on a wide variety of topics, many of which do 

not require any domain knowledge to understand. In addition, at least a dozen 

facilitators of varying levels of expertise were available as subjects. 

EBS comments are very "noisy" (due to typos, misspellings, incomplete and 

ungrammatical sentences), and vary in size, from a single word to multiple para

graphs. Figure 4.1 illustrates some typical EBS comments. There are several 

domain-dependent, Al-based natural language parsing techniques (Chen, 1994) 

that work extremely well in narrow topic areas with well defined, specific vocab

ularies and grammatically correct sentences. These techniques are infeasible for 

EBS comments due to the predominance of ''noisy" data, diverse vocabulary, and 

jargon. In addition, any idea categorization information system designed for EBS 

comment classification needs to perform analysis and classification within a short 

time frame (e.g., 10 minutes while participants are on a break), using the existing 

hardware and software platform. 
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What eure the problems our company needs to address to improve 

the product development process and engineering/support interface? 

1.1 Vision 

1.2 selection of markets 

1.3 selection of products 

1.4 Individuals sho should be focused on market or product selection 

full time are burdened sith day to day activities that greatly reduce 

their effectiveness. 

1.10 LACK OF STREAKLINED BACK END EXTENDING FROM SILICON TO PRODUCTION. 

CURRENTLY, DESIGNERS ARE RESPONSIBLE FOR HAINTAINIHG AND COORDINATING 

THE ENTIRE PROCESS. 

2.3 Uhen a development is undertaken, it must be accompanied by 

commitment not only from the design engineer, but also from test, fab, 

qa, marketing for PDSs, etc. As it is only the design enginer has 

accountability. 

2.5 re 2.3 - everybody has accountability, but to shorn, and aith what 

measures/rewards/punishments for not attaining goals - ohat goals, 

they're seldom defined or stated clearly 

Figure 4.1: Sample EBS Comments 
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1 1 1 1 1  V I S I O N  
2 1111 SELECTION 
2  1 1 2  1  M A R K E T  
3  1 1 1 1  S E L E C T I O N  
3  1 1 2  1  P R O D U C T  
4  1 1 1 1  I N D I V I D U A L  
4 112 1 MARKET 
4  1 1 3  1  P R O D U C T  
4 113 2 PRODUCT SELECTION 
4 113 3 PRODUCT SELECTION FULL 

Figure 4.2: Automatic Indexing Output 

4.5 EBS Concept Space Prototype 

The concept space prototype was developed according to the standard concept 

space generation process of: document selection, automatic indexing, cluster anal

ysis and Hopfield Net classification. See Appendix A for a more detailed outline 

of this process. 

In this concept space prototype, a "document" is an EBS session comment, and 

a document descriptor can be a one-, two-, or three-word phrase. Figure 4.2 is an 

example of the output from the automatic indexing process. 

In EBS sessions it is desirable to reward general terms (rather than specific 

terms, which is more typical of cluster analysis in other document collections). 

Therefore, a combination of document frequency (which rewards general terms 
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PRODUCT : DESIGN; 0.1869 
PRODUCT : DEVELOPMENT; 0.1107 

DESIGN ; PRODUCT; 0.3460 

MARKET ; PRODUCT; 0.3373 
MARKET ; DESIGN; 0.1887 

TIME . DESIGN; 0.1242 
TIME ; PRODUCT; 0.1179 
TIME ; SCHEDULE; 0.1023 

Figure 4.3; Co-occurrence Tables 

in a document) and term frequency (which rewards general terms in the overall 

collection) replaces the more typical combination of inverse document frequency 

(which rewards specificity) and term frequency. Figure 4.3 shows some partial 

co-occurrence tables generated for a manufacturing EBS session. 

Figure 4.4 illustrates the concept space's category list for one sample EBS ses

sion. It took three to five minutes to complete the entire category list generation 

process. 

4.6 Experimental Design 

Four GroupSystems EBS sessions were chosen from the files at The University 

of Arizona. Two sessions were classified as small (less than 250 comments) and two 

were classified as large (more than 400 comments). Each session had to meet the 
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EBS question: "What are the problems our company needs to address to 
improve the product development process and engineering/support interface?" 

Topics classified: 
** DESIGN/PRODUCT DEVELOPMENT 
** SALE/PRODUCT ENGINEER/SUPPORT GROUP 
** TEAM/PRODUCT ENGINEER/SUPPORT GROUP 
** MARKET/PRODUCT DEFINITION/PLANNING/REQUIREMENT 

PROJECT 
CUSTOMER 
TESTING 

** PROCESS 
SYSTEM 

** PEOPLE 
MANAGEMENT 

** SCHEDULE/CYCLE TIME/DEVELOPMENT CYCLE/CONTROL 
** TEAM 
** CHANGE 

GOAL 

Figure 4.4: System-generated Categories for EBS Comments 



BURR.CI (58652 bytas) 

1. PRODUCT/OESIGN/SUPPORT/ 
2. MANAGEMENT/MARKETING/REQUIRED/ 
3. RESOURCESff^OUNARROWLY FOCUSED PRODUCTS/ 
i. SUPPORT GROUPS/SELF SUFFICIENT GROUPS/ 
5. PRODUCT DEVELOPMENT/PRODUCT ENGINEERING/ 
6. CYCLE TIME/ 
7 .  SCHEDULE/QU/VUTY/COST/ 

BnK_Cl (5ICS2 bytes) 

Figure 4.5; The Meeting Facilitation Concept Space Interface 
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following selection criteria: 1) the categorj' list generated by the actual meeting 

participants wcis available and 2) specific domain knowledge wais not required for 

adequate categorization of the session. The four sessions were randomly assigned 

to one of two sets. Each set contained one large and one smcdl session. 

Twelve facilitators were recruited as subjects from the Center for the Man

agement of Information (CMI) at The University of Arizona and from Ventana 

Corporation (a spin-off company for GroupSystems technology) in Tucson. These 

facilitators were classified as inexperienced or experienced based on the following 

criteria; 1) years of experience and 2) number of sessions facilitated in the previous 

two years. Experienced facilitators had at least two years of facilitation experi

ence and had conducted, on average, more than three sessions a month during the 

previous two years. Six facilitators were designated as experienced and six were 

designated as inexperienced. Each facilitator was randomly assigned to one of the 

two session sets, so that three experienced facilitators and three inexperienced fa

cilitators were assigned to each set. Each facilitator reviewed one large session and 

one small session (randomized order), and each session set (containing one large 

and one small session) was reviewed by three experienced facilitators and three 

inexperienced facilitators. The experiment wais conducted in three phases: List 

Generation, List Evaluation, and Coding and Analysis. 
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4.6.1 List Generation 

Each subject was asked to evaluate both sessions (one long and one short) in a 

session set and for each session to generate a category list that best summarized it. 

The concept space prototype was also run against each session. The time taken to 

generate each category list was recorded for all subjects. Use of the prototype took 

approximately three minutes for the small sessions and five minutes for the large 

sessions. Human list generation times ranged from five to 81 minutes. The average 

human list generation times were 25.8 and 42 minutes for the large sessions, and 

20.5 and 25.7 minutes for the small sessions. 

4.6.2 List Evaluation 

Each subject was asked to evaluate and modify eight category lists for each 

previously categorized session. The category lists were "'neutralized" by typing 

them in the same font as the concept space lists. The eight lists evaluated by each 

subject consisted of; 1) three lists generated by experienced facilitators, 2) three 

lists generated by inexperienced facilitators. 3) one list generated during an actual 

participant session and 4) one list generated by the concept space prototype. One 

of the facilitator lists was generated by the subject for use as a basis for comparison. 

Subjects were asked to modify each list until it captured all relevant categories and 

eliminated all non-relevant categories. Subjects were also asked to rank how well 



each list represented the session. Most subjects took one to three hours to complete 

the experiment. 

4.6.3 Coding and Analysis 

Two experimenters coded the results generated in phase two (L i s t  Eva lua t ion) .  

Modifications made to each list by the subjects were independently categorized 

according to seven variables. Inter-coder reliability was calculated for one of the 

measures, using Scott's formula to ensure coding consistency. Scott's formula has 

been shown to be more accurate than other inter-coder reliability scores because it 

reduces the effects of agreement due to chance. Inter-coder reliability between the 

two experimenters for the four sessions were: 93.8%. 96.3%, 94.5%, and 93% (all 

exceeding the 80% significance threshold adopted in past research (Krippendorff. 

1980)). 

4.7 Results 

Three measures: Target, Identified, and Relevant were used to calculate concept 

recall and concept precision. Target (the total number of items on the list after 

all additions, deletions, and merges) represented the total number of categories 

that the subject felt were relevant to each list. Most differences between lists were 

ascribed to variations in the terms used and the granularity of the ideas. Identified 

represented the number of items on the original list. Relevant (the intersection of 
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the other two measures) indicated the number of items on the Identified (original) 

list that were also on the Target (corrected) list. 

Concept recall and concept precision were calculated using a variation (Chen 

et al., 1994) of the document recall and precision measures from information sci

ence (Jones, 1981), (Boyce et al., 1994). Concept recall [Relevant items divided 

by Target items) represented the percentage of relevant meeting ideas that were 

properly captured in the original list. Concept precision (Relevant items divided 

by Identified items) represented the percentage of the concepts on the original list 

that list evaluators deemed relevant to the actual meeting topics. Values for these 

two measures ranged between 0 and 1 (higher values being more desirable). 

4.7.1 Results by Individual Facilitator and Session 

Table 4.1 summarizes the experimental results by session and list generator 

(experienced facilitators, inexperienced facilitators, original session and concept 

space), including detailed concept recall and concept precision figures. Within a 

given session, each humanly generated list was compared against the concept space 

generated list using a two-sample t-test. Statistically significant (10% level) results 

are highlighted in Table 4.1. 

The most dramatic improvement in the modified concept space's performance 

was in concept recall. In 26 (of 28 cases), the mean concept recall for concept space 

was not significantly different from that for any of the individual lists generated by 
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humans, although the scores for the concept space generated lists were generally 

poorer. Overall, concept space scored an average of 76% for concept recall, a 

significant improvement over the previous 32% score. 

Concept space still performed poorly in concept precision, however. There were 

only four cases (of 28) in which its precision level was not significantly different 

from that of an individual list generated by a human. In all of the other 24 cases, 

the concept space generated lists were significantly poorer than individual humans' 

lists (see Table 4.1 for details). Despite an improvement in precision scores from 

the proof-of-concept experiment (from about 33% to about 55%). humans were 

still consistently able to produce more precise lists (often at about an 86% level). 

Facilitators also consistently ranked concept space generated lists lower than all 

other lists, probably as a result of the poor concept precision performance. It 

was also disappointing to observe that session size appeared to have no effect on 

concept space performance. 

4.7.2 Results Grouped by Facihtator Experience 

Figure 4.6 (concept recall) and Figure 4.7 (concept precision) present com

parisons grouped by facilitator experience. Twenty-three list evaluations were 



Session 1 - Large session 
Experienced Inexperienced j Session Concept Space 

Lists A1 A3 A6 A2 A4 A5 1 A7 A8 
Recall .54 .60 .89** .85 .80 .79* .87 .67 
Precision .94*» .72* i .85** .96** .71 .92*'' 1 .93** .49 
Session 2 - Small session 

Experienced Inexperienced Session Concept Space 
Lists A1 A3 A6 A2 A4 A5 A7 A8 
Recall .73 .59 .83 .74 .90 .74 j .80 .72 
Precision .98** .89** .90** .92** .76* .92" 1 .73* .51 
Session 3 - Large session 

Experienced Inexperienced Session Concept Space 
Lists B1 82 85 83 84 86 87 88 
Recall .83 .86 .96 .86 .86 .94 1 .88 .83 
Precision .83** .91** .84** .94** .82* .88** .97** .61 
Session 4 - Small session 

Experienced Inexperienced Session Concept Space 
Lists 81 82 85 B3 84 86 87 88 
Recall .78 .84 .94 .61 .79 .90 .85 .77 
Precision .88** .91** .77 .83 .83* .73 

00 

.58 

where ** indicates that P < 0.05 and * indicates that 0.05 < P < 0.1 (vs. Concept Space) 

Table 4.1: Results by Individual Subject and Session 
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provided for the session output and concept space output, respectively.^ Expe

rienced and inexperienced facilitators' lists received 69 evaluations." A one-way 

analysis of variance was performed using MINITAB on each grouping. The F-ratio 

for concept recall indicated that the results were not significant, so no further 

analysis was performed. However, the F-ratio for concept precision indicated that 

the results were significant, so pair-wise, two-sample t-tests were also performed 

on those data. 

The results confirmed earlier observations for individual facilitator and session 

lists. For concept recall, the differences between the concept space lists and hu

man lists were statistically insignificant (10% level). There were no statistical 

differences between any of the three kinds of human lists and the concept space 

generated lists for concept recall. However, the latter lists were significantly inferior 

when compared with human lists on concept precision. One interesting observation 

was that experienced and inexperienced facilitators' performances were indistin

guishable (both concept recall and concept precision) suggesting that facilitator 

experience is not necessarily a good predictor of list categorization performance. 

'The total number of evaluations should have been 24 according to the experimental design. 
However, one facilitator left during a later stage of the experiment so one set of list evaluations 
was eliminated. 

"The untimely departure of one subject caused three missing evaluations. The total number 
of evaluations should have been 72 according to the experimental design. 



UlALYSIS OF VMIIAKCE 

SOURCE 

Concept 

Precision 

ERROR 

TOTAL 

DF 

3 

180 

183 

LEVEL 

Experienced 

Inexperienced 

Session 

Concept Space 

SS MS 

1.1775 0.0592 1. 

•.9877 0.0444 

t.1652 

N MEAN STDEV 

69 0, .7741 0.2243 

59 0 .8183 0.1968 

23 0, .8525 0.1702 

23 0. .7557 0.2428 

0.265 

IHDIVIDOAL 95 PCT CI'S FOR MEAN 

BASED ON POOLED STDEV 

POOLED STDEV 0.2107 0.720 0.800 0 .880 

Figure 4.6: Concept Recall Comparison by Facilitator Experience 

ANALYSIS OF VARIANCE 

SOURCE DF SS MS 

Concept 

Precision 3 1, .9765 0, .6588 

ERROR 180 4. .2777 0, .0238 

TOTAL 183 6. .2542 

27.72 0.000 

INDIVIDUAL 95 PCT CI'S FOR MEAN 

BASED ON POOLED STDEV 

LEVEL N MEAN STDEV • 

Experienced 69 0. .8654 0.1479 ( — — )  

Inexperienced 69 0. .8533 0.1483 (--•-) 

Session 23 0. .8697 0.1453 (—— 

Concept Space 23 0, .5480 0.1943 ( • ) 

POOLED STDEV = 0.1542 0.60 0.75 0.90 

TVOSAMPLE T FOR Concept Space VS Experienced 

95 PCT CI FOR MU Concept Space - MU Experienced; ( -0.4078, -0.2270) 

TTEST MU Concept Space = MU Experienced (VS NE): T= -7.17 P=0.0000 DF= 30 

TVOSAMPLE T FOR Concept Space VS Inexperienced 

95 PCT CI FOR MU Concept Space - MU Inexperienced: ( -0.3956, -0.2150) 

TTEST MU Concept Space = MU Inexperienced (VS NE): T= -6.90 P=0.0000 DF= 31 

TVOSAMPLE T FOR Concept Space VS Session 

95 PCT CI FOR MU Concept Space - KU Session; ( -0.4240, -0.2195) 

TTEST MU Concept Space = MU Session (VS NE); T= -6.36 P=0.0000 DF= 40 

Figure 4.7: Concept Precision Comparison by Facilitator Experience 
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ANALYSIS OF VARIANCE 

SOURCE 

Concept 

Recall 

ERROR 

TOTAL 

DF 

2 
I8l 

183 

SS 

0.1100 
8.0552 

8.1652 

MS 

0.0550 

0.0445 

F P 

1.24 0.293 

LEVEL 

Facilitators 

Session 

Concept Space 

N 

138 

23 

23 

POOLED STDEV = 0.2110 

INDIVIDOAL 95 PCT CI'S FOR MEAN 

BASED ON POOLED STDEV 

MEAN STDEV • • + 

0.7962 0.2114 ( • ) 

0.8525 0.1702 ( • ) 

0.7557 0.2428 ( • ) 

0.720 0.800 0.880 

Figure 4.8; Concept Recall Comparison for All Facilitators 

4.7.3 Results for All Facilitators 

Finally, Figures 4.8 and 4.9 summarize the performance of all facilitators as 

a group in concept recall and concept precision, respectively. Once again, the 

concept space generated lists were comparable to human lists in concept recall, 

but significantly inferior when compared on concept precision. Facilitators were 

able to achieve an 80% (versus 76%) concept recall rate and an 86% (versus 55%) 

concept precision rate. 

4.8 Discussion 

4.8.1 Facilitator Performance 

There are several possible explanations for inexperienced facilitators having per

formed as well as experienced facilitators in this study. For example, other human 
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ANALYSIS OF VARIANCE 

SOURCE OF SS MS F P 
Concept 

Precision 2 1.9715 0, .9857 41.66 0.000 

ERROR 181 4.2827 0, .0237 

TOTAL 183 6.2542 

INDIVIDUAL 95 PCT CI'S FOR MEAN 

BASED ON POOLED STDEV 

LEVEL N MEAN STDEV 

Facilitators 138 0 .8593 0.1477 ( —) 
Session 23 0. .8697 0.1453 ( •  ) 
Concept Space 23 0. .5480 0.1943 ( ) 

POOLED STDEV = 0.1538 0.60 0.75 0.90 

TVOSAMPLE T FOR Concept Space VS Facilitators 

95 PCT CI FOR MU Concept Space - HO Facilitators: ( -0.3985, -0.2241) 

TTEST MtJ Concept Space = MU Facilitators (VS HE): T= -7.34 P=0.0000 DF= 26 

Figure 4.9: Concept Precision Comparison for All Facilitators 

factors such as analytical skills and training may affect the cognitive task of idea 

organization. It is also possible that the four sessions selected were so generic that 

the idea organization tasks became trivial and non-experience-dependent. This 

is also the most probable explanation for the lack of a difference in performance 

between large sessions and small sessions. Even the larger sessions were no more 

complex or difficult to categorize than the small sessions. 

4.8.2 List Generation Time 

A significant advantage of the concept space approach is that it can generate 

categories in one-fifth the amount of time it takes a human. This time savings could 

have been even more significant. The subjects generated their category lists under 

ideal laboratorj' conditions, without distractions, and without the responsibility 
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of managing or facilitating a live meeting. Several subjects commented that they 

would welcome using the concept space approach in an actual electronic meeting 

env-ironment. If concept space could provide an acceptable straw-man category 

list, then meeting facilitators and participants could focus on the more productive 

and satisfying tasks of generating creative ideas and engaging in group decision 

making. 

4.8.3 Quality of the Concept Space Lists 

One recurring criticism of the concept space lists was that they contained too 

many single word descriptors and too many general terms both of which contained 

insufficient context (meaning) to be considered relevant categories. Sometimes 

the categories were too general to be useful and sometimes the categories were too 

specific to be considered summarizations. Such categories were typically deleted by 

the hst evaluators, resulting in lower concept space precision scores. One solution 

to this problem might be to decrease the length of the category list (determined at 

run time) from the current default of 20 items to 12-17 items. Generating a shorter 

list might improve precision, but recall would probably suffer. Another solution 

would be to reward more specific document descriptors such as multiple word 

descriptors by giving them higher weights. Finally, meeting participants could be 

allowed to modify the stop-word list dynamically. This is a list of words that have 

no semantic meaning (such as "a", "the", etc.) which are ignored during term 
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frequency and inverse document frequency analysis. Very common domain specific 

descriptors could be added to the stop-word list to prevent their appearance as 

document descriptors. 

4.8.4 Practical Experiences 

Encouraged by the results of this evaluation, some subjects have used the con

cept space approach in live sessions to generate a straw-man category list which 

meeting participants then inspect, evaluate and modify. The advantages of using 

concept space are that it: 1) rapidly segments the data; 2) handles large volumes 

of data; 3) reduces the cognitive load of idea organization (segments the data into 

smaller, more manageable chunks): 4) is not domain-specific: and 5) is unbiased. 

Experience has also shown that concept space has some disadvantages. The 

three most frequent criticisms have been: 1) many categories are too general; 2) 

single words descriptors lack content; and 3) it cannot generalize. In general, the 

feedback received from "live" uses of the concept space approach has been positive. 

An interesting unanticipated use of concept space in EBS sessions has been a 

modified version of "data mining." In this case, a client wanted several months 

worth of electronic meeting data combined and categorized to discover on-going 

or recurring issues. The concept space approach was able to generate in minutes 

a satisfactory category list that the facilitators involved estimated would have 
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taken them several hours to accomplish. See (Houston and Walsh. 1996) for more 

information. 

4.9 Conclusions 

This experiment showed that the modified concept space prototype is com

parable to human facilitators in identifying important meeting concepts [concept 

recall), but inferior to human facilitators in generating precise and relevant con

cepts {concept precision). However, the idea classification task was accomplished 

in significantly less time, and the system's user interface allowed meeting partici

pants to trace individual comments which supported the recommended summary 

topics. These results were positive enough to encourage further development of the 

concept space approach to idea classification and the expansion of the technique 

to other domains. 

The study indicated that it would be necessary to find ways to improve concept 

precision without damaging concept recall before the concept space approach could 

be truly considered comparable to human performance in its ability to classify or 

categorize information. Since feedback indicated that phrcises and multiple word 

document descriptors were preferred by subjects, the concept space algorithms 

were modified to encourage multiple word document descriptors (by giving them 

higher weights than single word descriptors) and syntactic sentence analysis was 

explored cis a front-end document descriptor identification process. 
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Please see Appendix C for the funding information, and acknowledgements for 

this experiment and for publications that have resulted from this research. 
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CHAPTER 5 

INTERNET SEARCHING EXPERIMENT 

5.1 Objectives 

After demonstrating that the concept space approach was viable (i.e., com

parable to human performance) cis an approach to information organization or 

categorization on a small, static document collection (i.e.. EBS comments), the 

next task was to explore its scalability to a larger, more eclectic and more dynamic 

document collection. The ideal testbed for such an exploration is the Internet (in 

particular, World Wide Web - W\\^V pages), especially since Internet browsing 

and searching also are susceptible to problems of information overload and vocab

ulary differences (Obraczka et al., 1993). (Etzioni and Weld. 1994), (Chen et al.. 

1996d). 

This experiment was devised to explore the viability of the concept space ap

proach to information organization using an Internet-based testbed and to further 

investigate whether this ability could be used to assist users in Internet searching. 

The concept space approach to information searching (also called an automatically 

generated thesaurus approach) had been successfully demonstrated with several 

different information collections, including a molecular biolog\^ community system 
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(Chen et al., 1995), (Chen et al., 1997) and the Illinois Interspace Digital Library 

Initiative Project (Chen et al.. 1996c). (Schatz and Chen, 1996). (Schatz et al., 

1996). The purpose of this study was to demonstrate the usability of the concept 

space approach to Internet searching (using a prototype called ET-Thesaurus). 

In order to establish performance viability. ET-Thesaurus was compared with a 

commonly used Internet searching method (i.e.. keyword-based search). 

5.2 Research Questions and Methodology 

The research questions that this experiment investigated were as follows: 

. Ql: Would the concept space approach to information classification be scale-

able to a larger collection of information (i.e.. could it successfully classify 

the collection in a reasonable amount of time)? 

. Q2: Could the indexing terms generated by the concept space approach be 

successfully used to tag homepages so that these tags could later be used by 

subjects to locate relevant homepages? 

• Q3: Would the concept space approach to information classification demon

strate a statistically superior precision and recall over an existing classifica

tion system (keword based searching) when tested in a laboratory setting 

on such a large and eclectic testbed as the Internet? 
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• Q4: How would the concept space approach performance be judged when 

evaluated by human subjects of varying levels of expertise, using an existing 

classification system for comparison? 

• Q5: From a qualitative perspective, what do human subjects consider as 

advantages and disadvantages of the concept space approach? What are 

their suggestions for improvements? 

I used the systems development methodology', in particular the laboratory 

setting evaluation phcise, to collect the experimental results. Standard qualita

tive measures (relative recall and precision) were calculated, using a very simple 

modified quantitative experimental design randomizing subjects and 'treatments'. 

Qualitative information was collected via protocol analysis during the task and via 

interviews performed both during the task and after the subjects had completed 

all phases of the experiment. 

5.3 Testbed 

The Internet, with its tremendous diversity and volume of information, provides 

an especially interesting and challenging testbed. In response to the high expecta

tions of Internet users, Internet service providers are continuously increasing the 

number of their indexed World Wide Web (WWW") homepages and continuously 

improving their Internet searching engines (primarily focusing on improving user 
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interfaces and query formation). The Lycos server at CMU claimed to have in

dexed 50-r million URLs as of August, 1996. Alta Vista, (through a strategic 

alliance with Yahoo!), claimed to have indexed -f30 million URLs as of August, 

1996. HotBot (a recently introduced Internet searching product from Hot Wired) 

claimed to have indexed the largest number of homepages (i.e.. 54 million URLs 

as of August, 1996). With such a vast information space, it is easy to see why so 

many users either get lost or simply overwhelmed and give up (Berners-Lee et al., 

1994), (Schatz and Hardin, 1994). 

5.4 Background and Issues 

As Internet services have become more popular, the problem of the effects 

of information overload on Internet searching has become an increasingly urgent 

research issue (Bowman et al., 1994). The Internet human-computer interaction 

paradigm has shifted from a simple hypertext-like browsing interaction to a content-

based searching one (where a user describes a request via a query and the system 

must locate information that matches or satisfies the request) (Chen et al., 1996d). 

Many researchers and practitioners consider Internet searching to be one of the 

most challenging areas of research for future National Information Infrastructure 

(Nil) applications (Bowman, 1994), (DeBra and Post, 1994), (Pinkerton, 1994). 

There are two bcisic approaches to Internet searching: 
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• Keyword Search - In this approach, users enter a keyword or set of key

words that best characterizes their information needs. The information sys

tem translates this request into a query and searches the information space 

for appropriate matches, which are returned. Advanced ke>'vv'ord searching 

allows users to enter more than one keyword and to relate multiple kej-ivords 

to each other via the use of Boolean operators ("AND". "OR", and "NOT"). 

Some sophisticated versions even allow users to assign different weights to 

each keyword. The following Internet searching services provide keyword 

searching: Alia Vista, (developed by Digital Equipment Corporation), Ex

cite. Open Text, and HotBot (which uses the Inktomi search engine). 

• Restricted Keyword Search - Some searching engines allow the user to 

further refine a keyword search by restricting it to a given directory or sub

division of the entire databcise. This is more efficient than searching the 

entire database but. as a consequence, the user is unable to identify rele

vant information that may exist outside of the directory chosen. Restricted 

keyword searching is provided by the following Internet searching services; 

Lycos, Yahoo!, Infoseek, Magellan, and Web Crawler {America. OnLine Inc.). 

Each of these services has an association with a directory service which man

ually creates categories by subject or topic and groups homepages under the 

appropriate category. Searching tasks can be limited to a given category by 

using the directory. 
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Sophisticated Internet searchers are now requesting subject categories that are 

more up-to-date or real-time, and more fine-grained. Internet searching services 

are responding to this demand with features such as highhghting new categories 

and newly obtained homepages, and creating special categories like "What's Hot", 

and "What's New"'. 

5.5 Prototype Design 

The specific steps and algorithms used to create the Entertainment Thesaurus 

(ET-Thesaurus) or concept space include: document collection, automatic index

ing, co-occurrence analysis, and associative retrieval. A brief overview of these 

techniques is available in Appendix A and in (Chen et al., 1996c), (Chen et al.. 

1997). 

The documents used to create ET-Thesaurus were collected from a single source: 

the already partitioned Entertainment sub-directory in Yahoo!. The homepage 

collection wcis done using a breadth-first search (BFS) spider (Chen et al., 1998b) 

which began the searching process using all the homepages linked to the Yahoo! 

Entertainment sub-directory. There were approximately 110,000 entertainment-

related homepages in the final document collection. 
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5.6 Experimental Design 

This experiment compared the concept space Internet searching tool (ET-The-

saurus) with a commonly used Internet searching technique, keyword-based search

ing. Thirty-eight university students were recruited from four MIS summer school 

classes, one fall semester MIS class and a Library Science class. The summer school 

subjects and the Library Science students were volunteers and the fall semester sub

jects were given a nominal amount of extra credit for participation. A brief demon

stration of how to use both the keyword-based searching tool and ET-Thesaurus 

was given before the experiment was started. Subjects' questions regarding the use 

or functionality of either searching tool were answered as the search progressed. 

Subjects were asked to think of a topic in the entertainment area (standard sug

gestions were given as to what constituted "entertainment"), verbalize their topic 

and try to locate homepages related to their chosen topic. Subjects were asked 

to verbalize the reasoning behind their "navigation" choices (i.e., why particular 

words were chosen to initiate and refine the search), and their satisfaction or frus

tration with the searching process. Once subjects had accessed a list of WWW 

homepages recommended by the searching process, they were asked to indicate 

how many of those homepages actually related to their request. The time each 

search took, the total set of homepages suggested by the searching mechanism, 
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and the number of homepages from that set that subjects indicated were relevant 

were recorded. 

Figure 5.3 is a picture of the user interface used for the searching experiment. 

If the subject was performing a keyword-based search, the search went directly to 

the homepage or document space (the URL index). If the subject was searching 

using ET-Thesaurus, his or her initial input descriptor was used as an entry point 

into the concept space. If ET-Thesaurus was used, it would return a list of descrip

tors that it determined were related to the input descriptor. Figure 5.4 illustrates 

descriptors suggested by ET-Thesaurus when a subject entered the search request: 

"Steel OR Guitar". Figure 5.5 illustrates the list of documents (in this case hnks 

to URLs) that ET-Thesaurus determined were relevant to the recommended de

scriptor "Pedal Steel Guitar". 

Half the subjects began their searching task with the keyword-based search and 

the other half began with ET-Thesaurus. Subjects were recruited until 35 usable 

experiments were collected. 18 starting with keyword search and 17 starting with 

ET-Thesaurus. Once a search was successfully completed using one tool, each 

subject was asked to tr\- to duplicate the search using the other tool for comparison. 

Each of the searching tcisks was evaluated by analyzing the set of final docu

ments (URLs) that each task returned. Using recorded protocol analysis, descrip

tors were identified as either originating from the subject, or from ET-Thesaurus. 

Next, each set of returned documents was analyzed to identify relevant documents 
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and which descriptor was responsible for the retrieval, noting whether it was a 

subject-suggested descriptor or an ET-Thesaurus-suggested descriptor. A key

word search was also performed on Alta Vista, using the same descriptors. Alta 

Vista was chosen since it has an alliance with Yahoo! but indexes more homepages 

than Yahoo!. 

In all cases, only the top 40 retrieved documents were examined. Pilot stud

ies indicated that subjects had a difficult time evaluating a larger number. Fur

thermore, pilot studies indicated that the weighting algorithms used by the ET-

Thesaurus, Yahoo!, and by Alta Vista usually included the most relevant doc

uments in the top 40 retrieved documents and that subjects rarely marked any 

document below document 40 as relevant. 

Concept recall and concept relevance were computed for each searching task as 

follows. First eight baseline meaisures were computed. If a descriptor was suggested 

by both the subject and ET-Thesaurus, the subject always received credit, and ET-

Thesaurus did not. This is reasonable as ET-Thesaurus did not assist the subject 

in any way. Figure 5.1 displays information on the baseline mecisures. Using the 

baseline measures, the next step was to compute the following recall and precision 

measures (see Figure 5.2 for details): 

• Subject Precision, which represents the percentage of relevant documents 

that were located by descriptors suggested solely by the subject. 
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• ET-Thesaurus Precision, which reflects the percentage of relevant documents 

that were located by descriptors suggested by ET-Thesaurus. 

• Combined Precision, which indicates the percentage of the total relevant set 

of documents retrieved that were located using descriptors suggested by the 

subject in conjunction with descriptors suggested by ET-Thesaurus. 

• Subject Recall, which reflects the percentage of the total potential relevant set 

of documents that were located using descriptors suggested by the subject. 

• ET-Thesaurus Recall which represents the percentage of the total potential 

relevant set of documents that were located using descriptors suggested by 

ET-Thesaurus. 

• Combined Recall, which indicates the percentage of the total potential rele

vant set of documents that were located using descriptors suggested by the 

subject in conjunction with descriptors suggested by ET-Thesaurus. 

Precision results are summarized in Figure 5.6. Recall results are summarized 

in Figure 5.7. 

5.7 Results and Discussion 

The results of the searching experiment were very encouraging. There was 

no statistically significant difference in document precision between descriptors 
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• TRD - The total number of relevant documents (TRD) was computed by combin
ing ail the relevjmt documents (as identified by the experimenters) suggested by 
the keyword search, the ET-Thesaurus search and the Alta Vista search, removing 
all duplicates. 

• TRS - the total of all documents identified in the keyword search and aJl relevant 
documents identified in the ET-Thesaurus search, after removing duplicates. 

For each subject, the results of both the keyword search and the ET-Thesaurus search 
were analyzed and the following measures were calculated: 

• SRK - the number of relevant documents in the keyword seeirch that were iden
tified bcised on descriptors suggested by the subject (without assistance from ET-
Thesaurus). 

• SRT - the number of relevant documents in the ET-Thesaurus search that were 
identified based on descriptors suggested by the subject (without assistance firom 
ET-Thesaurus). This occurred when subjects kept their initial descriptors or didn't 
like any of the descriptors suggested by ET-Thesaurus. 

• STS - the total number of documents that were identified based on descriptors 
suggested by the subject (without assistance from ET-Thesaurus). 

• TRK - the number of relevant documents in the keyword search that were identi
fied based on descriptors suggested solely by ET-Thesaurus. Note that this means 
that if ET-Thesaurus also suggested a descriptor that the subject suggested, only 
the subject got credit for the descriptor. 

• TRT - the number of relevant documents in the ET-Thesaurus search that were 
identified based solely on descriptors suggested by ET-Thesaurus. Note that this 
means that if ET-Thesaurus also suggested a descriptors that the subject sug
gested, only the subject got credit for the descriptors. 

• TTS - the total number of documents that were identified based on descriptors 
suggested solely by ET-Thesaurus. Note that this means that if ET-Thesaurus 
also suggested a descriptor that the subject suggested, only the subject got credit 
for the descriptor. 

Figure 5.1: ET-Thesaurus Bziseline Measures 
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• Subject Recall = {(SRK + SRT) - duplicates) / TRD 

• ET-Thesaurus Recall = ((TRK + TRT) - duplicates) / TRD 

• Combined Recall = ((SRK + SRT + TRK 4- TRT) - duplicates) / TRD 

• Subject Precision = ((SRK -r SRT) - duplicates) / STS 

• ET-Thesaurus Precision = ((TRK + TRT) - duplicates) / TTS 

• Combined Precision = ((SRIv + SRT + TRK + TRT) - duplicates) / TRS 

Figure 5.2-. Recall and Precision Formulcis 

suggested by the subject, and descriptors suggested by the (ET-Thesaurus) concept 

space (see Figure 5.6). This means that the descriptors suggested by the concept 

space were no worse from a precision point of view than descriptors suggested 

by the subject. In fact, bcised on qualitative analysis. ET-Thesaurus would have 

earned a higher precision score if the user interface had allowed subjects to use 

the Boolean operator "AND". When using the multiple input that the concept 

space permitted, most subjects incorrectly assumed that an "AND" operator wa^ 

linking the descriptors or that ET-Thesaurus would use the descriptors they chose 

to further refine a retrieval based on their initial input descriptor. 

The results from the recall calculations were also encouraging (see Figure 5.7). 

There was no statistically significant difference between the recall ability of the 

concept space compared to the subjects. This means that the descriptors suggested 

by the concept space were no worse in identifying relevant homepages from a pool 
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K^jyworils: Steel I Pedal I Pedil Steel I Stcd Guitar I Oregon ! Nice 1 Pete Grant I Sted Guitarist ; 
I Guitar Products I Pedal Steel Guitar 

2. Scuio: 96% ( . :) htrp-7iWw.wco.com/-<;in«arAunini;s/andwolk.htm 1 
ritit Andy Volk i 
.<cywnrris: Sled! Andy I Hawaiian Sted I Sted Guitar' Bobby Lee I Pedal I Pedal Sted I Bar i 
Tv Producer! Foot Pedal 

3. Scare: 96% (: . http-7/«iww wco.rom/-qinMrAhemd.litni 
Title. The Pedal Sted Guitar , 
.^^•yworiU: Sted I Pedal Sted I Pedal Sted Guitar 1 Sted Bar ! Chord Pedals I Hawaiian 1 

Minor I Struigt I Major 

Figure 5.5: The Document Interface 
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ONE-WAY ANALYSIS OF VARIANCE 

ANALYSIS OF VARIANCE 
Source DP SS MS F P 
Factor 2 0 .0450 0 .0225 0.25 0.779 
Error 97 8 .7016 0 .0897 
Total 99 8 .7466 

Individual 95*/, CIs For Mean 

Based on Pooled StDev 
Level N Mean StDev 

Subject 32 0.2689 0.2860 ( , ) 
ET-Thesaurus 33 0.3187 0.3469 ( , 
Combined 35 0.3085 0.2610 ( , --) 

Pooled StDev = 0. .2995 0.210 0.280 0.350 

Figure 5.6: Precision Comparison by Descriptor Source 

of potentially relevant homepages than unassisted humans. What was especially 

interesting was that there was a statistically significance difference between the 

recall ability of the subjects' descriptors and combined descriptors and between the 

ET-Thesaurus's descriptors and combined descriptors. This means that the ET-

Thesaurus was identifying relevant homepages that the subject's descriptors were 

not locating. It is possible that a subject's hit rate (the ability to identify relevant 

homepages) might be significantly improved by adding descriptors suggested by 

the concept space to subject's descriptors in a directed search. 

Some general themes or trends emerged during the qualitative analysis of the 

searching tasks. This information is summarized below.^ 

^Specific subject comments have been removed to conserve space. For details see (Chen et eii., 
1998c). 
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ONE-WAY ANALYSIS OF VARIANCE 

ANALYSIS OF VARIANCE 
Source 

Factor 

Error 

Total 

DF 

2 
97 
99 

Level N 
Subject 32 

ET-Thesaurus 33 
Combined 35 

Pooled StDev = 

SS 

0.4314 
3.9476 
4.3789 

Mean 
0.2168 
0.1754 
0.3290 

0.2017 

MS 

0.2157 

0.0407 

F 

.30 
P 

0.007 

Individual 957. CIs For Mean 
Based on Pooled StDev 

StDev + + + 

0.2312 ( • ) 

0.1672 ( • ) 
0.2026 ( » ) 

0.160 0.240 0.320 

TWO SAMPLE T-TEST AND CONFIDENCE INTERVAL 

Two sample T for Subject vs Combined 

N Meem StDev SE Mean 
Subject 32 0.217 0.231 0.041 

Combined 35 0.329 0.203 0.034 

957, C.I. for mu Subject - mu Combined: ( -0.219, -0.005) 
T-Test mu Subject = mu Combined(vs not =): T= -2.10 P=0.040 DF= 61 

Two sample T for ET-Thesaurus vs Combined 

N Mean StDev SE Mean 
ET-Thesaurus 33 0.175 0.167 0.029 

Combined 35 0.329 0.203 0.034 

957, C.I. for mu ET-Thesaurus - mu Combined: ( -0.243, -0.064) 
T-Test mu ET-Thesaurus = mu Combined(vs not =) : T= -3.42 P=0.0011 DF= 64 

Figure 5.7; Recall Comparison by Descriptor Source 
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• Searching Experience 

In general, subjects who described themselves as experienced Internet search

ers were more successful than the inexperienced subjects. They understood 

many of the problems with keyword searching (in some instances relating neg

ative experiences with other search engines). Experienced searchers tended 

to quickly grasp the idea that ET-Thesaurus could be used to refine (nar

row or broaden) their search and why this Wcis an improvement over strictly 

keyT^'ord-based searching. 

Inexperienced searchers appeared to have a more difficult time understanding 

the value of the concept space. They tended to want to simply enter words in 

different combinations in a keyword manner. Some of them even commented 

that they didn't understand why a searcher would want to spend extra time 

looking at ET-Thesaurus when they could just "type in a bunch of keywords 

and get directly to the URLs." 

• Narrow vs. Broad Searches 

Subjects who started out with searches that were too narrow (very specific) 

had more trouble than subjects who started out with searches that were 

too broad. Subjects starting out too broadly (for example beginning with 

a simple descriptor like "movie") immediately saw how the concept space 

could help them narrow their requests by suggesting more specific descriptors. 
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For searches that began with ver}-^ narrowly defined descriptors, the ET-

Thesaurus tended to suggest fewer related descriptors that tended to be very 

general. These subjects usually knew exactly what they wanted and felt that 

their choice of keywords was just as good, and in some cases better, than 

what ET-Thesaurus recommended. 

• Spelling Errors and Typos 

Spelling errors and typos were particularly frustrating to some subjects. In 

more than one case, sophisticated users wanted to be able to "wild card" a 

descriptor or request a spell checker to recommend the correct spelling when 

no hits were found due to a spelling error (particularly true of proper names 

- places, groups or individuals). 

• Information Source 

The information source itself was frequently another interesting source of 

frustration. The Yahoo! Entertainment sub-category is heavily influenced 

by the homepages of young people (especially high school and college age). 

As a consequence, there tend to be more homepages that contain entertain

ment information of interest to this age group. Information specifically about 

children's entertainment or entertainment for older people was sparser. Sub

jects with these searching interests had a more difBcult time and expressed 
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greater frustration than subjects who were interested in topics popular with 

young adults. 

• Knowledge of English 

Searchers who were not native speakers liked the fact that they could get 

valid (i.e., guaranteed to get matches) descriptor recommendations from ET-

Thesaurus. 

5.7.1 Positive ET-Thesaurus/Concept Space Comments 

The amount of positive feedback that was received about the ET-Thesaurus 

was especially encouraging. Again, there were some noticeable trends or themes 

including: 

• ET-Thesaiu:us Organization 

Subjects liked the organization of the ET-Thesaurus. Specifically, subjects 

liked the idea that they could look in two places, an "index" or directory 

place (the concept space) and a "document" place (the URLs). 

• Multiple Words 

Many subjects (especially experienced searchers) really liked the fact that 

multiple descriptors could be entered. However, most subjects who took 

advantage of the multiple word feature also requested that future releases of 

the interface allow them to input Boolean operators. 
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• Ranking, Descriptor Indicator Information, and Totals 

Subjects liked the ranking and the descriptor information indicating the 

source of the descriptor recommended by the concept space. They liked the 

fact that this information wcis also included when the URLs were displayed. 

Subjects liked the fact that when they reached the URL listing level, they 

were told how many URLs were returned in total. This quickly allowed them 

to decide whether the search was too narrow or too broad, before looking 

closely at the URL list. One subject would not bother to review a list of 

more than 30 URLs. Several subjects expressed the notion that a search was 

too broad if it returned more than 20-30 URLs. This is consistent with expe

riences with information overload in general and with information overload 

in electronic brainstorming categorization in particular. 

• User Control 

Subjects liked the fact that they were in control of the search. They felt that 

ET-Thesaurus gave them more control over a search than a simple keyword-

based search. Some subjects emphasized that they felt ET-Thesaurus gave 

them an intelligent alternative because the suggested descriptors were ac

tually derived from the documents themselves and therefore guaranteed to 

have matches. 
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• Search Refinement 

Many of the subjects, especially the more experienced searchers, liked the fact 

that the concept space could be used to refine their searches. Most quickly 

understood the concept of narrowing the search space with more specific 

descriptors and liked the idea that the concept space could suggest "real" or 

valid search descriptors. Several subjects liked to enter just one keyword and 

then let ET-Thesaurus help them narrow the search, as opposed to entering 

multiple key words. What fewer subjects grasped was the ability of the 

concept space to broaden a too narrowly defined search. 

5.7.2 Negative ET-Thesaurus/Concept Space Comments 

In general, the negative feedback about the ET-Thesaurus can be attributed to 

problems with mental models of the subjects being more attuned to alphabetic or 

hierarchical structures as opposed to descriptor associations or to criticisms of the 

user interface and limited functionality (no Boolean operators). These criticisms 

are not criticisms of the technique per se but rather of its implementation. 

• Descriptor Relationships 

Some subjects had trouble understanding how the descriptors suggested by 

the ET-Thesaurus were related to each other and to the input descriptor(s). 
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• User Interface Problems and Search Experience 

Several subjects felt that ET-Thesaurus needed clearer instructions. Some 

expressed concern that they would not have been able to use the ET-The

saurus without some instruction or guidance from the experimenters. 

Sophisticated searchers were unhappy that the ET-Thesaurus was limited 

to "OR" searches. They wanted to be able to use other Boolean opera

tors and other search-limiting abilities similar to the advanced Alta Vista 

searching capabilities. These searchers saw the value and the power of the 

concept space approach but wanted more functionality. The less sophisti

cated searchers had a harder time with the ET-Thesaurus. In general these 

subjects had very specific searches in mind and did not perceive the concept 

space approach to be better than a keyword search. 

One subject thought that the ET-Thesaurus would be best used as a browsing 

tool and that kev-words were better for searching. He also thought that the 

related descriptors could be used to see what other topics were related to the 

topic of interest. 

5.S Conclusions 

This experiment indicated that a concept space-based Internet searching mecha

nism (ET-Thesaurus) compares favorably with a simple keyword-based search and, 
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in fact, can be used to improve it. There were no significant differences among 

the precision mecisures for the set of documents identified by subject-suggested 

descriptors. ET-Thesaurus-suggested descriptors, and the combination of subject-

and ET-Thesaurus-suggested descriptors. Furthermore, the addition of concept 

space descriptors to subject descriptors did not significantly reduce precision. This 

means that the concept space descriptors added little to no superfluous noise (seen 

as additional irrelevant returned homepages) to the retrieval set. 

The recall measures indicated that the combination of subject- and ET-Thesau

rus-suggested descriptors exhibited significantly better recall than subject-sugges

ted descriptors alone, meaning that a combination of concept space descriptors and 

subject descriptors returned a more complete set of relevant homepages than either 

could on its own. Furthermore, analysis of the homepages indicated that there was 

limited overlap between the homepages retrieved by the subject-suggested and ET-

Thesaurus-suggested descriptors. Since the retrieved homepages for the most part 

were different, this suggests that a user can enhance a ke\'Word-based search by 

using an automatically generated concept space. 

Feedback from subjects indicated that the concept space approach wcis most 

useful in further refining a search that was initially too broad. Subjects particu

larly liked the level of control that they could exert over the search, and the fact 

that the descriptors suggested by the ET-Thesaurus came directly from the home

pages themselves. This gave the subjects confidence that a more narrow search 
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would actually retrieve relevant homepages. A common comparison w^as that when 

subjects tried to devise narrower keywords on their own using other searching tools, 

they frequently got no hits or hits that were not what they were interested in. 

Subjects suggested that the interface be changed so that a searcher could keep 

as a subject category an initial descriptor that was too broad and then choose 

more narrow descriptors from ET-Thesaurus. but limit the search to within the 

category defined by the initial descriptor. For example, if a user entered the 

descriptor "guitar", and then chose ''steel" from ET-Thesaurus, the search would 

be limited to the category of guitar (initially returned homepages that related 

to the descriptor guitar) and then, within that set. find all homepages related to 

the descriptor ''steel". Other suggested areas of improvement for the user interface 

include: either a set of help screens or instructions on how to use the ET-Thesaurus; 

a more intuitive design: and more advanced query capabilities (e.g., more Boolean 

operators, hierarchical or category limitation, and wild carding ability). 

This study demonstrated that the concept space approach is scaleable, is use

ful in classifying a document collection and that the resulting classifications can 

successfully be used as indexing terms to assist in document search and retrieval. 

The results were used as justification to further explore its use in even larger do

mains such as digital libraries. Concept space generated document descriptors were 

shown to have an advantage over user-supplied descriptors. They are guaranteed 

to retrieve at least one document in the collection because they originate from the 
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documents (actually physically occur in the documents). Subjects obviously liked 

this cispect which becomes very important in certain kinds of technical literature 

where the vocabulary is changing. Furthermore, it appeared that a combined ap

proach to generating indexing terms might be viable and even improve searching 

performance by increzising recall without reducing precision. 

Please refer to Appendix C which contains the funding information and ac

knowledgements for this experiment and publications which have resulted from 

this research. 
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CHAPTER 6 

INTERNET BROWSING EXPERIMENT 

6.1 Objectives 

In addition to searching large information collections, browsing (exploring infor

mation without a predetermined goal) is also an important information utilization 

technique. A study therefore was designed to evaluate a new approach to Internet 

browsing using a Kohonen-base Self-Organizing Map (SOM) algorithm which al

ready had been used experimentally in an electronic meeting system environment 

(Orwig et al., 1997) and for Internet homepage categorization (Chen et al.. 1996d). 

The purpose of this experiment was to demonstrate the usability of the Kohonen 

SOM-base approach (called ET-Map) on a large, generic document collection, (e.g., 

the Internet). In order to establish performance viability, ET-Map was compared 

with a widely used Internet browsing service (i.e., the hierarchically structured 

Yahoo!). 

6.2 Research Questions and Methodology 

The research questions that this experiment investigated were as follows: 
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. Ql; Would the Kohonen-based SOM approach to information classification 

be scaleable to the Internet testbed (i.e., could it successfully classify the 

collection in a reasonable amount of time)? 

• Q2: Could the Kohonen-based SOM approach results be successfully used in 

browsing the Internet testbed (i.e. could subjects successfully navigate the 

collection using the approach and would the explorations be judged successful 

by the subjects)? 

• Q3. How would the Kohonen-based SOM approach performance be judged 

when evaluated by human subjects of varying levels of expertise using an 

existing clcissification system (Yahool's hierarchical organization) for com

parison? 

. Q4: From a qualitative perspective, what do human subjects consider to 

be the advantages and disadvantages of the Kohonen-based SOM approach? 

What are their suggestions for improvements? 

I used the systems development methodology-, particularly the laboratory set

ting evaluation phase, to collect the experimental results. Qualitative information 

was collected via protocol analysis during the teisk and via interviews performed 

both during the task and after the subjects had completed all phases of the ex

periment. A very simple modified quantitative experimental design in which the 

presentation of the treatment wjis randomly presented wais used. 
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6.3 Background and Issues 

Several researchers have defined browsing behavior in the context of hypertext 

environments (Marchionini, 1987). (Liebscher and Marchionini. 1988), (Marchion-

ini and Shneiderman, 1988), (Carmel et al.. 1992). For the purposes of this ex

periment, browsing was defined by a combination of quotes from Marchionini's 

work: Browsing is "an exploratory, information seeking strategy that depends 

upon serendipity" and is "especially appropriate for ill-defined problems and for 

exploring new task domains" (Marchionini and Shneiderman, 1988). Browsing is 

"characterized by the absence of planning " (Liebscher and Marchionini, 1988) and 

is often used as "an alternative to the complex Boolean search strategy" (Mar

chionini, 1987). In essence, browsing explores both the organization or structure 

of the information space and its contents. 

Because browsing is frequently used in new or relatively unknown (unexplored) 

information spaces, users typically rely on pre-existing mental models of infor

mation organization cis they explore. Mental models are defined a.s "cognitive 

representations of a problem situation or system" (Marchionini and Shneiderman, 

1988). They help a user represent the content, structure and relationships of in

formation in the information space. This in turn helps the user to understand the 

organization of the space, draw inferences about navigating through the space, and 

respond to conditions that occur during navigation. For example, when examining 
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a new book or magazine, users typically scan the table of contents or index to get 

an overall sense of what the book/magazine is about and what topics it covers. 

When browsing in a bookstore or video store, users typically scan the aisles that 

contain a favorite genre (e.g., mystery, science fiction, action), or look for the work 

of a favorite author, actor/actress or director. Similar behavior occurs when users 

search on-line journal indexes for new articles of interest: a favorite subject area or 

author is entered and the browse is limited to a given time period (i.e., most recent 

month or year). The most common mental models are either alphabetically-based 

or based on hierarchical categories (where the categories used are determined by 

the subject domain and medium or units of time such ais year, month, day). 

Similarly, users have developed mental browsing models for the Internet which 

are bcised on the initial structures developed by Internet information browsing 

services and searching tools offered by Internet software providers. There are two 

major approaches: 

• Hypertext Browsing - Hypertext browsing services support Internet brows

ing by providing links between keywords and topics embedded in the text 

that the user can explore. The most common examples of Internet hyper

text browsing services are: NCSA Mosaic, Netscape Browser, and Microsoft's 

Internet Explorer. Problems arise when a user's mental model of the informa

tion space does not conform to that of the author of the hypertext document 

and/or that of the designer of the information space (Carlson and Ram, 
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1990). A user having this problem, known as the embedded digression prob

lem. can easily become disoriented, lost and confused (Carmel et al., 1992). 

As a result, he or she can spend a great deal of time wandering around the 

information space while learning nothing of interest, a situation known as 

the art museum phenomenon (Foss, 1989). 

• Directories - One method of improving the efficiency of exploring a large 

information space is to partition it into distinct subject categories that are 

meaningful to users. Categorization and subject classification are common 

practices in library and information sciences (e.g., the INSPEC database for 

the computer engineering domain, the ERIC database for sociologj^ etc.). 

Subject partitioning creates smaller databases which can be more efficiently 

explored. Furthermore, the subject directory can be used by explorers in 

' directory-brov/sing". Directory browsing on the Internet is a user-guided in

formation seeking behavior exemplified by Gopher information servers. Go

pher users connect via Gopher to WWW sites of interest and browse the 

available directories at that site. If a directory appears to be of interest, 

it can be explored in more depth. This is an example of a hierarchically 

organized director^'. 
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Yahoo! was the first Internet browsing/searching service to offer a directory 

that partitions the Internet information space by providing meaningful sub

ject categories (e.g., science, entertainment, business, etc.). Recently, other 

Internet service providers (e.g., Lycos and HotBot) have added a directory 

service to their traditional keyword-bcised searching. While partitioning the 

information space via subject or topic categories can improve exploration by 

making it more efficient, this method is not without its own set of prob

lems, the most common of which are: 1) the categories are limited in their 

granularity, and timeliness, and 2) the process of creating the categories and 

connecting homepages to them is manual, slow^, and cumbersome. 

6.4 Prototype Design 

Chen et al. (1996d) developed a scaleable multi-layered, graphical SOM ap)-

proach to Internet categorization and the resulting prototype was tested for usabil

ity in this experiment. This prototype was developed using only a small portion 

of the Internet, the Yahoo! Entertainment sub-category (about 110,000 home

pages) and hence is called ET-Map. More details about its construction, appear 

in Appendix A and (Chen et al., 1996d). 
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6.5 Experimental Design 

This experiment was designed to compare the prototype Kohonen SOM-based 

Internet browsing tool (ET-Map) with an existing Internet browsing tool, Yahoo!. 

Yahoo! was selected for the comparison because the spider which created the 

collection (Chen et al., 1998b) used Yahoo!'s entertainment sub-directory to define 

the boundaries of its collection task. Thirty-four University of Arizona students 

(most of whom had not participated in the Internet searching study) recruited from 

four MIS summer school classes and one fall semester clciss and several Library 

Science students were used as experimental subjects. Summer school students and 

the Library' Science students volunteered; fall-semester students received nominal 

extra class credit. After seven of the subjects performed two sets of browsing 

tasks, it was decided that their experimental sessions took too long and subsequent 

subjects performed only one set of browsing tasks. Subjects were not given any 

training in navigating either Yahoo! or the ET-Map, but were basically allowed to 

explore on their own. Questions were answered if asked. 

Subjects were started in either the Yahoo! Entertainment sub-directory (see 

Figure 6.1) or the ET-Map (see Figure 6.2) and were asked to browse for "some

thing of interest to you." The browsing task weis described to them as "window 

shopping" and they were asked to start without a specific goal in mind. Subjects 

were asked to think "out loud" and describe the reasoning behind their navigation 
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choices. These verbalizations were recorded and later analyzed using verbal pro

tocol analysis with special attention to capturing choices (the navigational path), 

the reasoning behind choices, and the subject's satisfaction with the process. 

The browsing tasks were ended either after 10 minutes (in later experimental 

sessions this was extended to 20 minutes) or after subjects had successfully located 

a homepage of interest. At the completion of a browsing task, subjects were asked 

to attempt to repeat the browse using the other tool. Half the subjects began the 

browsing task using Yahoo! and the other half began with ET-Map. Three searches 

had to be dropped from consideration because subjects tried to do a directed search 

instead of browsing or could not perform the browsing task without resorting to a 

keyword search. 

In an attempt to compare the tools fairly, browsing in Yahoo! was begun in 

the Entertainment Section of Yahoo! and subjects had to use the links and the 

hierarchical organization of Yahoo! to navigate. They were not permitted to 

use the keyword searching feature of Yahoo!. This restriction was enforced to 

make it possible to compare subjects' relative success in using a hierarchically 

organized directory-based browsing mechanism with their success using the SOM-

based browsing mechanism and to compare their relative satisfaction with the 

two processes. At the end of the experiment, subjects were asked to comment 

on the ET-Map, especially their likes, dislikes, improvement ideas, willingness to 

use the map again, and ideas about when they thought the map would be most 
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Starting Attempted Successful Repeatable 
Tool Browses Browses Browses 

ET-Map 15 11 8 

Yahoo! 16 14 2 

Table 6.1; ET-Map Browsing Experiment Results 

helpful. The browsing tasks themselves were analyzed to try to determine the 

characteristics of successful and unsuccessful browses using the ET-Map. 

6.6 Results and Discussion 

The results of the browsing task are summarized in Table 6.1. For the subjects 

who started the task using the ET-Map. 11 of the 15 usable browses resulted in 

the subjects locating an interesting homepage (or a set of homepages). The 11 

subjects with successful browses were then aisked to try to repeat their browsing 

tasks in Yahoo!. Eight of the 11 subjects were able to do so successfully. For 

subjects who started the task using Yahoo!, 14 of the 16 usable browses resulted in 

the subject's locating an interesting homepage (or a set of homepages). However, 

only two of the 14 successful subjects were able to repeat their browsing task using 

the ET-Map. 

In Table 6.1, the label "Repeatable Browses" is somewhat of a misnomer, be

cause the second "browsing" teisk clearly was not a browsing task at all but rather 
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Figure 6.1; The Yahoo! Entertainment Sub-directory 



Figure 6.2: The ET-Map Interface 
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a searching task that did not use kewords. In each instance, the first browsing 

task was simply an exploration of the information space without a specific or well-

defined goal. In the second browsing task, the subjects were asked to try to locate 

the same homepage they had identified as interesting using the first browsing tool. 

This second task had a ver>- definite goal. The results indicated that while the 

ET-Map can be used as a browsing tool for the Internet, it cannot be used as a 

searching tool, nor as a tool that supports a browsing task with a specific goal. 

6.6.1 General Feedback 

Verbal protocol analysis of the browsing sessions re%'ealed some interesting 

browsing behaviors. 

• Mental Models 

The repeatability of the browses can be partially explained by the mental 

model phenomenon. Only 14% of the subjects could successfully recreate a 

Yahoo! browsing session using the ET-Map, compared with 73% who could 

successfully recreate an ET-Map browsing session in Yahoo!. This is proba

bly due to the fact that the structures or organization of the two browsing 

methods are very different and that subjects formed a mental model of brows

ing from using the first method that could not be successfully applied to the 

second. The majority of the browsing subjects were strongly rooted in the 
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conventional (more familiar) categorization and organization mental mod

els (i.e., alphabetic and hierarchical). This accounts for their being able to 

recreate browsing tasks in Yahoo! by abandoning the mental model formed 

by using the associative ET-Map in favor of the more familiar hierarchical 

Yahoo!. Subjects who started with Yahoo! had a more difficult time adjust

ing to the associative organization of the ET-Map than subjects who started 

with the ET-Map. 

• Non-cohesive information source and application 

Previous research with SOM-based applications had indicated a more pos

itive response to the technique than this experiment demonstrated. This 

probably results from the eclectic and non-cohesive nature of both the in

formation source (WWW homepages) and the application (entertainment). 

Previous implementations of the SOM technique have been applied to tex

tual documents (articles or abstracts) which are cohesive both in function 

or purpose and in content, (i.e., it had been written to convey a specific 

informational message). 

WWW homepages are more eclectic. The purpose or function and the con

tent vary tremendously between commercial pages and personal pages. Per

sonal pages, in particular, often contain information about a variety of unre

lated topics. What provides cohesion is that all of the topics on the homepage 
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are of interest to its owner. For example, the homepage of a college student 

may contain a resume, information about a favorite type of music or musical 

group, information about favorite hobbies or recreational activities (skiing 

for example), organizations to which the individual belongs, and perhaps 

even information about the school the individual is attending. In general, 

these data are unrelated. 

The one sub-category that was an exception to this phenomenon was the 

music sub-category. Most of the subjects who were browsing in the music sub

category had a much higher success rate and located information of interest 

more quickly than subjects browsing other areas, probably because the music 

sub-category is more cohesive and the subject 's mental models for music were 

more consistent with the ET-Map's conceptual model for music. Figure 6.3 

shows the second level map for the music sub-category. Another possibility is 

that music was obviously the largest sub-category and the Kohonen SOM had 

more experience (in essence more training sessions) with that sub-category, 

which ma\' have resulted in a better representation. 

• Knowledge of English 

Native speakers had an eaisier time using the map and seemed to understand 

the organization of the map better than non-native speakers. The subjects 

who were most frustrated or most confused by the map were non-native 
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Related Terms: MUSIC | MEDIA | NETWORK | GRAPHICS | 

Figure 6.3: The ET-Map Music Sub-category 
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speakers, and indeed some of their browsing sessions had to be dropped. 

Unfortunately, specific information on language comprehension per se WELS 

not collected. 

6.6.2 Positive ET-Map Feedback 

There were some general themes in the positive feedback concerning the use of 

the ET-Map as a browsing tool. They are as follows:^ 

• Graphical Aspects: Spatial Factor and Color 

Subjects liked the spatial factor, especially the fact that size of an area was 

related to number of URLs connected to that area. This is consistent with 

the well known phenomenon that graphics are more readily understood than 

text ("A picture is worth a thousand words"). Users could quickly determine 

which area of the map had the largest number of referenced URLs. See Figure 

6.2 for a picture of the top level of the ET-Map. 

Subjects also liked the variety of colors used to differentiate the various areas 

of the map. Subjects mentioned that the colors helped to define the areas 

and made area location and definition easy to determine quickly. 

Another commonly expressed positive feature of the map was that subjects 

liked its being on one page. Many expressed pleasure that they could get 

'Specific subject comments have been removed to conserve space. For detciils see (Chen et al.. 
1998c). 
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a global picture ("big picture") from the map. However, many subjects 

wanted to be able to zoom in on a region of the map for closer inspection, 

and expressed disappointment that the map did not yet have that capability. 

• Usage and Navigation 

Several subjects quickly realized that the ET-Map was specifically designed 

for a browsing task and was not useful in any kind of directed search. These 

subjects were ones who began their browse as a directed search, despite 

instructions, and were frustrated in trying to locate their specific interest. 

Once they changed tactics to a true browse (e.g., "'Oh, let's just look around 

and see what's here."), and began exploring, they were generally able to find 

a topic or area of interest to them. 

Another interesting observation was that subjects who really liked the ET-

Map tended to do broader exploring than subjects who did not like the map. 

These subjects quickly discovered that when they got bored with one area, it 

was easy to jump to a new area of the map. In Yahoo!, due to the hierarchical 

nature of the directory's organization, subjects had to back out, or start over 

to change browsing arezis. 

• Diversity and Novelty 

Some of the subjects were interested in the diversity and the novelty of the 

way that the map organized WWW homepages. 
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• Layers 

Subjects tended to like the fact that the map had layers or levels. User 

feedback indicated that the ET-Map was helpful in reducing the impact of 

information overload by creating browsing regions of a manageable size. 

6.6.3 Negative ET-Map Feedback 

Most of the negative feedback regarding the use of the ET-Map had to do 

with either unfamiliarity with the word association structure (new mental model), 

concern over the user interface, status of the document collection, or attempts to 

use the ET-Map for searching as opposed to browsing. The most serious criticism 

from a usability viewpoint was the inability to generalize and to present information 

at similar levels of abstraction. 

• Un-conventional Organization 

Some subjects wanted to have access to more conventional organization 

strategies. This was particularly true of novice subjects who seemed to be 

rooted in the conventional (alphabetic or hierarchical) organizational brows

ing mental models. Many subjects asked for an alphabetic list or index, 

thereby supporting the premise that subjects were more comfortable with 

conventional mental models of information organization. In later versions 

of the prototype, an alphabetical index at the side of the map wcis added 
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in response to this request. Interestingly, many subjects wanted the colors 

used to differentiate areas on the map to have more meaning, (for example, 

related terms should either be in the same color, in colors close on the color 

wheel or unique to each area). 

• Word Association 

A common criticism was that subjects, particularly subjects who had trouble 

navigating the map, wanted the word associations to be clearer or more per

sonally meaningful. For example, one subject chose the area labeled "BILL" 

out of curiosity. He was surprised to see that the second level had topics like 

counting (related to the monetary aspects or definitions of the word) because 

he had expected to see topics related to people who were named Bill. This 

criticism relates back to the mental model issue discussed above. 

• Getting Lost 

Some subjects, in particular novice browsers, tended to get lost or confused. 

Interestingly, many of the same users had similar problems in Yahoo!. 

• Readability 

Most subjects felt that the words or labels were difficult to see. For exam

ple, many subjects abandoned one map cis soon as they chose it because it 

contained too many small areas that were difficult to differentiate. 
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• Flexibility 

One subject thought that the map was not flexible enough. This person 

felt that there should be more ways to use it (for example, a combination 

of keyword search and map and hierarchy, similar to Yahoo! and Lycos). 

This could be an important improvement to future user interfaces for the 

ET-Map. 

• Collection Process 

In some cases, subjects expressed concern that the collection process was 

limited to Yahool's definition of entertainment (particularly when it did not 

seem to coincide with theirs). They felt that this was too limiting. A com

monly given example was sports, a large enough category to have its own sub

directory in Yahoo! that is separate from the entertainment sub-directory. 

Many people argued that sports should be considered entertainment. This 

represents a failing of the of the collection process, not of the SOM algorithm. 

• Age of Collection 

Another common criticism was that the collection was not real-time or con

tinuous, but static. While subjects (especially those familiar with the frustra

tion of waiting for Internet searches) were impressed with the rapid response 

(due to the local nature of the ET-Map), they were concerned when they 

looked at URLs that had been changed. Deleted URLs generated "not found" 
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errors. A changed URL generally had the content of its homepage changed 

so the keywords and labels chosen by the algorithm to represent them were 

no longer relevant. Subjects who were looking for current or newly released 

movie reviews, for example, were especially disappointed that the collection 

process had occurred several weeks before. This is another striking difference 

between an Internet "document'' collection and the more classic textual doc

ument collections. Typically, once documents are created and clcissified in 

print, they do not change. Textual documents do not tend to be as dynamic 

as VVW\V homepages. In the textual world, changes to a document become 

a new document (for example, a newer edition of a book). This situation im

plies that in future prototypes it will be important to regenerate the ET-Map 

more frequently (perhaps daily). 

• Use of Map for Searching 

The ET-Map is not a useful tool for directed searching. It was designed as a 

browsing mechanism. Nevertheless, several subjects initially tried to use it 

as a directed searching tool, and those subjects who were directed to repeat 

Yahoo! browses using the ET-Map clearly were attempting to do a browse 

that had a definite goal. In both cases, most subjects were frustrated by 

their lack of ability to get directly to a homepage ("cut to the chcise"). 
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• Inability to Generalize/Different Levels of Abstraction 

The ET-Map suffered from the same hmitation as other neural network based 

categorization techniques: namely the lack of an ability to generalize or to 

present topics at the same level of abstraction. For example. "Star Trek", a 

very specific topic, appeared at the same map level as ''Music", a very broad 

topic. 

6.7 Conclusions 

This study indicated that an SOM-based Internet browsing prototype compared 

favorably with the hierarchical, hypertext browsing mechanism used by Yahoo! in 

helping a subject locate a homepage of interest. Results indicated that a Ko-

honen self-organizing map (SOM) based algorithm can successfully categorize a 

large and eclectic Internet information space (the Entertainment sub-category of 

Yahoo!) into manageable sub-spaces that users can successfully navigate to lo

cate a homepage of interest to them approximately 73% of the time. The SOM 

algorithm worked best with browsing tasks that were very broad, and in which 

subjects skipped around between categories. Subjects especially liked the visual 

and graphical aspects of the map. Subjects who tried to do a directed search and 

those who wanted to use more familiar mental models (alphabetic or hierarchical 

organization) for browsing found that the ET-Map did not work cis well. 
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The prototype ran into problems in three major areas: mental models, cohe

sive source information, and iLser interface design issues. The reduced ability of 

subjects who had successfully located an interesting homepage with Yahoo!, to 

recreate their browsing task in ET-Map can mostly be explained by mental-model 

inconsistency. The conceptual model used by the SOM algorithm was unfamiliar 

to the subjects and did not match more traditional models of information orga

nization (i.e.. alphabetic and hierarchical). As several subjects pointed out. this 

problem can be partially overcome by more experience using the ET-Map and/or 

some initial training in its use. Based on experiences with other implementations 

of the SOM algorithm, it is likely that this technique is sensitive to the cohesion or 

lack of cohesion of the documents in the information space. The area that subjects 

had the easiest time browsing, music, clearly had a conceptual structure that was 

more consistent with subjects' mental models and appeared to contain a larger 

number of more cohesive homepages. For example, there were many homepages 

dedicated either to music in general or musicians and musical groups in particular. 

It is also clear that several user interface improvements need to be made to 

enhance the usability of the prototype. Future improvements suggested by subjects 

include: a zoom-in/pan-out feature, running the collection program on a more 

frequent basis, improvements to the readability of the labels on the map, allowing 

the colors of the regions to zissume significance, and providing an alternative to 
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reading all the individual labels such as an alphabetized index of the map's labels 

off to the side. 

Results from the browsing experiment indicated that the SOM Map-based ap>-

proach may have limited applicability because of the mental model problems. One 

solution, used successfully in a later DARPA prototype, is to provide an alpha

betized index of map region labels off to the side of the map to assist in map 

exploration. Selecting a label from the index could cause the related map region 

to be highlighted (or blink) to give users a feel for the size of the region with regard 

to other map regions and the ''landscape" of the neighboring map regions. 

Please refer to Appendix C for the funding information and acknowledgements 

for this experiment and publications which resulted from this research. 
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CHAPTER 7 

CANCERLIT EXPERIMENT 

7.1 Objectives 

The three experiments described in previous chapters demonstrated that the 

concept space and Kohonen-based SOM approaches are viable information cat

egorization approaches and that both are scaleable to large, eclectic collections. 

The next step in proving the usability of these two approaches was to locate a 

"real world" application to use as a testbed. The ideal testbed would have an ex

isting community of users and established indexing, searching and browsing tools 

which could be used for comparison purposes. A grant from the National Cancer 

Institute (NCI) provided an opportunity to further test and develop the concept 

space approach and Kohonen-bcised SOM approach using an existing, large, tex

tual collection (i.e., CancerLit). The community of users who access the Can-

cerLit collection on a regular bcisis use a variety of pubhcly available tools (e.g., 

PubMed, Internet Grateful Med, the Unified Medical Language System - UMLS, 

and OVID), the first three of which are available through the National Library 

of Medicine (NLM). OVID is a commercial product which is licensed by many 

medical libraries including The University of Arizona Health Sciences Library. 
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In addition to meeting the usability study criterion, the medical information in 

CancerLit is interesting for a variety of reasons. First, it is subject to the problems 

of information overload and the vocabulary differences. Second, the collection is 

larger than the Internet Entertainment collection, but is more cohesive and static. 

Third, since the collection has already been indexed by human domain experts 

using a standard indexing vocabulary (i.e., MeSH headings), it permits further 

investigation of the premise that combining a top-down indexing method (such as 

MeSH) and a bottom-up indexing method (such as concept space) will improve 

information retrieval by increasing recall without sacrificing precision. 

The first set of experiments described in this chapter was part of a pilot study 

that had two major objectives. The first of these was to compare the quality or 

usefulness of document descriptors suggested by three different thesauri. The first 

thesaurus wais created using the concept space approach but allowing only MeSH 

terms (the standardized medical indexing vocabulary created and maintained by 

NLM) as document descriptors. The second thesaurus was created using the stan

dard concept space approach (one based solely on document descriptors derived 

statistically from a document collection). The third thesaurus wcis Internet Grate

ful Med, whose terms are derived from the UMLS Metathesaurus (a humanly 

generated thesaurus of medical terms created and maintained by NLM). The stan

dard information retrieval measures of recall and precision were used to compare 

the quality of document descriptors suggested by the three thesauri. 
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The second objective of the pilot study was to get feedback from medical lit

erature users on the concept space and the Kohonen-beised SOM approaches to 

organizing medical literature. In addition, feedback on some new extensions to 

these two approaches (a direct result of the qualitative feedback received in pre

vious experiments) was collected. The second part of the pilot study was strictly 

qualitative in nature and baised on protocol analysis and interviewing questions. 

The study particularly focused on qualitative feedback on some information visual

ization techniques that have been added to the user interface and on two different 

front end document descriptor identification techniques, one that identifies noun 

phrases and one that uses phrases from the UMLS. 

The second set of experiments was part of a larger study on the CancerLit 

testbed. The purpose of that study was to compare the quality of document 

descriptors identified by three different approaches: 1) the original concept space 

approach which identifies descriptors purely statistically, 2) an approach called the 

Arizona Noun Phraser that uses a part-of-speech tagger to identify noun phrcises, 

which are used as document descriptors to generate a concept space and 3) using 

document descriptors from the UMLS. Precision and recall meaisures were used 

to quantitatively compare the results of using the three approaches with existing 

medical literature information retrieval tools (i.e., OVID and Internet Grateful 

Med). User feedback, including protocol analysis and interview questions was also 

collected. 
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7.2 Research Questions and Methodology 

The research questions that this experiment investigated were as follows: 

. Ql: Would the concept space approach to information classification be scale-

able to a larger collection of information (i.e.. could it successfully classify 

the collection in a reasonable amount of time)? 

• Q2: Could the indexing terms generated by the concept space approach be 

successfully used to tag CancerLit documents so that these tags could later 

be used by subjects to locate relevant information? 

• Q3: Would the concept space approach to information classification demon

strate a statistically superior precision and recall over existing classification 

systems (MeSH and UMLS terms and Internet Grateful Med and OVID sys

tems) when tested in a laboratory setting? 

. Q4: How would the concept space approach performance be judged when 

evaluated by human subjects of varying levels of expertise using an existing 

clcissification system for a comparison? 

• Q5: From a qualitative perspective, what do human subjects consider to be 

the advantages and disadvantages of the concept space approach? What are 

their suggestions for improvements? 
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• Q6; Would the cohesiveness of the documents allow the two automatic clas

sification methods to yield better results than either method provided in the 

Internet testbed experiments? 

• Q7: Could an existing top-down indexing method (MeSH terms) be suc

cessfully combined with a bottom-up indexing method (concept space) to 

create a new concept space whose recall and precision were significantly bet

ter than those of either method alone? Could recall be improved (i.e.. more 

documents located) by such a combination without affecting precision (i.e., 

without introducing noise or documents that are not relevant)? 

• Q8: Could the concept space approach be significantly improved by adding 

semantic or syntactic analysis as part of a preprocessing step (i.e., including 

part-of-speech tagging or UMLS-identified relationships)? 

I used the systems development methodology*, particularly the laboratory set

ting evaluation phase, to collect the experimental results. Standard qualitative 

measures (relative recall and precision) were calculated, using a very simple modi

fied quantitative experimental design randomizing subjects and 'treatments". Qual

itative information was collected via protocol analysis during the task and via in

terviews performed both during the tcisk and after the subjects had completed all 

phases of the experiment. 
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7.3 Background and Issues 

Medicine is a dynamic field incorporating numerous specialties and disciplines, 

each with its own preferred terminolog\'. This diversity of vocabularies can be an 

obstacle for medical professionals seeking the most current information on research 

or patient care (Lindberg et al.. 1993). While increeised access to computerized 

databases has improved information accessibility, retrieval speed, and searching 

flexibility, it does not resolve the issues of vocabulary differences among biomed

ical specialties, variations in indexing and classification systems, or variations in 

information accessing systems. 

Furthermore, health care represents an important part of the American economy 

(Castro, 1991), (Loomis, 1994), (Diebold, 1995), (Houston et al., 1997). Better 

medical information management, including improved availability, access, and or

ganization. has been identified as the most important area for improving the quality 

of health care while at the same time reducing the costs of providing health care 

(Diebold. 1995). (Laskar et al., 1995), (US Health Care Financing Administration, 

1995). For example, in a 1989 survey on medical information management involv

ing 520 primary care practitioners and opinion leaders, two thirds of the physicians 

surveyed felt that the volume of medical literature was unmanageable (Williamson 

et al.. 1989). Seventy-eight percent reported having difficulty in screening out irrel

evant data when reviewing the medical literature. Both practitioners and opinion 
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leaders claimed that published reviews were the most useful means of identifying 

their information needs. 

The Williamson study (1989) further reported that less than 1 in 3 practitioners 

personally searched the literature when information was needed and 2 in 3 claimed 

that the volume of biomedical literature wais unmanageable. Obviously, primary 

practitioners require substantial help in meeting current biomedical information 

needs. As a result, there is an extensive literature on medical information manage

ment and the assorted challenges it provides. See (Roderer. 1993), (Hersh, 1994), 

(Hersh. 1995b),(HufF and Cimino. 1995), (Guidi and Fox, 1996) for examples. 

To make matters worse, the community of medical information users extends 

beyond the primary practitioners questioned as part of the Williamson study. Med

ical information users are extremely varied in their levels of biomedical expertise, 

their familiarity with the multiple biomedical indexing vocabularies and ontologies 

unique to each medical discipline, and their information usage requirements. For 

example, biomedical expertise ranges from patients and families encountering med

ical terminology* for the very first time to specialists in narrowly focused research 

areas who are considered experts in a given biomedical area. 

Compounding this problem is the fact that there is no single commonly accepted 

indexing vocabulary for biomedical information; each community has its own spe

cialized vocabulary and ontology. This lack of an information standard and the 

existence of thousands of different medical databases, each containing information 
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that can be formatted, indexed and stored in a variety of different ways, makes 

it difEcult. if not impossible, to exchange information between systems (Cimino, 

1995). Users who wish to access information from a variety of medical sources may 

have to learn several different information retrieval systems and several different 

indexing vocabularies to locate the information that they need, something that 

few of them have time to do. 

Furthermore, depending on medical information usage requirements, the goals 

of the various controlled vocabularies may actually conflict. For example, biomedi

cal research information, databases of clinical studies and drug trials, and databases 

used for medical insurance purposes all need to organize or summarize their data 

by categories {generalization). On the other hand, primary care health profession

als dealing with individual patient records require a specific, detailed, precise and 

expressive vocabulary that can accurately describe patient information (Gorman, 

1995). (Hersh. 1995a). In addition, patient records can be a composite of every 

potential data format (numeric, free text, data encoded in tables or graphs, images 

and audio) and can be volatile or dynamic, increasing the challenges to information 

systems. Individuals accessing patient record information systems therefore require 

a standard vocabulary that can specialize (the direct opposite of generalization) 

and accommodate a massive quantity of highly variable and volatile information 

(Rosenberg and Coultas, 1994). 
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7.4 Testbed 

The CancerLit collection contains bibliographic records (predominately ab

stracts) from biomedical journals on research related to cancer biology, etiolog}^ 

screening, prevention, and treatment published from 1963 to the present. Approx

imately 200 core journals account for the majority of the collection. Additional 

citations for CancerLit are derived from journals, proceedings of scientific meet

ings, books, dissertations, technical reports, and other pubHcations. The National 

Cancer Institute and the National Library of Medicine share the cost of processing 

the collection, therefore many CancerLit citations are also indexed in MEDLINE. 

CancerLit is updated monthly to ensure that up-to-date, comprehensive published 

cancer research results are available from a variety of sources including the World 

Wide Web. 

There are more than 1.3 million records from more than 4.000 different sources 

in the complete CancerLit collection and NCI estimates that the collection in

creases by more than 90.000 abstracts each year (approximately 8,000 abstracts 

per month). The record format includes the following fields: authors and their 

addresses, MeSH headings that index the document, the source of the document, 

the document's title, and the document's abstract. More detailed information is 

available from the NCI homepage (see http://cnetdb.nci.nih.gov/overview.htnil). 

http://cnetdb.nci.nih.gov/overview.htnil
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7.5 CancerLit Prototype Design 

One way to approach the problem of providing acceptable information access 

and management to such a diverse community as medical information users is to 

provide a suite of tools that organize and present information in different ways 

to accommodate the different user information needs. This approach (providing 

a suite of tools) was taken when developing the CancerLit prototype's six basic 

tools for accessing and indexing cancer information: 1) CancerLit Concept Space, 

2) CancerLit Arizona Noun Phraser. 3) an implementation of the UMLS Metathe-

saurus, 4) CancerLit Category- Map (a Kohonen-based SOM) and 5) two infor

mation visualization tools. Appendix B briefly describes the CancerLit prototype 

components and attempts to identify the type of user and medical information 

needs that each component would best support. All of the CancerLit prototype 

components were designed to be accessed via the World Wide Web (WWW). 

7.6 CancerLit Pilot Study 

7.6.1 CancerLit Pilot Testbed 

The initial CancerLit testbed consisted of two months' worth of CancerLit in

formation (May and June 1996), containing approximately 10,000 abstracts and 

required 40 MBs of memory. It took roughly one hour to process the prototype on 
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an HP 9000 workstation.^ Two different concept space approaches were created, 

one that was strictly MeSH based (i.e., the only valid descriptors were MeSH terms) 

and one that was created using the standard concept space approach. These two 

approaches were compared with an existing medical information searching tool, In

ternet Grateful Med, which uses a descriptor identification process based on terms 

in the UMLS Metathesaurus. 

7.6.2 CancerLit Pilot Experimental Design 

In this pilot study, the primary goal was to evaluate the usefulness to can

cer researchers of document descriptors suggested by the following three different 

methods: 

• MeSH concept space - a concept space thesaurus based solely on a con

trolled vocabulary for medical information retrieval, the Medical Subject 

Headings (MeSH) created and maintained by the National Library of Medi

cine (NLM) incorporating terms which had been assigned to the documents 

by highly trained medical indexers at NLM. 

• Auto Index concept space - an automatically generated concept space the

saurus based exclusively on terms contained in the collection's documents and 

'In later experiments, the CancerLit testbed was expanded to include the most recent five 
years of the CancerLit collection, i.e., January 1992 to the present. This Icirge a collection had 
to be processed on NCSA's supercomputer at the University of Illinois Urbcma-Champeiign. 
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statistically identified using co-occurrence analysis and clustering techniques 

described in Appendix A. 

• Internet Grateful Med - one of the most commonly cited on-line medical 

literature searching tools. Internet Grateful Med generates a set of related 

terms based on relationships identified by the UMLS Metathesaurus. 

The subjects were five cancer researchers affiliated with The University of Ari

zona Cancer Center and a veterinarian. Phase one of the experiment involved 

evaluating descriptor term usefulness during a directed search of the CancerLit 

testbed. Twelve searches were performed on each of the three thesauri for a total 

of 36 searches. The user interface for each of the three thesauri was demonstrated 

to the subject at the start of the experiment using an input term provided by the 

subject. Then each subject was asked to provide two different input terms to begin 

two different document searches. For each subject-provided term, subjects were 

asked to provide five related descriptor terms that they would expect a thesaurus 

to suggest. 

During phase two, the first subject-supplied search term was entered into one 

of the thesauri and subjects evaluated the top 40 thesaurus-suggested descriptor 

terms as either relevant or not relevant to their search. This step was repeated 

for the other two thesauri. The entire process was then repeated for the second 

subject-supplied searching term. The order in which the thesauri were searched 
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was pre-assigned by subject number in a random fashion. Precision and recall were 

calculated for each search. 

The verbal protocols of the searching and evaluation process also were recorded. 

Subjects were allowed to access documents linked to the thesaurus-suggested de

scriptor terms if they wished, but that part of the search process was not evaluated. 

In the final phase of the experiment, feedback was solicited on the usefulness of 

the three thesauri, the subjective impression of the quality of the descriptors and 

relationships that each one suggested, the users' searching experiences with Can-

cerLit, MEDLINE, and Internet Grateful Med, and feedback on the user interface 

design. 

7.6.3 CancerLit Pilot Experimental Results 

7.6.3.1 Precision and Recall 

Precision and recall were calculated as follows; descriptors evaluated as "very 

relevant" were given one point, descriptors evaluated as "possibly relevant" were 

given 0.5 points and descriptors evaluated as "not relevant" were given zero points. 

For each search, all the relevant descriptors from each thesaurus were combined 

(eliminating duplicates) for a total relevant score. Term recall for each thesaurus 

wcis then calculated by dividing the relevant score for that thesaurus by the total 

relevant score for all thesauri. Term precision for each thesaurus wais calculated by 



147 

dividing the total relevant score for the thesaurus by the total number of descriptors 

suggested by the thesaurus. 

Figure 7.1 illustrates Minitab's one-way ANOVA test for term recall for each 

thesaurus, and for the various thesauri combinations. Figure 7.2 illustrates the 

same information for term precision. There were no statistically significant differ

ences in term recall or precision among the three thesauri. This indicates that the 

descriptors suggested by the concept space approach were no worse than descrip

tors suggested by Internet Grateful Med (which uses the UMLS Metathesaurus) or 

MeSH indexes, both of which are currently used for medical literature searching. 

Based on the qualitative feedback, this probably resulted from the small size of 

the prototype testbed (two months worth of data for concept space vs. the en

tire MEDLINE collection for Internet Grateful Med) and suggests that the concept 

space approach could perform better if a larger testbed was used. It was extremely 

encouraging that the concept space approach could perform at a comparable level 

based on such limited input from such a small testbed. 

The most interesting statistic from this study was not the precision and recall 

from the individual thesauri, however, but rather the lack of duplicate relevant de

scriptor terms suggested by the three different thesauri. In previous research, the 

most relevant descriptor terms (for example the top two or three descriptor terms) 

typically were suggested by all thesauri. The lack of descriptor term overlap (four 
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ONE-WAY ANALYSIS OF VARIANCE FOR TERM RECALL 

Analysis of Variance 

Source DF SS MS F P 
Recall 5 2 .0306 0 .4061 7.39 0.000 

Error 66 3 .6251 0 .0549 
Total 71 5 .6557 

Individual 95% CIs For Mean 
Based on Pooled StOev 

Level N Mezm StDev -

Auto only 12 0.4153 0.1977 ( • ) 
MeSH only 12 0.3177 0.2014 ( • ) 
GMed only 12 0.2737 0.2758 ( • ) 
Auto 4 MeSH 12 0.6889 0.3176 ( — ) 
Auto t GMed 12 0.6864 0.1842 ( —, ~) 
MeSH ft GMed 12 0.5856 0.1976 ( »~ ) 

Pooled StDev = 0 .2344 0.20 0.40 0.60 0.80 

Figure 7.1: Recall Comparison by Descriptor Term Source 



149 

ONE-WAY ANALYSIS OF VARIANCE FOR TERM PRECISION 

AnsJ.ysis of Vjuriance 

Source DF SS MS 

Precision 6 0.0491 0.0082 
Error 77 6.6807 0.0868 

Total 83 6.7298 

F 
0.09 

P 
0.997 

Individual 95'/. CIs For Mean 
Based on Pooled StDev 

Level N Mean StDev 
Auto only 12 0. .4012 0 .2953 
MeSH only 12 0. ,3723 0 .3025 
GMed only 12 0. .3704 0 .3948 
Auto & MeSH 12 0, .3639 0 .2832 

Auto k GMed 12 0. .4365 0 .2819 

MeSH k GMed 12 0. 3686 0 .2517 

( -

Pooled StDev = 0.2946 0.24 0.36 0.48 0.60 

Figure 7.2: Precision Comparison by Descriptor Term Source 
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searches had no overlapping descriptor terms, four searches had only one over

lapping descriptor term, and one search had three overlapping descriptor terms) 

was surprising. This suggests that a combined approach would probably be most 

useful to searchers. Subjects confirmed this in their verbal feedback, and there 

is supporting evidence in the literature (Srinivasan. 1996a). The data similarly 

support this premise in that any combination of thesauri had statistically signifi

cantly better recall, but did not statistically significantly differ in precision. The 

thesauri combinations were able to increase recall without sacrificing precision. It 

is interesting to note that in search 3, which had the most overlap, the subject 

involved wcis very generous in his evaluations, almost all of the descriptor terms 

from all of the thesauri were rated as relevant, thus increasing the likelihood of 

overlap. 

7.6.3.2 Qualitative Evaluation 

Based on the qualitative feedback, the subjects liked the Auto Index concept 

space the best. They felt subjectively that it came up with the most interesting 

and most relevant descriptor terms the majority of the time. Instances when it 

did not (i.e., "Wiskott-Aldrich syndrome'") were explained (by the subjects) as 

follows: "That is a very specific and narrow topic. It is Ukely that it wasn't 

mentioned in just two months of CancerLit abstracts, which is why your system 

can't find it." Subjects were very impressed by the quality and amount of terms 
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that concept space was able to produce bcised on only two months of data. Most 

of them requested that they be contacted when the larger CancerLit testbed (most 

recent five years' worth of information) becomes available, so that they could use 

this approach for their own searches of the CancerLit collection. 

Figures 7.3, 7.4. and 7.5 illustrate a search using the subject-supplied term 

''Apoptosis"' (a type of cell death) for each of the three thesauri. The MeSH the

saurus suggested 40 related descriptor terms. Ten of them were considered useful 

(two of them extremely useful), five were considered moderately useful, and 25 

were considered not useful (eight of them because they were too general). The 

Auto Indexing thesaurus also suggested 40 descriptor terms. Twenty-six of them 

were rated useful (three of them extremely useful), three were rated moderately 

useful, and ten were rated not useful (five of them because they were too general). 

Internet Grateful Med suggested nine descriptor terms (one useful, one moderately 

useful and seven not useful). In this search there were only three duplicate descrip

tor terms (in all three Ccises the duplication occurred between the MeSH and Auto 

Indexing thesauri). 

Most of the pilot study subjects were familiar with MeSH terms and some 

of them had used either Internet Grateful Med or had searched MEDLINE (a 

larger biomedical bibliographic database that CancerLit is a part of) using another 

searching tool (such as PubMed or OVID). Many use OVID for their medical 

reference searching because it is readily available on-line through The University 
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Figure 7.3: MeSH-only Concept Space: Descriptor Terms Related to Apoptosis 
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Figure 7.4: Auto Index-only Concept Space: Descriptor Terms Related to Apop
tosis 



154 

1. (NOT Useful) 

2. (NOT Useful) 

3. (Useful) 

neuronal apoptosis inhibitory protein 

inhibitor of apoptosis, nuclear polyhedrosis virus 
Apoptosis 

Cell Death 

GerminaJ. Center 

Superantigens 

Clonal Deletion 
Necrosis 

inmune tolerance /unresponsiveness 

4. (NOT Useful) 
5. (NOT Useful) 

6. (Moderately Useful) 

7. (NOT Useful) 

8. (NOT Useful) 

9. (NOT Useful) 

Figure 7.5; Internet Grateful Med: Descriptor Terms Related to Apoptosis 

of Arizona Health Sciences Library. One subject suggested extending the concept 

space approach to include all of MEDLINE instead of restricting it to just the 

CancerLit sub-set. Another subject, who had spent time at NIH, was very familiar 

with both Internet Grateful Med (with which he had had extensive experience) and 

MeSH terms. He suggested that since the MeSH-based thesaurus and the Auto 

Index concept space suggested different descriptor terms, a combination of the two 

would be more effective. In fact, the combined approach was used in later versions 

of the CancerLit prototype. 

An interesting phenomenon was that it was difficult to get subjects to give 

five specific relevant descriptor terms before the search process began. Subjects 

were more comfortable suggesting categories of information (e.g., related drugs, 

treatment regimes) as opposed to specific descriptor terms (e.g., a specific drug or 
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treatment). Later when evaluating the thesaurus-suggested descriptor terms, sub

jects would often comment, ''That term is not identical to the one that I suggested, 

but it means the same thing," thus nicely illustrating the problem of synonymy. 

Finally, subjects' feedback on the CancerLit Kohonen-based SOM (category' 

map) indicated that it is unlikely that they would use this approach because it 

is a browsing tool and not appropriate for searching an information space. This 

particular group of subjects reported being interested almost exclusively in nar

row. focused, directed searches of biomedical information. The typical response of 

subjects to the CancerLit Category Map was a polite. "'That is very interesting, 

but I am afraid it is not something that I would ever use." 

When questioned further, these particular subjects said they do not browse 

information spaces. They simply do not have the time. As a group they are an 

extremely busy and focused set of individuals, whose self-described information 

retrieval needs consist of rapid, very specific and narrow searches that must be 

readily accessible and easy to use. They all felt that the map labels were too 

general to be useful, (i.e., they could not predict what the sub-region labels were 

going to be when they selected a parent region on the map). This is consistent 

with earlier findings using the Kohonen-based SOM as a way of organizing Internet 

Entertainment homepages (Chen et al., 1998c). 
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7.6.4 CancerLit Pilot Discussion and Conclusions 

It was obvious that these subjects do not browse the Cancer information space. 

Therefore, a category map or any other browsing tool is of little interest to them. 

As highly technical, extremely focused experts they are intimately familiar with 

a particular section of the information space and have no desire to browse in 

other sections. However, another set of subjects, perhaps individuals who are 

not familiar with the information space or descriptor terms used to index it (for 

example, patients and their families or high school or college students researching 

a paper) might indeed benefit from a browsing tool. This supposition will have to 

be explored in future research. 

These results provide further support for the premise that a combined thesaurus 

approach is the most effective one for this document collection. For thesauri com

binations, recall was significantly improved without sacrificing precision. As a 

result, a CancerLit concept space that combines Auto Indexing and MeSH terms 

was created to be tested in the next experiment. Future plans include incorpo

rating the UMLS Metathesaurus and perhaps the UMLS Semantic Network with 

the existing combined concept space. An important advantage of including the 

UMLS information is that it may help address the generalization/specialization 

criticism of statistical techniques. Statistical techniques do not take into account 

the part of speech nor the level of abstraction because descriptor terms are ana

lyzed statistically and syntactically, not semantically. The UMLS product captures 
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a parent/child relationship between concepts and it may be possible to use this 

feature to generalize and to organize descriptor terms by level of abstraction. 

Other important future enhancements would be to allow the searcher to select 

what concept space to use and to allow a searcher to dynamically add terms of 

interest to the thesaurus for future indexing and retrieval. It became obvious from 

other pilot studies and feedback from physicians that the stopword list for medical 

informatics is dramatically different from previous stopword lists. Perhaps the 

best solution to this problem would be to allow searchers to dynamically alter the 

stopword list themselves. 

Another common criticism of the concept space technique is that it is a syn

tactic, not a semantic, technique and therefore analyzes descriptor terms "out of 

context." To address this concern the incorporation of a Natural Language part-

of-speech tagger as a front end document descriptor identifier for the concept space 

analysis was developed and evaluated in a second set of experiments. This addition 

should allow the analysis of descriptor terms in the context of the noun or verb 

phrase they belong to. 

7.7 CancerLit User Evaluation Experiment 

It was important to compare the perceived quality of the concept based ap

proach with that of other available medical literature searching tools, particularly 
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with regard to three different methods of identifying document descriptors (stan

dard statistical, noun-phrcise based and UMLS based) used in the CancerLit pro

totype (see Appendix B for more details). This was accomplished by comparing 

term precision and recall and capturing from medical personnel their subjective 

opinions about the usefulness of the CancerLit prototype concept space approach. 

At The University of Arizona Health Sciences Library, the major searching 

tools for medical literature include PubMed, Internet Grateful Med (both now 

freely available via the Internet through the National Library of Medicine - see 

http://www.iiim.niii.gov/databases/freemedi.htmi) and OVID (a commercial search

ing engine for which The University of Arizona Health Sciences Library has a site 

license). PubMed does not have as sophisticated a search refinement mechanism as 

Internet Grateful Med. It uses pattern matching (listing all the terms that include 

the user-provided input term) instead of terms that are related in some way. Pilot 

studies indicated that this kind of searching assistance was useful only in certain 

situations and so PubMed was eliminated as a comparison tool for this experiment. 

All of the six tools that were compared provide thesaurus-based searching assis

tance, which allows users to refine or expand a search by recommending additional 

descriptor terms related to the user-provided input searching term(s). The purpose 

of this study was to compare the quality of these descriptor terms. Internet Grate

ful Med provides access to MEDLINE and several other health and medical liter

ature collections. It takes advantage of the full range of Medical Subject Heading 

http://www.iiim.niii.gov/databases/freemedi.htmi
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(MeSH) indexes which are assigned to the documents by human domain experts, 

and terms suggested by the Unified Medical Language System (UMLS) Metathe-

saurus (created and maintained by the National Library of Medicine) which can 

map input terms to other medical terms helping users create, submit and refine 

on-line searches. 

The automatic indexing (i.e., standard statistically based) concept space and 

the Arizona Noun Phraser based concept space both used a combined approach 

to determine document descriptors. In addition to the bottom-up approach that 

a concept space provides, the MeSH indexing terms already assigned to each doc

ument were included as document descriptors (via the object filtering step - see 

Appendix A). Previous work and user feedback suggested that this approach would 

be viable and perhaps even perform better than either an exclusively top-down or 

exclusively bottom-up approach. In addition, there is some support in the litera

ture for a combined approach. Ekmekcioglu et al. (Ekmekcioglu et al., 1992) tested 

the retrieval performances of 110 queries on a database of 26,280 bibliographic (ab

stract) records using four different expansion methods. They concluded that there 

were no significant differences in retrieval effectiveness among the expansion meth

ods and the initial queries. However, a close examination of their results reveals 

that there was a very small degree of overlap between the retrieved relevant doc

uments generated by the initial queries and those generated by the co-occurrence 

approach. 
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Internet Grateful Med has two different ways of identifying related terms. The 

first method allows a user to input a term and choose the "Find MeSH/Meta 

Terms" button which returns a hst of terms related to the input term from MeSH 

and UMLS Metathesaurus sources. The user can add any term on the list to the 

search by clicking on a small square in front of each term. It is also possible to 

choose one of the terms on the list and view its position in the MeSH hierarchy 

(or MeSH tree), obtain a definition for the term, obtain other MeSH information 

about the term, and obtain a list of terms that co-occur with it in MEDLINE. 

OVID also provides a term mapping option which returns a list of terms related 

to the user-provided input term. The user can select a descriptor term from this list 

and will be shown its position in the MeSH tree (including more general and more 

specific related terms). The user can expand a search by selecting the ''Explode" 

box option which will retrieve citations that are indexed by the selected term and 

all of its more specific (or children) terms. A user can also narrow the search 

by selecting the "Focus" box which will limit the citation retrieval to only those 

articles in which the selected term is the major point of the article. 
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7.7.1 CancerLit User Evaluation Experimental Design 

The expanded CancerLit testbed (the most recent 5 years worth of data) Wcis 

used for this experiment. Six thesauri (or approaches to generating document de

scriptors) were chosen for comparison: 1) the Arizona Automatic Indexer (a con

cept space approach which recommends descriptor terms from a strictly statistical 

co-occurrence analysis and clustering process). 2) the Arizona Noun Phraser (a con

cept space described above which uses a part-of-speech tagger to initially identify 

document descriptors), 3) a limited implementation of the UMLS Metathesaurus, 

4) OVID (which restricts assistance to MeSH headings that are parents or children 

of the input term), 5) Internet Grateful Med (combines MeSH and UMLS Metathe

saurus knowledge) and 6) Internet Grateful Med co-occurrence terms (terms that 

co-occur with the selected input term in MEDLINE). (See Appendix B for more a 

more detailed description of the first three thesauri.) Subjects recruited from The 

University of Arizona Medical Center included researchers, lab technicians, post

graduate researchers, physicians, and medical students from the Arizona Cancer 

Center, the University of Arizona Medical School and the University Hospital. 

Advertisements for subjects weis conducted on a variety of listservs, through fly

ers, and on the hospital closed-circuit television station. Each subject wcis paid a 

nominal fee ($10) for participation. 
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In order to participate in this study, each subject was required to have a knowl

edge of medical literature and cancer-related terms and to have experience search

ing medical literature with either OVID or Internet Grateful Med. Subjects pro

vided up to four cancer-related searching terms (terms could be multiple word 

phrases). Each subject-provided term was entered, one at a time, into each of the 

six searching tools and the top 40 related descriptor terms suggested by each tool 

were captured. Subjects were asked to provide four input terms because not all of 

the tools were able to provide related terms for all of the subject-provided input 

terms and it wcis important for the comparisons to be as fair as possible. 

Once a subject-provided input term that had related terms in all of the six tools 

was identified, the top 40 related terms from each thesaurus (many terms did not 

have 40 terms) were collected on-line, sorted alphabetically and duplicate terms 

removed. Each subject was asked to analyze the resulting list of combined related 

descriptor terms for at least two of their own input terms and rate each related 

term as being relevant, not relevant or very relevant. Terms that were judged too 

general to be useful for searching were to be considered not relevant. Subjects 

could evaluate their terms using a pencil and paper form or an on-line form. No 

time-limit was imposed. Relative precision and recall were calculated using the 

metrics previously described. Thirty-five searches were useci for comparison. 
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7.7.2 CancerLit User Evaluation Results 

Figure 7.6 shows the one-way analysis of variance comparing performances of 

the six tools. The Arizona Noun Phraser and Arizona Automatic Indexer ap

proaches were clearly significantly better than any of the other tools at suggesting 

relevant related descriptor terms. This means that subjects consistently indicated 

that the descriptor terms suggested by the concept space based tools were more 

relevant to their input term than descriptor terms suggested by other tools. An 

analysis of two sample T-tests with 95% confidence intervals illustrated in Figure 

7.7 indicated that only the Internet Grateful Med Co-occurrence tool could be 

considered marginally comparable in precision (P=0.050 with the Arizona Noun 

Phraser and P=0.083 with the Arizona Automatic Indexer). The other three tools 

(Internet Grateful Med, OVTD and UMLS) were judged by this set of subjects to 

have significantly poorer precision. 

Figure 7.8 shows the one-way analysis of variance for the recall comparison of 

the six tools. Once again, the two concept space based tools did significantly better 

(i.e., had higher recall) than any of the other tools. Figure 7.9 shows that only the 

Internet Grateful Med Co-occurrence tool was marginally comparable (P=0.026 for 

the Arizona Noun Phraser and P=0.042 for the Arizona Automatic Indexer). The 

other three tools had significantly poorer recall. The Arizona Noun Phraser did 

not do significantly better than the Arizona Automatic Indexer in either precision 

or recall. 
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ONE-WAY ANALYSIS OF VARIANCE FOR PRECISION 

One-Way Analysis of Variance 
Source DF ss MS F P 
Factor 5 0. .50778 0, .10156 28.92 0.000 
Error 204 0. .71648 0. .00351 
Total 209 1, .22426 

Individual 957. CIs For Meaui 
Based on Pooled StDev 

Level N Mean StDev 
ANP 35 0. . 15620 0. .05043 ( • ) 
AAI 35 0. .15366 0, .05652 ( • ) 
IGM Co 35 0. .12597 0. .07373 ( , ) 
IGM 35 0. .10714 0. .07026 ( • ) 
UMLS 35 0, .04891 0. .06001 ( • ) 
OVID 35 0. 02789 0. .03690 ( , ) 

Pooled StDev = 0.05926 0.050 0.100 0.150 

where: ANP = Arizona Noun Phraser 

AAI = Arizona Automatic Indexer 
IGM = Internet Grateful Med 

IGM Co = Internet Grateful Med Co-occurrence 

Figure 7.6; Precision Comparison by CancerLit Searching Tool 
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TWO SAMPLE T-TESTS AND CONFIDENCE INTERVALS FOR PRECISION 

Two sample T for Arizona Noun Phraser vs Internet Grateful Med Co-occurrence 

N Mean StDev SE Mean 

Arizona Noun Phraser 35 0.1562 0.0504 0.0085 

Internet Grateful Med Co-occ\irrence 35 0.1260 0.0737 0.012 

95% CI for mu Arizona Noun Phraser - mu Internet Grateful Med 

Co-occurrence: ( 0.0000, 0.060) T-Test mu Arizona Noun Phraser = mu 
Internet Grateful Med Co-occurrence (vs not =) : T= 2.00 P=0.050 DF= 60 

Two sample T for Arizona Automatic Indexer vs Internet Grateful Med 
Co-occurrence 

N Mean StDev SE Mean 
Arizona Automatic Indexer 35 0.1537 0.0565 0.0096 

Internet Grateful Med Co-occurrence 35 0.1260 0.0737 0.012 

95'/, CI for mu Arizona Automatic Indexer - mu Internet Grateful Med 

Co-occurrence: ( -0.0037, 0.059) T-Test mu Arizona Automatic Indexer = 
mu Internet Grateful Med Co-occurrence (vs not =) : T= 1.76 P=0.083 
DF= 63 

Figure 7.7: Precision Comparison by CancerLit Searching Tool 
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ONE-WAY ANALYSIS OF VARIANCE FOR RECALL 

Analysis of Variance 
Source DF SS MS 
Factor 5 1 .22429 0 .24486 27.19 0.000 
Error 204 1 .83703 0 .00901 
Total 209 3 .06132 

Individual 957. CIs For Mean 
Based on Pooled StDev 

Level N Mean StDev Level N Mean StDev 
ANP 35 0 .23771 0, .11848 ( »—) 
AAI 35 0 .23217 0. .11796 ( ——) 
IGM Co 35 0 .17729 0. .10279 ( • ) 
IGM 35 0 .15009 0. .08740 ( • ) 
UMLS 35 0 .06417 0. .07451 ( •—) 
OVID 35 0 .03854 0. .04819 ( • ) 

Pooled StDev = 0.09489 0.080 0.160 0.240 

where: ANP = Arizona Noun Phraser 

AAI = Arizona Automatic Indexer 
IGM = Internet Grateful Med 

IGM Co = Internet Grateful Med Co-occurrence 

Figure 7.8: Recall Comparison by CancerLit Searching Tool 
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TWO SAMPLE T-TESTS AND CONFIDENCE INTERVAL FOR RECALL 

Two sample T for Arizona Noun Phraser vs Internet Grateful Med Co-occurrence 

N Mean StDev SE Mean 
Arizona Noun Phraser 35 0.238 0.118 0.020 

Internet Grateful Med Co-occurrence 35 0.177 0.103 0.017 

957. CI for mu Arizona Noun Phraser - mu Internet Grateful Med 
Co-occurrence: ( 0.007, 0.113) T-Test mu Arizona Noun Phraser = mu 
Internet Grateful Med Co-occurrence (vs not =) : T= 2.28 P=0.026 DF= 66 

Two sample T for Arizona Automatic Indexer vs Internet Grateful Med 
Co-occurrence 

N Mean StDev SE Mean 
Arizona Automatic Indexer 35 0.232 0.118 0.020 
Internet Grateful Med Co-occurrence 35 0.177 0.103 0.017 

957, CI for mu Arizona Automatic Indexer - mu Internet Grateful Med 

Co-occurrence: ( 0.002, 0.108) T-Test mu Arizona Automatic Indexer = 
mu Internet Grateful Med Co-occurrence (vs not =): T= 2.08 P=0.042 
DF= 66 

Figure 7.9: Recall Comparison by CancerLit Searching Tool 
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This set of results and positive verbal feedback were ver\' encouraging. It is 

likely that the CancerLit prototype set of concept space based tools had higher 

precision and recall because: 1) terms typically are multiple word phrases (which 

have more semantic context and meaning than single ke\*M'ords). 2) terms are 

derived from the actual contents of the documents in the collection (bottom-up 

indexing), and 3) the tools combine the advantages of automated bottom-up in

dexing with the advantages of human top-down indexing by including the already 

existing MeSH terms cissigned to each document by human indexers. Furthermore, 

the performances of the three tools that do co-occurrence analysis as part of the 

document descriptor identification process (i.e., the Arizona Automatic Indexer, 

the Arizona Noun Phraser and the Internet Grateful Med Co-occurrence tools) 

suggest that co-occurrence analysis (a form of bottom-up analysis) significantly 

improves the quality of related descriptor terms suggested by a tool that searches 

medical literature. 

7.8 Conclusions 

In the first experiment, researchers affiliated with the University of Arizona Can

cer Center evaluated lists of related terms suggested by three different thesauri for 

12 different directed searches in the CancerLit testbed. The results indicated that 

among the three thesauri, there were no statistically significant differences in either 

term recall or precision. This means that the performance of the concept space 
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approach to medical indexing and searching is comparable to those of two exist

ing medical literature indexing and searching tools (MeSH and Internet Grateful 

Med). Surprisingly, there was almost no overlap of relevant terms suggested by the 

different thesauri for a given search. This suggests that recall could be significantly 

improved by using a combined thesaurus approach. Verbal feedback from subjects 

was used in the further development and refinement of the CancerLit prototype 

tool set. which is described in Appendix B. Subjects were very enthusiastic about 

the concept space approach and unenthusiastic about the Kohonen-based SOM 

approach. 

The second experiment investigated the effect of efforts to further improve the 

quality of document descriptors and descriptor relationship identification. Three 

approaches involving concept spaces were compared with three existing publicly 

available medical information indexing and searching tools. Both versions of con

cept spaces created for the CancerLit prototype outperformed all of the other tools. 

Improving the quality of the descriptor terms is important not only for the concept 

space approaches, but also for the Kohonen-based SOM approach for which the 

poor quality of the map region labels is a common criticism. 

It is my belief that the concept space approach used in the CancerLit prototype 

is superior because it is a combined thesaurus approach. Both concept space tools 

(the standard concept space and the noun phraser) use a bottom-up approach 
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to identifying document descriptors supplemented by a top-down approach (tak

ing advantage of the MeSH indexing terms assigned by human domain experts to 

each document). The advantage in medical literature is that the standard MeSH 

headings with which many users are familiar are supplemented by more current 

terminology (i.e.. cutting edge research terms, new drugs, new treatments, etc.), 

commonly accepted vernacular (such as acronyms and abbreviations) derived di

rectly from the documents themselves and the actual words of the authors. Many 

subjects said they considered this one of the greatest strengths of the approach. 

The fact that multiple word document descriptors are rewarded in the concept 

space approach and that many of the MeSH terms tend to be single word terms 

means that these thesauri blend very detailed specific descriptors and more gener

alized descriptors to appeal to a wider user audience. Subject feedback encouraged 

the development of the dynamic SOM (see Appendix B) which has turned out to 

be the first application of the Kohonen-based SOM that the subjects with whom 

I have worked really liked. 

What is important from a future research and future medical information re

trieval perspective is that both approaches to information categorization (concept 

space and Kohonen-based SOM) can be used on other data types besides text. 

Medical information contains both static and moving images and therefore any 

complete medical information management system must be able to handle images 

in addition to text. Images are especially important to the people who use patient 
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record medical information. Future research on medical information retrieval, in 

particular patient record medical information, will include incorporating these im

age indexing and retrieval techniques with the concept space and Kohonen-base 

SOM approaches to textual information indexing and retrieval techniques. 



CHAPTER 8 

CONCLUSIONS 

This dissertation is a compilation of reports on a series of experiments that 

investigated the usability (i.e.. usefulness) of two automatic or system-based ap

proaches to information classification (organization or categorization), the concept 

space approach and a Kohonen-bcised SOM approach. The concept space approach 

was evaluated in three different domains, Electronic Brainstorming (EBS) sessions, 

the Internet, and medical literature. The Kohonen-based SOM approach was eval

uated in the Internet and medical literature domains only, although others (Orwig 

et al.. 1997), (Chen et al., 1998e) have tested it in the electronic brainstorming 

domain. In all cases, the two approaches were compared with existing systems in 

order to demonstrate performance viability. 

The basic premise that information management, in particular, information 

retrieval, can be successfully supported by using system-based information classi

fication techniques and that humans would find such techniques viable and useful 

was supported by the experiments. 
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8.1 Concept Space Approach 

The EBS domain experiment demonstrated that the concept space approach 

could perform at a level comparable to humans in identifying meaningful concepts 

in EBS discussions (i.e.. concept recall), but its ability to identify precise, relevant 

concepts (i.e.. concept precision) was inferior to human performance and needed 

to be improved. Subject feedback suggested that part of the problem with pre

cision had to do with the predominance of single word descriptors identified by 

the concept space approach. Such descriptors were too general and lacked context 

(required for clarification and interpretation). As a result the concept space pro

cess was modified by tuning algorithm parameters and rewarding multiple word 

descriptors. In addition, a variety of techniques that could potentially improve the 

identification of document descriptors and could be incorporated into the concept 

space approach as front-end processes were investigated. As a result of this in

vestigation, the Arizona Noun Phraser and the UMLS (Unified Medical Language 

System) were added to later concept space prototypes (e.g., CancerLit). 

The Internet domain experiment demonstrated that the enhancements to the 

concept space approach improved precision enough to make it comparable to an 

existing classification technique. The results provided support for a combined 

thesaurus approach as a way to improve document retrieval. In addition, modifi

cations to the concept space approach demonstrated that recall could be improved 
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without harming precision. Furthermore, the Internet experiment demonstrated 

that the concept space approach was scaleable, was not domain sensitive and could 

be used to index documents in a way that wcis useful for information search and 

retrieval. 

Feedback suggested that one advantage of the concept space approach is that 

it was especially good for assisting users in refining a broad search into a more 

narrow and better defined search. Users particularly liked the fact that document 

descriptors actually physically occurred in the documents (and included words 

not in standardized indexing vocabularies such as vernacular, abbreviations and 

acronyms) and were therefore guaranteed to return matching documents when 

selected. 

The medical information domain experiments demonstrated that the concept 

space approach was indeed scaleable (capable of categorizing more than a mil

lion documents) and comparable to existing document classification systems. In 

fact, the second set of experiments demonstrated that enhanced concept space 

approaches were superior to existing methods. That superiority was most likely 

attributable to its combining a bottom-up approach (standard concept space) with 

a top-down approach (MeSH headings assigned by human experts). The result wsis 

a document classification system that included both general standardized indexing 

terms and more specific concept space terms in addition to language actually con

tained in the documents. This combination appealed to a wider user audience than 
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either approach alone. Furthermore, it clearly demonstrated the viability of the 

Arizona Noun Phraser approach to improving document descriptor identification. 

8.2 Kohonen-based SOM 

The Internet experiment clearly demonstrated that the Kohonen-based SOM 

approach had limited applicability. It was not as useful, at least in this domain, 

as was predicted based on other research. User feedback indicated that this was 

partially due to a conflict in mental models. Most subjects wanted to follow one 

of the two popular mental models of information categorization - hierarchical (i.e.. 

similar to a table of contents) or alphabetical (i.e., similar to an index). The 

associative nature of the SOM makes it hard for subjects to understand the orga

nization well enough to predict what kinds of information would be available in a 

given map region. This problem could be cissociated with the quality of the labels 

that identify different map regions. The Kohonen-based SOM approach clearly 

can not be used to search for information, but only to browse a collection. 

However, the CancerLit experiment indicated that a dynamic version of the 

SOM was extremely useful for understanding the landscape ("getting the big pic

ture") and major topics of a large retrieval set of documents; it wcis popular with 

users. Used in this way, it can assist in narrowing a search by identifying the 

next level of major sub-topics under a given general search topic. Subjects clearly 
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liked the graphical nature of the information representation, but need more help 

in relating to the organization of the information. 

The Internet experiment also indicated that the Kohonen-based SOM approach 

may be sensitive to the quality of the document collection. Document collections 

that are very cohesive, both within a document and between documents in the 

collection (such as a single scientific knowledge domain database of journal ab

stracts). appear to yield higher quality category maps than those that are not 

(such as homepages on the WWW). I believe this is due to the associative nature 

of the technique, which requires sensible (as opposed to superfluous) relationships 

to exist both within and between documents in order to produce a quality result. 

8.3 Lessons Learned 

The major lesson learned is that the concept space approach works, and works 

well in its ability to organize or classify a collection of information of varying sizes 

in a variety of knowledge domains. Furthermore, its performance will probably 

continue to improve as better methods of identifying high quality document de

scriptors are discovered and incorporated into its algorithms. Not only can the 

concept space approach classify information, but the document descriptors identi

fied as part of document classification can be used as indexing terms, which can 

then be used for information search and retrieval. What is especially appealing 

about the concept space approach is that it has been demonstrated that it is 
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scaleable, it is comparable to a variety of existing methods currently in use, it can 

be applied with minor changes to a variety of knowledge domains with a variety 

of document types, and it can be applied to other data types besides text. 

The second lesson involves observations about information management systems 

in general. Based on qualitative information from subjects in all the experiments, 

it would appear that the key to providing a system for a large and diverse group of 

people (such as those in the community of medical information users) is to provide 

several different approaches that can accommodate the individual cognitive likes 

and dislikes (i.e., graphical vs. textual, for example), and information requirements 

(i.e., generalization vs. specialization) of the majority of the community. The com

bined concept space approach accomplishes this in one tool by including specific, 

detailed descriptors (that appealed to res'^Hirchers with narrow, well-defined search

ing requirements) and more general descriptors (that appealed to individuals who 

were not as familiar with a knowledge domain such as students). 

What wcis most striking to me was the amount of variation in the cognitive 

styles, approaches to information acquisition (search and retrieval), and informa

tion needs in even the relatively small group of subjects. This observation was 

even more striking in the medical information knowledge domain where I had as

sumed that the community of users would have more in common than the subject 

groups in the EBS experiment or the Internet experiment. This observation im

plies that any commercially or publicly available system will have to take one of 
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three approaches. First, it could concentrate on a very narrow, well-defined niche 

where the information requirements are well-known and well-defined. Second, it 

could provide a suite of tools that organize information and present information 

in a variety of ways to appeal to a wide variety of users. Or third, it could permit 

extensive user customizability, so that each individual can easily modify the system 

to accommodate a personal combination of needs and preferences. 

The final lesson involved using natural language processing techniques to en

hance the quality of document descriptors. I was disappointed that the Arizona 

Noun Phraser did not perform significantly better than the standard concept space. 

I had expected that the addition of syntactic information would improve the quality 

of the document descriptors enough to improve searching performance. I believe 

that the lack of improved performance partially resulted from the wide variety 

of experience and information requirements, even in the relatively small subject 

pool. Although there were not enough data in any given cell to make any sta

tistical claims, qualitative information suggests that the less experienced medical 

literature searchers (for example, medical students) and those with broader infor

mation interests (such as the medical librarians) tended to prefer the more general, 

broader document descriptors that the statistical concept space identified. Expe

rienced searchers with narrow information interests (such as physicians and cancer 

researchers) preferred the noun phrase approach because the document descriptors 

were more precise. 
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Furthermore. I think that to dramatically improve the quality of document de

scriptors through the use of natural language processing techniques, semantic or 

even pragmatic information will have to be taken into account. I am not aware 

of any automatic discourse analysis or pragmatics techniques that are scaleable 

enough to be added to the concept space approach at this time. There are several 

formal semantic approaches that could be incorporated (one example is categorial 

grammar (Carpenter. 1994b), (Carpenter, 1994a). (Carpenter. 1997a). (Carpenter. 

1997b)). Unfortunately, these methods are still too computationally expensive to 

be incorporated into an approach that is scaleable to large document collections. 

That will change in the future as computers get faster and more efficient. In the 

meantime, "ad hoc" methods such as using existing thesauri, lexicons or semantic 

nets to identify synonyms, and other relationships between terms should be inves

tigated as potential means of improving document descriptors and allowing users 

to bundle document descriptors into larger concepts. 

8.4 Future Directions 

Future research involving automatic information classification can take several 

directions. First, new and more challenging information collections need to be 

identified and tested to demonstrate the generalizability of various techniques. In 

addition, these techniques need to be tested in the field, in real-world, produc

tion environments as opposed to the purely laboratory settings that I have used. 
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Second, new data types (in additon to the textual ones that I have used) need 

to be subjected to these techniques. Most of the information collections of the 

future will be multi-media, which means that any classification technique will have 

to handle a mixture of data types, including images and audio. Third, the sub

jectivity of measuring usability and quality indicates that successful clcissification 

systems will need a high level of customizability or personalization in order to 

appeal to a wide audience. Eventually, this trend should lead to the creation of 

individually tailored intelligent artificial agents (artilects) that can automatically 

handle a given user's information management and retrieval needs. Related to this 

area is improvement of methods of information visualization that will help users 

rapidly interpret, assimilate and summarize relevant information that they have 

successfully retrieved. 

In addition, the concept space approach has some specific potential future re

search areas. Clearly, one of these is finding scaleable techniques that can improve 

the quality of document descriptors. I believe that this eventually can be accom

plished by providing semantic and pragmatic information to the initial phase of 

document descriptor identification. To do this, better models of how other sys

tems (in particular humans), interpret and classify information are needed, and this 

will require interdepartmental cooperation between Cognitive Scientists, Psychol

ogists, Neurologists and Philosophers. Finally, the last experiment indicated that 

co-occurrence analysis appears to be the best technique for identifying relationships 
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between document descriptors. This needs to be more deeply investigated to de

termine whether it is true in general or just a peculiarity of a particular collection. 

If it is generally true, then it would be fruitful to investigate other co-occurrence 

analysis algorithms to see if any one performs better than the others. 
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Appendix A 

Algorithms 

A.l Concept Space Generation 

A.1.1 Document Selection 

In any concept space effort, the first task is to identify the collection of docu

ments in specific subject domain(s) that will serve as its basis. The only restrictions 

are that the collection must be digitized and that each document must be delimited 

in some way (so that the analysis program can cleanly identify where one docu

ment ends and the next one begins). For collections in which there are specific 

items of interest (for example in the medical literature collection: author. MeSH 

indexing terms, title, abstract and document source - i.e., journal name) each item 

must be distinguishable from the rest of the text. 

The EBS experiment treated an entire EBS session as the document collection 

and each EBS comment as a document. The Internet experiment used a group of 

110,000 WWW homepages as the document collection, treating each homepage as 

a document. The CancerLit experiment used five years worth of CancerLit infor

mation as the document collection, treating each article or abstract as a document. 
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A. 1.2 Object Filtering and Automatic Indexing 

The purpose of this step is to automatically identify each document's content. 

A.1.2.1 Object Filtering 

For collections having a standardized controlled vocabulary, or when it is im

portant to give added weight to certain key domain-specific vocabulary, the first 

step is object filtering, which identifies document descriptors in each document that 

match known knowledge domain vocabulary, ontolog}* or standard indexing terms. 

For example, in the CancerLit collection testbed the documents had already been 

indexed by MeSH (Medical Subject Heading) terms. In other document testbeds, 

this information may have to be developed and a pattern matching program run 

against each document. In this research, object filtering was not used in the EBS 

session study, nor in the Internet studies. Object filtering (MeSH headings and 

UMLS vocabulary) was used in the CancerLit studies. 

A. 1.2.2 Automatic Indexing 

Automatic indexing is a content identification technique used in information 

science for indexing text. Its major advantages are that it is domain-independent 

and computationally efficient. The purpose of this step is to identify document 

descriptors (using a modification of Salton's statistical technique (Salton, 1989)) 
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in each document and compute the number of occurrences of each descriptor in 

the entire document collection. 

The Salton-baised automatic indexing technique (Salton. 1989) typically in

cludes the following steps: dictionary look-up, stop-wording, word stemming, and 

term-phrase formation to identify document descriptors. Each word in a document 

is checked against a stop-word list to eliminate non-content bearing words (e.g., 

•'the", "a", "on", "in"). In the caise of the Internet Entertainment Thesaurus, 

the stop-word list contained roughly 3500 words. Pilot studies indicated that in 

many domains, a high quality stop-word list is collection and knowledge domain 

dependent. For example, removing the word in from medical literature is actually 

detrimental as there are several important phrases (i.e., in vivo, in vitro) where in 

is critical to the correct construction of the phrase. If a word is on the stop-word 

list, it is removed, otherwise it is kept as part of the analysis. In the EBS study, 

and both of the Internet studies, a standard stop-word list was used. However, 

in the CancerLit studies, this list was modified with the help of domain experts 

(medical librarians and Cancer Center researchers). 

In Salton's research protocol, the next step would involve a stemming algorithm 

which reduces each word to its major word stem (for example, plural forms are 

reduced to the singular form and verbs are all changed to present tense). Studies 

with scientific documents (Chen et al., 1996c), (Chen et cd., 1998d), (Chen et al.. 
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1997) suggest that, except in the reduction of plurals, this is not useful. As a result, 

this step has been removed from the creation of the concept space prototypes. 

Next, a document descriptor formation step that looks at combining adjacent 

words to form phrases is performed. Initially, the length of a document descrip

tor was limited to one. two or three word phrcises. Feedback from pilot studies 

indicated that in medical literature, four and five word document descriptors are 

also appropriate. In the noun phraser research a part-of-speech tagger was used in 

combination with some simple syntax rules to identify' multiple word phrases. 

Once document descriptors are formed, a statistical analysis program calculates 

collection frequency, document frequency and inverse document frequency (which 

helps to identify the specificity of the descriptor). Only descriptors meeting a cer

tain set of threshold requirements (typically a minimum of two or three occurrences 

of a descriptor in a document) are kept as valid document descriptors. 

The strength of Salton's technique is that the document descriptors identified 

actually come from the physical text of the document (i.e., they are the authors' 

actual words). The enormous advantage of such a technique over standardized 

indexing vocabulary terms, especially in scientific literature, is that the most up-

to-date terminology and commonly used abbreviations and acronyms are always 

included 35 potential candidates for document descriptors. One of the biggest 

complaints about standard indexing terms is that they always lag behind current 

terminology. On the other hand, manual indexing by human beings frequently 
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adds value to a document descriptor by choosing descriptors that may not actually 

occur in the document but are very relevant to the major theme or topic of the 

document (generalizations and summarizations are good examples). An approach 

combining object filtering, automatic indexing and using any already provided 

human indexing terms as document descriptors appears to be best for identifying 

document descriptors. 

A. 1.3 Co-occurrence Analysis and Cluster Analysis 

While automatic indexing identifies document descriptors, the importance of 

each descriptor in representing a document content varies. Cluster analysis assigns 

to each descriptor in a document a weight that represents its relative descriptive 

power (level of importance to the document). Term frequency and inverse docu

ment frequency are the most common probabilistic techniques used by information 

science researchers in cluster analysis. Term frequency indicates how often a given 

descriptor occurs in the entire collection. Inverse document frequency (indicating 

specificity) allows descriptors to have different strengths (importance) based on 

specificity. Figure A.l describes the frequency computation used in the concept 

space prototypes. 

Usually descriptors identified from the title of a document, the entire author 

name (normalized to last name, first name), and other descriptors identified in 

the object filter step are more important than descriptors identified from other 
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The combined weight of descriptor j in document i. dij is computed as follows: 

dtj = tf^j X Iog(^ X Wj) 

where N  represents the total number of documents in the collection, t f i j  represents 
the number of occurrences of descriptor j in docimient i. wj represents the number of 
w o r d s  i n  d e s c r i p t o r  T j ,  a n d  d f j ,  r e p r e s e n t s  t h e  n u m b e r  o f  d o c u m e n t s  i n  a  c o l l e c t i o n  o f  n  
documents in which descriptor j occurs. Multiple-word descriptors are Jissigned heavier 
weights as they usually convey more precise semantic meaning. 

Figure A.l: Frequency Computation 

parts of the document. Therefore, these descriptors are assigned heavier weights 

(i.e., rewarded). Multiple-word descriptors are also assigned heavier weights than 

single-word descriptors because multiple-word descriptors usually convey more pre

cise semantic meaning than single-word descriptors. Future enhancements could 

incorporate even more intelligence in these weighting schemes, for example, by 

giving a higher weight to certain positions in a sentence (i.e., the sentence object 

or subject), in a paragraph (theoretically the leading and ending sentences of a 

paragraph are more important), and in the document (for example, descriptors 

found in the conclusion section of a journal paper might be more important). 

Cluster analysis is then used to convert raw data indexes and weights into a 

matrix indicating descriptor similarity/dissimilarity using a distance computation. 

The result of cluster analysis is a number of groups or classes of individuals. Beised 

on Chen and Lynch's asymmetric "Cluster Function" (Chen and Lynch, 1992), 
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a network-like concept space of descriptors and their weighted relationships is 

then created. The asymmetric cluster has been demonstrated to better represent 

descriptor association than the more commonly used cosine function (see Figure 

A.2 for more detail). 

A. 1.4 Hopfield Net Classification: 

The Hopfield net (Hopfield. 1982) was introduced as a neural network that 

can be used as a content-addressable memory. Knowledge and information can 

be stored in single-layered, interconnected neurons (nodes) and weighted synapses 

(links) and can be retrieved based on the Hopfield network's parallel relaxation 

and convergence methods. The Hopfield net has been used successfully in such 

applications cis image classification, character recognition, and robotics (Tank and 

Hopfield, 1987), (Knight, 1990) and wcis first adopted for concepf-fcaserf information 

retrieval in (Chen et al., 1993). 

In the concept space prototypes, each descriptor identified in the previous steps 

in the network-like concept space is treated cis a neuron and the calculated asym

metric weight between any two descriptors is used cis the unidirectional, weighted 

connection between neurons. Using user-supplied descriptors cis input patterns, the 

Hopfield algorithm activates their neighbors (i.e., strongly associated descriptors), 

combines weights from all cissociated neighbors (by adding collective association 
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y^n ^ 
Cluster\Veight{ T j , T k )  = x W eightingFactor{ T k )  

X,:=l "i; 

d 
ClusterWeight{Tk.Tj) = —~ ^ ^VeightingFactor{Tj) 

E.=ia,fc 

These two equations indicate the similarity weights from descriptor Tj to descriptor Tk 
(the first equation) and from descriptor Tk to descriptor Tj (the second equation), 
and dik are frequency computations from the previous step, dijk represents the combined 
weight of both descriptors Tj and Tk in document i defined as: 

d i j k  =  t f t j k  ^ j )  

Co-occurrence analysis penalizes general descriptors using the following weights (similar 
to the inverse document frequency function), allowing the concept space to make more 
precise suggestions: 

log ^ 
Weighting Factor (Tk) = ^ 

log iv 

W eighting Factor { T j )  =  - j  

Figure A.2: Cluster Analysis Computations 
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strengths), and repeats this process until convergence. During the process, the al

gorithm causes a damping effect in which descriptors farther away from the initial 

descriptors receive gradually decreasing activation weights and activation eventu

ally "dies out." This phenomenon is consistent with the human memory spreading 

activation process. 

Each document collection's Hopfield net is created as follows: 

1. Initialization of the network with automatic indexing descriptors - The docu

ment descriptors identified by the object filter and automatic indexing steps 

are used to initialize the nodes (neurons) in the network and the links are 

assigned a random weight value. 

2. Iterative activation and weight computation - Next, the net is trained us

ing the document vectors and co-occurrence weights calculated in previous 

steps. The formulais in Figure A.3 show the parallel relaxation property of 

the Hopfield net. At each iteration, nodes in the concept space are acti

vated in parallel and activated values from different sources are combined 

for each individual node. Neighboring nodes are traversed in order until the 

activation levels of nodes on the network gradually "die out"' and the net

work reaches a stable state (convergence). The weight computation scheme 

[netj = is unique to the Hopfield net algorithm. Each newly 
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u,(f)  = r, .  0 < i  < n — 1 

Ui( t )  is the output of node i  at time t .  x, (which has a value between 0 and 1) indicates 
the input pattern for node i. 

U j ( t  + 1 )  =  f .  
n-1 

.1=0 

0 < ) < n - 1 

where /ij(t  4-1) is the activation value of neiuron (descriptor) j at iteration ^ + 1, is the 
co-occurrence weight from neuron (descriptor) i to neuron (descriptor) j. and /, is the 
continuous SIGMOID transformation function (which normalizes any input to a value 
between 0 and 1) as shown below ((Knight, 1990), (Dalton and Deshmcine. 1991)): 

f , { n e t j )  =  
1 -I- e x p  - j n e t j - e , )  

^0 

where netj = tijUi{t). dj serves cis a threshold or bias. Jind is used to mod
ify the shape 
of the SIGMOID fimction. ((Chen and Ng, 1995) provides more algorithmic detail.) 

Figure A.3: Hopfield Net Parallel Relaxation Formulas 

activated node computes its new weight based on the summation of the prod

ucts of its neighboring nodes' weights and the similarity of its predecessor 

node to itself. 

3. Convergence condition - The above process is repeated until there is no sig

nificant change in descriptors of output between two iterations, which is 

accomplished by checking the following formula: 

Y. + 1) - f 
;=0 
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where e is the maximum allowable error (used to indicate whether there is a 

significant difference between two iterations). Once the network converges, 

the output represents the set of descriptors most relevant to the starting 

input descriptors. 

Research performed at The University of Arizona has demonstrated that this 

process can classify information at least as well as humans and in dramatically less 

time (5 minutes vs. 1 hour) (Chen et al., 1996a), (Chen et al., 1998f), that it is 

scaleable and useful in classifying a very large eclectic collection (part of the World 

Wide Web) (Chen et al., 1998c). and that it can be used for vocabulary switching 

between two concept spaces (Chen et al., 1998a). 

A.2 Kohonen Self-Organizing Map 

The Kohonen based Self-Organizing Map (SOM) prototypes, which are used 

for browsing and for allowing users to view the overall "landscape" of a document 

collection, are created according to the following process: 

1. Descriptor Identification 

Document descriptors are identified using the first five steps in concept 

space creation; document selection, object filtering, automatic indexing, co

occurrence analysis and cluster analysis. The Kohonen SOM algorithm wcis 

not examined in the EBS session experiment. In the Internet experiment, the 



193 

document collection consisted of approximately 110,000 homepages from the 

Yahoo! Entertainment sut>-director\-, with each individual homepage repre

senting a document. In the CancerLit experiment, a map was created for the 

pilot using two months worth of material from the extensive CancerLit col

lection. with an individual abstract or article representing a document. The 

pilot study indicated that this type of map was not particularly useful and 

so was not included in the larger study. However, a dynamically-generated 

SOM map that included only documents retrieved from a broad query re

ceived very positive feedback in the large CancerLit study. 

2. Initialize input nodes, output nodes, and connection weights: 

Use the top (most frequently occurring) N descriptors (e.g., 1000) from all 

documents as the input vector and create a two-dimensional map (grid) of 

M output nodes (e.g., a 20-by-10 map of 200 nodes). Initialize weights from 

N input nodes to M output nodes to small random values. 

3. Present each dociunent in order: 

Represent each document by a vector of N descriptors and present to the 

system. 

4. Compute distances to all nodes: 

Compute distance dj between the input and each output node j using 
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A'-I 

1=0 

where x,(f) is the input to node i  at time t  and is the weight from 

input node i  to output node j  at time t .  

5. Select winning node j* and update weights to node j* and neigh

bors: 

Select winning node j* as that output node with minimum dj. Update 

weights for node j* and its neighbors to reduce distances between input 

nodes and output nodes. (See (Lippmann. 1987), (Kohonen, 1989) for the 

algorithmic detail of neighborhood adjustment.) 

6. Label regions in map: 

After the network is trained through repeated presentation of all documents 

(each document is presented at least 5 times), submit unit input vectors 

of single descriptor to the trained network and assign the winning node 

the name of input descriptor. Neighboring nodes which contain the same 

name/descriptor then form a concept/topic region (group). Similarly, sub

mit each document as input to the trained network again and assign it to 

a particular node in the map. The resulting map thus represents regions of 
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important descriptors/concepts (the more important a concept, the larger a 

region) and the assignment of documents to each region. Concept regions 

that are similar (conceptually) will also appear in the same neighborhood. 

7. Apply the above steps recursively for large regions: 

For each map region which contains more than k (e.g., 100) documents, 

conduct a recursive procedure of generating another self-organizing map until 

each region contains no more than k documents. 
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Appendix B 

CANCERLIT PROTOTYPE DESIGN 

B.l  CancerLit  Concept Space 

A concept space is an automatically generated thesaurus that is based on de

scriptors extracted from documents. The steps i ivolved in creating a concept 

space have been described in previous chapters. See Appendix A and (Chen et al.. 

1993), (Chen et al., 1996a), (Houston et al., 1996), (Houston et al., 1997), (Houston 

et al.. 1999), (Houston et al.. 1998) for more details. The CancerLit concept space 

identified document descriptors from three different document sources: 1) proper 

names from the document's author field; 2) MeSH (Medical Subject Headings) 

terms that human experts (NLM indexers) had assigned to the document from the 

document's keyword field: and descriptor terms created from the free-text in both 

the document's title and abstract fields. 

The main advantage of the concept space approach used in the CancerLit pro

totype is that it uses descriptors actually contained in the document (a bottom-up 

approach) and humanly assigned MeSH terms (a top-down approach that takes 

advantage of an existing classification system). Furthermore, it allows users to 

identify relationships that occur between descriptor terms, which can help narrow 
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information retrieval or can highlight unknown relationships that actually are dis

cussed in the document collection. Figure B.l illustrates a user search using the 

CancerLit concept space looking for information related to breast cancer. 

Previous research including studies described in earlier chapters and (Chen 

et aL. 1998c), (Houston et al., 1998). indicated that concept spaces are ideal for 

refining a broad search topic into a more specific search topic and for discovering 

relationships between document descriptors. Concept spaces will therefore proba

bly be most effective in helping novice users or users exploring in an area, domain 

or collection outside their own expertise to narrow and focus their searches. 

B.2 CancerLit Arizona Noun Phraser 

The Arizona Noun Phraser is one approach to improving the quality of docu

ment descriptors by combining the traditional keyword and statistical approaches 

(i.e. concept space) with a semantic approach. The most common criticisms of 

descriptors generated by the purely statistical concept space approach are: 1) they 

lack an appropriate level of context for meaning evaluation and 2) they are often 

too general or too generic to be meaningful (useful). Incorporating a part-of-speech 

tagger that identifies noun phrases during the descriptor identification phase of the 

concept space approach enables information systems to identify noun phrases and 

evaluate word meaning in the context of an entire noun phrase, which could result 

in a higher quality descriptor. Higher quality descriptors could potentially improve 
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Figure B.l: CancerLit Concept Space Search Example 
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information retrieval precision (i.e.. more relevant information is provided). The 

Arizona Noun Phraser uses the Brill part-of-speech tagger developed at the Uni

versity of Pennsylvania (Brill. 1993). For more details see (Tolle. 1997). There 

are other approaches to semantic indexing that use Natural Language Processing 

techniques to analyze sentences and word context to interpret document content 

and identify quality document descriptors (Doszkocs and Sass. 1992). (Lewis and 

Sparck-Jones, 1996). CITE (Doszkocs, 1983) and AQUA (Johnson et al., 1994) 

are two examples of the use of Natural Language parsers in medical information. 

Once the document descriptors are identified by the Arizona Noun Phrziser, 

they are processed using the standard concept space approach described earlier 

(Appendix A), creating in essence a second concept space. The major difference 

between the noun phraser and standard automatic indexing concept spaces is that 

the automatic indexing concept space identifies a document descriptor solely on 

the basis of statistics, without regard to syntax, while the Arizona Noun Phraser 

initially identifies document descriptors on a syntactical basis. Both techniques use 

the same algorithms to evaluate the quality or usefulness of the identified document 

descriptors. Figure B.2 illustrates an Arizona Noun Phraser search in which a user 

exploring descriptors related to the input term "breast cancer"' was able to review 

the resulting retrieved documents. 
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This change in the concept space approach was developed specifically in re

sponse to a perceived need to quickly access medical information on a very nar

rowly defined, precise (or deep) topic. Pilot studies (Houston et al.. 1996), (Hous

ton et al., 1998) indicate that it should be of value to experts or users with very 

narrow, detailed, and deeply directed search requirements, such as Cancer Institute 

researchers or primary health care professionals using patient record information. 

Currently the Arizona Noun Phraser approach is being tuned and various im

provements such as using stopwords. stop phrases, and adjusting descriptor weights 

for various kinds of noun phrases (based on phrase length, noun phrase type, and 

source of noun phrase in the document) are being explored as potential methods 

to improve its performance. 

B.3 Unified Medical Language System (UMLS) Metathesaurus 

The Unified Medical Language System (UMLS) approach is the third approach 

that was investigated 35 way to improve the quality of document descriptors (the 

statistical concept space and the noun phrase based concept space were the first 

two approaches). The UMLS Metathesaurus is a manually (humanly) generated 

thesaurus of biomedical terms that is created and maintained by the National Li

brary of Medicine (NLM). Its designers have included special word relationships 

not available to statistically-based or syntactically-based techniques. For example, 

the Metathesaurus contains the following relationships: synonyms, parent terms. 
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children terms (parent and children in an IS-A relationship), broader and narrower 

terms, and terms related in other ways (similar terms that are not synonyms). More 

information on the UMLS Metathesaurus is available from the National Library 

of \Iedicine S factsheet (see http;//Hww.nlm.nih.gov/pubs/factsh.eets/\imlsmeta.html) 

and several papers (Humphreys and Lindberg. 1989), (Lindberg and Humphreys, 

1990). (Chute et al., 1991), (Christopher et al.. 1992), (Jachna et al.. 1993), (Lind

berg et al.. 1993), (Richwine and Lilly, 1993). (Squires, 1993). (Harbourt et al.. 

1994), (McCray and Nelson. 1995). 

According to the on-line fact sheet mentioned above; 

The Metathesaurus is organized by concept or meaning. Alternate 
names for the same concept (synonyms, lexical variants, and transla
tions) are linked together. Each Metathesaurus concept hcis attributes 
that help to define its meaning, e.g., the semantic type(s) or categories 
to which it belongs, its position in the hierarchical contexts from various 
source vocabularies, and, for many concepts, a definition. A number of 
relationships between different concepts are represented. Some of these 
relationships are derived from the source vocabularies; others are cre
ated during the construction of the Metathesaurus. Most inter-concept 
relationships in the Metathesaurus link concepts that are similar along 
some dimension. The Metathesaurus also includes use information, in
cluding the names of selected databases in which the concept appears, 
and, for MeSH terms, information about the qualifiers that have been 
applied to the terms in MEDLINE. Information on the co-occurrence 
of concepts in MEDLINE and in some other information sources is also 
included. 

The initial UMLS implementation for the CancerLit prototype was simply as a 

thesaurus which could recommend terms related to a user-supplied input searching 

term. A logical extension would be to also include the Metathesaurus terms in the 
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object filtering step of a concept space creation, thus giving them a higher weight 

than other document descriptors. As most of the terms in the UMLS are obtained 

from several existing standard medical vocabularies, it is most likely to be useful 

to medical experts who are familiar with those vocabularies. Figure B.3 illustrates 

the CancerLit UMLS prototype. 

B.4 CancerLit Category Maps 

Category maps are Kohonen-based self-organizing maps (SOMs) or associative 

neural nets (Kohonen, 1989), (Ritter and Kohonen, 1989), (Kohonen. 1995). The 

CancerLit prototype category map was created from document descriptors iden

tified as part of the concept space automatic indexing process and then clustered 

using a modified Kohonen SOM algorithm. These modifications allow the creation 

of a multi-layered SOM, permitting unlimited layers of Kohonen maps (referred to 

as a M-SOM or multi-layer SOM). See Appendix A and (Chen et al., 1996d) for 

more details. 

The Kohonen-based SOM approach was used to partition the CancerLit col

lection into meaningful and manageable chunks that represent the major topics 

and relationships in the testbed collection. In this implementation, the color of a 

map region has no significance other than to help differentiate each region from 

its neighbors. Previous research including work described in previous chapters 

and (Chen et al., 1998c), (Houston et al., 1996) indicated that category maps are 
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Figure B.3: CaiicerLit UMLS Prototype Example 
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ideal for browsing or simply exploring an information space, but are not good for 

searching because they do not conform to the common human searching mental 

models. Pilot studies indicated that cancer researchers have ver\- limited time and 

in general, very specific, narrow and well-defined information requirements. Sub

jects indicated that they would never spend time browsing cancer information. As 

a result, the category map approach will probably be most useful for naive users 

unfamiliar with the cancer information space and/or the terms used in cancer 

information and who have time to explore the document collection. 

B.5 Information Visualization Techniques 

Improved information visualization is another obvious way to enhance any in

formation management tool (such ais concept space or Kohonen-based SOM). The 

following two paragraphs describe initial approaches to improving both the concept 

space approach and the Kohonen-based SOM approach to information categoriza

tion. 

B.5.1 Graphical Concept Space Representation 

User feedback hcis indicated that many users are more comfortable with graph

ical displays of the relationships among document descriptors than with lists of 

document descriptors (the current method of displaying results). This Java-based 

prototype is simply a graphical representation of the top 10 related descriptor 
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terms (10 nearest neighbors) for each input search term. It can be used in con

junction with either a statistically-based concept space approach or the Arizona 

Noun Phrciser approach. It is similar to the graphical representation that Alta 

Vista uses. Users can graphically navigate (explore) by expanding a descriptor 

term in the tree (creating a sub-tree of that term's 10 nearest neighbors). In 

essence the only different is a change in the user interface or information presen

tation. Figure B.5 is an example of this user interface. This type of graphical user 

interface will most likely be useful to users who fit either of the concept space user 

profiles but are more graphically oriented. 

B.5.2 Dynamic SOM 

Initial user feedback indicated that once a set of documents for a given user-

supplied input term(s) is retrieved, it would be nice to get a big picture of the 

relationships aLmong just those retrieved documents and their major concepts. This 

is especially true when the set of documents retrieved is large (over 40 documents) 

or the topic is new or unfamiliar to the user. To this end, a dynamic Kohonen-

bcise SOM was developed that creates on command (on the fly) a mini category 

map for just the retrieved documents. Initial feedback has been very positive and 

changes to tuning and training parameters are being investigated to optimize the 

process. Figure B.6 is an example of a dynamically created SOM. The user wanted 
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to see the overall landscape of documents that were related to "breast cancer" and 

"family history"'. 
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Figure B.5; Graphical Concept Space Representation for CancerLit 
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Appendix C 

FUNDING AND ACKNOWLEDGEMENTS 

This appendix lists the various funding sources for each of the experiments, any 

papers that were published as a result of the research, and my own acknowledge

ments to the people who made significant contributions. 

C.l Electronic Brainstorming Experiment 

The Electronic Brainstorming Experiment was supported in part by an NSF 

CISE grant (NSF IRI-9211418. "'Building a Concept Space for an Electronic Com

munity System," 1992-1994). a U.S. Army CORPS of Engineers research grant 

(USAE DACA39-92-K0042, "Electronic Meeting Systems (EMS) - Automated 

Support for Business Process Improvement Teams and Projects,"' 1993-1995), and 

an AT&:T Foundation special purpose grant in science and engineering ("An AI 

Approach to Creating an Intelligent GroupSystems Environment," 1994-1995). 

I am indebted to Dr. Jay Nunamaker and CMI for their generous support, 

suggestions and access to EBS session from real clients. Thanks are also due to 

Mark Adkins, Morgan Shepherd, Bob Briggs, Rich Orwig, Doug Dean, Jim Lee, 

Jeff McKibben, Danny Mittleman, Ken Walsh, Janice Ceredwin, Sheila Brandt, 
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and Nicholas Romano, for participating in this research and contributing construc

tive criticism as well as to Jerome Yen for all of his technical support and coding 

assistance and to CMI for allowing access to their extensive EBS session files. 

This research was reported in the following published papers: 

1. H. Chen. A. Houston. J. Yen and J. Nunamaker, Jr.. ''Intelligent Meeting 
Facilitation Agents: An Experiment on GroupSystems." IEEE Computer, 
Vol. 29(8). (August 1996). pp. 62-70, 1996 (Chen et al., 1996a). 

2. A. L. Houston, and K. R. Walsh, "Using an AI bcised tool to categorize 
digitized textual forms of organizational memory'," in Proceedings of the 
Twenty-ninth Hawaii International Conference on System Sciences (HICSS 
1996), pp. 3-12, Vol. 3. January 1996 (Houston and W'alsh. 1996). 

C.2 Internet Searching Experiment 

The Internet Searching Experiment was mainly supported by two grants; (1) a 

Digital Library Initiative grant awarded by NSF/ARPA/NASA ( 'Building the In

terspace: Digital Library Infrastructure for a University Engineering Community." 

Pis: B. Schatz. H. Chen, et al.. 1994-1998, IRI-9411318), and (2) an NSF/CISE 

grant ("'Concept-based Categorization and Search on Internet: A Machine Learn

ing. Parallel Computing Approach," PI: H. Chen, 1995-1998, IRI-9525790). 

I am indebted to Dr. Bruce Schatz, director of the Community Architecture 

for Network Information Systems (CANIS) at The University of Illinois Urbana-

Champaign and to several member of his lab for their generous support, and con

structive criticisms. Thanks are also due to the following instructors for permitting 

subjects to be recruited from their classes: Akhilesh Bajaj (MIS 331), Divakaran 
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Liginlal (MIS 111), and Randy Johnson (MIS 441). I wish to say thank you as well 

to all of The University of Arizona students from these classes, as well as those 

from the School of Library Science who generously donated their time, their ideas 

and their suggestions. 

I would also like to extend my thanks to Dorbin Ng for his technical expertise 

and maintenance of the ET-Thesaurus prototype and to Robin Sewell for her 

generous support and help in data collection and subject management. 

The concept-based searching tool (ET-Thesaurus) is available at the following 

Internet address: http://ai.bpa.aurizona.edu/cgi-bin/tng/ETSpace. 

Results of this research was recently published in the following article: 

H. Chen, A. L. Houston, R. R. Sewell, B. R. Schatz. ''Internet Browsing and 
Searching: User Evaluations of Category Map and Concept Space Techniques," 
Journal of the American Society for Information Science (JASIS), Vol.49(7), (May 
1998), pp. 582-603 , 1998 (Chen et al., 1998c). 

and reported in the following poster session: 

H. Chen, B. R. Schatz, A. L. Houston, R. R. Sewell, T. D. Ng, and C. Lin, 
"Internet Browsing and Searching: User Evaluations of Category Map and Con
cept Space Techniques," in ACM Digital Library Conference '97 Poster Session, 
Philadelphia, PA, July 1997. 

http://ai.bpa.aurizona.edu/cgi-bin/tng/ETSpace
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C.3 Internet Browsing Experiment 

The Internet Browsing Experiment was mainly supported by two grants: (1) a 

Digital Library Initiative grant awarded by NSF/ARPA/NASA ("'Building the In

terspace: Digital Library Infrastructure for a University Engineering Community," 

Pis: B. Schatz, H. Chen, et al., 1994-1998. IRI-9411318), and (2) an NSF/CISE 

grant ("Concept-based Categorization and Search on Internet: A Machine Learn

ing, Parallel Computing Approach." PI: H. Chen. 1995-1998. IRI-9525790). 

I am indebted to Dr. Bruce Schatz. director of the Community Architecture 

for Network Information Systems (CANIS) at The University of Illinois Urbana-

Champaign and to several member of his lab for their generous support, and con

structive criticisms. Thank yous also are due to the following instructors for per

mitting subjects to be recruited from their classes: Akhilesh Bajaj (MIS 331), 

Divakaran Liginlal (MIS 111), and Randy Johnson (MIS 441), and to all of The 

University of Arizona students from these classes and the School of Library Science 

who generously donated their time, their ideas and their suggestions. 

I would also like to extend my thanks to Dorbin Ng and Chris Shuffles for their 

technical expertise and maintenance of the ET-Map prototype and to Robin Sewell 

for her generous support and help in data collection and subject management. 

The Kohonen SOM-based browsing tool (ET-Map) is available at the following 

Internet address: http://ai2.BPA.Arizona.EDU/ent/entertainl/. 

http://ai2.BPA.Arizona.EDU/ent/entertainl/
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This research was recently reported in the following article: 

H. Chen, A. L. Houston, R. R. Sewell, B. R. Schatz, "Internet Browsing and 
Searching: User Evaluations of Category Map and Concept Space Techniques.'' 
Journal of the American Society for Information Science (JASIS). Vol.49(7). (May 
1998), pp. 582-603 , 1998 (Chen et al.. 1998c). 

and the following poster session: 

H. Chen, B. R. Schatz, A. L. Houston, R. R. Sewell. T. D. Ng, and C. Lin, 
"Internet Browsing and Searching; User Evaluations of Category Map and Con
cept Space Techniques," in ACM Digital Library Conference '97 Poster Session, 
Philadelphia. PA, July 1997. 

C.4 CancerLit Experiment 

The CancerLit Experiment was funded primarily by a grant from the National 

Cancer Institute (NCI) "Information Analysis and Visualization for Cancer Liter

ature" (1996-1997), a grant from National Library of Medicine (NLM), "Semantic 

Retrieval for Toxicology and Hazardous Substance Databases" (1996-1997), an 

NSF/CISE "Intelligent Internet Categorization and Search" project (1995-1998), 

and the NSF/ARPA/NASA Illinois Digital Library Initiative project. "Building 

the Interspace" (1994-1998). 

I am indebted to Dr. Bruce Schatz, director of the Community Architecture 

for Network Information Systems (CANIS) at The University of Illinois Urbana-

Champaign and to several member of his lab for their generous support, and con

structive criticisms. I am also indebted to Dr. Sydney Salmon, director of The 
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Arizona Cancer Center, and Rachael Anderson, director of The Arizona Health 

Sciences Library for their generous support and the support and constructive crit

icisms provided by several of their staff members. 

Thanks are owed to the following individuals for their generous donation of time 

and their thoughtful evaluations and suggestions; Dr. Margaret Briel, Dr. Sherri 

Chow, Dr. Bernie Futcher, Dr. Jesse Martinez. Dr. Luke Whitecell. Dr. Jonathan 

Silverman and Nula Bennett as well as to the subjects who participated in the user 

evaluation study. 

I am indebted to Dorbin Ng. Kris Tolle, Harry Li and Casey Zhang whose 

technical expertise created the various parts of the CancerLit prototype tools and 

kept them running. Thanks are also due to Robin Sewell, Jeff Middleton. Casey 

Zhang and Rosie Viprakasit who aissisted with the data collection. 

The CancerLit collection is available through many sources including: 

1. CancerLit [database online] Bethesda (MD); National Cancer Institute, 1997. 
Available through the National Library of Medicine, Bethesda, MD, and 

2. CancerLit [Internet URL] http;//www.ovid.com. Available through Ovid 
Technologies, New York, NY. 

A demonstration of the CancerLit prototype is available at the following ad

dress: 

http://ai.bpa.arizona.edu/CancerLit/. 

http://www.ovid.com
http://ai.bpa.arizona.edu/CancerLit/
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An article reporting on the first set of experiments has been submitted for 

publication and will be published in the future as: 

1. A. L. Houston. H. Chen, B. R. Schatz. S. M. Hubbard. R. R. Sewell. and T. D. 
Ng, "Exploring the Use of Concept Spaces to Improve Medical Information 
Retrieval," submitted to International Journal of Decision Support Systems, 
special issue "'Decision Support for Health Care in a New Information Age". 
forthcoming 1998. 

2. A. L. Houston. H. Chen, S. M. Hubbard. B. R. Schatz, T. D. Ng, R. R. 
Sewell. and K. M. Tolle, "Medical Data Mining on the Internet: Research on 
a Cancer Information System, ' submitted to special topics issue of Artificial 
Intelligence Review on Data Mining on the Internet, forthcoming 1999. 

The first set of experiments was also presented in the following poster session: 

H. Chen. B. R. Schatz. S. M. Hubbard. T. E. Doszkocs. A. L. Houston, R. 
R. Sewell, K. M. Tolle and T. D. Ng, "Medical Information Retrieval." in ACM 
Digital Library Conference '97 Poster Session, Philadelphia, PA, July 1997. 

The second set of experiments has not yet been submitted for publication. 
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