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ABSTRACT 

This dissertation addresses the problem of assessing the image quality of reconstructed images. 

It adopts the framework of objective assessment of image quality set forth by Barrett (Barrett, 

1990). This approach to image quality specifies image quality as the ability to perform some task 

of interest using the image data. 

The analysis of image reconstruction begins by specifying the imaging chain as a series of 

noisy transformations that ultimately lead to some sort of inference about the object being imaged. 

Each step of the imaging chain is identified with a physical process in the creation of an image or 

the subsequent use of the image to perform a task of interest. 

After development of the imaging chain, the dissertation focuses on various parts of the chain 

needed to analyze image reconstruction. One area necessary for investigating image reconstruction 

is understanding the propagation of noise in the imaging chain through to the reconstructions. This 

work focuses on first- and second-order statistical properties realized as a mean reconstruction and 

a reconstmction covariance matri.x. 

The analysis then turns to the task of signal-known-exactly (SBCE) detection where the statistical 

properties of the reconstructed images are used to obtain formulas for the observer signal-to-noise 

ratio (SNR) for a variety of detection strategies, referred to as model observers. 

A number of psychophysical experiments have been conducted with the dual purpose of 

testing factors that influence human detection performance and providing a set of data for 

assessing the ability of different model observers to predict human performance. The experiments 

are divided into "filtered-noise" studies that simulate the entire reconstmction process, and 

"tomographic-reconstruction" studies that reconstruct simulated data vectors using two well-known 

reconstruction algorithms. 



The human observer performance in the psychophysical studies is then compared to that of 

the model observers. Some results of these comparisons are a generally high level of human 

performance, and a generally good agreement between human observer performance and the 

performance of a channelized Hotelling observer with a particular model of internal noise. 
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CHAPTER 1 

Introduction 

1.1 The general problem 

Image reconstruction today is an integral component of many medical imaging modalities. 

Modem reconstruction algorithms seek to optimally use the information in the data as well as 

any prior knowledge about the objects being imaged to make better reconstructed images, \fears 

of active research into this endeavor have produced a plethora of algorithms for accomplishing 

this goal. Additionally, most image-reconstruction algorithms themselves have a number of free 

parameters for tuning a given algorithm to a specific imaging problem. In the face of this multitude 

of possible ways to reconstruct a final image from its data, it is natural to ask for the best way, or 

equivalently, for the reconstmction algorithm that maximizes the quality of the resulting images. 

To answer this question, one must first define what is meant by image quality. A number of 

researchers, startmg with Harris (1964) and continued actively by many (see, for example, Hanson 

(1977), Judy et al. (1981), Wagner et al. (1984). and Barrett (1990)), have argued for a definition 

of image quality based on the performance of an observer in some specified task of interest using 

an ensemble of images from a given modality. The modality refers to the entire imaging chain from 

the physical detection system to the display of the final processed image. Hence all aspects of the 

imaging process - from the acquisition process through the display of the postprocessed image -

affect image quality in this framework to the extent that they influence task performance. 

The task is quite simply the purpose for which the image is acquired. It is convenient to divide 

tasks into classification and estimation. In classification tasks, the goal is to correctly identity 
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the class to which the object belongs. A special case of classification tasks is signal detection, 

in which the two classes are signal-present, indicating the presence of a diagnostic feature, and 

signal-absent, indicating the absence of such a feature. This special case is emphasized here 

because it is the task of interest in much of the rest of the dissertation. In estimation tasks (also 

referred to as quantitative tasks), the goal is to accurately specify the value of some parameter or 

parameters of interest. 

An ensemble of images is necessary to adequately account for the effects of quantum noise 

in the detection system and object variation from patient to patient. The fact that image quality 

is defined by ensembles (or probability distributions) of images is attractive philosophically but 

presents some practical problems which are addressed later in this work. 

In order to compare and optimize reconstruction algorithms or any other part of the imaging 

process a computable scalar figure of merit (FOM) is needed (Myers, 1985). FOMs for task 

performance are derived from the relative cost and frequency of errors in executing the task. The 

FOM serves to combine the ensemble image probabilities into a scalar measure of image quality. 

An observer, in this work, is broadly defined as the entity that performs the task. This definition 

of an observer includes the most common observer of medical images, the human observer 

(physician or clinician). However, it also includes mathematical or "model" observers that use the 

image data according to mathematically defined rules to perform the task. This general definition 

of an observer is clearly useful in quantitative tasks where the model observer is often an estimator, 

a function that takes the data as its argument and produces an estimate of some parameters of 

interest. But model observers play two important roles in the analysis of tasks performed by human 

observers as well. 

In well specified detection tasks, where the prior distribution of the object and the conditional 
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distribution of the data are known, the Bayesian Ideal Observer (often referred to as just the 

Ideal Observer) yields optimal performance with respect to most performance-based FOMs. The 

performance of any other observer - including human observers - can then be measured against 

the performance of the Ideal Observer to define the observer efficiency (Burgess et al., 1981). Low 

human efficiency indicates an area where image processing may have a large beneficial impact. 

Another use of model observers is simply as a predictor of human performance. While standard 

psychophysical methods for assessing human detection performance exist (Green and Swets, 1966; 

Swets and Pickett. 1982), and will be used for generating some of the results of this dissertation, 

they are generally time consuming and e.xpensive. This makes them difficult to use for lai^e-scale 

optimization of an imaging modality. Because of its mathematical formulation, a model observer s 

performance can usually be evaluated far more quickly than human performance permitting a 

much broader range of optimization. The major limitation to the use of model observers in this 

capacity is the lack of a single model observer which provides universally acceptable prediction of 

the human performance data. 

This dissertation analyzes image reconstruction using the framework of objective assessment 

of image quality (OAJQ) as developed by Barrett (Barrett, 1990). The goal of the work is 

the development of mathematical tools to facilitate image quality assessment studies when the 

reconstruction algorithm is the subject of interest. The OAIQ framework leads to the point of view 

that the goal in the design of image-reconstruction algorithms is to impart as much of the relevant 

information about the task in the data as possible to the observer. This point is often overlooked 

in validation studies of image-processing algorithms. For example, in much of the early work in 

image-reconstruction algorithms, the "validation" of the algorithm consisted of presenting images 

reconstructed in the absence of any noise. Generally some improvement in the level of detail 
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observable in images from the proposed algorithm was evident (measured against some other 

standard algorithm). The flaw in this sort of validation is that it is unclear that a higher level of 

detail will still be visible to the observer when noise is present in the collected data. Thus the 

observer is a critical component of the task performance. As we shall see in Chapter 4, from the 

perspective of an Ideal Observer, any reconstruction algorithm is useless at best and detrimental at 

worst. The best reconstruction algorithm for an ideal observer is none at all. 

Image-reconstruction algorithms must be regarded as a means for improving performance 

of suboptimal observers with limitations in ability to e.xtract information from image data. An 

excellent example for illustrating this point is the work of Rolland (Rolland, 1990: Rolland et al.. 

1991), investigating long-tailed point-spread functions (PSF). They studied detection performance 

on images that were severely degraded by blurring over a large spatial extent (the result of the 

long-tailed PSF) and noise in the image detector. The purpose of the study was to analyze the 

effect of deconvolution on observer performance. In this case the performance of the Ideal 

Observer is known to be invariant with deconvolution. However, after deconvolution the measured 

human-observer performance increased in efficiency by an average of approximately 50% in a 

simple detection task. 

This increase in performance may be explained by a well known component of the visual 

system. It has been established for many years in the vision research community that the human 

visual system is suboptimal at integrating over a large spatial extent (Blackwell, 1944; Boff et al., 

1986). This integration over a region of an image is called spatial summation in the terminology 

of that field. The large blurring kernel used in Rolland's experiments distributes the signal over a 

large spatial extent. As a result the optimal detection strategy requires spatial summation over this 

large extent - an operation that is poorly executed by the human observers. The deconvolution 
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operation "deblurs" the image and concentrates the signal over a much smaller range. Reducing 

the extent of the signal aids the human observer in the resulting detection task. 

For the sake of completeness in this example, we should point out that there is another 

established component of the human visual system in which the raw blurred image data has 

an advantage. Image noise in the blurred image data is independent from pixel to pixel. The 

reconstruction process - deconvolution in this case - induces a correlation structure to this 

noise. Since human observers have been found to be less efficient in correlated noise (Myers, 

1985), this component of the visual system might be better off without image reconstruction (i.e. 

deconvolution). It is clear from the results of Rolland et al. that any advantage due to unstructured 

image noise is outweighed in this instance by the detrimental effects described above. 

1.2 Scope of the dissertation 

The previous example from Rolland's work demonstrates the role of the reconstruction 

algorithm as an interface between the imaging device that collects the data and the observer 

performing the task. It is precisely this role that is analyzed in this dissertation. The components 

necessary to study the interplay between the reconstruction algorithm and the observer are: 

1. A model of the objects being imaged. 

2. A model of the imaging process. 

3. A model of the decision process. 

As we shall see, both ensemble and sample approaches can be used to build and evaluate each 

of these components. Hybrid approaches, modeling some effects with samples and others by 

ensemble distributions can be used as well. 

Some assumptions are used throughout this work to make the analysis tractable. In a number of 
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places, linear transformations are used to model processes that may not be linear. The assumption 

here is that the linear transformation is adequate for the situation. Some areas that rely on the 

linearity assumptions aie modeling the propagation of statistical variation through nonlinear 

algorithms and modeling the human-observer detection strategy as a linear transformation follov/ed 

by comparison to a threshold. 

A more fundamental assumption - one that is far more difficult to test - is that modelling the 

objects, the first component listed above, can be adequately done. This is equivalent to the problem 

of specifying a prior distribution in Bayesian statistics. The biological objects in a clinical setting 

(i.e. the patients) consist of a complex combination of anatomical structure and physiological 

function. The variability from patient to patient may be very difficult to characterize. In addition, 

variability in the pathology of many medical conditions may itself be complex and diflTicult to 

characterize accurately. 

It is often possible to avoid this problem by using samples of patient images fi-om both 

"normal" and "diseased" populations. The patients imaged in the sample populations can then be 

thought of as drawn from the underlying distributions of anatomical and pathological variability. 

While studies of this sort have been performed (see, for example, Swets and Pickett, 1982), there 

are a number of arguments (Barrett et a!., 1986) for considering alternatives to patient-sample 

studies. First, there may be problems in obtaining reliable patient samples. Reliable samples 

may be impossible to obtain if the reconstruction algorithm is being tailored to a new piece of 

hardware which is not yet in clinical use and hence no patient images exist. With patient samples, 

it can also be difficult to determine the "true" diagnosis. It is therefore difficult to know that the 

"normals" in the normal population are really free of disease and that the "abnormals" in the 

afflicted population really represent presentations of disease. This difficulty is generally known as 
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the "gold standard" problem. There are a number of practical problems with using image samples 

as well. Evaluation of observer performance from image samples is usually time consuming and 

may present significant computational challenges in dealing with large numbers of sample images. 

These difficulties are particularly evident when "fine-tuning" a free parameter in an algorithm or 

determining subtle differences between algorithms. Furthermore, some of the model observers 

used in this work (most notably the ideal observer) simply cannot be evaluated from sample images 

without further simplifying assumptions. 

DiflFerent levels of simulation and modelling have been used to accommodate the various 

limitations of patient-image samples. For example, when problems with the gold standard may 

be present, various researchers (see, for example, Revesz et al., 1974, or Eckstein and Whiting, 

1996) have resorted to adding simulated lesions to normal-patient images. The modelling 

requirements are now limited to just modelling the presentation of the pathological features and 

not the anatomical background. Random backgrounds derived from anatomical models provide a 

good surrogate for patient images when the latter cannot be used (Cargill et al.. 1985: Fiete et al.. 

1987). Here, object variability is parameterized in terms of anatomical parameters such as organ 

size and shape. Stochastic backgrounds, or "lumpy" backgrounds as they are called in Rolland 

(1990), have come to indicate object models in which variability follows a probability distribution 

that is analytically tractable. This tractability may be because the probability distribution has a 

convenient form (e.g. a Gaussian stochastic process) or that its first and second moments are readily 

computable. Because of the known distribution of object variability in these models, performance 

measures can often be evaluated with ensemble methods. And finally, signal-known-exactly 

background-known-exactly (SKE-BKE) models, which do not allow object variability of any 

sort, have been used because of their simplicity. As we shall see in chapter 5, these models are 



21 

often oversimplifications and have led to results that clearly do not generalize to more complex 

object models. The assumption that pervades much of this work (and is not met m some cases by 

oversimplified models like SKE-BKE) is that observer performance evaluated using a simplified 

model of the objects being imaged will be a good general indicator of performance in the more 

complex imaging problems of clinical interest. 

With the components necessary for a study of objective assessment of image-reconstruction 

algorithms and with the assumptions necessary to conduct these studies in mind, the rest of this 

section describes the structure of the dissertation. 

A mathematical description of the imaging chain and decision process, and derivations of FOMs 

for performance are discussed in Chapter 2. This chapter unifies the dissertation by laying out the 

mathematical process that the rest of this work is built upon. It is also useful in that it defines most 

of the notational conventions used throughout the dissertation. Figure 2.1 is particularly useful 

as a schematic diagram of the various components that must be taken into consideration when 

evaluating image quality by task performance. 

Chapters 3 and 4 give a more in-depth mathematical treatment of the two parts of the imaging 

chain most relevant to this work. Chapter 3 investigates the propagation of statistical variation 

through an image reconstruction algorithm. Ensemble, sample, and hybrid approaches to this 

problem are presented and discussed. EfTicient ways to compute quantities involving these noise 

properties are also presented. The novel results in chapter 3 are the noise properties of linear 

iterative reconstruction algorithms and formulas for efficient covariance products. 

Chapter 4 specializes to the task of detecting a signal with a known profile. A variety 

of observers using different strategies to perform the detection task are reviewed, and the 

mathematical expressions defining them are given. One group of these observers is comprised of 



optimal observers such as the Bayesian Ideal observer. A second group is comprised of ad hoc 

observers, which are optimal only under very restrictive conditions that are not generally met in the 

conditions under which they are used. Finally, "channelized" observers that attempt to incorporate 

known components of the human visual system to more accurately predict human performance 

are considered. The derivation of observer performance using the statistical properties of chapter 

3 is new to this work as is analysis of the performance of model observers with overlapping 

(non-orthogonal) visual channels. 

In chapter 5, human-observer performance is assessed through psychophysical studies for 

detection tasks using two different sets of experiments. In the first set, a Gaussian stochastic process 

is used to model both the effects of object variability and the "ramp-filtered" detection noise 

common in fA^o-dimensional tomographic reconstruction. A number of different "anatomical" 

background processes are considered along with different levels of regularization in the form of 

apodizing filters. The second set of e.xperiments analyzes two well known iterative reconstruction 

algorithms. The variable of interest in these studies is the stopping point of the iterative scheme. 

Each algorithm is evaluated on images that are created from a nonrandom object, as well as images 

generated with a "lumpy" background model similar to that used in the work of Rolland (1990). 

The performance of various model observers is compared to human performance results to 

identify predictive model observers in chapter 6. The results encompass a number of models that 

have been analyzed in the past as well as the novel approaches to channelized observers described 

in chapter 4. 

Conclusions and directions for future work are discussed in chapter 7. 
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CHAPTER 2 

The imaging chain, decision process, and assessment of performance 

This chapter presents a number of notational conventions used throughout the work, and then it 

describes a mathematical model of the imaging process and task performance that will be used in 

subsequent chapters. The model leads naturally to figures of merit for assessing task performance, 

a quantity that was equated with image quality in chapter 1. 

2.1 Notational conventions 

The many steps in the imaging process and the variety of uses images can be put to result in 

numerous symbols for mathematical models of the process. To facilitate working with these many 

symbols, this section describes the basic notational conventions for mathematical and statistical 

terms that are used throughout this work. 

The imaging chain, like most other physical processes, is modeled as a series of transformations 

that act on various physical quantities. These quantities are described by scalars. vectors, and 

scalar-valued functions. The first part of this section reviews the notation used for working with 

these entities. Since many of the steps in the imaging chain are stochastic or "noisy", statistical 

concepts and entities must be used to formulate a reasonable model of the imaging chain. Statistical 

conventions are described in the second part of this section. 

2.1.1 Mathematical conventions 

Scalars and scalar-valued functions are denoted by italicized characters, \fectors and 

vector-valued functions are indicated by bold characters. Hence, / (r) indicates a scalar-valued 

function of a vector argument. In general, the vector r (with various possible decorations such as 
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r' or r) will be reserved to designate a two- or three-dimensional column vector of spatial position 

coordinates. The expression r' identifies the row-vector transpose of a column vector r. Elements 

of a vector are signified by placement in square brackets and subscripting with an appropriate 

index. Hence [r];;. indicates the ^•th element of r. 

\fectors are also used to represent images, with each element of the vector containing the 

intensity of an image pixel. It is generally most convenient to represent images as column vectors 

(an .V X 1 matrix where N is the number of elements in the vector). To do this, we must map 

the two- or three-dimensional pixel index to a one-dimensional image vector. Lexicographical 

indexing assigns the intensity of the ijth pixel of a two-dimensional L x M image to a vector 

element n. The vector index n ranges from 0 to jV — 1, where N = LM, according to 

n = Mi -r j. 

The pixel indices, i = 0. M — 1 and j = 0. L — 1. associated with a given vector element are given 

by 

' = '"'(i?) 

j  =  n  -  i M .  

where the Int function indicates integer division. 

It is occasionally desirable to maintain the two- or three-dimensional structure inherent in an 

image. In these cases we will use a vector index whose elements contain the pixel indices. We may 

identify the ijth pixel of a two-dimensional L x M image f "^y 

defined as 

, where the vector index i is 
I 

I 

J 
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The sum over a vector index implies a sum over all indices, 

m-l L - l M - l  

E ( - )  =  E E < ' " ) -
i=0 1=0 j=0 

Note that the limits of summation are also vectors containing the limits of the individual pixel 

indices. 

Like vectors, vector-valued functions are also indicated by bold characters, usually in uppercase. 

Matrix operators fall into this categoiy since a matrix acts on a vector argument and produces 

another vector as output. Matrix-vector products are indicated as usual by placing the matrix in 

front of the vector. Nonlinear or unspecified vector functions are emphasized by placing the vector 

argument inside parentheses. By this convention, Og indicates the product of a matrix O acting 

on a vector g while O (g) indicates an unspecified or nonlinear transformation of g. Elements of a 

matrix are signified by placement in square brackets and subscripting with multiple indices. With 

this convention, [O],^ indicates the «jth element (ith row and jth column) of the matrix O. Matrix 

elements may be labeled with vector indices when they act on image vectors. When the conte.xt 

clearly identifies a matrix or vector element, the brackets may be omitted and scalar notation used 

with an index as a subscript. In these circumstances, Vk = [rj;^ and Oij = [Oj,j. 

The transpose of a matrix, specified by the superscript t, is defined by = [Olji-

standard definition of matrix adjoint, specified by a dagger superscript f, is used here. Under this 

definition, the adjoint is given by the complex conjugate of the matrix transpose 

o'l = [0|;,. 
L J ij 

with the superscript * used to indicate complex conjugation. The adjoint and transpose operations 

are identical for real-valued matrices. 
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Euclidean inner products and norms on the vectors and functions used here are indicated 

formally by the usual notation, (•••,•••) and || - • - H respectively. For two A/-element vectors g and 

g', the inner product is defined by 

(SiS ) ^ ^ Smdm 
m=0 

= g^g' (2.1) 

When the vectors are real-valued, an equivalent expression for the inner product is g'g'. The norm 

of the vector g is defined by 

i|g|| = VW)- (2.2) 

If we consider t^vo functions, / (r) and /' (r), the inner product is defined by an integral over r 

rather than a sum over the elements, 

( / . / ' ) =  J d r / ' M f i r ) .  (2.3) 

As was the case with vectors, the norm of / (r) is defined as the square root of the inner product of 

/ with itself. 

ll/li = VUT)- (2.4) 

Continuously defined operators are denoted by uppercase script. In this work, a continuously 

defined operator is defined as a transformation whose input or output (or both) is a function. 

This definition includes continuous-to-continuous operators that act on a flinction and produce 

another function as output, continuous-to-discrete operators that act on a flinction and produce a 

vector as output, and discrete-to-continuous operators that act on a vector producing a function as 

output. When necessary, braces, {•••}, are used to indicate the operand of these operators. When 
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a continuously defined operator is linear, it is convenient to describe the operator in terms of its 

kernel. The kernel of a continuous-to-continuous linear operator is indicated by attaching the 

kernel arguments. Hence. /C (r', r) indicates the kernel of the continuous-to-continuous integral 

operator K.. For a given function / (r), the transformation is defined by 

I C f  =  } C { f { v ) }  

=  J  d r l C { r ' . r )  f { r ) .  

Note that the output of this transformation is a function of r'. 

The adjoints of linear operators are generally defined by an inner-product relation (Dunford and 

Schwartz, 1988). Let / (r) and g (r) be two arbitrary fiinctions. The adjoint of K satisfies 

(^^5,/) =(5,^/)- (2.5) 

Writing (2.5) explicitly in terms of the definition of the inner product between fiinctions (2.3) and 

rearranging the order of integration, we see that 

=  J  d r ' g ' { r ' )  J  d r l C { r ' . r )  f  { r )  

=  I d r  d r ' I C ' { T ' . r ) g { r ' ) ^  /(r) 

Hence l O  is defined for a function g  (r') by 

I C ^ g  =  I C ^  { g  (r')} 

=  d r ' I C ' { t'.t)  g  { r ' )  .  

Continuous-to-discrete operators transform a continuously defined scalar-valued function to a 

discrete vector. When linear, the kernel of a continuous-to-discrete operator can be thought of as 

a collection of scalar-valued functions, one for each element of the output vector. These kernel 



28 

functions are indicated by lowercase italicized characters in keeping with the notation for scalar 

functions. Each kernel function is indexed by a subscript to identify the output element to which 

it is associated. For example, let hm (r) designate a kemel function of the continuous-to-discrete 

operator H. This transformation is defined for a given flinction / (r) in each component of the 

discrete operator output by 

In vector notation, this product is written W { / (r)} or just when the context is clear. 

In contrast to the continuous-to-discrete operators just described, a discrete-to-continuous 

operator transforms a vector to a continuously-defined function. When linear, the kemel of these 

operators can also be thought of as a collection of scalar-valued functions. However in this case, 

each function in the kemel is associated with an element of the input vector. Notation for the kemel 

functions is identical to that of continuous-to-discrete operators. Let /„ (r), n = 0 .V — 1, be a 

set of kemel functions associated with the discrete-to-continuous operator C. Then the action of C 

on a vector f is defined by the sum 

The adjoint of a continuous-to-discrete linear operator is a discrete-to-continuous linear operator 

and vice-versa. This identity is easily shown by steps similar to those used in obtaining the adjoint 

of the continuous-to-continuous operator K. above. Consider an i\/-element vector g, a function 

/ (r), and the continuous-to-discrete operator H which acts on a function and produces another 

.V/-element vector. By the definition of the adjoint. 

•V-L 
£{f}(r) = ^[f]„/„(r). (2.6) 

n=0 
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m=0 

/A/-1 

d r f i r )  I  (2.7) 
\m=0 

As a result of (2.7) we see that is a function of r defined by 

A/ -1  
= 5^ felm (r) • 

m=0 

Since this form is identical to that given in (2.6) above, we see that must be a discrete-to-

continuous linear operator. A similar derivation shows the adjoint of a discrete-to-continuous linear 

operator is continuous-to-discrete. 

2.1.2 Statistical conventions 

Probability distributions and expected values play an important part in this analysis, and a 

number of conventions are used to simplify expressions involving these terms. The function p (• • •) 

is reserved to indicate a probability density function, while a strict probability or probability mass 

is denoted by Pr (• • •). For a given random variable x and a set of possible values of this variable, 

S, the relation between p (• - •) and Pr (• • •) is 

A probability mass is a degenerate case of (2.8) in which the set S consists of a single point 

which has a nonzero probability of occurrence. This situation can be accommodated by letting 

p (x) assume the form of a Dirac delta function at the point of interest. As an example, consider 

a Poisson random variable with a rate A. This random variable is integer valued and nonnegative. 

and hence it has probability mass at each nonnegative integer. The probability of observing a value 

(2.8) 
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of k ,  is given by 

P,(i, = 23i(^ t = 0, 1 . 2 . . . .  

The probability density of this random variable is specified for a real-valued k  by 

P (^•) = > j <5 (« - • 
' nl 

n=0 

Expected values, and in particular first- and second-order moments of a random variable, are 

essential to the analysis presented in subsequent chapters. An expectation of a random variable is 

denoted by angular brackets (•••). If we consider the random variable x again, the expected value 

of a function ly (x) is denoted by i-iy and defined by 

/tiy = (.yW)x 

=  J  d x y { x ) p { x ) .  

The subscript on the closing bracket on the first line of this equation indicates that e.xpectation 

integral is taken with respect to p (x). This subscript may be omitted if the context makes it clear. 

The mean value - or first-order moment - of a random variable is defined by the expected 

value of the random variable itself. The variable is reserved to indicate mean values. In terms 

of the generic variable x used above, the mean value is defined by i-LJ. = (x). The mean value of 

an jV-dimensional vector random variable x is a vector of the same dimension. Let Xn = [x]^. 

then each element of the mean vector is defined by 

= j d X j i  X j i p i ^ X j i ) .  



31 

In vector notation this expected value is written 

= (x>x-

If X is a random function of a continuously detmed variable r, then the mean value is defined at 

each point r from the scalar random variable x (r) by 

/ ' i ( r )  =  {- r ( r ) )^ .  

The variable a- is reserved for the variance - or centered second-order moment - of a random 

variable. For x. the variance is denoted and defined by 

For real-valued random vectors, there are multiple centered second-order moments, which can 

be arranged into a covariance matrix denoted by K. The elements of the covariance matrix for a 

random vector x are defined by 

[KxLn- = { { j - n  -  " i^x]„')>x 

This component definition is implied in the matrix-valued expectation 

Kx = ((x -//x) (X - Mx)')x • 

Note that the diagonal elements of Kx are simply the variances of the respective elements of x 

since 

[Kx]„„ = - l^x]„) - [/^xJn))!.. 

= ((-Tn - [^x]„)")^ 
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By construction Kx is a symmetric matrix since 

[Kx]„„. = ((^rx - [/ixln) (-^n' " [^^xi„'))x 

= ((X„' - [/ix]„') - [/^xJ„))x 

=  [Kx]„-„ .  

Furthermore, a covariance matrix has the property of being nonnegative-definite (sometimes 

referred to as positive-semidefinite). A symmetric matrix, K, is nonnegative-definite if for any 

real vector w, 

w^Kw>0. (2.11) 

To see that Kx obeys this property, substitute (2.10) into (2.11) to get 

w'KxW = w'((x-^x)(x-/^x)'>xW 

= (w ' (x - / i^ ) (x -Mx) 'w)^  

=  {(w ' (x -Mx)) ' )^  

> 0 

The final step holds because the quantity inside the expectation is always nonnegative, and hence 

the expected value must be nonnegative as well. 

Second-order moments of a real-valued random function x(r) are defined analogously to 

those of a random vector. Rather than a covariance matrix, the covariance of a random function is 

defined as the kernel of an integral operator IC. The kernel elements are defined by 

ICx (r',r) = ((x(r') - (r')) (x (r) - (r)))^ . 
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The two continuously defined variables, r and r', are analogous to the indices, n and n', of K* in 

(2.9). It is clear that ICx is symmetric since ICx (r', r) = JCx (r, r'). A symmetric hnear operator is 

nonnegative definite if for any real-valued function w (r), 

An analogous argument to the one used for Kx will demonstrate that fCx is nonnegative definite as 

well. 

2.2 The imaging chain and task performance 

The rest of this chapter is devoted to a general description of the imaging process and assessment 

of the subsequent task performance. A flow diagram for this process is given in Figure 2.1. which 

can be thought of as a roadmap for this section. 

The imaging chain begins in the upper-left comer, and progresses in a clockwise direction to 

the lower-left comer. Note that the usual convention in schematic diagrams of placing operators 

in boxes and the items acted upon beside arrows between the boxes is not followed in Figure 2.1. 

Here, boxes indicate the space in which the physical entities (object, data, reconstruction, etc.) 

reside, and arrows signify the action of the various transformations that define the imaging chain 

and subsequent decision process. The operators are placed beside arrows connecting the input 

space of the operator to that of its output. Noise sources are given within a stippled box and the 

combination of noise with a transformation is indicated by the symbol Each box contains the 

name of the space associated with it, and a few examples of its elements used in the text. 

The dashed arrows leading to the observer response box in Figure 2.1 indicate that this step 

utilizes a model for the decision process rather than one that represents a defined physical entity 
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Data noise: n 

Object space: L\S) 

Elements: /o(r), 6(r), So(r) 

n Data space: E" 

Element: g 

Reconstruction 
noise (if any): e 

O 

Observer Response: 

Element: X 

Observer internal 
noise (if any): 

w({) 

H 

• 

Reconstruction space: E 

Element: f 

Display 
noise: v(r) 

^0-
C 

Decision space: 

Elements: 0, 0 

W 

©< T 
Display space: 

Element: /'"^'"^>(r) 

Fig. 2.1 A schematic diagram of the imaging chain and subsequent task performance. 
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Performance assessment takes place at the final step of the diagram, in the decision space. 

2.2.1 Objects and the task 

In the context of imaging, objects are continuous functions representing the distribution of 

some contrast-producing material in space and time. In this work the focus is on static images and 

hence temporal eflfects are not included. Transmission and emission imaging are two examples of 

techniques that are used for imaging static objects. In transmission-imaging modalities such as 

X-ray imaging, the contrast-producing material is the optical density of the material that lies in the 

path of the transmitted radiation. In emission modalities such as single-photon emission computed 

tomography (SPECT) or positron emission tomography (PET), the object itself is the source of the 

detected radiation. In this case the contrast-producing material is the concentration of the emissive 

matter at a given location. 

The distribution of contrast material can be described by a scalar-valued function of spatial 

position / (r). In most medical applications of imaging, it is safe to assume that the support of 

the object falls within some known region S. Hence, / (r) = 0 for r ^S. In addition, we will 

assume that the function describing the object is square integrable and hence is an element of the 

vector space L~ (S). Note that this space is in some ways larger than we require: there are many 

elements in the space that are not realizable objects. For example, L ' (S) permits functions that 

are unbounded, have negative values, and are complex-valued. These characteristics often cannot 

be found in real objects. For example optical density is constrained to be nonnegative. hence the 

elements of L'- (5) containing negative elements do not represent a distribution of optical density. 

Similarly, L- (5) is occasionally too small for the needs here: there are functions that may be of 

use in this analysis but are not members of this vector space. The Dirac delta function, S {r — tq). 
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is an example of such a function. This function is not square integrable (and not realizable as a 

physical object either), yet can be of great theoretical value in analyzing imaging systems. Many 

of these apparent limitations of L'- (5) can be circumvented by carefully restricting attention to 

subspaces of L~ (S) as necessary. For example, if we restrict attention to objects that are smooth 

bounded functions in L- (S), then (5 (r — TQ) is well-defined in the rigorous mathematical sense as 

a bounded linear functional on this subspace. The (5-function may then be used in inner products 

with object functions. 

The real goal in invoking L -  ( S )  is to allow us to use the inner product and norm defined 

in (2.3) and (2.4). The support constraint imposed on objects may be explicitly included in the 

inner-product integral as a region of integration. The objects may be presumed to be real-valued, 

removing the need for complex conjugation in (2.3). The resulting modified inner product is 

defined for two objects, /i (r) and fo (r), by 

The description of objects used here can be easily generalized to a function of spatial position and 

time, / {r.t), in the case of dynamic imaging. 

It is convenient to model the object as consisting of an anatomical background, b  (r), and 

possibly a signal, s (r), which for medical purposes describes the presentation of disease in the 

contrast material. Patient-to-patient variation is present in both the normal structures that comprise 

the background and the abnormal disease structures that comprise the signal - if they are present 

at all. As a result, both of these object components are most appropriately modelled as random 

functions drawn from prior probability distributions. In practice, we rarely have accurate models 

for these priors. This issue and approaches to dealing with it are discussed in detail in Chapter 3. 

(2.12) 
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For the purposes here of describing the imaging chain and subsequent task performance, we can 

simply assume that the priors governing b (r) and s (r) are specified. 

Medical images are used to help determine the state of disease in the patient. Image-related 

tasks in medical imaging can be thought of as performing some sort of inference on the objects 

being imaged. It is therefore natural to define the task at this early stage. Tasks are often divided 

into estimation, classification, and hybrids of these two. However, statistical decision theory 

provides an elegant and unified framework for treatment of these diflFerent tasks (Wild, 1950). The 

point of view adopted here is that the task is most generally cast as a set of composite hypotheses 

under which the object is generated. The goal in task performance - after a number of steps along 

the imaging chain - is to correctly identify the hypothesis that existed in the object, or patient, being 

imaged. The different hypotheses are indexed by a decision parameter 6. Mathematically, task 

performance consists of estimating Q from the image data (and any other sources of information 

available). The task itself defines the set of all relevant hypotheses {6 € 0}. 

For example, if the task is signal detection, one may designate Hypothesis 1 as signal-absent 

and Hypothesis 2 as signal-present. In this case, 0 is a binary decision parameter and 0 = {1-2}. 

In more general C-class classification tasks, each class is identified with one hypothesis and hence 

0 = {1.2 C}. Estimation can be thought of as classification with an infinite number of 

classes. In this case, 0 is a parameter, or more generally, a parameter vector. Each parameter vector 

constitutes a single hypothesis, and 0 is the set of feasible parameter vectors. An example of such 

parameter vectors is the estimation of a signal amplitude and radius foimd in the work of Miiller 

(Miiller et al., 1990). Here the decision parameter is a tvvo-dimensional vector whose elements are 

the signal amplitude and radius. If the signal was known to produce increased contrast, then 0 is 

the set of two-dimensional vectors with positive elements, reflecting the positivity of the amplitude 
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and radius. 

An additive model of the object is used, and hence the object, background and signal are all 

linked to a hypothesis 9 by 

/(r) = 6(r) + so (r). (2.13) 

We term this the object-generation equation because it represents the synthesis of a sample object 

from a sample background and signal. In this equation, only the signal function is indexed by the 

decision parameter. This reflects the previously stated maxim that the goal of a medical image 

is to help determine the disease state of the patient. The signal is defined as the component of 

the object in which the diagnostic information is conveyed. Structures in the patient not directly 

relevant to the information being sought are then defined as the background. Aside from these 

basic definitions, the notion of signal and background structures is the motivation for a number of 

imaging techniques that utilize image subtraction to remove "normar structures from the image 

altogether. 

The background, while not directly related to the decision parameter, influences the task in two 

important ways. First of all, the signal and the background may not be statistically independent. 

For example, metastatic tumors from other organs often occur within the liver. Therefore the signals 

produced by such tumors are correlated with this normal anatomical structure, so the background 

may provide cues, landmarks, areas of interest and other sources of information about the signal. 

Secondly, background structure, even if it is independent of the signal, may have a strong impact 

on performance of the task. If normal structures exist that closely resemble the signal, the task will 

be difficult regardless of how good the imaging system and reconstruction algorithm are. 
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2.2.2 The imaging system and measured data. 

The imaging system, denoted by the continuous-to-discrete operator H., acts on the object and 

produces a set of M measured values which are corrupted by noise in the imaging process to yield 

the observed data, g. Thus the imaging system operates on a function in L- (5) and produces 

a vector in an A/-dimensional Euclidean space Contained within Ti. are all the physical 

effects of the transport of radiation, interactions between the radiation and a physical detector, and 

effects of amplifiers or other electronics in the imaging system. The data invariably contain some 

measurement error, described by a noise vector n, and hence we model the transformation from 

object to data by the vector imaging equation 

For linear imaging systems, each element of the data vector is described by the scalar equation 

The functions hm (r) are called system sensitivity functions because they describe the sensitivity 

of a given system detector to different spatial locations. 

The noise vector can arise from a variety of sources. For emissive imaging modalities it may 

represent fluctuations due to counting statistics. In other modalities it may represent system noise 

fi-om amplifiers or other electronics in the image detector. 

In most imaging systems two conditions on the noise apply. The first condition is that the 

noise is a zero-mean random variable. This condition is easy enough to justify by noting that any 

nonzero bias in the noise component that is directly related to the object can be incorporated into 

the form of H. Bias in the noise vector that is independent of the object can be calibrated and 

g =H {/(r)} -f-n. (2.14) 

(2.15) 
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subsequently subtracted from the data. The second condition is that the elements of the noise vector 

are statistically independent for a given object. This conditional independence in the elements of 

the noise vector can usually be justified on physical grounds. When n represents deviations from 

the mean due to counting statistics, independence in the Poisson process governing emission of 

photons from a given object distribution translates rigorously to independence in the collected data 

as described in Barrett and Swindell (1981). Similar arguments can be made for other forms of data 

noise. For example, electronic-amplifier noise is simply added to each detector output independent 

of the output voltage, or the value of other elements. 

In terms of the task, the hypothesis under which the object was generated can now be thought 

of as the generating hypothesis for the data vector. The object-generating equation, (2.13) relating 

the task to the object, can be substituted into (2.14), thereby tying the task and imaging system to 

the observed data as follows: 

g  =  H  { b  ( r ) - h  S o  ( r ) }  ~  n .  (2.16) 

Equation (2.16) can be thought of as the data-generating equation. 

2.2.3 The reconstruction operator 

At its most ftindamental, an image-reconstruction algorithm defines an operator that acts on an 

A/-element vector of collected data and transforms it to an iV-element vector - the reconstructed 

image f. In most applications, M and N are within an order of magnitude of each other. For 

example, in the tomographic reconstruction problem used for the results of Chapters 5 and 

6, M = 8192 and M = 16384. We will denote the reconstruction operator generically by 

O, a discrete-to-discrete operator acting on elements in and producing elements in E'^. 
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However, an algorithm alone is not usually enough to completely specify the operator O. Most 

reconstruction algorithms leave a number of free parameters for the user to set for a particular 

problem of interest. Examples of these parameters are initial estimates, iteration stopping criteria, 

acceleration parameters, regularization weights, apodization filters, etc. We will define, as part 

of the reconstruction operator, specific settings of any free parameters that are present in a given 

algorithm. It is often the case that these free parameters are themselves the subject of interest. 

Many reconstruction algorithms are linear, in which case O is simply an jV x M matrix. For 

nonlinear algorithms, O is a nonlinear vector-valued fiinction of a data vector. Let us begin by 

considering a deterministic reconstruction algorithm, in which case the reconstructed image data is 

defined by 

f  =  0 (g) .  (2 .17)  

The simple form of (2.17) belies the enormous variety of operators that have been applied to 

the image reconstruction problem. Rather than trying to describe the many approaches to image 

reconstruction in this dissertation, methods for assessing task-based figures of merit will be 

developed for the generic reconstruction operator O. Specific reconstruction algorithms are 

considered in Chapter 3. 

At this point it is not clear what the reconstruction step accomplishes. The operator starts with 

one vector and produces another vector. \fet the object from which we would like to infer the 

state of the patient is continuous. The reconstructed data should in some way be comparable to 

the object in the continuous domain. This comparison may be accomplished by a set of "pixel" 

representation fijnctions. This set of functions, {I/'Q (r) t • • •. (r)}, one for each element of 
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f, are used to make a continuously defined function out of the reconstruction data by 

:V-1 

/ ( r )  =  ^ [ f l  (2 .18)  
n=0 " " 

In principle, we would like the representation functions to be elements of L" (5) since this is 

the domain of the objects to be represented. This restriction implies that f = 0 for any that 
I  i n  

extends outside the object support 5. The object support can then be imposed e.xplicitly as a part of 

the reconstruction algorithm. The most common choice for the form of the representation functions 

i s  the  usua l  square  p ixe l  Wn ( r )  =  rec t  where  r „  spec i f i es  the  spa t ia l  loca t ion  o f  the  n th  

pixel and Apj^ is the pixel size. However, other functional forms have been used. Two examples of 

such alternatives are Kaiser-Bessel functions (Lewitt, 1992), and sine and cosine functions (Barrett 

etal., 1995). 

Iterative reconstruction algorithms need to evaluate the reconstruction data vector passed 

through the imaging system. This would be impossible without being able to create a continuously 

defined function from the reconstruction data since the imaging system does not act on discrete 

vectors. However if (2.18) is used to make / (r) from f, this fijnction can then be passed through 

H producing a vector. 

g =w{/ ( r )} .  (2 .19)  

in data space. In the terminology of tomography, g is called the "projection" of f. The projection 

can then be used by the algorithm to check for agreement with the measured data and to control 

updates to the estimate of f. 

The intermediate step of expanding f to a function in the preceding definition of the projection 

can be circumvented (if we can assume that H is linear) by the following steps. The projection is 
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defined by action oiH on the function / (r), hence the mth component of g in (2.19) is defined by 

ffm = d r h m i r )  f { v )  

Substituting (2.18) for / (r) in this equation and switching the order of summation and integration 

yields 

^ AT-l 
Q m  =  d r f h n { r ) Y ^ \ {  

n=0 " 

jV-1 
^  d r h m { r ) t i ' r i { T ) .  

r» ^ •/ n=0 

If we define the M x .V projection matrix H by 

1H1^„ =  j  d x h „ { < : ) w „ ( v ) .  (2.20) 

then the projection of f is computed directly by the matrix product 

g  =  Hf .  (2 .21)  

The interpretation of (2.20) is that consists of the mth system sensitivity function 

integrated against the nth pixel representation function. By its definition, the H matrix acts on a 

reconstruction vector in and produces a data vector in 

In terms of the imaging process, Figure 2.1 shows that the projection matrix actually takes 

a step back in the imaging chain. Image reconstruction itself can be thought of as replacing the 

continuous-to-discrete set of linear equations, 

g  =  W{/( r )}  -hn ,  

by the discrete system 

g = Hf + n. (2.22) 
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Image-reconstruction algorithms are usually formulated as solutions of (2.22) for f. 

The system sensitivity fiinctions hm (r) are often spatially restricted within the object support. 

If spatially compact pixel-representation flmctions are also chosen, then many of the integrals in 

(2.20) are zero because of the disjoint supports of hm (r) and xVn (r). In this case, the projection 

matrix may be very sparse and the matrix multiplication in (2.21) can be efficiently computed 

using sparse matrix methods. 

Many reconstruction algorithms are deterministic operators, so they introduce no new sources 

of noise into the imaging chain. However, there is significant interest in stochastic methods of 

reconstruction such as simulated annealing and other Markov-Chain Monte-Carlo methods (see. 

for example, Geman and Geman, 1984, Smith et al., 1983, and Floyd et al., 1986). In these 

methods, pseudo-random numbers are used to perturb the elements of f iteratively until criteria 

for terminating the algorithm are met. As a result, two reconstructions of the same data vector 

will be different if the sequences of pseudo-random numbers are diflferent. This variation in the 

reconstructed image data can be thought of as "reconstructor noise". The reconstmctor noise can 

be described by adding an .V-element noise vector, £, to (2.17) yielding 

f  =  0 (g)4-£  (2 .23)  

As was the case for the imaging system operator, O represents the first-order deterministic 

component of the image-reconstruction algorithm. The fluctuations in the reconstruction process, 

if any, are described by the zero-mean random vector e. 

Image reconstruction adds another layer of transformation and another potential source of noise 

to the data-generating equation (2.16 ). A task-based generating equation for reconstructed images 
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is obtained by substituting the data-generating equation into (2.23). The resulting expression, 

f  =  0(7Y{6( r )  +  so( r )}+n) - r£ ,  (2 .24)  

encompasses all the effects of the imaging chain up to display of the reconstructed image. 

2.2.4 The displayed image. 

The display process takes the reconstructed image data and transforms it into a continuously 

defined two-dimensional distribution of intensity on the display device. The displayed image takes 

the form of luminous intensity if the display device is a computer screen or a transmission film 

on a light box. If a print or other form of nontransmissive hardcopy is used, the displayed image 

takes the form of a spatial distribution of reflectance. In either case the displayed image can be 

modeled as a function in the vector space L- ^ where represents the support of the 

displayed image. The image support and the object support may be different for various reasons. 

Rarely are medical images displayed at the scale of the original object, and hence the support of 

the object must be proportioned to apply to the image. The object support is often not applied in 

the reconstruction process. As a result the reconstructed image may have intensity outside the 

spatial constraints imposed by the object support. At a more fundamental level, the support is 

defined as a spatial region such that outside this region the function value is zero. At reasonable 

room lighting levels, even the darkest areas of displayed images will not achieve zero intensity. 

In all these situations, can conveniently be set to the spatial extent of the image. In the 

case of 3D imaging, the three-dimensional support of the object translates to a range of possible 

two-dimensional supports for the displayed image, depending on the orientation of the image with 

respect to the 3D volume. 
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To a greater extent than was true for the space of objects, L ' ) is substantially larger than 

the set of possible images. This vector space contains many functions that carmot be produced by 

any physical display device. Again, functions with unbounded or negative intensities are examples 

of this disparity. Additional constraints on the set of possible displayed images are imposed by 

the physical constraints of a display device and the discrete nature of the images being displayed. 

Display typically involves a quantization step where the image intensity is truncated to 8, 10. or 

12 bits (256, 1024, or 4096 grey levels). This step serves to limit the possible intensity values of 

the displayed image. The range of flmctions produced by the display operation is also limited by 

the pi.\ellation of the reconstruction. This limitation is most conveniently seen by considering the 

ridiculous extreme of a "one-pixel" reconstruction. Displays of reconstructed images would then 

be constrained to images of the one pixel, a uniform flat field. 

Operationally the display of reconstructed image data is defined by a discrete-to-continuous 

operator C that acts on an element of and produces a function in L'- (5d'spiayj resulting 

displayed image, /'•'sp'ay (r), is defined by 

^display (j.) ̂  I ~ u { v ) .  (2.25) 

This process introduces another source of noise, u (r), into the imaging chain. There are two 

sources of noise inherent to image display. The first is the random temporal fluctuations in the 

emitted or reflected intensity coming from the image. This noise source is generally negligible, or 

"averaged out", in static images viewed at reasonable lighting levels. The second source of noise 

arises from irregularities in the display medium (Barrett and Swindell, 1981). Examples of this 

sort of spatial variation are the random arrangement of silver halide granules in a film emulsion or 

the random arrangement of phosphor crystals in the screen of a cathode ray tube (CRT). 
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The final list of transformations and noise components that tie the displayed image to each step 

of the imaging chain is obtained by substituting (2.24), the task-based generating equation for the 

reconstructed images, for f in (2.25) to get 

Jdispiay =  C { 0 { ' H  {b (r) + So (r)} -I- n) -l-e:} 4- (r). (2.26) 

At this point, with a displayed image, the imaging chain is complete. However the use of the 

image to perform a task of interest has not yet been considered. Hence we must introduce an 

additional step in the analysis of the imaging chain before assessing task performance. 

2,3 The decision process. 

The decision process is execution of the task. A course of action for the patient is decided on the 

basis of the medical image and other sources of patient data (history, symptoms, etc.). While this 

statement seems at odds with the previously stated goal of inferring the condition of the patient, 

in fact it is not. The state of the patient as deduced from the available diagnostic information 

identifies the treatment options. 

Consider the case of mammographic screening for breast cancer in women over the age of 

forty. The mammogram reader seeks to ascertain if there are breast-cancer lesions present in the 

image and if so. their location. The reader is thus performing a common task of detection and 

localization. However, the outcome of a positive finding at the screening level is not treatment of 

the disease but rather further diagnostic testing of the patient by needle biopsy - a more invasive 

but more conclusive test. Only after a positive finding at this point does the severe treatment of 

breast cancer commence. 

This example demonstrates how the inferred state of the patient translates into a course of action 



and how the availability of treatment options influences this regimen. At the screening level, 

a signal-present diagnosis means that a biopsy is warranted. A signal-present diagnosis after a 

biopsy means the patient should be treated for breast cancer. It is equivalent to define the decision 

parameter 9 as either the state of the patient or a course of action as is done in formal statistical 

treatments (^^&ld, 1950). We will identify 6 with the state of the patient to retain a convenient 

physical interpretation of this parameter. In the example above, this identification allows us to 

think of 0 as an indicator for the presence or absence of breast cancer, rather than as an indicator of 

the need either to biopsy or to treat depending on the circumstances. 

A task is performed mathematically by producing an estimate, 9, of the decision parameter. 

Recall from section 2.2.1 that for classification tasks the decision parameter is identified with 

a whole number between I and C, where C is the number of possible classes. For estimation 

tasks the decision parameter is identified with a vector of parameters. The estimate of 9 does not 

necessarily have to be derived from a displayed image. Generally, an estimate may be formed at 

any point in the imaging chain once the image data have been collected. The observer is then 

detmed as the operator that generates 9 £ Q. This definition is general enough to include a human 

observer, who acts on a displayed image by visual scrutiny to obtain an estimate. Alternatively, 

an observer may be a "model" observer that combines the image data into a decision-parameter 

estimate according to a mathematically defined rule. 

Let the continuously defined operator T indicate the observer decision operator when acting on 

a displayed image. The output of this operator is 0 G 0, which by definition is finite dimensional. 

Hence 7" is a continuous-to-discrete operator as notational convention would indicate. When a 

decision is made from a displayed image, the estimated decision parameter can be related to the 
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various steps in the imaging chain by 

e = T{^'^P'='y(r)} 

= T{£ (O (H {6 (r) + S0 (r)} + n)+e) +1/(r)} . (2.27) 

This equation completes the set of steps in Figure 2.1. It encompasses the entire imaging chain from 

an object to a decision parameter (or equivalently a course of action), including the intermediary 

steps of the imaging system, reconstruction operator, and display. 

For the purposes of analyzing reconstruction algorithms, the display operator C can be 

composed with T to get a discrete-to-discrete operator T which acts directly on the reconstructed 

image data. In terms of this operator (2.27) can be rewritten as 

e  =  T { 0  { n i b  ( r )  +  so  ( r )}  +  n)  +  e ) .  (2 .28)  

Note that the noise inherent to the display, u (r), has been lost in the composition of T and 

C. Hence the transition from (2.27) to (2.28) assumes that u (r) is negligible. The analysis in 

later chapters will focus on T rather than T since the goal of this work is analysis of image 

reconstruction rather than image display. 

In estimation tasks where 9  lies in a vector space, it is sensible to interpret T or T in terms of 

linear or nonlinear operators. However, in classification tasks. 6 is an element of a finite set, and 

hence the set of feasible decision parameters does not form a vector space. As a result, there is 

no notion of linearity when analyzing T or T. For this reason, the observer decision function is 

often decomposed into two parts when studying classification problems. The two parts are the 

formulation of an observer response (a test statistic in formal statistical terms) and a subsequent 

thresholding of that response. For simplicity, this process will only be described here for the special 
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case of signal detection and discrimination. Each of these tasks allows only two hypotheses Hi 

and Ho corresponding to the decision parameters 9 = 1 and 9 = 2 respectively. A more general 

treatment can be found in Vkn Trees (1968). 

A decision operator for a signal-detection or signal-discrimination task can be defined by a 

scalar-valued observer response. A, and a threshold t. Again, since this work focuses on the 

analysis of reconstruction algorithms, we will consider observer response ftmctions that act directly 

on the reconstructed image, f, and hence implicitly include the effects of image display. A simple 

observer response is defined by 

A = (6-(f). (2.29) 

The detection strategy is to choose a hypothesis, and hence a decision parameter, by comparing the 

observer response to the threshold according to 

A I ' t .  (2 .30)  
H, 

The interpretation of (2.29) and (2.30) is that, fi-om a given image, f. the observer produces a single 

number, the observer response A. If A is less than t. then the observer chooses Hypothesis 1 and 

0 = 1. If iu{i) is larger than the threshold, then the observer chooses Hypothesis 2 and 9 = 2. 

For higher-order classification tasks, the response-threshold procedure of (2.30) generalizes to a 

multivariate observer response and multiple thresholds (\kn Trees, 1968). 

The decision process is potentially a noisy one. particularly when human observers are 

involved. DiflFerent human observers will not always make the same decision when confronted 

with the same data. (This fact is the motivation for obtaining a second opinion). In fact, a single 

human observer will not always make a consistent decision when confronted with the same data at 
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diflferent times. This sort of variation in the decision process is often referred to as internal noise or 

observer variation since it arises within the observer as opposed to external sources of variation in 

the decision process such as data-collection noise. Internal noise is explicitly included in (2.30) by 

including a random variable, nim, in the observer response yielding 

A =  ̂ r ( f )+n„ , .  (2 .31)  

Here w { f )  is assumed to be a deterministic function off; all sources of internal variation in the 

decision process are encapsulated in nim- Note that the distribution of rijnt may be dependent 

in some way on f. A model of detection using (2.31) requires specifying the deterministic 

o b s e r v e r - r e s p o n s e  f u n c t i o n  w { { ) ,  t h e  d i s t r i b u t i o n  o f  n i m ,  a n d  t h e  v a l u e  o f  t h e  t h r e s h o l d  t .  

2.4 Assessment of performance 

Performance assessment in the context of medical imaging looks at how well a task is being 

performed by a given observer. At its most basic level, performance is measured in terms of a cost 

function. The cost function, C ^0. , assigns a penalty to each pair ^0.9^ that represents the 

expense incurred by estimating the state of the patient as 9 when the true state is 6. The expense 

can be measured in terms of financial compensation, life expectancy, or other form of loss to the 

patient. One difficulty of using a cost function analysis in real-world settings is that the different 

forms of compensation may be mixed together, making the function itself diflficult to define. For 

example, an expensive treatment may have only a small chance of affecting life expectancy. Here 

consequences of diflferent natures must be made comparable - in this case requiring that life 

expectancy be converted into monetary terms. However this difficulty reflects the quandary that 

often confronts medical decision making in general. 
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A diagnostic tool like a medical imaging system is designed to be used on many patients, so it 

is reasonable to define a figure of merit by averaging the cost over an ensemble of decisions made 

on a population of patients. This figure of merit is defined mathematically by 

where p (^9.9^ represents the joint probability of 9 and 9. Equation (2.32) can be rewritten in terms 

of a conditional probability of the estimated decision parameter by 

In this equation, Pprior (^)'s the prior distribution of 9 and p represents the conditional 

distribution of 9 given that 9 is the true state. Equation (2.33) makes explicit the dependence of the 

figure of merit on the prior distribution of 9, the conditional distribution of 9, and the cost of errors. 

The rest of this section is devoted to analyzing cost functions in two special cases of interest. 

2.4.1 Estimation: Quadratic cost functions and the Ensemble Mean Squats Error 

Consider an estimation problem where 9  and 6  are L-dimensional vectors. The Ensemble Mean 

Square Error (EMSE) is a symmetric L y. L matrix, E, defined by 

(2.32) 

(2.33) 

(2.34) 

TTie elements of the EMSE are thus defined by 

^  d O  p p r i o r  ( 0 )  ̂  d O  ( 9 ,  -  9 , )  { 9 ,  - 9 , ) p { d \  e )  (2.35) 
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It is clear from (2.35) that E is symmetric. It can also be shown that the EMSE is nonnegative 

definite by exactly the same steps used to derive (2.11). 

The EMSE summarizes estimator performance over a large class of quadratic cost functions. 

These cost functions are of the form 

c  ( d . 9 ^  =  ( e - d ^ \ ( e - d y  (2.36) 

where A is a nonnegative-definite matrix of weights. The functional form of these cost functions 

guarantees that a correct estimate, 0 = 9, results in zero cost. Because A is notmegative definite, 

any incorrect estimate results in a cost that is greater than or equal to zero. For cost functions of 

this type, the average cost can always be fomiulated as a function of the EMSE. 

It remains to be shown how arbitrary cost functions with the form given in (2.36) are related to 

the EMSE. The expected cost is given by substituting (2.36) into (2.32), to get 

^  e . e  

\ . =  U = 1  /  g _ g  

1=1 j=i ^ 
L L 

Z = 1  j = l  

= t r (AE)  

This derivation shows that the expected cost is computed by talcing the trace of the product of 

the EMSE and the weighting matrix. Therefore, specifying the EMSE is sufficient for evaluating 

performance with this class of cost functions. 
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2.4.2 Detection: Receiver Operating Characteristic analysis and summary figures of 
merit. 

Much Uke the EMSE, a Receiver Operating Characteristic (ROC) curve summarizes many 

different cost functions in one quantity. The word "receiver" reflects the term's origins in the 

radar Hterature. A more accurate phrasing for the broad use of this approach today might replace 

"receiver" with "detector". ROC analysis has found an important application in medical decision 

making, and a number of works describing the theory and use of these curves in medical imaging 

exist (Metz, 1968; Hanleyand McNeil, 1981). In this section we will briefly review the derivation 

of ROC curves, the interpretation of the curve, its summary by the area under the curve (AUC), 

and related figures of merit. 

In signal detection, the binary decision parameter (0 = 1 for signal absent and 0 = 2 for signal 

present) limits the possible outcomes of the decision process to four pairs ^6^. 0^. By convention, 

each of these pairs has been given its own name. When the signal is actually present and the 

observer correctly identifies it as so, the decision is called a true positive (TP). Alternatively the 

observer may incorrectly identify the image as signal absent, in which case the decision is called a 

false negative (FN). When a signal is not actually present in the image and the observer incorrectly 

decides that it is, the decision is called a false positive (FP). Finally, if the observer correctly 

decides that the signal is absent, the decision is called a true negative (TN). The prior probability 

of the signal being present is tTj, the prevalence of the signal. 

A given detection procedure assigns a finite probability to each outcome (TP. FP etc.). These 

probab i l i t i e s  a re  de f ined  a s  the  cond i t iona l  p robab i l i t y  o f  an  even t  in  wh ich  0  =  i  g iven  tha t  6  = j .  
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where € {1,2}. The probability of each event is defined by: 

Pr (TN)  =Pr (?=  1 |0  =  1)  Pr (FN)  =  Pr (?=  1 |0  =  2)  

Pr (FP)  =Pr (?  =  2 |0=  1)  Pr (TP)  =  Pr (?  =  2  10  =  2) .  
(2.37) 

Two relations between the probabilities in (2.37) are immediately evident, namely 

Pr (TN)  =  1  -Pr (FP)  (2.38) 

and 

Pr (FN)  =  1  -  Pr(TP) .  (2.39) 

These four probabilities are often referred to by other names. The medical decision-making 

literature calls Pr (TP) the sensitivity since it reflects a detector's ability to "sense" a signal if it is 

present. The specificity indicates Pr (TN). The signal-detection literature terms Pr (TP) the "hit" 

rate and Pr (FP) the "false alarm" rate. In statistics texts, Pr (FP) and Pr (FN) are called the Type 

I and Type II errors, respectively. 

The cost function assigns a numerical cost to each of these four possible outcomes of the decision 

process. The individual costs denoted CTN, CFN, CFP, and Ctp represent the costs associated with 

true-negative, false-negative, false-positive, and true-positive decisions, respectively. These costs, 

the event probabilities, and the signal prevalence, TTs, define the expected cost 

^IC = [CTN Pr (TN) + CFP Pr (FP)] (1 - TT^) + [CFN Pr (FN) -F- CTP Pr (TP)] TT,. (2.40) 

Substituting (2.30) and (2.39) for their respective probabilities above yields 

^IC = (I-7R,)[CTN + (CFP-CTN)Pr (FP) ]  

+ TTS [CFN + (CTP — CFN) Pr (TP)]. (2.41) 
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Rewriting the expected cost in this manner demonstrates that any cost function can be evaluated 

with knowledge of the signal prevalence, the probability of a false-positive decision when the 

signal is absent, and the probability of a true-positive decision when the signal is present. These 

three quantities are analogous to the EMSE in the sense that they are adequate to specify decision 

performance for an arbitrary class of cost functions. 

Up to this point the detection probabilities have been considered without any reference to the 

way they are computed fi'om the data. If we adopt the response-threshold model used in (2.30) and 

(2.31), we see that the detection strategy - and hence the detection probabilities - depends on the 

value of the threshold. Let us define A to be a random variable representing the observer response 

including any sources of internal noise inherent to the observer. The two conditional probabilities 

needed to evaluate the cost function in (2.41) are defined in terms of A and the threshold t by 

Pr(FP) = Pr(A>f|0=l) 

Pr(TP) = Pr(A>i|0 = 2). (2.42) 

A common graphical interpretation of the relations in (2.42) is given in Figure 2.2. The two 

functions in this figure are plots of the observer-response probability density conditioned upon the 

signal-absent {d = 1) and signal-present (0 = 2) hypotheses. A specific threshold is indicated by 

t. The areas under the probability densities to the right of t are the probabilities of a true-positive 

(TP) and false-positive (FP) decision. 

Figure 2.2 also demonstrates the effect of the threshold setting on the various detection 

probabilities. In particular, setting the threshold to a higher point reduces both Pr (FP) and Pr (TP) 

by an amount determined from the observer response densities. Similarly, lowering the threshold 

increases both quantities simultaneously. Therefore we see that Pr (FP) and Pr (TP) are coupled 



Threshold 

Pr(TP) 

Pr(FP) 

Observer response 

Fig. 2.2 Graphic illustration of the response-threshold model. 
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1 

Operating point of figure 2.2 

ROC curve 

Area under the 
ROC curve 

0 

Pr(FP) 

Fig. 2.3 Example ROC curve generated from the distributions in Figure 2.2. 
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by the common threshold. An ROC curve maps out this relation. 

An ROC curve is generated by plotting Pr (TP) as a function of Pr (FP) as parameterized 

by the threshold. Figure 2.3 shows a hypothetical ROC curve. The abscissa of this plot is the 

false-positive probability and the ordinate is the true-positive probability. Note that the specific 

threshold indicated in Figure 2.2 defines a particular point on this ROC curve. The rest of the 

points on the curve are generated by diflferent settings of the threshold value. 

ROC curves always start at the point (0.0) and increase monotonically to the point (1.1). 

Progressing from left to right on the ROC curve implies moving the detection threshold from right 

to left. The extreme points of the ROC curve correspond to extreme settings of the threshold. 

The point (0,0) corresponds to setting the detection threshold higher than any possible observer 

response. The detection strategy implied by this threshold setting always decides "signal absent" 

regardless of the data. Conversely, the point (1.1) corresponds to setting the detection strategy 

lower than any possible observer response. In this case, the detection strategy decides "signal 

present" regardless of the data. The monotonic increase in the curve is due to the greater areas 

under the TP and FP portions of each curve in Figure 2.2 as the threshold is moved from right to 

left. 

The ROC curve provides a flexible and complete description of observer performance under 

the response-threshold model. With a cost function and knowledge of the signal prevalence, the 

expected cost of an observer detection strategy at any threshold setting can be evaluated. ROC 

analysis is particularly valuable for clinical trials and procedures where the cost ftinction and 

prevalence may be reasonably well specified. However, the generality of the ROC curve can 

make it somewhat difficult to use when studying basic techniques in imaging such as image 

reconstruction. The problem here is that imaging systems and image-processing algorithms are 
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often developed for many possible applications with varying or unknown cost functions. Since the 

ROC curve itself is not a scalar, the entire curve cannot be used as a figure of merit. 

The area under the ROC curve (AUC) is often used to summarize an entire ROC curve by 

a single scalar that can be used as a figure of merit. In principle, the AUC ranges from 0 to 1. 

However, a detection strategy that results in a value less than 0.5 is most likely seriously flawed. 

The opposite detection strategy - one that chooses signal present whenever the original chooses 

signal absent and vice-versa - outperforms the original. 

The AUC can be defined directly from the conditional densities of the observer response 

variable. A defined in (2.31). The AUC is given by 

For a derivation of this equality see Soares (1994). 

Equation (2.43) leads to another useful interpretation of the AUC in terms of the probability of 

a correct decision in a two-alternative forced-choice (2AFC) trial. In a 2AFC trail, the observer is 

presented with two images and asked to identify which image contains the signal. This decision 

process is modeled by assuming that the observer forms a response to each image and then chooses 

the image with the largest response. Let A"*" be a random variable drawn from p (A | f = 2), and 

let A~ be an independent random variable drawn from p{\\9 = 1). The probability of a correct 

decision is defined as 

The AUC and Pc are shown below to be mathematically identical. If we ignore the second term 

in (2.44) (which is zero for continuous densities of A"*" and A~), we see that Pc is simply the 

d \ p { \ \ 9  =  2 )  j d X ' p { X ' \ e  =  l )  

X 

(2.43) 

Pc =  P r  ( A +  >  A - )  +  i  P r  ( A +  =  A " ) .  (2.44) 
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probability that a random sample drawn from p (A10 = 2) will be larger than an independent 

sample drawn from p{X\9 = 1). Two-altemative forced-choice (2APC) experimental technique is 

described more thoroughly in section 4.1.5. 

The equivalence between (2.43) and (2.44) is not immediately apparent, but straightforward to 

derive. For simplicity let us assume that the probability of a tie in the response variable is negligible 

(Pr (A"^ = =0). The probability that A"*" > A~ for a fixed value of A"^, say A"*" = A, is given 

by the cumulative distribution of A~ evaluated at A. Hence 

A 

Pr (A^ > A- I A+ = A) = J  d X '  p { X ' \ 9  =  1 )  .  

— OC 

To obtain (2.44), we use the law of conditional probability to obtain 

OC 

P r ( A ^ > A - )  =  J  d X p { X - ^  =  X ) P v { X ^  >  X - \ X ^  =  X )  

— OC 

oc A 

=  J  d X p { X \ e  =  2 )  J  d X ' p { X ' \ 9  =  l )  

—oc 

= AUC. 

The existence of these two terms for the same mathematical quantity reflects the two 

interpretations of the AUC as both a summary of the ROC curve and as the probability of a correct 

decision. These two interpretations manifest themselves in two experimental methods for assessing 

detection performance. Estimates of AUC are typically obtained by computing the area under an 

estimated ROC curve, while Pc is estimated from 2AFC experiments with no reference to an ROC 

curve. Equation (2.44) provides the theoretical basis for estimating the performance of human 

observers (where the observer response variable is unobservable) by 2AFC experiments. This 

experimental paradigm is described in Chapter 4 and used for all the human observer results in this 
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dissertation. 

The AUC and Pc are not the only summary figures of merit available for detection tasks. The 

observer signal-to-noise ratio (SNR) may also be used. The observer SNR is defined by the first-

and second-order statistics of the observer response variable conditioned on the signal-absent 

and signal-present hypotheses. Using the definitions of A"*" and A~ in (2.44), the formula for the 

observer SNR is given by 

( A - ^ ) - ( A - )  
SNR = I • (2.45) 

(var (A+) + var (A")) 

The observer SNR can be thought of as a measure of separation between the mean values of A~ 

and A~ normalized by the average variance. Note that this FOM is dependent only on first and 

second order moments of A"^ and A~. 

•Vfet another figure of merit for signal detection is the detectability This FOM is defined 

simply as a nonlinear transformation of the AUC. It is found written in three different ways in the 

literature 

dA = 2erf-' (2AUC - 1) = 2erfc-^ (2(1 - AUC)) = ^2$"^ (AUC). (2.46) 

where erf and erfc are the inverse of the error function and the complementary error 

function respectively. The function (at times denoted 2 or 2-score) is the inverse of the 

standard cumulative normal distribution. The detectability provides a link between the AUC and 

the observer SNR. If the observer response has a Gaussian distribution under each hypothesis. 

d.4 = SNR. A detailed derivation of this result can be found in Soares (1994). 
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CHAPTER 3 

Statistical properties of reconstructed images 

Investigations of the statistical properties of reconstructed images attempt to summarize the 

distribution of the images. In principle, it would be desirable to specify the full probability 

distribution of the images. However, obtaining the e.xact probability distribution is generally 

unrealistic, except in somewhat artificial circumstances. Furthermore, the full probability density 

function (pdO is often unnecessary, as approximate distributions based on the summary statistics 

can be quite accurate. For example, when a linear reconstruction algorithm is employed, the 

central-limit theorem can be used in many cases to justify using a multivariate normal distribution 

for the resulting reconstructed images. Since the multivariate-normal distribution is completely 

determined by its first- and second-order moments, these two quantities are adequate for 

summarizing the distribution. 

This chapter describes a number of approaches to, and considerations involved in deriving 

statistical properties of reconstructed images. We begin with some general definitions of the 

quantities of interest. The various methods for computing these quantities are separated into two 

general categories: methods that estimate the quantities directly from samples of reconstmcted 

images and methods that analyze the propagation of statistical properties in the data through the 

reconstruction operator. 

3.1 The mean reconstructed image and reconstructed-image covariance 

The statistical properties of interest in this chapter are the mean reconstructed image and the 

covariance of reconstructed images under a hypothesis related to a given task. Hence the statistical 
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quantities computed in this chapter will always be conditioned on a value of the decision parameter 

6. In the description of the imaging chain given in chapter 2, the only component directly related 

to the decision parameter was the signal function sq (r). Note that fixing the decision parameter 

does not necessarily fix the signal function. Consider the example of signal detection with location 

uncertainty. In this task, the decision parameter 9 is either 1 or 2. If the signal is present (i.e. 

6 = 2), then the signal is located somewhere in the image. Therefore the signal function so (r) can 

be thought of as a random flinction consisting of a signal profile at a random location. 

The mean reconstructed image is defined by averaging over all the random quantities in (2.24). 

We will denote the mean reconstructed image by the vector . Note that this mean value depends 

on the decision parameter 9. The mean reconstructed image is defined by 

= (0. • 
\ / b,s,n,£ 

= {0{H{h (r) - .s-0 (r)} -f- n) . (3.1) 

By construction, the noise term e, introduced by any random variability in the reconstruction 

algorithm, is zero-mean, and hence (3.1) immediately simplifies to 

fi; = (O (H {&(r) + .50 (r)} + . (3.2) 

The covariance matrix of the reconstructed images is defined as 

= (3.3) 

As was the case in (3.1), f includes all the steps of the imaging chain through to the reconstructed 

image. 

The covariance matrix can be difficult to work with because of its size. For a typical two-

dimensional reconstructed image with 128^ pixels, Kj contains a total of 128'* = 268.435,456 
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elements. For storage purposes, the number of elements can be reduced by almost one half because 

of the symmetry present in any covariance matrix. Even reduced by half, the storage and memory 

requirements for working with a covariance matrix of this size are still formidable. For larger 

images such as three-dimensional reconstructions, the larger size of the covariance matrix makes 

practical storage of a covariance matrix infeasible. 

The issue of dimensionality can be sidestepped by realizing that the covariance itself is rarely 

needed. In most applications, the covariance enters through a product with a vector. Hence. 

most applications require only that a matrix-vector product of Kj and an arbitrary vector can be 

computed. As a result, the covariance matrix that appears in formulas throughout this chapter and 

those that follow is largely a pedagogical device, useful for illustrating mathematical and statistical 

principles that govern the imaging process. The formulas presented here can be implemented in 

routines that take an arbitrary vector as input. The output of these routines is the product of Kf and 

the input vector. 

3.1.1 Stationary covariance matrices 

So far we have considered a general covariance matrix, Kj. There are considerable advantages 

to determining the reconstructed image covariance when there are constraints on its stmcture. In 

this section we will consider stationary covariance matrices. This constraint has been used in a 

number of works to facilitate the handling of large covariance matrices (see. for example. Scares. 

1994, Wilson, 1994, and Abbey and Barrett, 1995). 

The elements of a stationary covariance matrix are described conveniently with vector indices 

by 

[K,]„ = (c|,_j. (3.4) 
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The right side of (3.4) is a single element of the covariance matrix while the left side of the equation 

is a single element of a vector. Consider any two elements of the covariance matrix, say [KjJ.j 

and [Kf]^. Discrete stationarity implies that if i - j = k - 1, then [Kj].j = Since the 

indices i and j run from 0 to m — 1, the range of indices of c must run from — (m — 1) to m — 1. 

However, because covariance matrices are symmetric, [c]j = [c]_j. 

Practical implementation of the stationarity constraint requires approximating a stationary 

covariance matrix by a circulant-stationary, or cyclostationary, matrix. This approximation 

modifies (3.4) to 

= NMod„(i-j) ^ (3.5) 

where Modm (i — j) refers to the modulus of each component of i — j by the corresponding 

component of m. Note that with the circulant approximation, the indices of c run from 0 to m — 1. 

The circulant approximation is never rigorously satisfied in real images because the modulus 

operation causes the covariance structure to wrap around the edges of the image. Hence the 

covariance of one pixel at the edge of an image with another pixel on the other side of the image is 

identical to the covariance between two neighboring pixels elsewhere in the image. However, when 

the covariance between pixels in the interior of an image is the subject of interest, the error incurred 

by the circulant approximation is generally small. At the root of the circulant approximation is the 

assumption that correlation between pixels falls off rapidly relative to the size of the image. 

The circulant approximation is useflil since it is well known that circulant matrices are 

diagonalized by the Discrete Fourier Transform (DFT). The orthonormal transform matrix 
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associated with the DFT is denoted by F. The elements of this matrix are defined by 

(3.6) 

where the normalizing constant, C, is the product of the individual index limits in m. The 

ratio j/m in the exponent in (3.6) utilizes component-operation notation, and hence should be 

interpreted as a division in each component of j by the corresponding component of m. The scalar 

^ represents the pure imaginary coefficient. All circulant-stationary covariance matrices may be 

written as the product 

where A is a diagonal matrix with nonnegative elements. The diagonal elements of A are often 

referred to as the noise power spectrum of Kji. 

One advantage of stationarity is that the storage requirements can be vastly reduced from those 

of a general covariance matrix. It is clear from (3.4) and (3.5) that the vector c contains all the 

relevant information about the covariance matrix, and hence can be stored instead of K^ without 

loss of information. For cyclostationary matrices, the diagonal elements of A can be stored in 

place of Kj. In this case elements of the covariance matrix can be obtained using (3.7). 

The reduction in storage requirements for stationary matrices can be substantial. Consider an 

example of a 128 x 128 pixel reconstructed image. Specifying a general covariance matrix requires 

storing 128'^ (128* — l) /2 elements. If the stationarity constraint can be used, only 128" elements 

need be stored, reducing storage requirements by over 99.98%. 

Another advantage of the stationarity constraint comes in the form of smaller sampling error 

when the covariance is being estimated from samples. This advantage of stationary matrices is 

K f =  F ^ A F .  (3.7) 
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explored further in the next section. 

3.2 Estimating the image mean and covariance from Samples 

Sample methods use a set of images to compute the mean and covariance of the reconstructed 

images. We will denote each image in the sample set by f/, where I = 1,..., iVsamp. The images in 

the sample set are presumed to be independent and identically distributed. 

While there are many way to estimate the mean and covariance from samples, in this work we 

will focus attention on the sample mean and sample covariance. The sample mean is defined as 

iVjantp 

E 6 
**samp 

Each element of this vector is the average of the corresponding elements of the sample images. 

The sample mean does not usually present a storage problem since it is the same size as the images 

in the sample set. The sample covariance is defined by 

Note that each element of the summation is an outer product and therefore a matrix. Products 

of the sample covariance and an arbitrary vector x can be implemented without ever storing the 

matrix Kj . If y = KfX, then y can be evaluated as the weighted vector sum 

—TT E •''samp ^ ^ ' 

where the weights, a/, are the scalar products x. Hence, matrix-vector products 

involving the sample covariance do not require storing Kf. 

The sample mean and sample covariance are undoubtedly the most commonly used estimators 

of first- and second-order statistics, and there are some good reasons for using them. These include: 
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1. With only the weak assumption of finite first and second moments, both the sample mean 

and sample covariance are unbiased estimates regardless of the distribution of the reconstructed 

images. Hence 

( ^ f )  =  '  

and 

( K f ) = K f .  

2. The sample mean will converge to and the sample covariance will converge to Kj as 

-^samp ' 

3. When the reconstructed images obey a multivariate-Gaussian distribution, flf and Kj are 

the uniform minimum variance unbiased estimates (UMVUEs) of /Xj, and Kf respectively. 

A UMVUE is the unbiased estimator with smallest variance at all possible parameter values 

(Lehmann, 1983). 

A variant of the sample covariance estimator can be used when the covariance is known to be 

circulant stationary. The estimate of the covariance is obtained by first estimating the diagonal 

elements in the A matrix of (3.7) by 

, 
A 

•^samp ^ I L V / 

FRfF^l . (3.10) 

Note that since Ks is unbiased, A is also unbiased. Since the diagonal elements are the only 
L J ii 

nonzero elements of A, unbiased estimates of these diagonal elements imply an unbiased estimate 

of A. 
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We will denote the estimated covariance using the stationarity constraint by Kf to differentiate 

it from Kj, the standard sample covariance defined in (3.9). Equation (3.7) relates to A by 

Kf = FtAF. (3.11) 

The increased precision of this covariance estimate due to the stationarity constraint is considered 

in the next section. 

While the foregoing properties are useful, it is important to understand the dependence of the 

estimates on the number of images in the sample set. We now begin to analyze the size of errors in 

the sample mean and sample covariance as a function of the number of images in the sample set. 

3.2.1 Definition of the 'size' of envrs in estimates of mean and covariance 

Before proceeding, the magnitude of error in estimates requires a more precise definition since 

the quantities of interest are vectors and matrices. The definition adopted here anticipates the next 

chapter where statistical properties will be used to evaluate a detection signal-to-noise ratio (SNR). 

Evaluation of the SNR requires knowledge of the mean and variance of the observer response 

A = w'f, where w is a fixed vector of constants. The mean and variance of A are defined from the 

mean and covariance of f by 

= (3.12) 

and 

= w'KjW. (3.13) 

We will estimate these quantities by substituting the sample mean for the mean reconstructed image 
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in (3.12) 

MA = w'/if. (3.14) 

and by substituting the sample covariance for the reconstructed image covariance in (3.13) 

= w'KjW. (3.15) 

When the stationarity constraint applies, the covariance estimate Kf from (3.11) can be used 

instead of yielding 

<7^ = w'KfW. (3.16) 

Since , and Kj. are all unbiased, Ji ̂ , and af are unbiased as well, regardless of the 

distribution of the reconstructed images. 

The sample covariance used in (3.15) should not be computed in practice because of its large 

size. An equivalent method of evaluating is to generate a sample of scalar random variables. 

— 1 -^samp by 

A, = w'f,. (3.17) 

The variance estimate, d\ can be computed as the sample variance of the A; variables by the usual 

scalar sample variance estimate, 

^1 = ^. r E (3.18) 
-'samp . . 1=1 

To see the equivalence of this expression to (3.13), substitute the expressions in (3.17) and (3.14) 

for X[ and Jix into (3.18), and rearrange terms so that 

^ ^^Kunp .J 

—IT Z Tin 1 . . ^ ' 

^0 = 

samp -
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*samp -

Because w is independent of the index /, it can be moved outside the sum yielding 

^2 t a-\ = w 
iV,anjp 

m i. . - ^ ^ ^ -^samp - J 

W 

= w'KfW. 

Hence, (3.15) and (3.18) are formally identical. 

3.2.2 The size of errors in the estimated mean and covariance 

We will define the size of the error in the estimates of the mean reconstructed images and the 

reconstructed image covariance by the variance in estimates of and ct\, respectively. For a given 

w, the variance of the sample mean is 

{ ( w ' ( A f .  ( 3 . 1 9 )  

and the variance of the sample covariance is 

Var(?T'^) = ((??! 

=  < ^ ( w ' ( K f - K f )  .  ( 3 . 2 0 )  

Because and are unbiased, the variances in (3.19) and (3.20) are equivalent to the 

mean-squared error of the estimates. 

The variance of the sample mean depends only on the covariance of the reconstructed images 

and the number of sample images. Hence the underlying distribution of f affects the size of errors 

in the estimated mean only through Kj. All other aspects of the distribution are unimportant to this 
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quantity [Mardia et al, 1979]. Mathematically, the variance of the sample mean is given by 

Var(^;^) =-^w'KfW. (3.21) 
-*samp 

The size of the error is inversely proportional to the sample size with no constraints on the 

distribution of f other than a finite mean and covariance. 

The size of Var (CT^) as defined in (3.20) is dependent on the moments of f up to fourth order. 

As a result, this estimate can be much more sensitive than the sample mean to the underlying 

distribution of f. In the next two sections, this point is illustrated by considering two possible 

distributions that have been used to describe statistical properties of reconstructed images. 

The first distribution considered is the multivariate normal distribution, which is nearly 

ubiquitous in multivariate statistical analysis. The central limit theorem is often invoked to justify 

using this distribution in linear reconstruction algorithms where the reconstructed value at each 

pixel is a linear combination of many data pixels. The multivariate normal distribution has many 

convenient mathematical properties that make it attractive to work with as well. In particular, the 

variance of af or can be computed analytically. Analytic formulas allow for a quantitative 

evaluation of the reduction in variance obtained by using the stationarity constraint when it applies. 

The second distribution for the reconstructed images considered here is the multivariate 

lognormal. This distribution has been used by Barrett (Barrett et al., 1994) to model the 

propagation of data noise through the nonlinear Maximum-Likelihood Expectation-Maximization 

(ML-EM) algorithm. In this case the algorithm uses additive and multiplicative combinations 

of the data values to reconstruct an image. As a result, a lognormal central-limit theorem for 

multiplicative combinations of (positive) random variables justifies using a lognormal distribution 

for the reconstructed pixel intensities. The multivariate lognormal distribution is more difficult to 
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analyze analytically than the multivariate normal, and hence we will consider only a special case 

of?^, namely the pixel variance. The pixel variance arises from setting w = e;, where e; is an 

image vector that is 0 everywhere except at the ith pixel, where the value is 1. 

3.2.3 Effects of finite sample size I: Normal Assumptions 

Multivariate normal theory (Mardia et al., 1979) relates the distribution ofaf in (3.18) to the 

Chi-Squared distribution by 

(•iVsamp ~ l) . 2 -nx 
;;2 ~v.v̂ p-i- (3-22) 

The symbol denotes the central Chi-Squared distribution with iVsamp — 1 degrees of 

freedom, and the symbol ~ indicates that the quantity on the left is distributed according to the 

distribution on the right. 

The variance ofai can be derived from (3.22) by using the moments of the Chi-Squared 

distribution. In particular, the variance of the quantity on the left side of (3.22) is 

vnr [ (-^samp ~ !•) ^A^ — o ( V H 
\ ar I ^2 / ~ ~ ^ 

Therefore, by taking the non-random constants out of the variance, we see that 

( ^ A ) "  

If we divide through by the constants on the left side of (3.23), the resulting size of error in the 

covariance relative to a given vector w is 

Var (rr^) = 
^-^samp ~  ^ )  

• 2  r w ' K s w ) -
(3.24) 

(^'sa^1p - 1) 

2 (w'Kjw)-

(•'^samp ~ l) 
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3.2.4 Effects of finite sample size 2: Normal Assumptions and circulant stationarity 

Now consider the case of a circulant stationarity constraint on the covariance. Recall that in 

this case, the DFT represented by F is the orthonormal transform that diagonalizes . It will be 

convenient to rewrite the variance in (3.24) in terms of the DFT of w as y = Fw. From (3.11) and 

(3.24) it follows that 

w  2 ( y ^ A y ) "  
Var ((Ti) = — 

^ m—1 m—1 

= IV " n E E . (3.25) 
l-Vsamp i; 

The vector indices used to describe stationary covariances in the previous section have been 

adopted here as subscripts to index the elements of A and y. 

We now turn to estimating the covariance by estimating only the diagonal matrix A according 

to (3.10). In this case the assumption of a multivariate normal distribution and a covariance matrix 

diagonalized by F guarantees that each of the individual diagonal elements of A from (3.11) are 

independent and can be related to the Chi-Squared distribution as in (3.22) by 

(•^'samp — l) Aii 
T (3-26) 

The variance of the Chi-squared distribution then determines the variance of the diagonal elements 

by 

The variance of weighted sums of A;, values can be easily determined because of the independence 

of each diagonal element in (3.26). In particular, if each diagonal element is weighted by the 
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resulting sum is a-\, and so we compute the variance of this quantity by 

Var((?f) = Var 

m—1 
= ii/il''Var ^Aii) 

i=0 
9 m-1 

=  " - 1 1  (3.27) 
(.-iVsamp J-; ;_o 

The variance of S-f above hi;s only one sum over the diagonal elements of A. in contrast to the 

tvvo sums in (3.25) that occur when the stationarity constraint is not used. Since the elements 

being summed in both (3.27) and (3.25) are normegative, Var (CT^) must be less than or equal to 

Var (<T^). This reduction in variance can be substantial due to the large number of terms removed 

from the sum. 

3.2.5 Effects of finite sample size 3: Lognormal Assumptions 

So far, in obtaining the variance of estimates for we have assumed the reconstructed images 

follow a multivariate normal distribution. We now obtain the variance of when the reconstructed 

images are assumed to be lognormally distributed. For simplicity, we analyze the special case 

w = e;. To simplify the notation, let us define the mean and variance of the ith pixel as 

Mi = 

and 

"? = [«{)„• 

respectively. This notation is used for the duration of this section. 

The lognormal distribution is used primarily as a foil to illustrate the limitations in using (3.24) 
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to describe the error in the sample covariance when normality assumptions do not apply. One of 

the principal advantages of sample methods is that they are easily applied when the underlying 

distribution of the images is unknown. However, the sizes of errors in the estimated mean and 

covariance depend on the underlying distribution of images. If the sample images are realizations 

of a multivariate normal random process, then (3.24) is appropriate for describing the accuracy of 

the estimated covariance. If the same sample images are realizations of some other random process 

with the same first- and second-order statistics, then (3.24) may substantially underestimate the 

true error in the sample covariance. The lognormal distribution is used in the role of "other random 

process" here to quantify the degree of underestimation. Note that if it is known that the underlying 

process is lognormal, different estimators of the image mean and covariance should be applied to 

the sample images (Johnson and Kotz, 1970). 

We begin by computing the size of the error in Kj. for the special case w = e;. Substituting e; 

for w in (3.24) yields the variance under the multivariate normal model as 

V'^samp 

Note the addition of the subscript N identifying the assumed normal distribution under which 3.28 

was derived. 

When f is distributed with a multivariate lognormal distribution, the scalar random variable 

A = e-f will have a univariate lognormal distribution and hence the logarithm of A is distributed 

normally with some mean C and variance r-, 

l n ( A ) ~ N ( C . r - ) .  

For a fair comparison between the sample variance obtained from normally and lognormally 
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distributed data, we will demand that the mean and variance of A under the lognormal assumption 

be the same as the mean and variance under the normal assumption. Hence we will require that c,' 

and r- be fixed so that 

W = 

and 

Var (A) = (rf . 

These two constraints on the moments of A fix c," and r- in terms of and Kn as 

= In 

T~ = In ( 1 H—^ 
AT 

(TT 

(3.29) 

(3.30) 

To avoid a lengthy derivation, we will simply state a result from Johnson and Kotz (1970), 

regarding af for lognormal random variables: 

(Si)LN = (='' - 0' (=•""• - ^36=- - 4) + O (.V-4,) . (3.31) 
'*samp \ / \ / 

Note the subscript LN indicating the lognormal assumptions present in (3.31). If we substitute 

(3.29) and (3.30) for (," and r-, and ignore terms of order and greater, (3.31) may be rewritten 

in terms of and cr'f as 

,-•1 

Var (al) 
(Ti 

samp 

J \ 4 .3 
(3.32) 

The relative size of error under the lognormal assumption, defined as the ratio of Var to 
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given by 

e — 
Var(5i)N 

i X l / •) V 3 , •> V 2 1 
' \ / err \ / nr \ 

(3.33) 
9 \ 4 / •> \ 3 / •> \ '-

For small values of ffZ/fp the relative size of error is near 1 and the estimated variance under either 

the normal or lognormal assumption is equally accurate up to factors of and higher. However, 

if crr/^i? is even moderately large, Var from the lognormal distribution will be substantially 

larger than that given in (3.28) for the normal distribution. For example, if = 0.1. e = L88, 

whereas if (r'f/iif = 1.0, e = 20.0. 

33 Propagating the mean and covariance of the data through the reconstruction 
operator 

The sample methods described in the last section are general enough to be used in many 

situations where the sources of variability in the images have unknown distributions. The price of 

this generality is the error incurred in the estimation process. While this error can be reduced by 

using a larger sample size, it is often difficult to obtain images in sufficient numbers for accurate 

estimation of the mean and covariance. In some situations it is impossible to obtain any sample 

images at all. For example when an imaging system is being designed, the physical system may 

not exist at all. Ensemble approaches trade off"the ability to accommodate an unknown distribution 

of object variability for increased precision in determining statistical properties. 

The difference between a "reaP patient distribution and those used in an ensemble approach 

lies in the variability of the object. Ensemble techniques utilize a computable model of variability 

to define the object. The term "model" in this case means an imposed probability law or sampling 
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formula describing the object. For a given object passed through the imaging system to create 

noiseless data, the physics of the data-collection system determine the distribution of the data 

noise. Therefore, in principle at least, an accurate model for the conditional distribution of the data 

noise given the object can be determined. Furthermore, the conditional distribution of variation 

in a reconstructed image due to a stochastic reconstruction operator, if any, is modeled exactly by 

the reconstruction operator itself Samples of reconstruction operator noise for a given data vector 

are obtained simply by rurming the algorithm on the data vector repeatedly. In short, an ensemble 

approach specifies the model of object variability. Other sources of variation in the reconstructed 

image can be well modelled once the object distribution has been determined. 

Ideally, a model of object variability should emulate the anatomical structures and variation 

found in human patients. We will refer to random processes that utilize anatomical information such 

as size, shape, orientation, and position, as "anatomical" models of object variability. Anatomical 

models of object variability have been used by various workers (see, for example, Cargill et al., 

1985. or Zubal and Harrell, 1992) for generating sample objects with anatomical features. 

A problem with anatomical models of object variability is that they are generally too complex 

to be dealt with analytically. As a result, a number of workers have used models based on random 

processes from which first- and second-order moments can be derived analytically. We will refer to 

these models as analytic models of object variability. The Type I and Type II "Lumpy" backgrounds 

in Rolland (1990) are examples of such models. Type I backgrounds are derived by convolving a 

two-dimensional Poisson spatial process with a "lump" profile. Type II backgrounds model the 

object as a sample from a stationary Gaussian stochastic process with a specified autocorrelation 

function. In both cases the object mean and covariance are specified analytically. 

There are a number of possible approaches to propagating an ensemble model of object 
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variability through a reconstruction algorithm. When a linear reconstruction algorithm is used with 

an analytic model of object variability, the statistical properties of the reconstructed images can be 

described analytically as well. When the variability of the data is sufiTiciently small, this approach 

can be generalized to nonlinear algorithms using Taylor-series methods described below. 

A hybrid approach used by Fiete (Fiete et al. 1987) may be more appropriate when a linear 

reconstruction algorithm is used with an anatomical model of object variability. In this case, only 

the conditional statistical properties of the reconstructed images for a given object can be described 

analytically. Sample methods are then used to estimate the first- and second-order statistical 

properties of the reconstructed images from the conditional statistical properties. The hybrid 

approach is also preferable for analytic models of object variability and nonlinear reconstruction 

operators when the object variability is large in relative magnitude compared to the magnitude 

of the data noise. In this case, the magnitude of the data noise alone may be within the range 

of validity for a Taylor-series expansion of the reconstruction operator in a situation where the 

combination of data noise and object variability is not within this range of validity. 

Finally, if the assumptions necessary for the two methods just described cannot be justified, the 

sample methods of the previous section can be used by running the reconstruction algorithm on 

data sets comprised of sample objects run through the imaging system and combined with noise 

realizations from the data-noise model. This is usually the situation with stochastic reconstruction 

algorithms where e, the random variation in the reconstruction due to the stochastic nature of the 

reconstruction algorithm, is dependent on the object and data noise in a complex way. Hence for 

the duration of this section we will consider only deterministic reconstruction operators in which 

e = 0. 
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3.3.1 Statistical properties of the data 

In order to determine the statistical properties of the reconstructed images, it is first necessary 

to have some knowledge of the statistical properties of the raw data acted on by the reconstruction 

operator. In this section ensemble formulas for the statistical properties and conditional statistical 

properties of the data are developed. For simplicity, we will assume that the imaging system 

operator, H, is linear. Since many imaging systems are well described by linear operators, this 

assumption is usually valid. The Taylor-series approximations described in the following sections 

can be adapted to nonlinear imaging systems if necessary. 

The statistical properties of raw data are determined from the data-generating equation (2.16) of 

chapter 2. This equation explicitly divides the object, fo (r), into a background, 6 (r), and a signal. 

So (r), which is dependent on the decision parameter 9. The object function fg (r) will be used 

interchangeably with b (r) 4- sq (r) throughout this section and those that follow. The data noise 

vector has been defined in section 2.2.2 to be zero-mean for a given fo. Hence the conditional 

mean of a data vector for a given object is 

The only source of variation in the conditional distribution of the data vector for a given object 

is the data noise. As a result, the conditional covariance of the data is equivalent to the conditional 

covariance of the data noise. Therefore the conditional covariance of the data for a given object is 

^g!/» ^S)g|/„ 

(7^ {6(r) + so(r)} + 

H { 6 ( r )  - r 5 0 ( r ) } .  (3.34) 

I /" 
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= (nn') I , \ / n I /« 

= (3.35) 

The conditional covariance of the data noise is defined by the physics of the data-collection 

process. When the noise in the data is predominantly due to noisy electronics such as amplifiers, 

the conditional covariance is modeled as the identity matrix scaled by the variance of the amplifier 

noise, 

K „ | / „ = ^ - I .  ( 3 . 3 6 )  

When the noise in the data arises from photon counting statistics, as is the case for emission 

modalities such as PET or SPECT, each element of the data vector is an independent Poisson 

random variable, and hence the conditional covariance is given in Barrett and Swindell (1981) as 

K n i / „  =  D i a g ( ^ g | ^ „ )  

=  D i a g  ( T i  { b  ( r ) - h  s g  ( r ) } ) .  (3.37) 

When an analytic model of object variability is used, the mean and covariance of the object 

determine the unconditional mean and covariance of the data. Typically, analytic models of object 

variability are composed of an analytic model of b (r) and an independent model for so (r). The 

mean object, (r), is the sum of the mean background and mean signal, 

M / „ ( r )  =  { f o i r ) ) f „  

=  ( 6 ( r ) + S 0 ( r ) ) 6 ,  

= ."6 (r) + (r) - (3.38) 

One common special case is a nonrandom, or "fixed", signal in which (r) = sq ( r ) .  A  f i x e d  



84 

signal is always the case in signal detection tasks when 6 = 1 (the signal is absent), and hence 

S i  ( r )  =  0 .  

The unconditional mean data vector, /Xg, is given by averaging the data-generating equation 

(2.16) over the background, signal, and noise. Using (3.38) and the zero-mean property of the data 

noise we see that 

=  ( ' ^ { 6 ( r ) + s o ( r ) } - h n > 6 ^ „  

= (3.39) 

Analytic models of object variability also specify the object covariance. Recall from chapter 2 

that the covariance of a random function is expressed in terms of the covariance between arbitrary 

spatial positions r and r' as 

('••r') = ({/o (r) - (r)) { f o  (r') -  (r'))>^^, -

For notational convenience let us define the random variation in a particular object fg  ( r )  by 

^fe  ( r )  =  fo  ( r )  -  ( r ) ,  

the deviation of f o  ( r )  f r o m  t h e  m e a n  o b j e c t .  W e  c a n  e x t e n d  t h i s  d e f i n i t i o n  o f  v a r i a t i o n  t o  t h e  

background and signal components of the object using similar notation by specifying 

A 6 ( r )  = 6 ( r )  -  M b  ( r ) .  

and 

Aso (r) = So (r) - (r). 
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From (2.13) and (3.38) it is easily shown that 

^ f o  ( r )  =  A6 ( r )  +  A s g  ( r ) .  

The object covariance can be written using these variation terms by 

C/( r , r ' )  =  (A/o(r )A/o(r ' )>^ 

=  { { A b {r ) + A s g  ( r ) )  (A6 ( r ' )  - f -Aso ( r ' ) ) )^  ̂ .  

= f C b  (r. r') + (r, r') + (A6 (r) A s g  (r') -r A s g  ( r )  A6 ( r ' )  ^  .  

The three terms describing the object covariance are the covariance of the background, ICb (r .  r'), 

the covariance of the signal, ATs,, (r. r'), and a third term that represents the covariance between the 

background and signal. In typical analytical models of object variability, the background and signal 

are independent and thus the covariance between the background and signal is zero. In this case, 

/Cf„ (r. r') = /Cb (r. r') -f (r, r') . (3.40) 

Furthermore, the covariance of the signal is often quite small compared to the covariance of the 

background. This is certainly true when the signal is tlxed, and hence (r. r') =0. In this case 

/Cf„ reduces to fCb. 

Having defined the object covariance, we are now ready to derive the unconditional covariance 

of the data. Kg, in terms of background, signal, and noise components. This covariance, defined 

as an average over both objects and data noise, is written as 

Kg = ( (g-f ' J (g-*x,) ' )  .  (3.41)  
\  / n. /o 

By adding and subtracting | in each parenthesis and then recognizing that g — /Zg j y,, = n and 
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^gi /« - t^e = '^{fe- M/„we obtain 

~ ( (s ~ A^g|/« ~ ^^g|/« ~ A^g) (s ~ A^g|/„ +/^g|/„ ~ 
n.f„ 

= ((„+«{/„-,.,.}) (n+«{/8-M,.})') . (3.42) 
1 ' n,yu 

Since the noise vector is uncorrelated with the object, the expectation in (3.42) can be written 

by the sum of the covariance of A^g| denoted ^ , and the unconditional covariance of n, 

denoted Kn, as 

Because H is linear, the rules for covariance of linear transformations determine the covariance 

of Aig|/„ as (Barrett et al.. 1986; Barrett, 1990) 

= ( (^^g I /« - A^g) ! /,. - ̂^e) ^ 

= fLf„ ) (/o - /iy„ )' 

= niCf„V}. (3.43) 

Note that placing the infinite-dimensional background and signal covariances between H and 

"hO yields a finite-dimensional covariance matrix corresponding to the finite dimensional vector 

Substituting (3.43) into the expression above for Kg results in the following expression, 

Kg = (3.44) 

The unconditional covariance of the noise can be rewritten as the conditional covariance of the 
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noise given the object, averaged over the distribution of objects, 

Kn = <K„|/.),. . (3.45) 

In (3.36), Kn I does not depend on fe, and therefore (3.45) simplifies to 

Kn = 

= ct- i .  (3.46) 

is given by (3.37), 

Kn = (Diag(H{6(r)-r so(r)}))^,^ 

= Diag {H {lib (r) + (r)}) - (3.47) 

This section has introduced a number of formulas describing conditional and unconditional 

mean and covariance of the data. The following sections describe the effect of the reconstruction 

operator on these statistical quantities. 

3.3.2 Linear reconslniction operators 

Linear reconstruction algorithms provide a logical starting place for analysis of propagation 

of noise through a reconstruction operator since the first-and second-order statistics of the 

reconstructed images are directly related to the first- and second-order statistics of the data. Also, 

the case of a linear reconstruction operator sets the stage for the analysis of nonlinear techniques in 

the following sections. The ensemble approaches to nonlinear algorithms effectively linearize the 

reconstruction operators via first-order Taylor-Series approximations. 

A linear reconstruction operator is defined as a linear transformation of the data to a 

reconstructed image. Any linear transformation from one vector to another may be written as a 
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matrix-vector product, and hence we can describe the reconstruction operator by a matrix O. In 

this case, f may be written as 

f = Og. (3.48) 

Linear reconstruction algorithms allow for straightforward computation of the first- and 

second-order statistics of the reconstruction from those of the data vector. The mean reconstructed 

image, 

follows directly from the mean data vector. If we substitute Og for f in this equation, we see that 

Aif = (Og)a./„ 

= 0(g)n./„ 

= OA^g-

Hence, the mean reconstruction is nothing more than the reconstruction operator acting on the 

mean data vector. Using (3.39) from the previous section to rewrite in terms of the mean 

background and signal yields 

U''b (i") + (r)} • (3.49) 

Similarly, (3.34) can be used to obtain the conditional mean reconstructed image from a given 

object as 

fJ.i^f„=On{b{v) + so{v)}. (3.50) 

which is simply the reconstruction operator acting on the conditional mean data vector. 
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The reconstructed image covariance given in (3.3) follows directly from the data covariance. 

Substituting Og for f and O^g for , we see that 

Kf = (O (g - ̂g) (g -/ig)'0'\ 
\ / ti.Jo 

= o((g-^Xg)  (g- / ig) '^  O '  
^ ' n,/« 

= OKgO^ (3.51) 

Equation (3.44) can then be used to expand Kg into components of the object covariance and 

data-noise covariance. resulting in 

Kf = 0-HICf„V)0'' ~ 0K„0'. (3.52) 

The conditional reconstructed image covariance for a given object, defined by 

^f|/„ ^ ( (^ ~ l/«) ~ l/») ) • 
\ / n|/» 

is derived by steps similar to (3.52). Substituting Og for f and 0^g| y,, for , we see that 

\ ' n|/w 

=  o / (g-Mg| /„)  (g-Mg| /„) ' )  O '  
\ ' n|/ii 

= 0Kg,;„0^ (3.54) 

Expanding the conditional covariance of the noise according to the constant variance Gaussian 

model of (3.36) yields 

= a-OO^, (3.55) 
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while the Poisson model of (3.37) results in 

=ODiag(W { 6 {r ) + S 0 ( r )})O' .  (3 .56)  

The two terms on the right side of (3.52) represent the two sources of variability present in the 

data propagated through to the reconstruction. The first term quantifies the covariance of f due to 

variability in the object fo (r), and the second term quantifies the covariance in the reconstruction 

due to noise in the data collection. The clean separation into two terms with no cross terms occurs 

because the object and data noise are assumed to be uncorrelated. This expression for Kj, which 

focuses attention on both object variability and data noise as the contributing sources of variability 

in reconstructed images, has been used for the assessment of image quality (Fiete et al., 1987; 

Rolland and Barrett, 1992). However, the majority of works on the subject of noise properties of 

image-reconstruction algorithms focus exclusively on the term OKnO' describing propagation of 

the data noise through the reconstruction operator. We may interpret the results of these studies in 

two ways. The first is to see them as a special case of (3.52) with a nonrandom object. In this case. 

ICf„ = 0, and the covariance of the reconstructed images simplifies to 

Kf = OKgO^ 

Reconstructed-image covariances that do not take object variability into account can also 

be interpreted as the conditional covariance for a given object. In this case, ignoring object 

variability is justified by changing the problem from specifying Kf to that of Kj.|y . This second 

interpretation provides a basis for the hybrid method in section 3.3.5. 

3.3.3 Nonlinear iterative reconstruction operators 

As described in chapter 2, a nonlinear reconstruction operator is a nonlinear transformation 
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from the data vector to a reconstruction. A standard approach to analyzing statistical properties of 

nonlinear transformations is to consider a first-order Taylor-series approximation to the operator. 

Truncating the Taylor Series at first order effectively ''linearizes" the reconstruction operator O. 

After this linearization, the formulas of the previous section can be used to get approximations to 

the statistical properties of interest. 

The tlrst-order Taylor-Series approximation to O (g) about an arbitrary point of e.xpansion. g', 

is defined as 

f~ 0 (g ' ) + A 0 g - (g-g ' ) .  (3 .57)  

The first-derivative matrix evaluated at g', AOg-, is defined by the partial derivative of the ith 

component of the reconstructed image with respect to the jth component of the data vector. 

^[0(g)] i  

%j 

Note that in the case of a linear reconstruction operator, the Taylor series is exact and 

[AOg']^. = Oij for any point of expansion, gf. 

Barrett (Barrett et al., 1994) and Wilson (Wilson et al., 1994) used a variant of the Taylor 

Series in (3.57) to describe the conditional mean and covariance of the Maximum-Likelihood 

Expectation-Maximization (ML-EM) algorithm. Their work used a first-order Taylor-series 

approximation to the component logarithm of the reconstructed image intensities. The advantage 

of considering the component logarithm was that the central-limit theorem could be used to 

justify using a multivariate lognormal distribution for the reconstructed images. The skewed 

lognormal distributions of pixel intensities agreed well with observed data. For the purposes of 

determining the first- and second-order moments. (3.57) yields similar approximations to Barrett. 
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This equivalence, and the approach of Barrett et al., will be more closely considered in section 

3.5.5. 

The choice of g' in (3.57) depends on whether the goal is approximating the conditional 

or unconditional statistical properties of the reconstructed images. For approximating the 

unconditional statistical properties, g' = /Xg. With this substitution, the first-order approximations 

to the mean and covariance of f are 

~ O (/Xg) . (3.58) 

and 

Kf  ~  +  Kn)  (3 .59)  

respectively. 

If the variability in g is large, then g may be outside the range of validity of the first-order 

Taylor-series approximation in (3.57). In this case, a more appropriate application of the 

Taylor-series may be to get the conditional mean and covariance of the reconstructed images 

for a given object. For approximating the conditional statistical properties, the expansion point 

of the Taylor series is g' = • With this substitution, the first-order approximations to the 

conditional mean and covariance of f are 

and 

(3.60) 

respectively. These conditional statistics can be used to get the unconditional mean and covariance 
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with hybrid ensemble-sample methods described in section 3.3.5. 

3.3.4 Derivatives of iterative reconstruction operators. 

One of the principal challenges in implementing the approximate methods described 

above is computing the matrix of first derivatives. AOg-. This section and the next describe 

methods for computing AOg/ in two major classes of algorithms. This section concentrates on 

iterative reconstruction algorithms, while the following section examines implicit estimators of 

reconstructed images. Each of these classes includes both linear and nonlinear algorithms, and 

there is some overlap between the two. For example, the iterative scheme that defines the ML-EM 

algorithm will converge to the reconstructed image that maximizes the likelihood (equivalent to 

minimizing the negative likelihood) of the data under some regularity conditions. Hence this 

iterative algorithm, run to convergence, is also an implicit estimate of the reconstructed image. 

This particular equivalence is studied in Section 3.5.6. 

Iterative schemes for image reconstruction successively update the image until some stopping 

criterion is met and the algorithm terminates. The stopping criterion is often simply a fixed number 

of updates. Mathematically, such operators can be described by an iterative scheme that combines 

the data and the image at the A:th iteration to obtain the image at the {k -t- l)th iteration. The 

iterative scheme is presumed to start with a nonrandom initial estimate The reconstructed 

image at the {k -i- l)th iteration, denoted is a vector function of both g and f^'"': 

referred to as the update scheme. While many algorithms utilize update schemes that are 

independent of the iteration number = Q), the generality in (3.61) allows incorporation of 

(3.61) 
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iteration-dependent acceleration parameters and smoothing filters. The goal of this section is to 

define the derivative of the iterative reconstruction operator in terms of derivatives of the update 

operators . 

Equation (3.61) can be thought of as a recursion formula since is simply applied 

to the data vector g and the reconstructed image at the previous iteration We can therefore 

build up to the reconstruction operator that produces the {k -i- l)th iteration, (g), by 

successively composing the update operators until the starting estimate is reached. Mathematically, 

this recursive composition of update operators yields (g), for a given according to 

f(fc+l) _ Q(fc-i-l) 

= Q<*^>(g,0(*--)(g)) 

= (g, (• • • - (g, (g. f^°')) •••))• (3.62) 

Differentiating (3.62) with respect to g gives the desired formulas for derivatives of 

Differentiating (3.62) using the multivariate chain rule yields a recursive formula for the matrix 

of first derivatives of with respect to g; we denote that matrix as The resulting 

expression combines partial derivatives of with respect to its first argument, AQg^'. and 

partial derivatives of with respect to its second argument, according to 

= AQ^''^4-AQj'''AOi''^ (3.63) 

Note that the matrix AQg*^^ represents the matrix of first partial derivatives of with respect 

to g evaluated at ^g, (g)^. Similarly, the square matrix represents the matrix of first 

partial derivatives with respect to f evaluated at (g, (g)). 
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DiflFerentiating (3.62) is equivalent to recursively applying (3.63). The resulting expression for 

is given by 

(-• • (AQ^"^') • • •)) . (3.64) 

This formula for AOg^"*"^' can be used in the first-order covariance approximation of Kj in 

(3.59) by evaluating each AQ^*^' term in (3.64) at the point (A'g)) • Fof the first-order 

approximation to conditional covariance, Kf | in (3.60), (3.64) may be used by evaluating each 

AQ^*'^ term in (3.64) at the point ^/Xg| /„) ) • 

3.3.5 Derivatives of implicit reconstruction operators. 

Various approaches to image reconstruction can be categorized as implicitly defined; included 

in this category are least-squares, maximum-likelihood, and maximum a posteriori algorithms. 

Unlike the iterative reconstruction operators just discussed, implicit reconstruction operators 

recast the image reconstruction problem as an optimization. Once the optimization problem has 

been specified, the reconstructed image should, in principle, be independent of the choice of an 

optimization algorithm. We will follow the approach of Fessler (1995) for analyzing this class of 

algorithms. 

Implicitly defined reconstruction operators are defined by an argmin of a scalar functional of 

the data vector and a reconstructed image vector, 

f  =  0(g)  =  argmin ($(g , f ) ) .  (3 .65)  
f 

The goal of this section is to derive the derivative of O in terms of derivatives of 

Multidimensional global optimization problems are generally difTicult to solve, and hence it 

is difficult to analyze the dependence on a stochastic component such as g in (3.65). In order 
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to proceed with the analysis of imphcit operators, we must assume some regularity conditions. 

We will require that $ have a single global maximum, and that the first- and second-order partial 

derivatives of $ be defined at f = f. One additional assumption regarding second derivatives of ^ 

will be described shortly. 

Let us now consider the gradient of $ with respect to f as the vector-valued function defined in 

the ith element as 

(3.66) 
dfi • 

The notation in (3.66) follows Fessler. The superscript designates the order of diflferentiation with 

respect to each argument of $. In this case, the superscript (0.1) indicates a first-order partial 

derivative of $ with respect to the second argument, f. Under the regularity conditions just 

described, f satisfies the gradient equation 

(g , f )  =0.  (3 .67)  

With the assumptions on partial derivatives above, the gradient equation is in a form amenable 

to implicit differentiation. Implicit differentiation requires differentiating the gradient equation 

with respect to g, and hence involves second-derivative matrices of <&. The two necessary 

second-derivative matrices are the second-order derivatives with respect to f, 

(g , f )  

and the cross-derivatives with respect to f and g, 

d f i d f i  

(g, f) 

ik dfidgy^ 

Substituting O (g) for f and differentiating both sides of (3.67) with respect to g yields the 
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matrix equation 

(g, O (g))  +  (g ,  O (g))  AgO = 0, 

where AgO is the matrix derivative of the reconstruction operator. If we make the additional 

assumption that is invertible, we can solve for AgO explicitly as 

AgO = - V(0.2)${g,o(g)) l  'v ( i - i )$(g ,0(g)) .  (3 .68)  

Tliis expression, evaluated at Mg| /„ oi" A^g^ can be used for the approximate covariance matrices in 

(3.59) and (3.60). 

3.3.6 The hybrid method. 

The approaches to nonlinear algorithms described above rely on the validity of the Taylor series 

expansion in (3.57). This Taylor series was used to derive approximations to both the conditional 

and unconditional statistical properties of the reconstructions. However, the Taylor series 

approximation is not equally valid in these two situations. The magnitude of the unconditional 

statistical properties, which contain effects of both object variability and data noise, is often 

substantially greater than that of the conditional statistical properties, which contain only the effects 

of data noise. As a result, it is quite possible for the unconditional statistical properties to violate 

the assumptions necessary for the Taylor series while approximations to the conditional statistical 

properties are still good. 

Furthermore, anatomical models of object variability generally do not yield analytical formulas 

for the unconditional mean and covariance of the data. These quantities are necessary if the 

approximations to the unconditional statistical properties are to be used. 

The hybrid method provides a way to use the formulas for the conditional statistical properties 
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to obtain the unconditional statistical properties of the reconstructed images. This is accomplished 

by computing the conditional statistical properties of a sample of objects. Sample methods are then 

used to estimate the unconditional statistical properties from the sample of conditional statistical 

properties. Because sample methods are used, this approach trades off some approximation error 

for estimation error. In principle, the estimation error can be controlled by adequate sample size. 

Let us consider a sample of objects f i ,  I  = 1,..., drawn from a probabilistic model of 

object variability. From these sample objects a sample of noiseless data vectors can be created by 

computing 

It is also possible to use a model of object variability that creates g/ vectors directly rather than 

specifying the object first and then passing that through the imaging system. This may simplify the 

computation of the sample vectors. Note also that nowhere in this analysis will the linearity of H 

be used. Hence the hybrid method is applicable to nonlinear system operators as well. 

Assuming that the reconstruction algorithm falls into one of the categories analyzed above, 

the conditional statistical properties, | and Kf | y, for each /Xg | can be computed using the 

appropriate formula for each conditional mean and conditional covariance. 

Estimates of the unconditional mean and covariance are formed by averaging over the 

conditional statistics evaluated for each sample object. The unconditional mean is given by 

If we replace the ensemble average by a sample average, we see that the estimated unconditional 



99 

mean reconstruction is 

^Ytamp 
Af = ^ (3-69) 

-*samp 

The estimate of the unconditional covariance is somewhat more involved. The unconditional 

covariance of the reconstructions is given in (3.3) as 

K, = 

=  (  ( f  ~ M f | / + / i f | / - M f )  y  
\ / /,n 

The second step comes from trivially adding and subtracting | y in both parentheses. If we can 

assume that f - | ̂ is uncorrelated with tJ-f, then factors into 

Kf  =  M j  \  +  (f  ~  A^f | / )  
\ ' / > / /,n 

^  ~^f)  )y  '  

Replacing the ensemble averages over objects by a sample averages and replacing fi^ by its 

estimate from (3.69) above defines the estimated unconditional covariance as 

V V ^ ^*sainp ^ •''samp 

= Y TT S  ~^f)  ~  •^samp \ / -Vsamp 

3.4 Application!: Linear iterative algorithms 

The basic concepts of image reconstruction were briefly discussed in section 2.2.3. Of critical 

importance for iterative reconstruction algorithms is a system matrix - or projection matrix in the 

tomography literature - that maps a reconstructed image vector to a data vector. This matrix is 

denoted by H, and we will assume that products with this matrix can be computed either directly 

or using sparse matrix techniques. In iterative algorithms, the H matrix is crucial for checking 
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agreement between the current iteration of the reconstructed image, and the data g. 

3.4.1 The reconstruction operator 

Most linear iterative algorithms are special cases of a general linear iterative algorithm (GLIA) 

of the form (Xu et al., 1993) 

p+i)  =  f(fc)  +  Bfc (g  -  .  (3.71)  

This equation can be thought of as a family of reconstruction algorithms where each element of 

the family is identified by the choice of the Bt, the backprojector at each iteration. Many linear 

iterative reconstruction algorithms use a backprojector that is independent of the iteration point k. 

and hence Bfc = B. For example, the linear Landweber algorithm, used as a test case in chapters 5 

and 6. is defined by B =aH^ where a is a user input acceleration parameter. Backprojectors that 

vary with iteration number, when present, usually implement multigrid approaches (Pan and \feagle. 

1993) or iteration-dependent acceleration methods (Hanson, 1991; Herman and Myer, 1993). The 

matrix B, like H, is usually prohibitively large for direct storage, and hence matrix-vector products 

with B or Bfc are implemented by efficient routines. 

A linear reconstruction operator is defined in (3.48) as a matrix, O, which transforms a data 

vector to a reconstruction. For iterative reconstruction algorithms we will want to indicate the 

reconstruction operator that produces the reconstructed image at the (k -f l)th iteration. We will 

denote this operator by Ofc. 

A straightforward application of induction to (3.71) reveals that for an initial estimate, fo. 

k 

f ( fc+i)  ^  ^(I -BH) '^" 'Bg+(I-BH) '^-^4o 
A:'=0 

= Ofcg + Qfcfo- (3.72) 



101 

The derivation of (3.72) is given in appendix A. In this form, the reconstruction is seen to be a 

function of only the data and the initial estimate fo. If Q^fo is nonzero, the reconstruction operator 

is technically affine rather than linear. However, the distinction is eflfectively meaningless since 

this term plays almost no role in the subsequent analysis. 

3.4.2 Computing products involving the reconstruction operator or its transpose 

The reconstruction operator O/t will be used freely throughout this work. It is important to 

realize that this matrix is prohibitively large in most imaging systems. The example used to 

demonstrate our results uses a relatively small two-dimensional tomographic system in which Ok 

is a 4096 x 4096 array. It would require 64 megabytes of memory to store this matrix in memory. 

Typical three-dimensional systems involve matrices that are on the order of 100.000 x 100,000 

elements. 

In practice we seldom actually compute 0^-; rather we compute its matrix products by running 

the algorithm on the vector of interest. For example, if we wish to compute y = Ojtx, we simply 

run the iterative algorithm on x. This is accomplished by setting = 0. and iterating 

until the product we desire is attained. 

We will see below that products involving the transpose of the reconstruction operator are 

also quite useful. Hence we would like to evaluate without having to store the entire matrix. 

To this end we propose an iteration that we call the "transpose iterative scheme". This scheme 

allows us to compute products of the transpose operator for the simplified case in which Bt- = B 

is independent of the iteration point k. In this case the transpose iterative scheme for computing 

(3.73) 
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X = O^y is given by setting = 0, and iterating 

x^^+i) = ^ . (3.74) 

A proof of (3.74) is given in appendix A. Using this scheme without storing large matrices requires 

that efficient products with H' and B' can be computed. A more complex iteration is given in 

section 3.5.4 for Bfc that vary with iteration point. 

3.4.3 Statistical properties of the reconstructed images 

Statistical properties of images reconstructed with linear iterative algorithms can be determined 

by straightforward application of the methods of section 3.3.2 using the reconstruction operator 

defined in (3.72). For generality, and also to provide the groundwork for the experimental studies 

conducted in chapters 5 and 6, we will presume that the statistical properties of the data under 

consideration - averaged over both data noise and object variability - are known. Hence, for the 

purposes of this section, we may take as given the mean and covariance of the data under each 

hypothesis. We will denote the mean and covariance of the data by 

/ig and Kg. 

For determination of conditional statistical properties as in (3.50) and (3.53). we may simply 

replace these ensemble statistical properties by the conditional mean and covariance. 

The linear (or more accurately, affine) transformation in (3.72) allows for directly specifying 

the reconstruction mean and covariance under each hypothesis. The mean reconstruction is 

= OfcAXg + Qfcfo. (3.75) 

which is simply the algorithm acting directly on the mean-vector /Xg. The reconstruction covariance 
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is given by 

4"=' = OKKGOL (3.76) 

3.4.4 Computations involving statistical properties of linear iterative reconstruction 
algorithms 

In this section we anticipate the use of linear model observers to evaluate signal-detection 

performance. Chapter 4 explains this approach in some detail, and then chapter 6 uses the approach 

to evaluate detection performance as a function of iteration point for the linear-Landweber 

algorithm. 

Throughout this section we will appeal to the notion of sparse products. We define a sparse 

product as an algorithm that computes the product of a large matrix with an arbitrary input vector 

without storing the elements of the matrix. A discrete Fourier transform (DPT), implemented 

via an FFT, is an example of a sparse product. Matrix-vector products involving enormous DFT 

matrices are routinely computed with very little cost in physical memory because of efficient FFT 

routines. Diagonal matrices are another example of sparse products. A sparse product between a 

diagonal matrix and a vector is computed simply by multiplying the elements of the vector by the 

corresponding diagonal component. 

Many system matrices in image restoration and reconstruction can be implemented via sparse 

matrix products. For example, the system matrix used to generate results for much of chapters 

5 and 6 is implemented by an algorithm that utilizes the sparse structure of a parallel-beam 

tomography system. A matrix-vector product computed with this algorithm requires less than 

39c of the matrix elements which are calculated from lookup tables rather than stored. A sparse 

product can also be used to implement the transpose matrix. 
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The ability to compute matrix-vector products without storage of large matrices is crucial for 

the results of chapter 6. The procedures described below can do this if sparse products involving 

H', B^., and Kg can be computed. If sparse products exist for H and Bfc, generally the structure of 

these matrices can be utilized in sparse products of H' and B^. as well. However, the constraint that 

Kg be amenable to sparse products does limit the applicability of ensemble approaches somewhat. 

For example, when an anatomical model of object variability is used, sparse products are often not 

available, and hybrid methods described in section 3.3.6 are used. When evaluating conditional 

statistical properties. Kg is replaced by Kn which is often diagonal, and therefore sparse products 

can be computed easily. 

The first quantity of interest is related to the mean value of an inner product of a fixed vector w 

and f. Let us denote this scalar quantity by 

Ma = w'Ofc^G, 

defined as a scalar product between an arbitrary vector w and the purely linear component of 

(3.75). This quantity can be calculated in two ways. The product Okfig can be computed using 

the iteration in (3.73). The reconstruction operator is implemented as a series of sparse products 

with H and B^ that combine in the iteration to make a sparse product for Ojt. The inner product 

between Ot/Xg and w can then be computed to obtain i.ix. Alternatively, we can regroup the terms 

above to the equivalent form 

= (Ofcw)Vg-

This alternative suggests first computing 

Zfc = OfcW (3.77) 
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by running the transpose iterative scheme given in (3.74) on w, and then computing 

/'A = Zfc/^g-

In fact, this second approach is generally preferable since Oj.w is usually needed anyway for 

evaluating the second quantity of interest. 

The variance of the inner product between w and f is defined by 

(T\ = w'Kl 'w 

= w'OfcKgOfcW 

= (Oiw) Kg (O^w) . (3.78) 

The grouping of terms in (3.78) indicates that we can evaluate af by first computing Zfc in (3.77) 

and then 

Z f .  =  KgZ^. 

The efficient computation of z^., and hence af, requires the ability to compute efficient products 

with Kg. The variance can then be computed from the inner product 

'^A = 

3.5 Application 2: The maximum-Iikeiihood expectation-maximization aigorithm 

3.5.1 Component operations 

For much of the analysis in this section, we will follow the "component" notation set forth in 

Barrett (Barrett et al., 1994). This convention clarifies many of the derivations by presenting them 

through a simple and convenient vector notation. 
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The basic idea of component notation is that operations between vectors are implemented 

between the components of those vectors. For vector addition and subtraction, component notation 

is also standard notation since these operations are defined as operations on each component of the 

vector. Component notation allows for convenient definitions of a product or quotient of vectors as 

well. Consider two vectors, x and y. The product of these two vectors is defined by the component 

definition 

[xy]„ = XnlJn-

Similarly, the vector quotient of x and y is defined as 

'x l  ^  

. y j  n  y n '  

We will also find it useful at times to write component products and quotients in terms of diagonal 

matrices. The component product of x and y can be written in any of the following equivalent 

ways: 

xy = Diag (x) y = Diag(y)x. 

Similarly, the component quotient can be written as follows: 

Component notation can also be used to specify convenient definitions of some vector functions. 

For example, the logarithm of a vector x is defined as 

[ ln(x)]„  =  ln( i :„) .  
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and the exponential function of x is defined as 

Lexp(x)]„ = exp(r„). 

3.5.2 The ML-EM reconstruction operator 

The definition of the iterative scheme for the ML-EM algorithm is usually given for an 

individual element of the reconstruction vector as (Shepp and Wdi, 1982) 

m M 
Yl (3-79) 

Z^m'=l '•'''I " m=l 2_<ra'=l ^mn'Jn' 

This iterative scheme can be written in vector form using the component notation above as 

f(A:+i) ^ f^ . (3.80) 
s  VHfWy 

where s is a sensitivity vector s defined by 

s  =  H' l .  

with 1 defined as a vector with all its elements set to 1.0. The interpretation of (3.80) is as follows. 

The vector ratio of g and is computed, and then multiplied by H' in the usual matrix-vector 

fashion. The resulting vector is multiplied by the vector ratio of and s to produce the next 

iterate, 

Equation (3.80) defines the iterative update operator j used in section 3.3.4 to 

analyze iterative reconstruction algorithms. The reconstruction operator at the (k -i- l)th iterative 

step is defined recursively from this update operator according to (3.62) as 

f( fc+l)  ^  Q(t+1)  (g)  
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= Q(*=)(g ,Q(^-^)(g , - - -QW(g,f (°) )  • • • ) ) .  (3 .81)  

Note that the effect of the starting point presumed to be a nonrandom quantity, enters into the 

statistical properties of the reconstructed images in a less obvious way than the corresponding term 

in (3.72) for linear iterative algorithms. 

i.5.5 Differentiating the ML-EM reconstruction operator 

The ensemble approaches to statistical properties in section 3.3 require derivatives of the 

reconstruction operator. Derivatives of general iterative algorithms specifically are given in section 

3.3.4 in terms of partial-derivative matrices of the update operator Q with respect to the two 

variables g and f. For the ML-EM algorithm, the update operator is defined from (3.80) by 

Differentiating the reconstruction operator requires computing partial derivatives of Q'*-"' 

with respect to both g and f^^'*. As in (3.63), the partial-derivative matrices are denoted by 

for derivatives with respect to g, and for derivatives with respect to 

The derivative approach used here comes from the Taylor-series expansion about the mean data 

value found (3.57). As a result, the partial-derivative matrices are evaluated at the mean values of 

g and r^"'. As was done in section 3.4.3, let us presume that both data noise and object variability 

are being propagated through the reconstruction operator, and hence the mean value of g is g. If 

only the conditional statistical properties of the data are of interest, g can be replaced by g in the 

e.xpressions that follow. The reconstruction must also be evaluated at its mean value. Let us 

denote this mean value by and approximate it by 

a(fc) = 0^*=) (g), (3.82) 
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its first-order Taylor-series approximation. 

Partial derivatives of with respect to g are stialghtforward since the operator is linear in 

this variable. The matrix of first derivatives is given by 

AQW = Diag|^2^jH'Diag(jj^). (3.83) 

Note that the vector operations are now implemented as multiplications with diagonal matrices. 

We use this implementation of the vector operations in section 3.5.1 in order to minimize confusion 

regarding the dimension of the derivative matrices. 

The partial-derivative matrix with respect to f is 

= Diag (1h' (^)) - Diag (^) H' Diag 

( \ 
g H. (3.84) 

When k = 0, is defined to be zero since is fixed and independent of g. Equation (3.84) 

simplifies somewhat if an approximation used by Barrett (1994) is valid. The approximation is 

that and are very nearly the same, and hence 

When this approximation holds, (3.84) simplifies to 

^ 1. (3.85) 

AQf = I - Diag ( H' Diag H. (3.86) 

The derivative of is built up from AQi and AQg using the recursive relation in 

(3.63), 

-h AQ[*''AOi*'\ (3.87) 

repeated here for clarity. 
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3.5.4 A 'linearized' iterative reconstruction algorithm for derivatives of the ML-EM 
algorithm 

The recursion formula for computing derivatives of given in (3.87) is reminiscent of the 

reconstruction algorithm given in (3.71). In this section we describe a linear iterative algorithm, 

called the "linearized" ML-EM algorithm, that will produce the first-order approximate statistical 

properties of the ML-EM algorithm. This iterative reconstruction algorithm is not proposed as 

replacement for the ML-EM algorithm, but rather, it is developed as a linear tool with which to 

study the nonlinear algorithm. In particular, this algorithm can be used in a framework similar 

to the transpose iterative scheme of (3.74) in order to compute efficient matrix-vector products 

involving the transpose of AOg*'^ In this section, the iterative algorithm is defined, its equivalent 

statistical properties are demonstrated, and the transpose iterative scheme is defined. 

The linearized algorithm is defined by setting f = f° and iterating 

f(A:+i) ^ -r (3.88) 

This iterative scheme is linear since AQg^' and AQ^*"' are evaluated at the ensemble mean values 

g and With the simplification given in (3.85), the iteration in (3.88) can be put into the form 

of a GLIA in which 

B.  =  Diag(?^)H'Diag(g^) .  

We now tum to demonstrating that the mean reconstructed image using (3.88) is We 

will proceed by induction, showing that if this relation holds at then it must hold at r At 

A: = 0 the mean reconstructions are trivially equal since the are both set to the initial estimate f°. 
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Taking the expectation of both sides of (3.88), we see that 

= + (3.89) 

We will now consider the two terms in (3.89) separately. The first term can be simplified as follows 

AQ^' Vg = Diag j H'Diag Mg 

s 

The second term can be simplified by 

- l lQfW'l  =  Diag( iH' ( j^) )aW-Diag |^2^jH'Diag I Ha' (fc) 

s ^ Ina'^V s ^ 

= 0. 

So the two components of (3.89) sum to and therefore by induction, = a'*-"' for all 

k. 

Induction can be used again to demonstrate that the covariance of the linearized algorithm is 

identical to the first-order approximation to the covariance defined in (3.59). It is equivalent to 

show that the derivative of the linearized algorithm is equivalent to the derivative of the ML-EM 

algorithm for all k. Let us define the derivative of the linearized operator by to distinguish 

it from the derivative of the nonlinear operator. The proposition is again trivially true at A- = 0 
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since the initial estimate is nonrandom, and hence 

^linQ^O) = = 0. 

If we assume that = AOl^', then 

A""0 

= AO ( fc+i)  
g 

Therefore the derivative operators are the same at all k, and hence the covariance of the linearized 

ML-EM algorithm is equal to the first-order approximation to the covariance of the ML-EM 

algorithm. 

As discussed in section 3.4.2, the ability to compute sparse products between the transpose of 

AOg^^ and an arbitrary vector w is a critical for evaluating large systems. Because the derivatives 

are changing at every iteration, the transpose iteration given in (3.74) is invalid in this case. We 

now describe a modified scheme for this algorithm. 

The transpose iterative scheme of the linearized ML-EM algorithm uses a decreasing iteration. 

To evaluate the product x = AO ifc) 
t  

y ,  we will use an iteration that starts at k'  =  k  — I  and 

decrements to k" = 0. a step of the iteration proceeds as follows: 

y - r x  

AQi' (f) (3.90) 

with X initialized to 0. Note that direct implementation of the iteration will ovenvrite y. and 

hence it may be advisable to run the algorithm after duplicating y to retain its original value. The 
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derivation of this adjoint iterative scheme is given in appendix A. 

Running the transpose iterative scheme requires computing matrix-vector products involving 

the transposes of and respectively. The functional forms of these two matrices are 

given from the definitions in (3.83) and (3.84) by 

and 

The only nondiagonal matrices evaluated in these two formulas are H and H'. If H and can be 

evaluated by sparse products, then the transpose iterative scheme can be run as a series of sparse 

products and large systems can be analyzed. Since sparse products in the evaluation of H and H' 

are often necessary to run the ML-EM algorithm on large systems anyway, this requirement is not 

severe. 

3.5.5 Comparison to the appmach of Barrett, Wilson, and Tsui 

Barrett and coworkers (Barrett et al., 1994, and referred to hereafter as BWT) used a somewhat 

different approach to get results similar to the first-order approximation of ML-EM reconstruction 

operator given in (3.87). The method derived in their paper begins by considering the logarithm 

of the reconstructed image. They then derive formulas for the propagation of variation in the 

logarithm of the reconstructed image, and they appeal to the central limit theorem to argue that the 

distribution of the log-reconstructions is well approximated by a normal distribution. As a result, 

the distribution of the reconstructed images is well approximated by a log-normal distribution. A 

second study (Wilson et al., 1994) validated this approach using Monte-Carlo studies. Wang and 
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Gindi (1997) have recently extended this approach to MAP-EM algorithms. 

BWT also report approximations to the conditional mean and covariance of the reconstruction 

operator. The approximate mean reconstruction they derive, namely the ML-EM algorithm allowed 

to run on noiseless data, is identical to the results of section 3.3.3. Since BWT consider specifically 

the error in the reconstruction for a given object, they define the mean reconstruction by 

= <3.91) 

which will be used throughout this section. The conditional covariance given in BWT is first 

derived for In . The covariance of this quantity is derived to be 

where the matrix will be described shortly. The conditional covariance of f^*^* is then defined 

by 

= Diag ' Diag (a'*""') , (3.92) 

where the Diag matrices arise from the Jacobian of the transformation from In j to 

f(fc). 

The matrix found in (3.92) is defined by the recursion 

I j i M )  ̂  B(fc) -f- (l -

where is defined by 

A''^) = Diag H' Diag HDiag (a'*")) . 
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and is defined by 

B'"=Diag(l)H'Diag(jL), 

Note that these matrices, and hence the conditional covariance given in BWT. are derived under 

the approximation that /ig| We will adopt this equivalence throughout the rest of this 

section. 

A cursory examination of the definitions of and above reveals some similar terms to 

the formulas for AQg*"' and given in (3.83) and (3.86). We will now turn to an examination 

of the equivalence of these two formulas. In particular we will show that 

Diag (3.93) 

where is a diflference term defined recursively for A: > 1 by 

E'" = AQi'-"Ef-". (3.94) 

Since there is no error at fc = 0, E'"' is defined to be zero. 

The proof of (3.93) proceeds by induction. Consider k = 1. in which case = B^°' since 

= 0. As a result, 

Diag = Diag j B^°^ 

= (3.95) 

We now turn to evaluating the derivative of the reconstruction operator at = 1. The recursion 

formula of (3.63) allows us to write AOg ' as 

AO^^' = AQ^°'+ AQ|.°^AOt°' 
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= 

since is simply the starting point of the iterative algorithm, not a function of g. Substituting 

(3.83) for AQg°\ we see that 

AO« = Diag^^jH'Diag(^). 

This e.xpression for AOg ' may be substituted for its equivalent in (3.95) to obtain 

Diag(a(i')u(i' = Diag^l^yj ( I )  
g 

(1)  I ~ \  (1)  +Diag I ' = AO-+Diag AOg 

Hence (3.93) is established for A; = 1. 

In accordance with induction, we now assume that (3.93) holds at /c and show that it must hold 

at k 1. Two relations will be of particular value for this derivation by allowing us to equate terms 

in and with AQg*^^ and AQj'"'. The first relation uses (3.83) to show that 

B'" = Diag(i)H'Diag(^) 

= (;;®) ' 

The second uses (3.86) (assuming that g = Ha^^') to find that 

(I-AW) = I-Diag0)H'Diag(^^)HDiag(a('^-)) 

= Diag AQ(*^) Diag . 
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Evaluating the left side of (3.93) for A; + 1 and using the relations above, we have that 

Diag = Diag ^(l-

= Diag j (AQ^'"' -r Diag 

Using the assumed equivalence of (3.93) at k, we can substitute AOg*^' + for Diag (a'*-'') 

to obtain 

Therefore (3.93) is proved by induction. 

3.5.6 Comparison with implicit methods 

The ML-EM algorithm is an e.xplicit iterative scheme to implement an implicit estimator. In 

principle, it can be analyzed either as an iterative scheme as is done in sections 3.2.4 and above, or 

as an implicit reconstruction operator (in the limit as k —> oo) as is done in section 3.2.5. In practice 

the implicit-operator approach is often difficult for maximum-likelihood reconstruction because 

the maximization functional does not have a unique maximum and therefore the implicit operator is 

not well defined. Since the purpose of this section is to derive an equivalence between the explicit 

and implicit approaches, we will assume conditions necessary for a unique maximum-likelihood 

solution to exist. In particular, we will assume that the rank of H is equal to the dimension of f. 

This assumption limits the applicability of this equivalence to H matrices with at least as many 

(^) (^or"+AQfE<'>) 

( f c + l )  
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rows as columns (at least as many detector-elements as reconstruction pixels) and no degeneracies 

in the column vectors. 

When the ML-EM algorithm is analyzed as a nonlinear iterative scheme, the lack of a unique 

maximum is not as problematic; each step of the algorithm is still well defined. However, in the 

limit of a large number of iterations, the reconstructed image develops a characteristic "night-sky" 

appearance (Byrne, 1993; Byrne, 1995; Clarkson, 1997). A night-sky reconstruction is one in 

which a relatively small number of pixels in the reconstruction have a high intensity (think of 

them as the stars), and the rest are effectively zero (the black sky between the stars). Another 

consequence of a nonunique maximum is a persistent dependence on the starting point in the 

reconstructed image. Hence, even though the iterative scheme is well defined, the images produced 

by iterating the ML-EM algorithm to convergence are generally difficult to interpret. 

Maximum-likelihood reconstruction of data that follows a Poisson distribution optimizes the 

objective function 

.\f 

^(g,f) = 5^([Hf]^-5r„In([Hf]J). 
m=l 

which is equivalent to the log-likelihood function up to constants independent of f. To utilize the 

implicit methods discussed in section 3.2.5, some second derivatives of $ are needed. The second 

derivatives of ^ with respect to f are given by 

y(0.2)^ = H' Diag (—H. 
V(Hf)V 

and the cross derivatives of <& with respect to f  and g are given by 

= Diag 

The derivatives are evaluated at the mean values of g and f. Following the rationale of the last 
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section, we will use ^l^ for the mean data vector. We will denote the first-order approximation 

to the mean reconstruction indicating that this vector is obtained by running the ML-EM 

algorithm to convergence. The resulting derivative operator is given by 

For many practical problems, the difficulty in defining the first-order approximation to the implicit 

reconstruction operator lies in the inversion of the first term of (3.96). If the rank of H is 

less that the dimension of f, then inversion of is not possible. 

For comparison, we will now consider the first-order approximation to the reconstruction 

operator as implemented by the ML-EM algorithm. Since we are concerned with the statistical 

properties of the maximum-likelihood estimate, we will consider the statistical properties of the 

ML-EM algorithm as k —* oo and the algorithm converges. 

The limit of a lai^e number of iterations has two important effects on the derivative of the 

reconstruction operator. The first of these effects is concerned with the system matrix H. If Hf is 

a good approximation of the continuous-to-discrete transformation of the mean object K {/ (r)}, 

then is a very good approximation to /j.^. 

The second effect of the limit of large k (and the presumption of a convergent algorithm) was 

used in the analysis by BWT. If the ML-EM algorithm converges in the limit of large ^•, then 

= AOg'"' as k —• oo. Let us denote this limit by AOg°°'. Substituting AOg^' into the 

recursion in (3.87) we see that 

(3.96) 

AO^^^ = AQ^°°' 4- AQ^°^'AO g 
, ( o c )  
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This equation can be solved for in terms of partial derivatives of Q by 

Substituting (3.68) and (3.86) in for AQg°°' and respectively, yields an expression for 

AO (oc) 

AO (oo) _ 
Diag ( — ) H' Diag ^ ^ H I Diag ( — 1 H' Diag ^ ^ 

Ha(^' 

H' Diag f Diag f —  ̂
/ / 

H' Diag 

V 

\ 
g 

H H' Diag 

V ( H e S ^ ^ y  J 

which is identical to the expression derived using implicit methods in (3.96). 
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CHAPTER 4 

Signal-known-exactly detection performance 

This chapter continues the statistical analysis of Chapter 3 for the special case of signal-known-

exactly (SKE) detection tasks. The chapter provides one answer to the general question of what to 

do with statistical properties of reconstructed images once they can be obtained. SKE detection 

is a convenient task to analyze because the simplicity of the task often allows for analytical 

computation of figures of merit. This task also serves as a good starting point for investigating 

more complex signal-detection tasks that incorporate signal uncertainty. 

The decision parameter is specified as one of two possible values, 0 € {1,2}, representing the 

two hypotheses in a signal-detection task. When 9=1, the signal is absent, and when 9 = 2, 

the signal is present. In terms of the mathematical description of the object defined in (2.13), 

the signal-absent state requires that the signal function si (r) = 0. However, general signal 

detection still allows for considerable variability, also referred to as signal uncertainty, in the form 

of So (r), the signal fiinction corresponding to the signal-present state. E.\amples of signal-function 

variability include uncertainty in signal location, size, and more generally, variation in the signal 

profile. 

The task of signal-known-exactly detection does not allow any variability in the signal, and 

hence so (r) is a fixed, nonrandom function of spatial position. Since real signals in medical images 

are variable, this is clearly a stylized task in the context of medical imaging. However, there is a 

growing body of empirical evidence showing that SKE detection performance can be indicative of 

performance in more complex tasks (Swensson and Judy, 1981; Burgess and Ghandeharian, 1984a; 

Eckstein and Whiting, 1996). 
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The goal of this chapter is to link the formulas for evaluating the reconstructed-image mean 

and covariance of Chapter 3 to the figures of merit for signal detection discussed in section 2.4.2. 

The construct used to make this connection is the response-threshold model of signal detection 

first seen in section 2.3. We will present mathematics describing how a response-threshold model 

translates statistical properties into a figure of merit for SKE detection. Among the approaches 

considered are some empirical methods by which we infer detection performance when the 

observer response is unknown, as is the case for human observers. Not surprisingly, this subject has 

received considerable attention in the field of psychophysics (Swets, 1964; Green and Swets. 1966: 

Graham, 1989). The human observer visually inspects an image and then produces a decision 

variable. However, the internal processes of producing a response and then applying a threshold 

are unobservable. 

The rest of the chapter describes a variety of different observer-response functions that are 

often referred to as model observers. We begin by discussing the optimal detection strategy. The 

observer response function corresponding to the optimal detection strategy, referred to as the 

optimal Bayesian observer, is usually a nonlinear function of the image data. Because the Bayesian 

observer is often hard to evaluate, we also analyze the Hotelling observer which is optimal up to 

second-order statistics. Next we consider a number of ad-hoc observers that are optimal only under 

very restrictive conditions that do not usually hold in medical imaging. The simple form of these 

observers generally makes them easy to implement. It was originally hoped that their suboptimal 

performance would imitate human performance. Finally, we describe a family of model observers, 

called channelized Hotelling observers, that attempt to incorporate components of the human 

visual system into the functional form of the observer response. 
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4.1 From statistical properties to a figure of merit for signal detection 

4.1.1 The observer response 

Throughout this chapter we will utilize observer response functions that act directly on the 

reconstructed image vector, f, rather than on the reconstruction transformed to a displayed image, 

as in (2.26). The rationale behind this simplification is that the reconstruction algorithm, not the 

display device, is the subject of interest. However, the human observer can access reconstructed 

images only after display. Hence the validity of this simplifying step in attempts to model the 

human observer requires that the display of the reconstructed images does not significantly affect 

task performance. 

We begin with the generation of a response variable by an observer that acts directly on the 

reconstructed image f. This process yields an observer-response variable. A, defined by 

A = fi,'(f) -f-Hint. (4.1) 

This expression was first given in (2.31) and is restated here simply for convenience. The function 

a'(f) is the deterministic response to the image data while rijnt represents the intemal noise in the 

observer response due to a "noisy", or randomized, decision maker. Intemal noise is an important 

component for describing human-observer performance (Pelli, 1981; Burgess and Colbome. 1988; 

Eckstein et al., 1997). As with other sources of noise in the imaging chain, we assume njnt is a 

zero-mean random variable. Furthermore, the observer intemal noise is assumed to be uncorrelated 

with the deterministic response. 

The concept of a "model observer" is often used throughout this dissertation. The term is used 

to describe a decision strategy based on an observer response generated by a mathematical model. 
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In other words, if we specify a particular functional form for iu(f) in (4.1) and a distribution of 

Mint, then we have created a "model" observer. 

For most of the model observers considered later in this chapter, the deterministic component 

of the response is a linear function of f. Hence u,'(f) of (4.1) can be written in terms of an observer 

template vector, w, as 

A = w'f -r Hint- (4.2) 

The observer response can be tied to the imaging chain by substituting (2.24) for f in either (4.1) 

or (4.2). For the linear observer, the result of this substitution is a response-generating equation: 

A = w' (O { H  { b  (r) -i- s o  (r)} -i- n) -i- e) -i- njnt- (4.3) 

Unlike generating equations at other points in the imaging chain, we are now interested in 

different values of the decision parameter 6. Hence we want to specialize (4.3) to the signal-absent 

and signal-present cases. When the signal is absent, evaluating (4.3) with si (r) =0 results in 

A = w' (O (H {6 (r)} -r n) -r e) + rijnt. (4.4) 

When the signal is present, evaluating (4.3) with so (r) = s (r) yields 

A = w' (O (H {6 (r) -r s (r)} + n) -i- e) -r rajm- (4.5) 

Figures of merit for detection are derived from the distributions of A in these two cases. 

4.1.2 Statistical properties of the observer response 

The next step of the analysis is obtaining the statistical properties of the observer response 

variable under the signal-absent and signal-present hypotheses. The notation is changed slightly 
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from previous chapters since we will now want to explicitly identify the dependence on the binary 

decision parameter 9. As a result, we will denote reconstructed images generated under the 

signal-absent hypothesis {6 = 1) as fi, and those generated under the signal-present hypothesis 

(0 = 2) as fo. Similarly, the mean and covariance of the reconstructed images will be denoted fij 

and in the signal-absent case, and and Kj in the signal-present case. Note that it is often 

the case that = Kj = Kj, which leads to some simplifications in formulas for the FOMs of 

the next section. 

For the linear observer in (4.2), the observer template w acts as a linear transformation from 

the vector reconstruction to the scalar response variable. The resulting mean and variance of the 

observer response variable under the two hypotheses of an SKE detection task are given by 

/'A, =wVf,, AiA, =wVf.: (4.6) 

and 

= w'Kf^w+o-2,. = w^Kf^w+afn t. (4.7) 

Note that the internal noise affects only the variance of the response variable since it is a zero-mean 

random variable. The response variance is composed of two separate components. The first is an 

external component due to the noise in the reconstructed image. The second is the variance of the 

internal noise in the observer response, rr? j. This separation into two distinct components arises 

because the internal noise is presumed to be uncorrected with the deterministic response. The 

intemal noise variance is assumed to be equivalent in both the signal-absent and signal-present 

cases, and the magnitude of the intemal noise variance will be specified along with the form of 

various observer-response functions later in this chapter. For the present purposes, rr? ^ is assumed 
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to be a known constant. 

The various approaches to obtaining the statistical properties of reconstructed images in chapter 

3 can now be used to ascertain the mean values and variances of the observer responses in (4.6) 

and (4.7). For example, when sample methods are used, the means and variances above can be 

estimated from the sample statistics by 

AA, AA,.=w'Af,, (4.8) 

and 

(TX, = (4.9) 

Note that two sample sets are implied by (4.8) and (4.9), a signal-absent sample set for estimating 

and , and a signal-present sample set for estimating /if and Kj . Also, chapter 3 discusses 

equivalent methods for obtaining the estimates in (4.9) that do not require storing the estimated 

covariances. 

Let us now consider the case of a linear reconstruction operator. This case illustrates the 

connection between the statistical properties of the observer response and those of other elements 

of the imaging chain. Here, the response-variable mean for the signal-absent case is given by 

substituting the expression for in (3.49) with sq (r) = 0 for in (4.6), yielding 

Ma. = w'OW{At6(r)}. (4.10) 

In the signal-present case, the response-variable mean is given by substituting S2 (r) in (3.49) for 

ptj. into (4.6) to obtain 

=  w ' O H { A i 6 ( r ) - f - S 2(r)}. (4.11) 



127 

The functional form of the observer-response variance is influenced by the data-noise model. 

For the Poisson data-noise model in (3.47), substituting the unconditional reconstruction covariance 

of (3.52) into (4.7) produces 

= w'O + Diag('H{/Zb(r)})j 0'w+crf„, (4.12) 

under the signal-absent hypothesis, and 

cr'i^ = w'O (uiCbH^ + Diag {H (r) + so (r)})) (4.13) 

under the signal-present hypothesis. The diflference between the response variances under the two 

hypotheses is due to the correspondence between the mean and variance of a Poisson random 

variable. In practice this effect is usually negligibly small. When the noise in the data has constant 

variance, as in (3.46), the observer-response variance is independent of the hypothesis and given 

by 

= w'O {niCbH) -f- (T-J^ O'w+rrfnt. (4.14) 

When the reconstruction algorithm is nonlinear, approximations to the statistical properties 

of the observer responses can be derived from the approximate statistical properties of the 

reconstructed images described in section 3.3.3. The effect of this approximation is to replace 

the matrix product OH {• • •} in (4.10) and (4.11) by a nonlinear vector function representing the 

reconstruction operator. The matrix products with O and its transpose in (4.12). (4.13), and (4.14) 

are replaced by products with the matrix of first derivatives of O and its transpose. Recall from 

(3.59) that this matrix is denoted by AO^^. The subscript indicates that the derivative matrix 

is evaluated at the mean data vector, averaged over both realizations of the object and the data 
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noise. The resulting mean response values are given by 

= w'0(H{/X6(r)}) (4.15) 

in the signal-absent case and by 

Ma, = w'0(W{/ib(r)-i-S2(r)}) (4.16) 

in the signal-present case. For the Poisson data-noise model, the observer-response variances are 

given by 

al = {n/CbH^ +Diag{n{^i, (r)}}) (4.17) 

and 

rr'i_ = w^AOf^^ (TiJChH^ ~ DiagCh: (r) -i- so (r)})j (4.18) 

Section 3.3.6 described a hybrid method for obtaining the mean and covariance of reconstructed 

images by sampling from a distribution of objects and then computing the conditional statistical 

properties via ensemble propagation. We will use a tilde (~) to indicate estimates of statistical 

properties produced using hybrid methods. The basis for the hybrid method is the ability to sample 

from the object distribution and then compute the image data in the absence of data noise. For an 

SKE-detection task, the only source of variability in the object is in the background, b (r). We will 

consider samples from two object processes corresponding to the signal-absent and signal-present 

cases. In the signal-absent case, the /th object sample, /i.;, is defined by 

/ u ( r ) = 6 , ( r ) .  
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The /th signal-present object sample is defined by 

h.i (r) = bi (r) -I-so (r). 

We can now use (3.69) to obtain the hybrid estimates of the mean response under each hypothesis. 

The mean of the signal-absent observer response is given by 

^iamp 

•'Vsamp 

and the mean of the signal-present observer response is given by 

- »^samp 

AA., = TP 
^>samp 

Equation (3.70) can be used to obtain the hybrid variance estimates of the observer response in 

each hypothesis. For the Poisson data-noise model, the variance of the signal-absent observer 

response is given by 

= V ZT •*sarnp ^ 

- '^samp 
vi:'AOg, ,Diag(?t{6/(r)})AO|, ,vir. (4.21) 

-*samp 

and the variance of the signal-present observer response is given by 

.. ^^samp 

H., = T7 7 Y1 2̂ (r) }) - /'iA,] " 
-^samp ^ 

^^samp 
+— V w'AOg, , Diag(7t{6/(r) + S 2(r)}) AO|, ,w. (4.22) 

-*samp 

4.1.3 The observer SNR 

One of the three figures of merit discussed in section 2.4.2 was the detection signal-to-noise ratio 
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(SNR). The detection SNR is computed from the means and variances of the observer-response 

variables in each hypothesis, and as such it is a natural use for the statistical properties of the 

observer responses just described. Recall from (2.45) that the square of the detection SNR was 

defined as the ratio of the squared difference in response variable means for the two classes to the 

average of the response-variable variances. 

This FOM is implicitly dependent on the existence of an observer-response function since 1.1^^, 

., ^Ai' . defined by the distribution of the observer response variable under the two 

task hypotheses. In cases where the observer response variable is not an observable variable, 

methods of estimating the FOM from section 4.1.5 may be used. 

We will want to consider the effect of different observer response models in this work. 

Furthermore, all of the response models from which an observer SNR will be computed are linear. 

As a result, it is convenient to define the detection SNR as an explicit fijnction of the observer 

template w and use (4.6) and (4.7) to relate it to the mean and covariance of the reconstructed 

images. Hence the definition of the detection SNR for a linear response model is 

This formula combines quantities from a number of places in this work up to this point. The 

mean and covariance of the reconstructed images from Chapter 3 are combined with the linear 

observer-response model of section 4.1.1 above, for a figure of merit defined in chapter 2. The 

various approaches to approximating or estimating the mean and covariance presented in chapter 3 

translate into methods for approximating or estimating the detection SNR. 

SNR- (w) = (4.23) 
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When estimating the mean and covariance from sample images, the sample estimates, , /if,» 

K , and Kj can be substituted for the corresponding components in (4.23) for an estimate of the 

SNR". Note that the measures of error statistical properties estimated from samples defined in 

(3.19) and (3.20) were motivated by this definition of the detection SNR. These measures of error 

coincide with the precision to which the statistical components in (4.23) can be estimated. The 

resulting sample estimate of SNR'^ (w) is defined by 

(Af, -Af,) 
SNR (w) = 

O 
7nt 

(4.24) 

Note that it will often be the case that w and CT? ^ will be dependent on the statistical properties of 

the reconstructed images as well. In this case, these quantities must be estimated from a training 

set of images. 

When propagating statistical properties through a linear algorithm, we can rewrite (4.23) in 

terms of the components of the imaging chain. If we adopt the Poisson data-noise model of (3.37), 

SNR (w) = ~ . (4.25) 
w'O {T-LK-bW -r Diag [H {6(r) + ^so (r)})) 

The numerator of (4.25) is derived from the squared difference of (4.10) and (4.11). The 

denominator is the average of (4.12) and (4.13). For the Gaussian data-noise model of (3.36). the 

SNR- of a linear reconstruction algorithm is given by 

SNr2 (w) = [w'0K(.2(r»|' 

The SNR can be approximated when a nonlinear algorithm is used by applying the approximate 

formulas for statistical properties in section 4.1.2. 

Recall from equations (3.69) and (3.70) that the hybrid approach to computing statistical 
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properties utilized both sample and ensemble techniques to obtain the quantities of interest. A 

difiFerent kind of hybrid approach, which we will call the hybrid-component approach, is often 

used to get the observer SNR. As the term implies, the hybrid-component approach makes use 

of sample and ensemble components to estimate the SNR. Typically, an ensemble approach is 

used to determine the numerator of (4.23), while the denominator is determined from samples. 

This approach is particularly useflil when a large sample of "normal" images is available, and 

signal-present images are created by adding a relatively small simulated lesion to a normal image. 

In this case the reconstructed image covariance is the same under either task hypothesis, and an 

estimate, Kp can be formed from the entire sample of normal images. The signal added to the 

image must reflect the effects of passing through the imaging system and subsequent reconstruction 

algorithm. For example, if a linear algorithm is being used, the SNR can be estimated by 

4.1.4 The observer detectability 

The detectability is defined in (2.46) as a nonlinear transformation of the AUC given by various 

equivalent formulas. We restate one of those formulas. 

for convenience. When signal-present and signal-absent distributions of the observer response 

variable are known, d.4 can be computed by using (2.43) to determine the AUC. For evaluating the 

detectability of human observers, the AUC, or equivalently Pc, is estimated from psychophysical 

experiments. Since the transformation in (4.27) is a monotonic function of its argument. d,\ 

r f , i  =  2er f -^(2AUC- 1)  (4.27) 
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preserves the rankings of a set of AUC or Pc values. 

As was pointed out in section 2.4.2, the observer detectability and the detection SNR are 

equivalent when the observer responses have a Gaussian distribution in both the signal-absent and 

signal-present cases. This equivalence provides a logical basis for comparing human-observer d_.i 

to the observer SNR of a model observers. The goal of such comparisons is generally to understand 

and accurately predict the human-observer detectability. 

The Gaussian assumptions necessary for equating the Observer SNR and detectability require 

some justification since they do not always hold. For example. Brown and coworkers (Brown et al.. 

1995) have demonstrated nonlinear observer-response functions for which Gaussian assumptions 

are clearly not appropriate and the resulting SNR is misleading. In their example, increasing the 

signal contrast leads to a decrease in the observer SNR. In situations such as this, however, the 

observer detectability remains a meaningful and computable FOM for detection performance. 

For linear model observers, the central limit theorem can often be used to justify Gaussian 

distributions of observer response variables. The formation of an observer response in (4.2) 

requires a summation over all the elements of f weighted by the observer template. If this 

summation includes even a small number of independent components of the image, the resulting 

observer response generally resembles a Gaussian distribution quite closely (Barrett and Swindell, 

1981). 

4.1.5 Hvo-altemative forced-choice experiments. 

This section covers an experimental method, two-alternative forced-choice (2AFC). used for 

assessing human performance. Note that there are a number of other experimental methods for 

obtaining measured values of human detection performance not described here. In particular, the 
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receiver operating characteristic (ROC) and multiple-alternative forced-choice (MAFC) are both 

accepted methods for measuring human-observer performance in SKE tasks. ROC and MAFC 

experimental methods are not described since neither method is used for the human-observer 

studies in this work. A large body of literature exists for ROC and MAFC methods (The interested 

reader is directed to Green and Swets (1966), Metz (1978), Hanley and McNeil (1981), and Swets 

and Pickett (1982) as works of particular relevance). 

In principle, 2AFC, MAFC, and ROC methods all provide estimates of the same quantity, the 

AUC of (2.43), or equivalently the Pc of (2.44). In practice, the forced-choice methods have 

generally been observed to yield somewhat higher estimates of human performance (Herrmann 

et al., 1993). In addition, the three methods differ in their statistical accuracy. Burgess (Burgess. 

1995) has compared the statistical efficiency of estimates of human performance made with ROC 

and forced-choice experiments. His results show that ROC studies make more efficient use of 

images in a study while forced-choice experiments make more efficient use of the observer's 

time. Since observer time was an issue in generating the psychophysical results of chapter 5. the 

forced-choice methodology was used. 

The procedure for 2AFC experiments involving human observers is straightforward. The 

observer is presented with a signal-absent image and a signal-present image, but is not told which 

image corresponds to which hypothesis. The task of the observer is simply to indicate which image 

contains the signal. If the observer is correct, and the image identified is indeed the signal-present 

image, a value of 1 is scored for the trial. If the observer incorrectly identifies the signal-absent 

image, a value of 0 is scored for the trial. The observer repeats this process for each of several 

trials. 

Generally in 2AFC experiments, the images can be separated by either space or time (or both). 
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The results in this dissertation use exclusively spatial 2AFC experiments rather than temporal 

2AFC. Spatial 2APC experiments were chosen because temporal 2AFC experiments usually 

impose a strict viewing time limit that does not correspond to practice in medical imaging. Hence 

the two images are presented to the observer in a side-by-side fashion. A random-number generator 

decides which side each image occupies from trial to trial. The two images can appear on either 

side with equal probability. 

The interpretation of the process by which an observer makes a decision in a 2APC trial is as 

follows. Let us denote the outcome of the ah trial (1 for a correct decision and 0 for an incorrect 

decision) as the random variable n,. Defined this way, is a Bernoulli random variable. The 

observer forms a (noisy) response to both images according to (4.1) and chooses the image with 

the larger response. We follow the notation used in (2.44) by denoting the response in the ah trial 

to the signal present image as Xf and the signal-absent image as A~. then the decision can be 

described by 

A+ A-. (4.28) 
n.=0 

Note that this relationship does not make any reference to a threshold for making a decision. This 

reflects the fact that forced-choice experiments modify the task to specifying which of two images 

contains the signal, rather than specifying which of the two conditions applies to a single image. 

This reformulation of the task effectively removes all reference to a decision threshold from the 

resulting analysis. 

It is not immediately apparent how the relation specified by (4.28) relates to that of the AUC 

given in (2.43). We can recast (4.28) so that is an explicit function of and A~ as using the 
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binary-valued step function, by 

rii = step (A;*" - A;") , (4.29) 

where step (x) is defined to be 0 for x < 0 and 1 for x > 0. If we consider the expected value of 

rii averaged over the two independent random variables, Aj*" and A~, we see that 

OC OC 

( " « ) a * A "  ~  J  J  cfA~ step (A"^ — A~) p2 Pi (-^~) 

—OO —OC 

OC 00 

=  J  d X ' ^ p 2 { X ' ^ )  !  c/A~ step (A"^ — A~) Pi (A~) 

-OC —00 

OC A" 

=  J  f / A ^ p o ( A + )  I  d X - p i { \ - )  

— OC —oc 

= Pc • (4.30) 

Hence the expected value of is the quantity of interest. 

4.1.6 Estimating detectability from 2AFC data 

In a 2AFC experiment Pc is commonly estimated by replacing the ensemble average in (4.30) 

with a sample average of the values. For iVn-jais experimental trials, the estimate is given by 

1 -"^tnals 

•' tnals ^ 

Since the observer responses are presumed to be independent from trial to trial, the Ui variables can 

be presumed to be independent and identically distributed Bernoulli random variables. As a result, 

the sum in (4.31) has a binomial distribution with parameters jVtnais and Pc- As evidence of this 

relation, Pc is sometimes referred to as a binomial proportion in the statistics literature. For a fixed 

number of trials, Pc is well known to be an unbiased and maximum-likelihood estimate of Pc. 

One of the advantages of ML estimates is the ease with which transformations can be handled. 
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Given an ML estimate of a quantity, the ML estimate of a transforaiation of this quantity is simply 

the transformation applied to the ML estimate (see, for example, Dudewicz and Mishra, 1988). In 

this case, the ML estimate of detectability, rf.4, is formed by applying the transformation m (2.46) 

to Pc, 

d A  = 2 e v i - ^  (2Pc- l ) .  (4.32) 

The resulting estimate is the ML estimate of the observer detectability, d'. Often the square of the 

detectability is reported rather than the detectability itself, in which case comparison is made to the 

SNR". The same property of ML estimates applies to the ML estimate of this quantity is 

given by squaring (4.32). 

Typically, experiments probing human detectability average results from multiple observers. 

Certainly detection performance varies from person to person (referred to as between-reader 

variation in the ROC literature), so averaging data from multiple observers corresponds to 

averaging over the population of observers although often with only a modest number of observers. 

Human-observer performance results in this dissertation utilize between 4 and 8 observers in each 

experiment. Let d^r denote the measured detectability of the rth observer from a total of .Vobs 

participating in the experiment. Results of the experiment are then summarized by the average 

detectability in the experiment, 

1 . 
d.A = T7 ^ (4.33) 

* obs 

with error bars derived from the standard error of the mean 

-1) £ •''') (4.34) 
-^obs i-^obs - 1) ^ 

The same approach can be applied to estimates of {d.\)' with analogous formulas for the mean and 
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standard error given above. 

One technical problem with using the sample statistics in (4.33) and (4.34) exists. These first-

and second-order statistics are valid only when the cIa variables have bounded first and second 

moments. However, the moments of d_\ as it is given in (4.32) are not well defined. Since Pc was 

based on the binomial distribution, there is always a nonzero probability that Pc will be 0 or 1. In 

either of these cases, the resulting estimate of detectability is infinite because of the poles in the 

inverse-error function at 1 and —1. Moments of distributions that assign a finite probability to ±oo 

cannot be defined. 

The poles at proportion-correct values of 0 and I should not present a practical problem in 

most experiments. For a reasonable number of trials and values of Pc, the probability of a perfect 

score is negligible. For example, with 200 trials and a high base probability of Pc = 0.97, the 

probability of obtaining a binomial proportion of 1 is less than 0.003. The probability of observing 

0 in a chance experiment where Pc = 0.5 is on the order of lO"®''. Burgess [Burgess 1995] 

identifies the range of optimal statistical efficiency for 2AFC experiments as Pc € [0.8,0.95], 

with a practical upper bound of 0.98. When possible, 2AFC experiments should be designed so 

that the quantities of interest fall within this range. 

One way to circumvent the problem of moments in (4.32) is to redefine the estimate slightly. 

Let us specify P^m and Pmax^ the minimum and maximum values we are willing to consider for the 

proportion correct. These in turn bound the range of detectabilities we are willing to consider to 

f^max " 2 erf ^ i^Pmix ~ 1) 

and 

dmin = 2 erf (2Pm,n - 1) . 
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For example if we set Pmax and Pmin to 0.99 and 0.01 respectively, the detectability is bounded by 

3.29 and —3.29. We can then define an "adjusted" estimate of detectability by 

{ drrax if P c >  P rax 
if PTiin Pc Pmax 

'^min if Pc PTiin 

Since the adjusted estimate has a finite range, dmin < < rfmax, the moments of d.4 must be 

bounded. For experimental data collected within range of statistical power specified by Burgess 

and a reasonable number of trials (200 or more), there should be no difference between these two 

estimates. Hence we can appeal to the adjusted estimate for the validity of the asymptotic results 

used in (4.33) and (4.34). 

4. /. 7 Threshold-energy experiments. 

While threshold-energy experiments are not used in this work, we review this experimental 

procedure briefly since it is closely related to detectability and represents an important body of 

detection-performance results. In particular, the measurement of threshold energy is the primary 

method that researchers in vision science have used to describe the effects of contrast sensitivity 

and masking in the human observer. Recently, Burgess and coworkers (Burgess et al., 1997) have 

used threshold elevation to describe detection performance for stimuli that more closely resemble 

medical images. 

Thi'eshold energy experiments represent a variation in the figure of merit as opposed to the 

variations in experimental method such as ROC experiments and MAFC experiments described 

earlier. An SK£-detection experiment is designed to measure the observer detectability (or SNR) 

as a function of the signal and other components of the imaging chain. The detectability is assessed 

for this signal either by evaluating a formula like those described in sections 4.1.3 and 4.1.4. or 
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by an empirical method such as 2AFC experiments described in section 4.1.5. In either case, the 

figure of merit is the dependent variable; it is evaluated for a given signal. 

In many circumstances, the signal profile may be considered to be fixed but the investigator is 

free to choose the signal amplitude, or equivalently the signal energy. The signal energy, Es, is 

defined by 

the squared norm of the signal function. By specifying the signal, the investigator implicitly 

chooses a signal energy. Therefore the detectability can be seen as a function of the signal energy. 

Evaluating the threshold elevation reverses the relation of dependent and independent variables 

from the case just described. The "'threshold" is defined as the signal energy necessary to achieve a 

fixed value of detectability (or equivalently, a fixed percent correct). Therefore in threshold energy 

experiments, the signal energy is measured as a function of a fixed value of the detectability. Hence 

the effects of diflerent components of the imaging chain are gauged in terms of the signal energy 

required to achieve the set detectability (or other detection pertbrmance index). 

Note that in threshold energy experiments, improvement implies a reduced threshold energy. 

Conversely, an increase in the threshold energy implies deterioration in performance due to a more 

difficult task. In vision science, this sort of deterioration - due to masking or other effects - is 

commonly presented as the elevation from a base threshold energy. 

4.2 Internal noise 

Internal noise is an unavoidable feature of human observers. When given the same stimulus in 

repeated trials (with ample time between repetitions to "forget" their previous responses), humans 
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will not generally make the same decision from trial to trial. In statistical terminology, humans 

are "randomized" decision makers. This phenomenon is accommodated mathematically by the 

inclusion of the random term rijnt in the observer response of (4.1). In the definition of the SNR" 

given in (4.23), intemal noise manifests itself as the added variance term, crf^^. When this formula 

is used to predict human detection performance, the magnitude of the intemal noise term must be 

specified. 

Burgess and Colbome (1994) investigate intemal noise for signal detection tasks in Gaussian 

white noise. In their results with localized aperiodic signals, an intemal noise component 

whose variance is proportional to the variance from extemal sources gave good agreement with 

human-observer results. Their results suggest specifying the intemal noise variance by 

a simple scaling of the SNR" in (4.23), computed without intemal noise. 

The channelized Hotelling observer, presented in section 4.6, allows for intemal noise to enter 

the observer response as noisy channel responses. This model of intemal noise is explained in 

more detail in section 4.6, but it is worth noting here that it utilizes the same principle of making 

the variance of an intemal noise component proportional to that of the extemal noise. 

4 J Optimal observers 

Recall from (2.33) that an expected value of a cost function is a basic figure of merit for 

With this model of intemal noise, the SNR- can be computed by 
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evaluating the decision process. The optimal decision strategy is the decision function that 

minimizes this expected cost. The optimal decision strategy acting on a visual stimuli is called the 

ideal observer (as opposed to, for example, an ideal listener), or alternatively the Bayesian ideal 

observer since the decision problem includes Bayesian prior probabilities. 

The explicit dependence on the cost function in (2.33) would seem to indicate that the functional 

form of the ideal observer should be dependent on this cost function as well. However, this is 

not the case. One of the advantages of detection tasks is that for all reasonable cost functions -

those that attach greater cost to incorrect decisions than correct ones - a single observer-response 

function is optimal. The setting of the decision threshold in (2.30) accounts for the effects of the 

cost-function and signal prevalence. As a result, the observer response function associated with the 

ideal observer applies to all reasonable cost functions and all levels of signal prevalence. 

One consequence of the ideal observer's broad applicability is that the performance of an 

ideal observer can be thought of as a task-based information criterion. It represents the amount 

of information in the image data that can be used to perform the task. This interpretation makes 

the ideal observer a very important benchmark for comparing other observers. Observers that 

perform poorly relative to the ideal observer are making poor use of the information present in the 

image. In particular, the ideal observer is of great value in gauging the human observer. Areas 

where the human observer performs poorly relative to the ideal observer indicate that some sort of 

preprocessing of the image data may be able to boost human performance considerably (Burgess et 

al., 1981; Wagner etal., 1990). 

Unfortunately, the ideal observer is often of little practical use because it is difficult to compute 

though progress in this area is being made (Barrett et al., 1998). A plausible alternative to the 

ideal observer is the Hotelling observer presented in section 4.3.3. This observer can be shown to 
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optimize the observer SNR. The functional form of the Hotelling-observer template is dependent 

on only the mean and covariance of the images, and can be evaluated in principle if these quantities 

can be obtained. 

4.3.1 The ideal observer 

We now turn to the functional form of the ideal observer. We will begin with the optimal 

decision strategy and show how it leads to an ideal-observer response function that is independent 

of decision costs and signal prevalence. For a derivation of the optimal decision strategy, see Vkn 

Trees (1968). 

Recall from section 2.4 that an expected cost can be associated with any decision strategy 

and can be used as a figure of merit for evaluating decision strategies. For signal detection, the 

expected cost, or risk, is given by (2.41). This cost includes the four costs (CTP. CPP. CTN - and 

CFN) associated with the four possible decision outcomes and the signal prevalence, We will 

see shortly that the reconstructed image enters the optimal decision strategy through the likelihood 

ratio. The likelihood ratio is defined by 

\iin Trees) that the optimal decision strategy for minimizing the expected cost in a signal detection 

problem is given by 

This detection strategy makes its decision by comparing the likelihood ratio to a constant comprised 

of the various decision costs and the signal prevalence. Hence this decision strategy is in the form 

the ratio of the signal-present pdf of f to the signal-absent pdf. It has been shown (see, for example. 

(4.35) 
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of a response-threshold model of (2.30). When ^ is greater than the right side of (4.36), the 

detector sets 6, the estimated decision parameter, to 2 indicating that it has detected a signal. When 

A is less than the right side of (4.36), the detector sets 9 to 1 indicating that it has not detected 

a signal. 

While (4.35) is a valid observer response model, it is customary to use the logarithm of 

this decision strategy. Let us define the log-likelihood ratio by A = In After 

transformation by the logarithm, the detection strategy is given by 

The only requirement of the logarithmic transformation is that the right side of (4.35) not be a 

negative number. This restriction is satisfied by any reasonable set of decision costs. Because the 

logarithm is a monotonically increasing function, the detection strategy in (4.36) is equivalent to 

that in (4.35). 

If we consider (4.36) as a response-threshold model, it is evident that all reference to 

decision costs and signal prevalence are contained in the threshold. Hence the observer-response 

function is the same for all settings of these parameters. We will base the definition of the 

ideal-observer-response function on (4.36) and define it by 

tt-'ideal(f) = A (f) 

f p { f \ 9  =  2 )  
= In ( . (4.37) 

\p{e\o = i)) 
In terms of the ROC curve defined in section 2.4.2, the optimality of the log-likelihood ratio 

insures that the ROC curve derived from the ideal observer serves as an upper bound for the ROC 

curve of any other response function (\^n Trees, 1968). The area under the ROC curve, and hence 
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the detectability index defined in (2.46), is therefore maximized with this observer response 

function. 

simplify to a linear observer. 

4.3.2 The ideal observer and image reconstruction 

So far, we have developed the ideal observer as an observer-response function that acts on the 

reconstructed image to make its decision. However, we can also think of an optimal detector which 

acts on the raw collected data, g, before any image reconstruction has taken place. In this case the 

optimal response function is given by 

the log-likelihood ratio of the data vector. The threshold for this response is identical to that of 

(4.36) since a detector that acts on the raw data does not affect the decision costs or the signal 

prevalence. This observer response function is optimal in the same sense that A ^f j was; of all 

possible response functions acting on the raw data, Ajiata (g) attains the maximum detectability. 

The optimal observer acting on a reconstructed image is equivalent to an observer that acts on 

the raw data vector g. By simply substituting O (g) for f in (4.36) the response function becomes 

a function of g. The resulting observer response function, A (O (g)), is explicitly a function of 

the data yet it performs identically to the ideal observer acting on reconstructed images. However, 

the detectability of Ajata (g) sets the upper bound on detectability values for all possible response 

functions acting on g. Therefore the detectability of A (O (g)) must be of equal or lesser value to 

In general, the ideal-observer response is a nonlinear function of f. With some Gaussian 

assumptions on the pdfs of f, described shortly, the ideal observer response function in (4.37) will 

(4.38) 
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that of Ajata (g). Since the detectabilities of A (O (g)) and A are identical, the detectability of 

the ideal observer acting on reconstructed images must be less than or equal to the detectability of 

the ideal observer acting on the raw collected data. 

The upshot of this section is that image reconstruction cannot improve the detectability of the 

ideal observer. It is certainly possible for the reconstruction algorithm to reduce the detectability. To 

see an extreme example of how the reconstruction algorithm might reduce detection performance 

consider a reconstruction algorithm that returns a blank image, f = 0, regardless of the data. The 

detectability of any observer acting on the reconstructed image will be 0 no matter how good 

the data. If we regard the detectability of an ideal observer as an information criterion, image 

reconstruction cannot change any prior knowledge about the problem, nor can it add information 

to the data. The best that a reconstruction algorithm can do is transfer the information in the data 

to the reconstructed image. 

4.3.3 The Hotelling observer 

Unfortunately, in all but very stylized detection tasks, the ideal observer is difficult or impossible 

to compute. As we have seen in (4.37), the ideal observer requires the ability to compute the full 

probability distribution of the reconstructed image under each hypothesis. When these probability 

distributions are unknown - as is the case with patient images - or difficult to compute - as is 

the case with many anatomical models of object variability - the Bayesian ideal observer cannot 

be evaluated. Even with analytic models of object variability, the ideal observer often requires 

high-dimensional integration, making this observer infeasible to evaluate in practice. 

The Hotelling observer is computed from the first- and second-order moments of the 

reconstructed images. Hence the performance of this observer can often be evaluated in 
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circumstances where the performance of the ideal observer cannot. The Hotelling-observer-

response function is expressed in terms of an observer template WHOI- The template is dependent 

on the mean reconstruction and reconstruction covariance under each of the detection hypotheses. 

Let /Xj and /Xj denote the mean reconstruction under the signal-absent and signal-present 

hypotheses, and let Kj and Kf denote the reconstructed-image covariances under each 

hypothesis. Furthermore, let us define an average reconstruction covariance as 

We will also assume for the moment that Kj is an invertible matrix. The Hotelling-observer 

template is given by 

The Hotelling observer is optimal in a number of different ways. When the distributions of f 

under each hypothesis are Gaussian and the reconstructed image covariance is the same in both 

hypotheses ^Kj. = ^, the Hotelling observer is equivalent to the ideal observer (Fiete 

etal., 1987). Under these assumptions 

WHot = K- ^ ) (4.39) 

and 

The log-likelihood ratio in (4.37) is then given by 

1 (f - Mf,)' Rr' (f - + i (f - Mf,)' icr' (f - Mr,) 
0 
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("t, -''f,)''^r'f- '"f. -54,®,"'"?. 

WHoif + K. Vf. - Vf, (4.40) 

The expression for the log-likelihood ratio in (4.40) is seen to be the sum of the Hotelling observer 

response and a constant independent of f. Since this constant can be absorbed in the decision 

threshold, the performance of the Hotelling observer and the ideal observer are equivalent. 

The form of the Hotelling observer simplifies the observer SNR. If we substitute (4.39) into the 

expression for the observer SNR given by (4.23) with the internal noise component to zero, we see 

that 

4tot 
SNR- (wHot) = 

wr 

Wnotl^fWHot 

(4.41) 

When Kf is singular, the definition of the Hotelling observer given in (4.39) and the Hotelling 

observer SNR defined in (4.41) are invalid since the inverse of the covariance matrix does not 

exist. In this case the form of the Hotelling observer can be modified by replacing Kr' with K^. 

the Moore-Penrose pseudoinverse of Kf, yielding 

WHot = - nf ) 

for the observer template and an SNR defined by 

SNR- (wHot) = - fJ-i) Kj" - /if,) • 

(4.42) 
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The resulting observer response function is still the optimal in all the same respects as (4.39) 

provided that does not contain any null vectors of Kj. Note that null vectors of the 

covariance matrix in fj.^ — imply that the signal contains noiseless components, and hence the 

SNR is infinite. 

Because of the inverse (or pseudoinverse) in its definition, the Hotelling observer requires some 

care in its evaluation. For even modest image sizes, inverting the reconstruction covariance may 

be a prohibitive operation. Fiete et al. (Fiete, 1987) suggest a viable alternative to direct inversion 

of iCf. In this work, the Hotelling observer is cast as the solution of the linear system of equations 

KfWHot = f J - f ,  -  f J - i  •  

The approach is to solve this system using any of a number of linear-system solvers. Most 

algorithms for solving large linear systems of equations require the user to supply a program which 

computes the product of, in this case, Kf with an arbitrary input vector. Hence an algorithm for 

computing the product of the reconstruction covariance with an arbitrary vector is sufficient for 

implementing this approach. When is singular, these methods naturally default to computing 

the pseudoinverse form of the Hotelling-observer template given in (4.42). 

Particular care must be taken when estimating the mean and covariance used in the Hotelling 

observer from samples. It is tempting to estimate WHOI by simply replacing the covariances in 

Kf and the mean values and by their sample estimates. The resulting estimate is highly 

inaccurate because the inverse of a sample covariance is a poor estimate of the inverse covariance. 

Better estimates of the inverse covariance are possible when constraints apply. Examples of 

constraints that have been used to this end are stationarity CW^gner et al., 1984) and limitations in 

the spatial extent of the inverse covariance (Eckstein and Whiting, 1995). 
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4.4 Ad hoc observers 

The ad hoc observers presented in this section (an ad hoc collection of ad hoc observers) 

all share the feature that they do not incorporate any covariance information in constructing 

the observer template. Hence these observers cannot adapt their observer-response functions to 

changes in the correlation structure of reconstructed images. This lack of adaptability lies at the 

heart of the suboptimal performance of these observers, while simultaneously making them easier 

to evaluate. 

Images can be created in which each of the ad hoc observers presented here performs optimally 

However the distributions of these images generally do not apply to image reconstruction. For 

example, the nonprewhitening observer described below is equivalent to the Hotelling observer 

when Kf = cr-I, implying that the noise in the image is uncorrelated and has a constant variance 

across the image (i.e. "white" noise). Since this situation does not occur in reconstructed images, 

this observer is suboptimal when applied to this class of images. 

Much of the early work in evaluating tomographic reconstruction by Hansen (Hanson, 1977; 

Hanson 1979) utilized a detection strategy that averaged contrast over the region of image 

containing the signal. This region-of-interest (ROI) observer is the least adaptive of the observers 

discussed here, requiring only knowledge of the spatial extent of the signal to formulate its 

response variable. This observer is optimal when the reconstruction noise is white and the signal is 

a constant value within the ROI. 

A focus of interest in the performance of ad hoc observers centered around the conjecture that 

the inability to adapt to correlated noise represented a limitation in the human observer seen in 

psychophysical data. For example, Myers (Myers, 1985) found the NPW observer (among others) 

to be predictive of human performance in a signal-detection task where the signal was a disk 
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embedded in a stationary noise field with various high-pass correlation structures. 

In the context of quantum-limited imaging, Barrett (1990) demonstrated that the performance 

of any nonadaptive observer saturates in the limit of large exposure time. The existence of a 

saturation point, called the conspicuity limit, would therefore indicate that the observer does not 

adapt to the correlation structure of the images. Human-observer performance, as reported in 

Rolland and Barrett (1992), did not appear to reach this limit. More recent experiments by Burgess 

(Burgess and Li, 1995; Burgess et al., 1997) address the question of observer adaptability directly. 

With some assumptions about internal noise, the results of these experiments show that human 

observers can adapt their observer-response functions (though not necessarily optimally) to image 

correlations. 

In spite of these limitations in predicting the human observer, ad hoc observers are often 

worth considering. They are generally easy to evaluate and are predictive of human performance 

in certain tasks. In comparison with adaptive observers, they indicate the benefit (if any) of 

adaptation. 

4.4. / The nonprewhitening observer 

The nonprewhitening (NPW) observer is defined as the output of a matched filter tuned (or 

adapted) to the mean value of the signal as expressed in the reconstructed images. The observer 

template associated with this model obser\'er is given by 

wnpw = • (4.43) 

It is evident from (4.43) that the NPW observer requires only knowledge of the first-order moments 

of the reconstructed images under the two detection hypotheses. 
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Rolland (1990) and Burgess (1994) have considered modifications to the NPW observer in 

the form of low-frequency suppression. In Rolland's work, the average value of the observer 

template, or alternatively the DC component of its Fourier transform, was set to zero. We will 

follow the naming convention used by Rolland and refer to this observer by the acronym NLP 

(no-iow-frequency and nonprewhitening). The NLP-observer template associated with this 

observer is given by 

The symbol 1 refers to a column vector with all components set to 1. Hence 11' is a rank-one 

matrix whose elements are all 1. The scalar jV is the dimension of the reconstructed images. 

Burgess implemented low-frequency suppression by a linear filtering operation with what 

he called an eye filter. The transfer fiinction of the eye filter was based on a model of contrast 

sensitivity in the human eye proposed by Barten (1987). The form of the transfer function is given 

in terms of a radial spatial-frequency variable p by 

The parameter c was set so that the maximum value of E  { p )  occurred at the peak of the human 

contrast-sensitivity function at approximately 4.0 cycles per degree visual angle. For converting 

from cycles per pixel to cycles per degree, see appendix B. Burgess has used values of 1.0 and 1.3 

f o r  r j .  

Let the matrix E denote a linear filtering operation with the transfer function described in 

(4.45). We will follow Burgess' notation and denote the eye-filtered NPW observer by the acronym 

WNLP (4.44) 

E { p )  =  p ' ' e x p  { - c p - )  .  (4.45) 



153 

NPWE. The observer template associated with this observer is given by 

WNPWE = E (FXF — (4.46) 

4.4.2 The region-of-interest observer 

As the name implies, the region-of-interest (ROI) observer is specified by the spatial extent 

of the ROI. The ROI upon which the observer is based is often simply defined as a collection of 

adjacent pixels in the image. In this case the ROI-observer template is given by 

The assumption inherent in (4.47) is that the spatial ROI is well described by the collection of pixel 

functions. 

An alternative approach to the ROI observer (and ROIs in general) is to define the region of 

interest in the spatial domain and then to represent a characteristic function on this ROI using pi.xel 

functions. Let Crqi (r) be a characteristic function defined by 

Let us define each pi.xel function, (r), as the spatial profile associated with each element 

of a reconstructed image vector. A common choice for u'„ (r) is a rectangular profile given by 

ii.'„ (r) = rect , where r„ is the spatial location of the pixel and Ap,x is the pixel size. 

If we restrict attention to orthonormal sets of pixel functions (a condition that is satisfied by 

the common rect function pixel with appropriate normalization), then each element of the ROI 

(4.47) 
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observer template is defined by 

[WROIL = J RFRCROI (r) W„(r )  

= f dribni^)- (4.48) 

ROI 

This formulation of the ROI observer takes into account partial-volume and other discretization 

effects. 

4.5 Channelized observers 

Channelized model observers perform a detection task after first reducing the image to a smaller 

(usually much smaller) set of response variables. This process has been studied intensively in 

vision science for many years. The application of channelized observers to medical image-quality 

assessment began with the work of Myers (1985), and Myers and Barrett (1987) who introduced 

the channelized Hotelling (CH) observer. 

In the CH observer, the channels provide a mechanism for partial adaptation and suboptimal 

performance. For sparse channel models with only a few channels, a significant loss of information 

may occur in the formation of the channel responses. This loss of information then translates to 

suboptimal performance. A second potential source of suboptimality is internal noise occuring in 

the channel responses. 

4.5. / Detection in a channelized system 

A general diagram of a channelized detection system is given in figure (4.1). This diagram 

depicts the various steps taken in computing the observer response. The rest of this section 

describes this diagram in detail. 

A channelized detection scheme first reduces the input stimulus to a set of channel responses. 
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Fig. 4.1 Schematic diagram of a channelized observer response variable. 
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In the case of interest for this work the input stimulus is an ^V-dimensional reconstructed im.age f. 

For a channel model with a total of Nc channel responses, the variable Uk will indicate the A:th 

channel response where k = 1, Nc- This work considers linear channel responses exclusively, 

and hence we can write Uk as the inner product of f with a channel template, tt by 

Uk = tit (4.49) 

The aggregate of the channel responses is an iVc-dimensional vector u defined by 

u = T'f, (4.50) 

where T is an N x Nc matrix whose columns consist of t^, the various channel templates, hi 

figure (4.1), this step is indicated by a number of arrows that emanate from the reconstructed image 

to the various channel responses. While this depiction is accurate, it can be misleading since this 

step may be misconstrued as increasing the dimension of the stimulus. Each channel response is a 

single scalar value (the result of the scalar product in (4.49)), and hence represents a dimensionality 

reduction from N to 1. In most practical implementations of channelized observers, the total 

number of channel responses is very small compared to the number of pixels in a reconstructed 

image {Nc/N is typically in the range of I0~" to 10"'^). These dimensions make T a highly 

rectangular matrix, and the creation of a channel response entails a large reduction in the dimension 

of the stimulus. 

In principle, internal noise (if it is present) can occur at any point in the detection scheme. We 

will consider an internal noise model that inserts internal noise into the detection process during 

the formation of each channel response as is indicated in figure (4.1). Since the different channel 

responses are meant to model different processing pathways in the human visual system, the 
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components of internal noise introduced by these pathways are assumed to be independent of each 

other. This form of "in-channel" internal noise adds an iVc-dimensional random vector, e, to the 

channel responses of (4.50) yielding a noisy version of the channel response vector 

u = T'f + e. (4.51) 

By assumption, the elements of e are independent of each other. As has been the case with other 

sources of noise in the imaging chain, e is assumed to be zero-mean. The covariance of the internal 

noise vector is denoted Kc. 

In order to produce a scalar test statistic, the observer must compute a scalar function of the 

vector u. The act of reducing the channel response vector to a scalar defines a channel-combination 

rule. We will consider linear combination rules in this work although nonlinear combination rules 

are often used to explain detection performance in classical masking experiments from vision 

science. A linear combination mle is defined by an inner product beUveen u and a fixed vector v 

of channel weights. The resulting observer response is given by 

A = v'u 

= v'^T'f + c). (4.52) 

If we equate the deterministic components of (4.52) to the deterministic components of the linear 

observer template of (4.2), we see that the channelized observer template is given by 

Wchan = Tv. (4.53) 

Similarly, the random components of (4.52) and (4.2) can be equated yielding an internal noise 
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component defined by 

"int = v'e. 

The variance of the internal noise term used in formulas for the SNR is then given by 

al, = v'K,v. (4.54) 

The next section describes the channelized Hotelling observer, where v is the optimal linear 

combination rule. Some choices for T are discussed in chapter 6. 

4.5.2 The channelized Hotelling observer 

The chaimelized-Hotelling (CH) observer can be thought of as the Hotelling observe, strategy 

applied to the channel responses, u, rather than the reconstructed image, f. The original derivation 

of the channelized-Hotelling observer (Myers, 1985) was carried out in the frequency domain. We 

present an alternative derivation here that remains exclusively in the spatial domain. 

In order to apply the Hotelling strategy, we need to know the first- and second-order moments 

of u under each of the task hypotheses. Since the operations involved in forming the channel 

responses are linear, the moments of u can be obtained by straightforward transformations of the 

moments of f. The mean value of u under the two task hypothesis are given by 

=TVf,- and (4.55) 

The covariance matrices for the two task hypotheses are given by 

Ku, =T'Kf T + K«, and Ku, = + K^. (4.56) 

We will follow a previous notational convention by defining an average channel covariance. 
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Ku = ^Ku, + ^Kuj. This covariance is related to the average reconstruction covariance, 

(defined in section 4.3.3), by 

Ku = T'KfT-rK«. (4.57) 

For the moments given in (4.55) and (4.56), the combination rule corresponding to the Hotelling 

strategy is given by 

VHot = (/iu,, - /iu,) • (4-58) 

The channelized Hotelling observer template can be obtained by substituting (4.58) into (4.53) to 

get 

WcH - TVHot 

=  T K - ' ( M U , - A ^ u , ) -  ( 4 . 5 9 )  

We can further tie this formula to the reconstructed image domain by replacing and Ku by 

formulas in (4.55) and (4.56). With this refinement, the channelized-Hotelling observer template 

becomes 

WCH =  T ^ T ^ K f T  +  ix^ K f T - r - K , )  '  T ' )  

= T (T'KfT + K,) T' ) . (4.60) 

The SNR associated with the Hotelling combination rule given in (4.58) is obtained through the 

same argument used to derive the Hotelling-observer SNR in (4.41). The SNR of the channelized 

Hotelling observer is therefore defined by 

SNR-(WCH) = SNR-(v„ot) 
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= (/^u, - )' - /^u,) • (4.61) 

The channelized Hotelling observer SNR is given in terms of the moments of the reconstructed 

images by replacing Ku and ) by their equivalents using (4.57) and (4.55). The 

resulting channelized-Hotelling SNR is given by 

SNR^ (WCH) = [ f ^ i  - Mf,)' T (T'KfT -f- K,)T' (/Xf, - /Xf, ) -

A very important practical point is that the channelized-Hotelling observer avoids some 

computational difficulties of the Hotelling observer. Because of the transformation by T, the 

dimension of the necessary inverse has been reduced to the dimension of the channel responses. 

This reduction in dimension is generally great enough that the inverse of the channel covariance 

matrix, T'K^T + Kg, can be obtained directly. The reduction in dimension also allows reasonable 

estimates of the inverse matrix from samples. 

4.5.3 Channel profiles 

The formation of a channel response in (4.49) is cast as an inner product between the 

reconstructed image f and a channel-template vector t/t. The human visual system can access the 

reconstructed image only after image display, and hence must incorporate the effects of display 

as well as the channel response. 

The display of reconstructed images was discussed earlier in section 2.2.4. In that section, a 

display operator L transformed f to a function of spatial position on the display, (r). The 

form of C was not specified other than as a general discrete-to-continuous operator. We will now 

specialize to reconstructions where each element of f is the intensity of a rectangular pixel on the 

display. We will also assume that noise in the display process can be neglected. The displayed 
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image can now be described as a spatial function, given by 

/display (j.) =  £ | f } ( r )  

(4.62) 

Most of the literature on channel models describe the channel in terms of the Fourier transform 

of a retinal image. If we project the A:th retinal channel profile onto the displayed image, we obtain 

a channel profile, Cfc (p), which is a function of the two-dimensional spatial-frequency variable p. 

For convenience we will define p as cycles per displayed pixel. The spatial sensitivity function 

associated with this channel profile is tk (r), the inverse Fourier transform of Ck (p). 

The channel response can now be defined as an inner product in the spatial domain between the 

spatial sensitivity function of the channel and the displayed image. The deterministic component 

of the channel response is given by 

(4.63) 

This integral can be rearranged as a sum over the elements of f by substituting (4.62) for (r), 

yielding a channel response (before addition of any internal noise) of 

If we define each element of the channel template vector associated with tk (r) by 
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then the vector inner product in (4.49) is the equivalent of a channel response defined in the 

continuous domain. It is usually the case that the spatial sensitivity function is slowly varying over 

a pixel, and hence the elements of the channel template are well approximated by sampling tk (r) 

at each r„. In this case. 

The first implementations of the channelized Hotelling observer (Myers. 1985: Myers and 

Barrett, 1987) utilized radially symmetric channel filters with a square profile in radial frequency 

(SQR). The justification for the radial symmetry was that the signal profile and noise covariance for 

these experiments were also radially symmetric. Therefore radially symmetric channels resulted in 

no reduction in performance but a large economy in the number of charmels. 

In the radial frequency domain, the square filters were defined by a starting frequency, Pq. This 

frequency served as the starting point of the first channel. The upper fi-equency of this channel 

was defined to be p^ = apQ with Q > I. The starting frequency of the second channel was set to 

the upper frequency of the first. The upper frequency of the second channel was then given by 

po = apy. This system for defining the channel filters was continued for the remaining channels. 

The radial frequency profile of the A:th channel is given by 

An example of square-channel profiles is plotted in figure 6.7. 

A second radially symmetric model used more recently by Abbey (Abbey and Barrett. 1995; 

Abbey et al., 1996) utilized an overlapping diflference-of-Gaussians (DOG) profile. With this 

~ ^pix (4.64) 

0 for p < ^ 
1 for < P < Po^'^ 
0 for p > poa*"' 

(4.65) 
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model, the radial frequency profile of the krh channel is given by 

C "  ( - K ^ )  )  "  ( ^ )  )  •  

The standard deviation of each Gaussian is chosen in an analogous fashion to the upper and lower 

frequencies of the square channel model. From an initial (Tq, each of the values is defined by 

rTfc = o-qq^'. Examples of two DOG channel profiles are given in figures 6.8 and 6.9. 

More involved channel models that use channel profiles tuned to specific angular orientations 

and phase factors have been proposed by Wktson (1983) and Daly (1993). Practical implementations 

of these models typically involve 100—200 channels. Eckstein and Whiting (1995) have had some 

success in predicting human performance in patient-structured noise using these models. While 

intriguing, these models are beyond the scope of this work. 



164 

CHAPTERS 

Human detection performance in "tomographic reconstruction" noise 

Previous chapters have described the role of image reconstruction in the imaging chain, analysis 

of mean and covariance of reconstructed images, and the analysis of decision performance for the 

task of signal detection. This chapter applies of these methods to imaging problems. The goal 

of this chapter is better understanding of human detection performance in reconstructed images. 

Chapter 6 analyzes the performance of model observers in the same experiments. 

The experiments reported in this chapter fall into two groups, described respectively in 

sections 5.2 and 5.3. All of the studies are related to the general problem of parallel-beam 

tomographic-image reconstruction. In each section, the rationale for the experiments is described, 

along with details of how images for 2AFC detection studies were generated. 

5.1 Psychophysical studies 

This section describes the environment in which the psychophysical results of this dissertation 

were acquired and the training of the observers. The experimental method, two-alternative 

forced-choice (2AFC), has been described in section 4.1.5. 

5.1.1 Laboratory environment 

The psychophysical results reported in this chapter have been conducted in the psychophysics 

laboratory of the Department of Radiology at the University of Arizona over a period of three 

years. 

The laboratory itself is a large room with a single entrance (a second entrance is blocked) and 

no windows. The only sources of light in the room are the ceiling lights, two CRT monitors within 
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the room, and any light coming through the entrance to the room. The monitor on which the study 

images are displayed is located across the room from the entrance, and the angle of the monitor is 

not affected by reflection from either the other monitor in the room or any light from the doorway. 

Most subjects perform experiments with the door closed or opened only very slightly. 

The monitor on which the experiments are conducted is a 17 inch standard DEC Alpha 

workstation monitor. The measured intensity range of this monitor runs from 0.15 to 4.0 foot 

Lamberts (fL) at the contrast and brightness settings used for these experiments. The monitor has 

approximately 200 grey levels in this intensity range. The monitor has a measured screen gamma 

of 2.8. The dials that control monitor contrast and brightness are marked for the experimental 

settings, and subjects are instructed to use these settings. The measured size of a single pixel on 

the monitor is 0.27mm. 

5.1.2 Display program 

The software for the display of images and accumulation of observer responses is derived from 

a program written by Dr. Jonathan Boswell of the United States Food and Drug Administration. 

Center for Devices and Radiological Health. The original program has been adapted for the studies 

reported here by the author. The code is written entirely in the IDL programming language. 

When participating in a study, a subject is given the name of the study and a list of experiment 

numbers. After logging into the computer (into a general observer account), the subject enters the 

name of the study on the command line. The study name is aliased to a command that changes 

the working directory to the proper subdirectory for storing experimental results. The subject then 

starts the IDL environment program by entering another command, and enters the program name. 

•' f c", to begin the display program at the IDL command line prompt. 
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The display program queries the subject for an observer number and an experiment number. 

The observer number is incorporated into the name of the output file to identify the observer who 

produced the results. The experiment number is also incorporated into the output file so that both 

the experiment and the observer who produced the data can be identified from the output-file 

name. A typical output file might be named "mOSoOS . out" identifying the results of observer 5 

on experiment (or modality) 3. 

The experiment number also identifies an experiment parameter file that contains important 

information for running the experiment. This file is read immediately after the subject enters the 

experiment number. The parameter file lists the names of the image files that will be used for the 

experiment. Vkrious experimental parameters such as the image size, number of trials, and the size 

of the display window on the screen are set to values read from the parameter file. 

After reading the parameter file, the display program begins reading images for use in the 

experiment. The images are stored as unformatted byte files with no header. The program reads all 

the experiment files into random-access memory (RAM) before any trials begin. The program can 

then display the images fi-om trial to trial without having to read any files from disk. The approach 

of reading all the images at once is beneficial when network traffic on the computer system slows 

disk access and disrupts the subject performing the experiment. A typical study involving 64 x 64 

pixel images and 200 image pairs, requires approximately 1.6 megabytes of RAM to store. 

Along with the image files to be used in the trials, the program also reads a pair of reference 

images. The purpose of these images is to provide the subject with a noise-free profile of the signal 

and alternative (usually a uniform field) for reference during the experiment. These images are 

displayed in a separate window from the images used in the trials. Observers are free to move this 

reference window to any location on the monitor. 
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Presentation of the trial images is done in a window that is much larger than the trial images. 

The trial images are displayed at the center of this large window with the rest of the window set to 

uniform grey (at a measured luminance of 1.7 fL). The reason for the large display window is to 

move the border surrounding the window away from the trial images. 

Intensities of the byte images are mapped directly to pixel intensities in the display, and hence 

any image scaling or contrast enhancement must be done when the image files are created. The 

only free parameter in the display of the trial images is the size of the images on the screen. The 

program allows for magnification of the image size by an integer multiple. The expansion of the 

images is implemented using bilinear interpolation. Magnification factors of 2 or 4 are used for the 

results presented here. 

A pseudorandom number generator, initialized by the system clock, is used to decide on which 

side the signal image is to be displayed in a given trial. The two images are magnified and written 

to an intermediate buffer which is then written to the trial window. Writing first to a buffer ensures 

that any temporal effects in writing the images to the display window will not be discernible to 

the subject. The trial window is then annotated with the trial number (to let the subject know how 

many images are left in the e.xperiment). A number of tick marks are added at the edges of both 

images for queuing the location of the signal in both images. The order in which the trial-image 

pairs are presented to the observer is also randomized using pseudorandom numbers. 

Once a trial-image pair has been displayed on the monitor, the observer has an unlimited amount 

of time to decide which image contains the signal. Generally, time of response is similar to that 

reported by Burgess (Burgess, 1995), averaging between 1.5 and 2.0 seconds per image pair. The 

response time is recorded although it is not used in any of the studies. The observer records his/her 

decision by moving a mouse pointer over the image presumed to contain the signal, and clicking 
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the right mouse button. 

After the mouse-click, the software loads a white noise field into the portion of the display 

window that contained the trial images. The purpose of this step is to interpose a visual stimulus 

between the presentation of trial pairs. Feedback to the observer is given by annotating the display 

window with the words "RIGHT" if the observer chooses the signal image, or "INCORRECT" if 

the observer chooses the alternative image. The duration of the white-noise field and feedback is 

approximately 300ms. 

The observer response for the trial (I for correct, 0 for incorrect) is then stored in an array for 

the duration of the trials. When the last trial has been completed, the display program opens the 

output file and writes the order of image pairs as they appeared to the observer along with the 

response to each image pair. After this list, the fraction of correct decisions for the experiment is 

written to the output file, and the file is then closed. The fraction of correct decisions - the estimate 

of Pc in (2.44) - is displayed for the observer to see. At completion, the display program exits to 

the IDL environment. 

5.1.3 Subjects 

The observers for the experiments reported in this chapter were mostly graduate students, with 

a few nonstudent members of the community. None of the observers had received any formal 

medical training. However, since the tasks investigated here do not require any physiological or 

radiological expertise, it is unlikely that medical training would alter the results. 

The author is one of the observers in each of the studies reported. While this practice is 

discouraged in some disciplines, it is not uncommon in observer-performance studies. Burgess, for 

example, regularly reports his own performance (Burgess et al., 1997), as does Solomon (Solomon 



169 

and Pelli, 1994, and solomon et al., 1997), Eckstein (Eckstein et al., 1997), and others. The results 

reported in this chapter will be averaged over 4 to 8 observers, all of whom are naive to the nature 

of the study (except the author). The averaging of performance results should largely remove any 

bias due to the one observer who is aware of the study purpose. 

For earlier studies the observers were volunteers receiving no compensation for the time spent 

performing the detection experiments. In the later studies, some of the observers were compensated 

for their time at a rate of S8.00 per hour. There do not appear to be any observable differences 

between the data from compensated and volunteer observers. 

All the observers in these studies received considerable training before performing the 

experiments. The training included a number of detection experiments in white noise, where 

the observer performance was compared to that reported in the literature (Burgess, 1984a). 

Criteria were set for minimum acceptable performance levels in these studies. Subjects could not 

proceed to the studies reported here until these criteria were met. Also, training sessions were 

conducted before each experiment on a smaller independent sample of images drawn from the 

same distribution as used in the experiment. A training session typically used 50 pairs of trial 

images. 

5.2 Filtered-noise experiments 

Tomographic reconstruction is an interesting subject for perceptual studies because the 

reconstruction process induces a strong correlation structure into the noise of the resulting images. 

The noise-power spectrum (NFS) of the reconstructed images due to quantum noise in the image 

data typically assumes a "ramp" profile in the spatial-frequency domain (Barrett et al., 1976). 

Reconstructed medical images contain an additional correlation structure due to variability in the 
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ensemble of objects that are imaged as discussed in section 2.2.1. This source of variability is 

often described in terms of fractals, leading to a power-law form for its NPS over a range of spatial 

frequencies (Caigill, 1989). The correlation strucnire of the reconstructed images is a combination 

of these two components modulated by some form of regularization implemented during the 

reconstruction process. Understanding how these factors influence human detection performance 

can yield useful insights into both the design of better reconstruction algorithms and the detection 

strategy used by human observers. 

In particular, knowledge of the human detection strategy would help determine good predictors 

of human detection performance. These predictors could then be used to reduce the need for 

lengthy and expensive human-observer performance studies, of the sort reported here, in validating 

new reconstruction algorithms. To this end, a number of different model observers have been 

proposed in the literature and were discussed in chapter 4. In chapter 6, several of these models are 

tested against human performance in these experiments. 

In the psychophysical experiments carried out for this section, a stationary Gaussian random 

process with a number of free parameters is used to generate images for 2AFC detection 

experiments. For all the e.xperiments, the parameters of the Gaussian process are adjusted so 

that the NPS of the resulting images maintains the form of a modulated combination of a ramp 

and a power law. The different experiments gauge performance for parameter settings that 

correspond to diflferent levels of signal and noise contrast, regularization, exposure time, and tissue 

characteristics. Results of these studies show how the human-observer performance depends on 

these variables. 
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5.2.1 Rationale 

Chapter 3 explained why the full multivariate probability-distribution functions (pdfs) 

of reconstructed images are generally difficult to obtain and proceeded to analyze the first-

and second-order moments as feasible altematives. In this section, pdfs of the images are 

known because the "reconstructed" signal-absent or signal-present distributions images are 

simulated directly from Gaussian pdfs. Simulating the images directly circumvents the imaging 

chain (up to the point of display) entirely, and allows for easy generation of images using a 

pseudorandom-number generator. 

The concern in a simulation study lies in whether or not the results generalize to more realistic 

distributions of images. In the absence of further study, it may be unclear as to whether a given 

effect is actually a feature of the reconstruction process or an artifact of the simulation. This 

quandary is avoided by using the results of the studies to analyze the predictive power of model 

observers. The validity of simulated images in this context is predicated on the notion that a good 

predictor of human performance should be valid in simulations as well as real patient images. 

Although we point out some implications of the results presented here in human detection 

performance, our primary goal is to provide a set of human-performance data to measure against 

many of the model observers described in chapter 4. The comparisons between human and model 

observers are carried out in chapter 6. 

5.2.2 Generation of images 

In each experiment of this section, images are created by sampling from a Gaussian random 

process. The images under each of the two detection hypotheses are therefore modeled by 
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multivariate-normal densities according to 

Hypothesis 1 : f ~NA/^XA/^ 

Hypothesis 2 : f ~ j . 

The subscript N x N indicates the dimension of f. Throughout this section we assume that the 

image covariance is given by Kj in both hypotheses. 

Generation of a single image requires the creation of intermediate images of different 

dimensions. The experiments simulate 64 x 64 pixel reconstructed images, and the stored image 

files read by the psychophysics display software are of this dimension. However, the images are 

generated as 128 x 128 pixels from which a 64 x 64 pixel subregion is extracted. The reason for 

extracting a subregion - and by implication the reason for generating a noise field of four times 

the required size - is to eliminate the effects of circular convolutions implemented by the DFT. 

Circular convolutions correlate pixels at one edge of the image with those on the other side of the 

image because the convolution assumes a periodic function, and hence the convolution kernel 

"wraps around" to the other side of the image when it comes to an edge. Since there is no physical 

basis for this correlation in real tomographic reconstructions, the generation of a large noise field 

and subsequent extraction of a patch is incorporated to remove this effect from the simulation. 

On the display used for these experiments, 64 x 64 pixel images are quite small (17.3mm on a 

side). The display software magnifies the images by a factor of 4 in both dimensions using bilinear 

interpolation. After this magnification, the displayed images are 256 x 256 pixels in size. The 

process described below to generate the images includes an extraction operator that reduces the 

image dimension from 128 x 128 pixels to 64 x 64 pixels. The extraction operator is followed by 

an operator that represents magnification using bilinear interpolation. This operator increases the 
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dimension of the image to the final displayed size of 256 x 256 pixels. 

The generation of an image begins with the creation of a noise field. A pseudorandom-number 

generator (initialized by the system clock) is used to create u, a vector of uniform Gaussian noise 

that is twice the dimension of the simulated reconstructions, and hence 

U ~ NI28X128 (0,1) -

A correlated noise field Ufiu is created from u by a discrete convolution. The convolution operation 

is implemented using discrete Fourier transforms (DFTs), and hence Ufiu is defined by the product 

Ufiit = F^AFu, (5.1) 

where F is the DFT matrix defined in section 3.1.1, and A is a diagonal matrix that defines 

the discrete transfer function of the noise generation process. The DFT is defined as a unitary 

transform and hence F^ = F~^ 

It is convenient to define the discrete transfer function by 

A = B(N, + N„)'/^ (5.2) 

where each of the three terms represents a component of the image-reconstruction process. The 

anatomical noise-power spectrum Na, represents the fluctuations in the images due to the model of 

object variability. The MPS of fluctuations in the reconstructed images from noise in the collected 

data is represented by N,, the quantum NFS. The regularization imposed by the reconstruction 

algorithm is incorporated through B, the transfer function of an apodizing Butterworth filter. 

The apodizing filter reflects the effects of regularization in the reconstruction algorithm. The 

parametric form of each of these transfer-function components is given in the next section. 

For signal-present images, the signal profile is added to Ufiu before extraction of the subregion. 
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Since the profile of the signal in reconstructed images includes the eflfects of regularization in the 

reconstruction algorithm, the signal-present profile can be thought of as an unregularized profile s 

that is filtered with a transfer function of the regularized given by B. Generating s as a 128 x 128 

image allows us to use extraction as a way to remove nearly all the effects of circular convolutions 

in the signal as well as the background. Applying the regularizing filter to the unregularized signal 

yields a filtered signal profile 

Sfiit = F^'BFs, (5.3) 

with B the same as in (5.2). 

Af^er the generation of a noise field by (5.1) and, if called for, the addition of a signal profile 

generated according to (5.3), a 64 x 64 pixel subregion, or "patch", is extracted. The operation of 

extraction is described by multiplication with a matrix W defined as 

(Wlii = iii. 

where is a Kronecker-delta that equals 1 when the two-dimensional vector index i = j, and 0 

otherwise. The index i runs from the pair (0,0) to (63,63) while j runs from (0.0) to (127.127). 

Since the output of this operation is of smaller dimension than the input (64 x 64 vs 128 x 128), 

the extraction is equivalent to multiplication by a rectangular matrix. 

The generation of a signal-present image is described mathematically by adding Sfiu of (5.3) 

to Ufiit of (5.1) and extracting the subregion by operating on this sum with W. The result is then 

boosted by a uniform constant c = 100.0, so the resulting image intensities are in the middle of 

the grey-level range of the display monitor. Since the constant is added to each element of the 

extracted image, this step is implemented by adding cl to the extracted image, where 1 is a 64 x 64 
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image with each pixel intensity set to 1. The mathematical expression of this process is given by 

the transformation 

f = cl -I- W (Sfiit -r Ufiij) , 

= cl + W (f^BFs + F^AFu) . (5.4) 

Signal-absent images are created by the same process as signal-present images except that no 

signal is added. Hence the transformation used to generate signal-absent images is described by 

f = cl -t- Wufiit 

= cl + WF^BAFu. (5.5) 

Finally, the reconstructed images are magnified by a factor of 4 during an experiment. The 

magnification is implemented by bilinear interpolation to produce a 256 x 256 image, denoted 

fdisp, from f. We will denote the linear operation of bilinear interpolation by the matrix S. Like the 

extraction operator, S is a rectangular matrix since it acts on a 64 x 64 element vector to produce a 

vector that has 256 x 256 elements. Mathematically, fjjsp is defined by 

fd.sp = Sf. (5.6) 

5.2.3 Signal and noise spectra 

In this section we describe the parametric functions that control the signal profile and noise 

covariance structure in the experimental images. The DFT spectrum provides a convenient way 

to characterize the parameters of interest in the simulation. Hence the spectra described below 

characterize the images before extraction of a subregion and subsequent interpolation of the 

displayed image. 
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The description of the images in terms of DFT spectra requires associating two-dimensional 

spatial locations to image pixels. Hence, we will index images with a two-dimensional vector 

1 = 

as described in section 2.1.1. Each index of an image corresponds to a location in a spatial grid of 

points. The grid points are defined by 

r: = 
I A • 'X—*pix i = 0 m — 1. (5.7) 

where m is the vector limits of the index. In an N x N image, m is defined as 

m = N 
N 

The distance between pixels. Apjx, is the same in both the vertical and horizontal directions. For 

simplicity, distances between spatial locations are given in pixel units, and therefore Ap,x = 1- The 

location ro is at the lower-left comer of an image. Increasing moves r; horizontally to the right, 

and increasing iy moves ri vertically. The location rm-i is at the upper-right comer of an image. 

The DFT associates a grid of points in the spatial-frequency domain with the grid of spatial 

positions defined by the various r;. The kth element of the DFT corresponds to the two-dimensional 

spatial-frequency vector 

Pk = 
1 

iVA. pix ki. y J 

(5.8) 

where k' is derived from a common convention for indexing DFTs using 

fc' = Mod [k + iV/2) - N/2. 

We now turn to analyzing the covariance structure of the filtered noise field unu- This vector 



177 

is defined in (5.1) by a linear transformation of a uniform Gaussian vector u, and is therefore a 

Gaussian random vector as well. The mean and covariance of Ufin are determined by the usual 

rules for linear transformations of a Gaussian random vector. Since the mean of u is zero, the mean 

of Ufiit must be zero as well. The covariance of umt is derived using (5.1) and the fact that the 

covariance of u is the identity matrix, yielding 

Ku„,. = 

= F^AFF^A^F 

= F^AA^F. 

where A is the diagonal transfer function for generating the noise field. We will see below that the 

diagonal elements of A are real-valued, and so AA*^ = A". The covariance of unu is therefore 

given by 

Kun,. = F^A-F. (5.9) 

The parametric form of Ku^,, is specified by the three components used to describe A in (5.2). 

Recall that the three terms represent the effects of the anatomical NPS denoted N^. the quantum 

NPS denoted N^, and the regularizing filter denoted by B. Each of these matrices is a real-valued 

diagonal matri.x. The covariance of unu is related to these three components by 

=F^B-'(N,, + Na)F. (5.10) 

The kth diagonal elements of Nq, N^, and B are given below by parametric functions of radial 

frequency = ||Pkll' where is the spatial frequency vector defined in (5.8). This common 

dependent variable allows the power spectra of Nq, N,, and B^ to be plotted on a common axis as 
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is done for some typical parameter settings in Figure (5.1). 

The functional form of anatomical NFS is given by 

(5.11) 

where is a constant set to 0.0156 for all experiments. The parameter IV'a controls the magnitude 

of the anatomical fluctuations in the images. The exponent iS controls the rate of falloff of the 

anatomical NFS. For values of that are large relative to the anatomical NFS is very nearly 

where is a constant set to 0.0078 for all experiments. This setting of p^ equates the value of N, 

at the origin (k = 0) with the value at the nearest neighbors about the origin. The resulting form 

of N, is a ramp in radial frequency except at the origin (often referred to as the DC component) 

where the value of the NFS is constant. This change in the ramp spectrum is visible near the origin 

of Figure (5.1). 

The functional form of the apodizing filter is given by 

the usual form of a Butterworth filter. The cutoff point of the filter is defined as the parameter p^, 

the radial frequency at which the value of the filter is 1/2. The order {u) of the Buttenvorth filter 

determines how fast the filter falls off near the cutoff point. For all experiments of this section, the 

proportional to the inverse-power law p^^. Values of used for the results of this section range 

between 3 = 2.0 and ;3 = 4.0. 

The frinctional form of the quantum NFS is given by 

(5.12) 

1 (5.13) 
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Fig. 5.1 Spectral components of the noise field for filtered noise experiments. 
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order of the Butterworth filter is fixed at a value of i/ = 4. 

The mean signal in the 128 x 128 image (before extraction of the subregion) is specified by 

Sfiit defined in (5.3) as a fixed signal profile that is modulated by the regularizing filter B. The 

unregularized signal is represented by a 128 x 128 pixel vector s, defined in the spatial domain by 

,-> i\ " 

rect ( 2''' ) . (5.14) fsl; — As I 1 — 
r: - Tr 

R R 

where As is the signal amplitude in grey levels, R is the signal radius in pixel units, and n is a 

real-valued signal exponent (n > — 1) that determines the rate at which the signal profile goes to 

zero near the edge. For all the experiments, R is set to 4.0 and n is set to 1.5. This functional form 

has been used by Burgess et al. (Burgess et al., 1997) to fit the profile of nodule data collected by 

Samei (Samei et al., 1996). The signal is located at the center of the extracted patch, and hence 

Tc = 32.0 
32.0 

in pixel units. 

For comparison with the various power spectra that make up the NPS of the noise field, we plot 

components of the signal spectrum in Figure 5.2. We use the square modulus of the DFT of Sfiu to 

define the discrete spectrum of the signal, denoted qs, according to 

[qslk = KFsnitlkl" • 

Substituting (5.3) for snu allows each element of qs to be written as 

(q.l„ = I[BFs|^|2 

a product of the spectrum of the unregularized signal s and the square of the apodizing filter B. 
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Unlike the spectral connponents of Figure 5.1, the spectrum of s is not explicitly defined as a 

function of the radial frequency p^. However, since s is radially symmetric about TC, the spectrum 

of this vector will be radially symmetric as well. The value of the discrete spectrum at a given 

radial frequency p is well approximated for the purposes of Figure 5.2 by plotting values of 

where 

" 0 • " 1" • 64 • 
0 0 0 

Most of the signal power is well within the apodizing filter, which is identical (up to a scaling 

factor used only in making the plot) to the filter used in Figure 5.1. A log-scaling of the y-axis is 

used in order to see the amplitude of the signal in the relatively low magnitude tail at high spatial 

frequencies. 

5.2.4 Psychometric studies 

The first set of filtered-noise experiments concerns the effects of increasing the signal or noise 

contrast. We refer to these experiments as psychometric studies since a psychometric curve is 

typically defined as the functional relation between performance and signal contrast. The three 

studies - referred to as P1, P2, and P3 - investigate performance versus a normalized contrast 

defined below. 

The rationale behind these particular studies is best understood in terms of the following 

problem. Suppose that we have assessed performance in a difficult detection task, and we would 

like to change some experimental parameters to improve performance. There are many ways to do 

this but we will focus on two possibilities. The first is to increase the signal contrast. As the signal 

gets brighter it becomes easier to detect and hence detection performance improves. Alternatively 
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Fig. 5.2 Spectral components of the signal. 
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we could reduce the contrast of the noise field. In this case, the signal contrast remains constant in 

an absolute sense, but the signal contrast relative to the noise contrast is getting larger. In the limit, 

as the contrast of the noise field is reduced to zero, perfect detection performance is achieved for 

reasonable levels of signal contrast. The studies presented here investigate the equivalence of these 

two methods of improving performance. 

To compare the two methods above, we define a relative signal contrast that is valid for both 

methods. There are a number of ways relative signal contrast can be defined so that scaling 

the signal contrast by positive constant 7 is the same as scaling the noise contrast by 7"^ For 

convenience, we define the relative contrast as the ratio of the contrast of snu to the pixel standard 

deviation of Ufiit. The contrast is defined mathematically by 

c = (5.15) 

where kmax is the index of the maximum element of Sfiu. We will often refer to fsnuli, as the 

signal strength and as the noise strength. Note that a particular index of k is not 

necessary for the noise contrast since Kum, is circulant stationary and hence all diagonal elements 

are equal. The definition of relative contrast is valid for the extracted patch since kmax is within the 

patch, and hence the signal and noise contrast are unchanged by the extraction of a subregion. 

Since Smt is defined as a linear transformation of the unregularized signal, the numerator of 

(5.15) can be adjusted by changing As defined in (5.14). The denominator of (5.15) can be adjusted 

by scaling the magnitudes of the anatomical NFS and the quantum NFS by a common factor. 

In each of the three studies, seven experiments were conducted. The amplitude of the 

unregularized signal is reduced in each of the first four experiments, while the noise parameters 

remain constant. From experiments 4 to 7, the signal amplitude remains constant while Wa and 
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are proponionally reduced. The relative contrast as defined in (5.15) decreases from experiment 

1 to 4 and increases from experiment 4 to 7. The scaling of Wa and Wq in experiments 4 to 7 is 

controlled so that the relative contrast of experiments 5 through 7 exactly matches experiment 3 to 

1 respectively. 

The distinguishing feature of each of the three studies presented is the relative difiference 

between Wa and Wq. In study PI, Pl-'a = 0 and the images contain only effects due to quantum 

noise. In study P2, a degree of anatomical variation is present with WajWq = 20.6. In study P3, 

the relative amount of anatomical variation is increased by a factor of 4 to WaJWq = 82.5. 

Tabulations of the relevant parameter values are given in Tables (5.1), (5.2), and (5.3) 

for e.xperiments PI to P3, respectively. Throughout all the experiments, the cutoff of the 

Butterworth filter in (5.13) is fixed at 0.3, and the exponent i3 of the anatomical NPS was fixed for 

all experiments at 3.0. Example images from studies PI to P3 are shown in figures (5.3), (5.4), 

and (5.5) respectively. The images, taken from experiments 1, 4, and 7 in each study, represent the 

extremes of relative contrast. 

Detection performance was assessed for 4 observers with 400 trials for each of the 7 

experiments. Each experiment was divided into two sittings of 200 trials to avoid fatigue. 

Average observer performance in studies P1-P3 is plotted in figures (5.6), (5.7), and (5.8) 

respectively. Each data point is the sample average of the 4 observer detectabilities with 1 standard 

deviation error bars. We see in all three experiments a close agreement between the performance 

obtained by varying the strength of the signal and that obtained by varying the strength of the noise. 

The agreement between the signal- and noise-contrast results indicates that human performance is 

apparently insensitive to scaling of the image intensities in these experiments. Since scaling image 

intensities involves scaling the strength of both the signal and noise, it does not change the relative 



Exp. # As % Sig. strength Nse. strength Rel. contrast: c 
I 22.50 0.0 4181.8 22.86 13.73 1.66 
2 16.87 0.0 4181.8 17.14 13.73 1.25 
3 12.65 0.0 4181.8 12.85 13.73 0.94 
4 9.49 0.0 4181.8 9.64 13.73 0.70 
5 9.49 0.0 2352.2 9.64 10.30 0.94 
6 9.49 0.0 1323.1 9.64 7.72 1.25 
7 9.49 0.0 743.82 9.64 5.79 1.66 

Table 5.1 Parameter values for study P1. 

E.\p. # .4s IV yVq Sig. strength Nse. strength Rel. contrast: c 
1 40.00 86252 4181.8 40.65 18.45 2.20 
2 30.00 86252 4181.8 30.48 18.45 1.65 
3 22.50 86252 4181.8 22.86 18.45 1.24 
4 16.87 86252 4181.8 17.14 18.45 0.93 
5 16.87 48465 2352.2 17.14 13.83 1.24 
6 16.87 27281 1323.1 17.14 10.38 1.65 
7 16.87 15331 743.82 17.14 7.78 2.20 

Table 5.2 Parameter values for study P2. 

E.vp. # As IF, Sig. strength Nse. strength Rel. contrast: c 

1 53.33 345010 4181.8 54.19 28.22 1.92 
2 40.00 345010 4181.8 40.65 28.22 1.44 
3 30.00 345010 4181.8 30.48 28.22 1.08 
4 22.50 345010 4181.8 22.86 28.22 0.81 
5 22.50 194068 2352.2 22.86 21.17 1.08 
6 22.50 109125 1323.1 22.86 15.87 1.44 
7 22.50 61440.0 743.82 22.86 11.91 1.92 

Table 5.3 Parameter values for study P3. 



Signal Signal + Noise 

Fig. 5.3 Sample Images from study PI 



Signal Signal + Noise 

Fig. 5.4 Sample images from Study P2 
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Exp Signal Signal + Noise 

Fig. 5.5 Sample images from Study P3 
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contrast, and hence by the results of this section does not greatly affect human performance. 

This result is not surprising but is of practical importance in the design of psychophysical 

studies. In many studies, the range of parameter values causes the experimental images to either 

saturate the display or run to very low levels of absolute contrast. It is convenient to rescale the 

images to avoid these problems. However, rescaling would cause problems in interpreting results 

if it had a significant effect on perfomiance. The results of this section indicate that this is not the 

case, and we will make frequent use of rescaling in subsequent experiments. 

The results of these studies also indicate an apparent linear relationship between human 

performance and the relative contrast. In each study, the human performance data are best fit by 

a line with a positive slope and a small positive x-intercept. These results are similar to those 

reported by Burgess (Burgess and Ghandeharian, 1984b) who investigated the eflfect of signal 

strength m white noise and Eckstein (Eckstein et al., 1997) who considered the effects of signal 

strength in both white noise and patient-structured noise. 

Burgess and Ghandeharian interpreted the nonzero x-intercept in terms of an intrinsic internal 

noise component that has a constant spectral density determined by the mean luminance of the 

ensemble of images. This intrinsic internal noise can be thought of as adding independent and 

uncorrelated noise to an image with a variance determined by the luminance of the image. In 

terms of the psychometric studies of this section, the intrinsic intemal-noise component becomes 

relatively larger for the noise-contrast studies than the signal-contrast studies. At high relative 

contrast, the noise-contrast experiments have relatively low absolute levels of noise contrast in the 

images (as low as 5.8 grey levels in study PI), and therefore the intrinsic internal noise should 

represent a significant addition of noise to the images. In the signal-contrast experiments, the 

absolute level of noise-contrast is approximately 2.4 times that of the noise-contrast images (a 
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Fig. 5.6 Human-observer detectability in study PI. 
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Fig. 5.8 Human-observer detectability in study P3. 
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factor of 5.6 in terms of the variances used by Burgess), and hence the eflfects of the intrinsic 

internal noise should be much diminished. The intrinsic intemal-noise component suggested 

by Burgess should result in decreased performance in the noise-contrast studies relative to the 

signal-contrast studies at high levels of relative contrast. We do not find any observable decrease 

in performance in the results of this section. In fact, the measured observer performance in the 

noise-contrast studies was generally higher than that of the signal-contrast studies. Hence the 

results of this section indicate that the observer internal noise does not have a significant intrinsic 

component in this experimental paradigm. Burgess has suggested other extrinsic mechanisms such 

as signal-uncertainty that may explain a positive x-intercept. 

Finally, the psychometric studies also show that the relative contrast is not a good predictor 

of human performance as the correlation structure of the images changes. At the same relative 

contrasts, human observer performance is significantly better in study PI than either P2 or P3. The 

relative contrast defined in (5.15) is similar in its mathematical form to the pixel SNR investigated 

by Myers (Myers. 1985). The pi.xel SNR was shown in that work to be a poor predictor of human 

performance in correlated noise. 

5.2.5 Regiilarization study 

Of the smdies presented in this section, the regularization study is the most germane to the 

subject of image-reconstruction algorithms since most reconstruction algorithms have one or 

more parameters that allow the user to control the level of regularization in the reconstruction 

operator. For example, in the studies in section 5.3, the regularization parameter for both the 

linear-Landweber and ML-EM algorithms is the stopping point of the iterative scheme. The study 

presented in this section quantifies the effect of another form of regularization. 
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The parameter of interest in the 7 experiments that constitute this study is the cutoff point 

of the Butterworth filter described in (5.13). The value of ranges from a value of p^ = 0.06 

that produced very smooth, highly regularized images, to a value of p^. = 0.45, that produced 

images with little regularization at all. Table (5.4) lists the relevant parameters of each experiment 

in the study. The images in each experiment were scaled so that was approximately 

20.0 across all experiments, and hence As, Wa, and Wq vary relative to each other in the different 

experiments. Like the psychometric studies just discussed, the exponent i3 of the anatomical NPS 

was fixed for all experiments at 3.0. Example images for this study are shown in figure (5.9). 

Observer performance was assessed in 400 trials per experimental condition with each 

experiment broken into two independent 200-trial sittings. The observers participated in the first 

sitting of all 7 experiments before proceeding on to the second sitting. The 7 e.xperiments were 

randomly ordered in each pass through the first and second sittings. The newer version of the 

display software described in section 5.1.2 was used to obtain the human performance results. 

The human-observer results are plotted in figure (5.10). The plot shows average human 

detectability (with 1 standard deviation error bars) as a function of p^ the frequency cutoflf of 

the Butterworth filter. As the images go from nearly unregularized (at the right side of the plot) 

towards higher levels of regularization (at the left side of the plot) we see at first little change in 

average performance. Continuing to the left, we see that the average human performance appears 

to peak slightly before falling off severely. 

The shape of the human performance plot in figure (5.10) can be interpreted by appealing to the 

signal and noise spectra of figures (5.2) and (5.1) as follows. The flat performance of p^ going 

from 0.45 to 0.23 suggests that the filter is modulating spectral elements at these high frequencies 

that have little or no effect on human performance. For p^ in this range the attenuated spectral 



E.Yp. # A. IF, Sig. strength Nse. strength Filter cutoff: 
1 25.69 80021.1 1724.9 25.66 20.00 0.450 
2 33.29 134166 2894.7 33.50 20.00 0.323 
3 38.90 184259 3975.3 40.25 20.01 0.230 
4 42.25 216412 4665.4 38.41 20.00 0.165 
5 44.39 238594 5145.4 28.59 20.00 0.117 
6 46.20 258503 5578.6 18.47 20.00 0.084 
7 48.49 284949 6145.3 10.96 20.01 0.060 

Table 5.4 Parameter values for Regularization Study. 

Low-level 
regularization 

Mid-level 
regularization 

High-level 
regularization 

Fig. 5.9 Sample images from the regularization study. 
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Fig. 5.10 Human-observer detectability in the regularization study. 
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components are almost entirely due to the quantum NFS and hence of little use for performing the 

task. The high-frequency variations in the images from these spectral components are certainly 

perceivable to the human observer (as a cursory glance at figure (5.9) will attest), so it appears 

that the human observer is able to exclude spectral components in this range even though they 

are clearly visible. Since these spectral components are not being used, modulating them with the 

Butterworth filter has little effect. 

As the cutoff of the Butterworth filter gets nearer to the edge of the signal spectrum, it 

begins to attenuate noisy spectral components that are affecting the human decision process. The 

attenuated spectral components are still largely due to noise and hence performance improves as 

these components are reduced. At the frequency of the observed peak in human performance 

(Pc = 0.17), the signal spectrum has fallen off by an order of magnitude from its maximum at 

p = Q. However, performance begins to drop quickly as continues to the left since the filter 

begins to attenuate important signal components. 

5.2.6 E.xposiire-time study 

The 5 experiments of this study investigate the effect of the relative magnitude of the anatomical 

NFS defined in (5.11) to the magnitude of the quantum-noise NFS in (5.12). For many imaging 

modalities, the exposure time dictates the ratio of the magnitude of the variability from anatomical 

fluctuations to that of the noise in the collected data. Hence, we refer to these experiments as the 

"exposure-time" study. 

In the context of emission imaging, Rolland (Rolland, 1990) e.xplicitly derives the exposure-time 

dependence of both the anatomical and quantum NFS of the unreconstructed data. The quantum 

NFS of the unreconstructed data is due to counting statistics, and hence grows linearly with 
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exposure time. The anatomical NFS of the unreconstructed data grows proportionally to the square 

of the exposure time. For linear reconstruction algorithms, the exposure-time dependencies found 

by Rolland and Barrett apply directly to the NFS magnitudes in the reconstructions. For nonlinear 

algorithms, these time-dependences can be thought of as approximations based on a first-order 

Taylor-series approximation to the nonlinear reconstruction operator. 

The parameter of interest in the exposure-time study is the ratio of IV'a, the magnitude of the 

anatomical NFS in (5.11), to Wq, the magnitude of the quantum noise NFS of (5.12). If we presume 

that the time-dependences described by Rolland and Barrett apply, then 

^ = c r ,  ( 5 . 1 6 )  

where T is the time of exposure used in collecting the data and c is a constant of proportionality. 

For convenience, we will assume that c = 1. We see in table 5.5 that this ratio varies over more 

than three orders of magnitude in the experiments. The exponent i3 of the anatomical NFS was 

fixed for all experiments at 3.0, and the cutofif point of the Butterworth filter was fixed near the 

optimum value of figure (5.10) at a value of = 0.20. A sample image from experiments 1. 3. 

and 5 is shown in figure (5.11). 

Note that the signal contrast in table 5.5 remains constant throughout the experiments. The 

analogy to exposure time would imply that the signal contrast should increase proportionally to 

y/Wa. However, if the signal contrast followed a \/Wa dependence, by experiment 5 it would have 

grown to over 166 grey-levels. Human detectability in this case would be so high that it would be 

unmeasurable by 2Af C experiments. The interpretation of the constant contrast is that at higher 

exposure times, performance is being assessed for weaker signals. Relative to the magnitude of 

the anatomical NFS, the signal strength in experiment 1 is a factor of 6.9 greater than the signal 
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E.Yp. # -4. VF, Sig. strength Nse. strength T 
1 24.00 4968.1 9409.0 24.13 11.58 0.528 
2 24.00 19872.6 6021.7 24.13 10.70 3.301 
3 24.00 79490.3 2676.3 24.13 13.12 29.70 
4 24.00 209904 441.7 24.13 19.14 475.2 
5 24.00 236533 193.3 24.13 20.21 1223.7 

Table 5.5 Parameter values for first anatomical background study. 

Low 
exposure time 

Mid-range 
exposure time 

High 
exposure time 

Fig. 5.11 Sample images from the exposure-time study. 
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strength in experiment 5. 

As in the previous study, observer performance was assessed in 400 trials per experimental 

condition, with each experiment broken into two independent 200-trial sittings. The observers 

participated in the first sitting of all 5 experiments before proceeding on to the second sitting. 

The 5 experiments were randomly ordered in each pass through the first and second sittings. The 

newer version of the display software described in section 5.1.2 was used to obtain the human 

performance results. 

The human-observer results are plotted in figure (5.12). The plot shows average human 

detectability (with 1 standard deviation error bars) as a function of the exposure time. Since the 

x-axis of the plot is on a logarithmic scale, any value of c used in (5.16) would yield the same 

qualitative results. An arbitrary value of c simply shifts the plot horizontally by In (c). 

The left side of the plot (corresponding to low exposure time) exhibits almost no change in 

performance, with a slight decrease in performance as the exposure time increases to the right side 

of the plot. Unfortunately, this plot may lead to the misconception that exposure time has little 

effect on pertbrmance since the plot is relatively flat. Recall from table 5.5 that .4^ was fixed 

throughout the studies and did not increase with the magnitude of the anatomical NPS. Hence the 

plot actually shows that performance is almost identical even though the signal strength relative to 

the anatomical background changes by a factor of 6.9 between the two ends of the plot. 

5.2.7 Anatomical-slope study 

The e.xperiments of this study analyze detection performance as a function of the anatomical 

NPS exponent J. The reason for referring to this parameter in terms of a slope has to with the fact 
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Fig. 5.12 Human-observer detectability in the exposure-time study. 
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that the anatomical NFS given in (5.11) is well approximated by the power law 

for Pk larger than p^. Taking the logarithm of both sides of (5.17) yields a linear equation in In [p^) 

with a slope of —3. 

The anatomical slope controls the rate at which the anatomical NFS falls oflf to zero. When 

,J is large, the anatomical NFS falls off abruptly, and hence the fluctuations in the images due to 

anatomical variation are highly concentrated in the low-fi-equency range. Conversely, when J is 

small, the anatomical NFS falls off much more slowly indicating the presence of higher frequencies 

in anatomical variability. 

The anatomical-slope study is comprised of 5 experiments with the relevant experimental 

parameters given in Table (5.6). The experiments assess human detection performance for 

anatomical slopes that range from —4.0 to —2.0 (hence 3 — 4.0 to 2.0). Across the studies VV'a has 

been held constant to fix the contribution of quantum noise to the images. The signal amplitude 

.4s was fixed as well. The magnitude of the anatomical NFS has been adjusted so that the strength 

of the noise (measured as the pixel standard deviation) in the images is approximately constant 

across the experiments. To better capture the effects at slopes near —2.0 where the NFS falls off 

somewhat more slowly, the cutoff of the Butterworth filter has been set to p^ = 0.30 across all 5 

experiments. Sample images from experiments 1, 3, and 5 are displayed in figure (5.13). 

The procedure for assessing human-observer performance in this study is identical to section 

5.2.6. 

The human-observer results are plotted in figure (5.14). The plot shows average human 

detectability (with I standard deviation error bars) as a flinction of the anatomical slope. The 



Exp. # A. VFa PF, Sig. strength Nse. strength Anatomical slope 
I 40.00 519007 4181.8 40.65 28.50 -4.0 
2 40.00 444051 4181.8 40.65 28.44 -3.5 
3 40.00 345010 4181.8 40.65 28.22 -3.0 
4 40.00 226022 4181.8 40.65 27.56 -2.5 
5 40.00 113931 4181.8 40.65 26.14 -2.0 

Table 5.6 Parameter values for anatomical slope study. 

Slope =-4 

Slope =-3 

Slope = -2 

Fig. 5.13 Sample images from the anatomical-slope study. 
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Performance Vs Anatomical Slop 

-4.5 -4.0 -3.5 -3.0 -2.5 -2.0 

Anatomical Slope 

-1.5 

Fig. 5.14 Human-observer detectability in the anatomical-slope study. 
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average observer performance decreases monotonically as the slopes range from —4.0 to —2.0. 

There appears to be some positive curvature to the plot, indicating that the decrease in performance 

may not hold for slopes greater than —2.0. 

The results plotted in figure (5.14) reinforce one of the conclusions in section 5.2.4 with regard 

to the ability of relative contrast to predict human observer performance in the psychometric 

studies. Considering the ratio of signal strength to the strength of the noise in table 5.6 we see 

that the relative contrast (as detmed in (5.15)) increases by 9% from c = 1.43 in experiment 1 to 

c = 1.56 in e.xperiment 5. Average human observer performance decreases by 44% between these 

two experiments. 

53 Tomographic reconstruction experiments 

This section extends some previous work by the author (Abbey and Barrett, 1995: Abbey et al.. 

1996). 

5.3.1 Rationale 

In the filtered-noise experiments of section 5.2, a simulation procedure generates the 

"reconstructed" images directly. By contrast, the tomographic reconsCruction experiments 

described in this section use simulation to generate raw projection data from which images are 

reconstructed. Hence, the difference in the approach used in these studies and those of section 5.2 

is the number of steps in the imaging chain that the simulation circumvents. In the filtered-noise 

experiments the imaging chain has been simulated through the point of reconstruction by the 

Gaussian stochastic process. In the tomographic reconstruction studies, the simulation stops a step 

earlier in the imaging chain and allows for explicit inclusion of reconstruction algorithms. 
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Iterative algorithms are an attractive method of image reconstruction, in spite of their 

computational expense, because they enforce agreement between the data and the reconstruction 

and allow easy incorporation of accurate models of the imaging process and prior knowledge of 

the object being imaged. For examples of iterative algorithms used in this context see Censor 

(1981), Gullberg et al. (1985), Tsui et al. (1989), and Politte and Snyder (1988). Every algorithm 

has one or more free parameters, generally controlling the level of regularization. or smoothing, in 

the reconstructed image. These parameters control the trade-oflFbetween sharpness and noise in the 

image. 

One such parameter in iterative reconstruction algorithms is the number of iterations the 

algorithm completes before stopping. Terminating the iterative scheme well before it achieves 

any sort of numerical convergence is a simple and well known way to reduce the high level of 

noise usually found in unregularized reconstructions (see, for example, Defrise (1988), Vfeklerov 

and Llacer (1988), and Croakley and Llacer (1991)). As with most methods of regularization. the 

strength with which the regularizer is applied - in this case the number of iterations the algorithm 

is allowed to run - is left to the user. 

The general approach to image-quality assessment described in section 2.2 argues that the level 

of regularization in a reconstruction algorithm, like any free parameter in the imaging chain, should 

be analyzed with respect to its influence on performance. The goal of this section is to analyze the 

effects of regularization, implemented by the stopping point of the algorithm, in terms of human 

detection performance. 

5.3.2 Tlie system matrix and reconstnicted-image support 

To test the effect of stopping point on observer detection performance, results from a number of 
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experiments are reported using a simulated two-dimensional parallel-beam emission-tomography 

imaging system. The simulated imaging system defines the system matrix H, defined in (2.20), 

that transforms a vector in reconstructed image space to a vector in data space. The reconstructed 

images are 128 x 128 pixels and the data vectors correspond to a tomographic system that collects 

data at 64 projection angles (covering 180 degrees) with 128 detectors per projection angle. 

Parallel-beam tomographic data are often arranged into a two-dimensional array called a sinogram. 

The first index of the sinogram identifies a single detector among the set of detectors that are used 

for a given projection angle. The second index corresponds to the angle at which the projection 

data are collected. For the system used in these studies, the sinogram is a 128 x 64 element vector 

indexed by a two-dimensional index j that runs from j = [0,0]', [123,63]'. The size of the 

reconstructed-image pixels is equal to the spacing between detectors at a given projection angle. 

The system matrix implements parallel projection by what we will refer to as "square-pixel" 

projection. The idea behind square-pixel projection is that each pixel represents a small square 

of constant intensity in the two-dimensional spatial domain as described in section 2.2.3. The 

contribution of a single pixel to a given detector is determined by the fractional area of the square 

pixel that falls within a strip perpendicular to the projection angle emanating from the position of 

the detector in the projection angle (Barrett and Swindell, 1981). 

The effective dimensions of the system matrix are somewhat less than the image and sinogram 

dimensions just given because of support constraints. The object is presumed to lie within a circular 

region of the reconstructed image of radius 60 pixels about the center of the image. Therefore only 

11304 of the 16384 pixels in the 128 x 128 reconstructed images are used in the reconstructions. 

It is often convenient to enforce the support constraint in the reconstructed-image space 

through multiplication by a diagonal "window" matrix W. Defining the elements of W requires 
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associating spatial locations on a grid to each pixel of the reconstruction as is done in section 5.2.3. 

The ith pixel of the reconstructed image is centered at the spatial position r; defined in (5.7). The 

center of the images used here is at the position 

Tr = 63.5 
63.5 

(5.18) 

The diagonal element of W corresponding to the ith pixel of the reconstructed image is defined by 

, ] _ r 1.0 if llri - Fell < 60.0 
^ \ 0.0 otherwise " ^ ' 

The system matrix used for the studies here can be thought of as combining the square-pixel 

projection without any support constraint, indicated by the matrix HNS (the subscript NS is for 

"No Support), with the window matrix W as the product 

H = HNSW. (5.20) 

5.3.3 Generation of an object 

In this section the model for generation of a discrete vector is described. In the next section we 

see how the system matrix is used to transform the discrete object into a mean data vector. 

The simulation procedure generates a discrete object by generating an object background vector 

b within the support of the 128 x 128 reconstructed image domain. To this background a discrete 

signal s is added when generating signal-present images. A discrete object f is then defined for the 

two signal-detection hypotheses as 

Hypothesis 1 : f = b 

Hypothesis 1 f = b -f s. 
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For all experiments presented in this section, the signal is a Gaussian "bump" located at the 

center of the image. The bump is parameterized by a signal amplitude /Ij and a signal standard 

deviation Elements of the signal vector are defined in terms of these parameters by 

where r; is the location of the ith pixels and FC is the center of the image defined in section 5.2.2. 

Throughout all experiments, the signal standard deviation is fixed at = 4.0. The value of the 

signal amplitude Aj,- depends on parameters that define the object background. 

In half of the studies presented in this section, the only source of variation in the reconstruction 

comes from the Poisson statistics of the data. We refer to this situation as a "fixed" background 

since b, in this case, does not have any random components. The studies that use a fixed 

background (and hence a fixed object vector f since s is fixed as well) are referred to as 

background-known-exactly (BKE). The other half of the studies use a statistically defined or 

"lumpy" background where b is generated by a stochastic process developed by Rolland (Rolland, 

1990) and described briefly below. 

For the BKE studies the fixed background is defined to be a constant intensity within the 

support region. We can define the mean background by the vector equation 

where 1 is a 128 x 128 vector with all elements set to 1.0, and W is the window matrix in (5.19) 

that enforces the support constraint on the reconstructed images. 

The constant CBKE IN (5.22) determines the strength of the background for the BKE studies. The 

signal amplitude is defined relative to this constant. For the BKE studies the signal amplitude is 

(5.21) 

b = b = CBKEWI, (5.22) 
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set at 

A, = 0.198 • CBKE- (5.23) 

This amplitude was chosen after conducting pilot psychophysical studies to ensure reasonable 

levels of human performance in the psychophysical studies. The value of CBKE is chosen to achieve 

400,000 total counts in the signal-absent sinograms on average. The parameter is determined by 

solving the equation 

E [HB], = 400,000 (5.24) 
j 

in terms of CBKE- Substituting CBKEWI for b in (5.24) and solving for CBKE gives 

400,000 

which yields CBKE = 0.5529. 

Since the object is nonrandom for the BK£ studies, the object covariance matrix is by definition 

KB = 0 (5.25) 

in the BKE experiments 

For the lumpy background studies, the synthesis of a random object background b begins 

with the generation of an oversized 256 x 256 vector u from which the 128 x 128 background 

is extracted. The vector u is generated as the sum of a random number of Gaussian profiles 

("blobs"), added at random locations in the image. In each background, a Poisson random deviate 

K is generated with a mean value of K. For each profile, k = 1, K, a location in the image 

is chosen according to a two-dimensional uniform distribution over the area of the image. This 

random location is indicated by the two-dimensional vector Zk- The vector u is created from these 
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random variables by the sum 

K 
[uji = ''Imp + ^>lbiobexp j • (5-26) 

The parameter cxb is the spatial extent of the random blobs. This parameter is set to a value of 

(Tft = 12.0. The parameter ylbiob controls the amplitude of the profiles. The value of this parameter 

is described shortly. Note that the values of as and cTh are exactly those used in Rolland (1990) to 

analyze collimator bore lengths in nuclear medicine. 

The random object background b is created by extracting the central 128 x 128 pixel patch 

from the middle of u. The object support is applied to the extracted image, yielding the random 

background. Mathematically, creation of the object background is described by 

b = WWextU, (5.27) 

where W defined in (5.19) incorporates the object support, and Wext is the rectangular matrix that 

performs the extraction of the central patch. The elements if Wext are defined by 

64 
64 

0.0 otherwise 

Note that the index i runs from the index [0.0]' to [127.127]' while i' runs from [0,0]' to [255.255]. 

For the sinograms in the lumpy-background studies, the simulation parameters were set to 

A' = 400.0, .4biob = 0.0288, and 6imp = 0.3930. These parameter values were chosen to yield a 

mean background level within the object support of = 0.5529, which satisfies the constraint 

given in (5.24) for a mean of 400000 total counts in the mean signal-absent sinogram. The 

simulation parameters also specify the magnitude of the fluctuations in the object due to object 

variability. If we define the magnitude of the object variability as the standard deviation of an 

element of b within the object support, the simulation parameters listed above lead to a magnitude 
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of 0.04788, or 8.7% of the mean background level. 

The signal amplitude was chosen to be 

.4s = 0.298 • c'lmp. 

The increased relative amplitude, determined from pilot psychophysical studies, reflects the 

increased difficulty of detection task in the presence of object variability. 

The mean signal-present object for the BKE experiments and a signal-present sample 

lumpy-background object used in generating the lumpy-background data are shovm in figure 5.15. 

5.3.4 Generation of sinogram data 

Once an object has been created, generation of a noisy sinogram is a straightforward application 

of the system matrix H and a Poisson random number generator. 

The conditional-mean data vector Mg| f is computed from the object f by 

The symbol V represents the Poisson probability distribution defined in section 2.1.2. The mean 

value of the Poisson random process is the jth element of the conditional-mean data vector. 

In addition to the noisy sinograms generated to make the experimental images, noiseless 

Hf. 

The elements of the noisy data vector g are then defined by 

where kj is a nonnegative integer generated according to Poisson law. 
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Lumpy 

Fig. 5.15 The signal-present BKE object and a sample signal-present lumpy-background object. 
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sinograms based on the mean background and the signal vector were also created. Since the mean 

background was used, these sinograms are the unconditional-mean data vectors of the simulation 

process as defined in section 3.3.1. The noiseless sinograms are computed as 

in the signal-present case. Reconstructions of these noiseless sinograms will be used below to 

normalize contrast in the reconstructed images. 

5.3.5 The Linear-Landweber studies 

The 14 psychophysical experiments that comprise the two linear-Landweber (LLW) studies 

investigate human performance as a function of stopping point. The LLW-BKE study consists of 

all the experiments conducted on the background-known-exactly data, and the LLW-Lumpy study 

consists of the experiments conducted on the Lumpy-background data. 

The system matrix used in these studies explicitly imposed the object support constraint by 

setting to zero any pixels more than 60 pixel units from the center of the image. This situation 

occurs in medical imaging when the "body contour" is obtained prior to reconstruction. 

Reconstructions for the psychophysical experiments were created by running the LLW 

algorithm on the BKE and Lumpy data for a number of diflferent stopping points. The LLW 

algorithm was defined in (3.71) as the special case of a general linear iterative algorithm in which 

the backprojector is defined as Bt- = cvH'. A single iteration of the LLW algorithm modifies a 

^g, = H/Xb (5.28) 

in the signal-absent case, and 

/ig, = H (/ib -r s) (5.29) 
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current estimate to by the update scheme 

f(fc+i) = f(*:) ^ (g - . (5.30) 

The acceleration parameter Q is another parameter of the reconstruction algorithm that is usually 

left up to the user to specify. The LLW algorithm is known to be convergent for 

2.0 
0 <a < p—, 

^max 

where is is the maximum eigenvalue of H^H (Pan and Yeagle, 1993). For the current studies. 

a has been set to a somewhat conservative value of 

0.957 

~ A" ^max 

= 1.221 X 10-^. 

the iterative scheme is initialized with = 0. 

The LLW algorithm was run through 1, 4, 8, 16, 32. 64. and 128 iterations of the update scheme 

in (5.30) for sets of both BKE and Lumpy-background data vectors. Exponentially increasing 

stopping points were chosen to capture the rapid early adjustments and slower convergence 

behavior of the LLW algorithm. 

Reconstructions at the 7 chosen stopping points were also computed for noiseless sinograms 

based on the mean signal-absent (0 = 1) and signal-present (0 = 2) objects. We will denote the 

mean reconstruction at the ^•th iteration by The noiseless reconstructions were computed by 

the iterating the LLW algorithm on the noiseless sinograms defined in (5.28) and (5.29). 

4"^'^ = -f aH' (/Xg„ - . (5.31) 

The purpose of these noiseless reconstructions was to create the reference images for the 
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psychophysical display software described in section 5.1.2, and to normalize the contrast in the 

display of the reconstructed images. 

Obtaining reasonable levels of display contrast is somewhat more involved for the reconstructed 

images than was the case for the filtered noise images of section 5.2. The difficulty is illustrated 

graphically in Figure 5.16 by showing plots through the center of the noiseless signal-absent and 

signal-present reconstructions at 1 iteration. In this figure it is evident that the signal contrast is 

very low and requires scaling for grey-level display. Further complicating the issue is the fact 

that at this iteration the reconstruction algorithm does not reproduce a flat object background. 

The signal sits atop a "hiH" of reconstructed background. A simple scaling of the images for a 

reasonable signal contrast will result in overranging the display grey-levels. 

There are a number of ways to circumvent the problem of contrast and overranging in the 

reconstructed images. The approach used for these studies is to subtract the noiseless signal-absent 

reconstruction from each image, and scale the result for a signal strength of 10 grey-levels. The 

intensities of the resulting "normalized" reconstructions are boosted to the mid-range grey levels 

by adding a factor of 128.0. Mathematically, the normalization is given by 

'CL = Cnonr + 128.0. (5.32) 

where the scaling constant Cnorm results yields a signal-strength of 10 grey-levels. This value gives 

a reasonable level of signal contrast without allowing the noise to overrange the display. The value 

of Cnorm is determined by 

10.0 
Cnorm — 

max; 2 ~ 1 

(5.33) 

Note that the value of Cnorm changes with the stopping point. This method of accommodating 
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Fig. 5.16 Reconstructed-image values from lines near the image center. 
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the image contrasts does not affect either the signal profile or the correlation structure of the 

reconstructions. 

The final step in the display of the reconstructed images is enlargement by bilinear interpolation 

from 128 X 128 pixels to 256 x 256. Noisy signal-present reconstructed images at 4 of the 7 

stopping points are shown for the BKE data in figure 5.17 and for the lumpy data in 5.18. 

Human-observer performance for the seven stopping points in the two backgrounds was 

measured using the 2AJC program described in section 5.2 with the earlier version of the image 

display software. After training, 7 observers gave responses for 200 image pairs (200 signal-present 

and 200 signal-absent) at each stopping point in both the fixed and lumpy backgrounds. For 

each study, the order in which the e.\periments were taken by the observers was randomized. The 

resulting estimates of proportion correct were transformed to human observer SNRs via the error 

function relation given in (4.32). 

Average human-observer performances for the BKE and Lumpy experiments are plotted as 

a function of the stopping point of the LLW algorithm in figures 5.19 and 5.20. In the BKE 

experiments, human performance decreases by approximately 35% as the stopping point of the 

algorithm increases. The decreasing performance is monotonic from 1 to 64 iterations. In the 

Lumpy-background experiments, average human performance appears to achieve a very shallow 

peak in the range of 4 to 16 iterations. At I iteration, the falloff from the peak value at 8 iterations 

is on the order of 7%. On the other side of the plot, the falloff going from 8 iterations to 128 is on 

the order of 20%. 

Some caution must be used in comparing human performance in the BKE experiments to the 

lumpy background experiments. Since the signal contrast was 50% higher in the lumpy background 

experiments, it is not surprising that the performance is higher in some regions. 
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1 Iteration 8 Iterations 

32 Iterations 128 Iterations 

Fig. 5.17 LLW reconstructions of signal-present BKE data at 4 of the 7 stopping points in the study. 
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1 Iteration 8 Iterations 

32 Iterations 128 Iterations 

m 

Fig. 5.18 LLW reconstructions of signal-present lumpy-background data at 4 of the 7 stopping 
points in the study. 
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Fig. 5.19 Human-observer detectability in the LLW experiments with a fixed (BFCE) background. 
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Fig. 5.20 Human-observer detectability in the LLW experiments with a lumpy background. 
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At the higher iteration numbers, performance in the BKE and Lumpy experiments appears to be 

about the same. These equivalent values do not mean that the lumpy background no longer affects 

human performance since the signal amplitude in the objects used in the Lumpy experiments is 

still a factor of 1.5 greater than the amplitude in the BKE experiments. If we assume that human 

detectability is linear in signal amplitude, then we may compare the BKE and lumpy experiments 

after scaling performance in the lumpy background experiments by a factor of 2/3. After this 

scaling, the BKE results are uniformly greater than those in the lumpy background experiments. 

These psychophysical data indicate that the optimal stopping point for the human observer is 

highly dependent on the imaging task. As the task becomes increasingly complex, realized here 

by an increasingly complex random background, the human observers require more iterations 

to achieve optimal performance. The results emphasize the need to carefully consider the task 

in evaluations of image quality. In these studies, the inclusion of object variability changes 

the conclusions about the optimal stopping point. Similar conclusions regarding the level of 

regularization in the Maximum-Entropy algorithm have been found by Wagner (Wagner et al.. 

1996). 

5.3.6 The maximum-likelihood expectation-maximization studies 

The 14 psychophysical experiments that comprise the two Maximum-Likelihood Expectation-

Ma.\imization (ML-EM) studies investigate human performance as a function of the stopping point 

of the ML-EM algorithm. The same noisy sinogram data were used for the ML-EM studies as 

were used for the LLW studies just described. 

A slight difierence between the ML-EM studies and the LLW studies is manifest in the system 

matrix used for the reconstruction algorithm. The problem with using the same system as the LLW 
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studies (and the same system that was used to create the objects) has to do with the initial estimate 

in the BKE studies. It is fairly common to start the ML-EM algorithm with an initial estimate that 

assigns every pixel in the image support a value of 1.0. If the image support is also the object 

support, and the object is of uniform intensity within the support (as is the case for the signal-absent 

BKE images), then the initial estimate is equivalent to the object up to a scalar constant. Since 

the update scheme of the ML-EM algorithm is invariant to constants, using the initial estimate is 

equivalent to starting with the right answer. 

To avoid this problem, the reconstruction algorithm applied a support constraint that zeroed 

reconstruction elements more than 64 pixel units from the center of the image (as opposed to a 60 

pixel radius for the object support). The initial estimate was uniform within this larger support. 

Hence, in the ML-EM studies, the "body contour" is not presumed to be known. 

Reconstructions for the psychophysical experiments were created by running the ML-EM 

algorithm on the BKE and Lumpy data for the same set of stopping points that were used for the 

LLW studies (L 4, 8, 16, 32. 64, and 128 iterations). The ML-EM algorithm was defined in section 

3.5.2 by the iterative update scheme 

where s, the sensitivity vector is defined as H'l. The initial estimate for the algorithm is set at 

Reconstructions at the 7 stopping points were also computed for noiseless sinograms based on 

the mean signal-absent {8 = 1) and signal-present (9 = 2) objects. We will again denote the mean 

(5.34) 

F(0) = WML-EMI-

reconstruction at the A:th iteration by The noiseless reconstructions were computed by the 
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iterating the ML-EM algorithm on the noiseless sinograms defined in (5.28) and (5.29). 

4"" = fa. ) . ,5.35, 

The purpose of these noiseless reconstructions was again to create the reference images for the 

psychophysical display software described in section 5.1.2 and to normalize the contrast in the 

display of the reconstructed images. 

Like the LLW studies, some problems with low levels of image contrast, particularly at the 

earlier stopping points, occurred in the ML-EM reconstructions. The transformation in (5.32) was 

used with as defined in (5.35) to produce the psychophysical images with mean signal strength 

of 10.0 grey levels. The scaling constant Cnorm was also computed using and a^*'* defined in 

(5.35). 

The final step in the display of the reconstructed images is enlargement by bilinear interpolation 

from 128 X 128 pixels to 256 x 256. Noisy signal-present reconstructed images at 4 of the 7 

stopping points are shown for the BKE data in figure 5.21 and for the lumpy data in 5.22. 

The procedure for measuring human observer performance was exactly the same as described 

for the LLW studies in section 5.3.5. 

Human-observer performance for both the BBCE and Lumpy experiments is plotted as a function 

of the stopping point of the algorithm in figures 5.23 and 5.24. Performance curves in these two 

figures are very similar to their counterparts in the LLW studies. The same general conclusions can 

be drawn from these data with regard to the role of the task in determining the optimal stopping 

point. 
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Fig. 5.21 ML-EM reconstructions of signal-present BKE data at 4 of the 7 stopping points in the 
study. 
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1 Iteration 8 Iterations 

32 Iterations 128 Iterations 

Fig. 5.22 ML-EM reconstructions of signal-present lumpy-background data at 4 of the 7 stopping 
points in the study. 
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Fig. 5.23 Human-observer detectability in the ML-EM experiments with a fixed (BKE) back
ground. 
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Fig. 5.24 Human-observer detectability in the ML-EM e.xperiments with a lumpy background. 
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CHAPTER 6 

Model observer performance 

In this chapter, many of the model observers described in chapter 4 are applied to the detection 

tasks described in chapter 5. The overriding goal of most investigations of model observer 

performance (including these) is to identify a model that can be used as a reliable predictor of 

average human detectability, thereby reducing the need for human-observer studies of the sort 

described in chapter 5. 

The figure of merit used for comparison is the observer SNR, given in equation (4.23) and 

repeated here for convenience as 

The vector is the mean difference between signal-present and signal-absent images. 

template used by the model observer, and represents the effects of internal noise. The methods 

of computing statistical properties of image reconstructions described in chapter 3 are used to 

determine the moments used in (6.1). In particular, (3.75) and (3.76) are used to incorporate 

statistical properties of the Linear-Landweber (LLW) algorithm, and (3.58) and (3.59) are used for 

the Maximum-Likelihood Expectation-Maximization (MLEM) algorithm. 

The results in this chapter are organized by observer to facilitate evaluation of each model 

observer in terms of its ability to accurately characterize human performance. 

O 

(6.1) 

Kf is the average of the signal-present and signal-absent covariance matrices, w is the observer 
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6.1 Hotelling observer performance 

As described in section 4.3.3, the Hotelling observer is equivalent to the ideal observer in SKE 

detection tasks when the variability in the images is Gaussian distributed with the same covariance 

in both the signal-present and signal-absent states. The observer template associated with the 

Hotelling observer is given in equation (4.41) by 

where is the average covariance of the images. The large inverse covariance in (6.2) makes 

evaluation of this observer template difficult. In the filtered-noise experiments, this problem was 

avoided by making a circulant-stationary approximation to the covariance. The analysis of the 

tomographic-reconstruction experiments avoids this problem by evaluating this observer acting on 

the unreconstructed data, and considering only the BKJE experiments, as described below. 

6.1.1 Evaluation of observer perfonnance 

A computational difficulty in evaluating the Hotelling observer SNR lies in computing the 

inverse covariance matrix in (6.2). In both the filtered-noise experiments and the tomographic 

reconstruction experiments, approximations are used to evaluate this inverse. 

In the filtered-noise experiments, a circulant-stationary approximation to the covariance is 

used so that the inverse can be computed easily using discrete-Fourier transforms (DFTs). Recall 

from section 5.2.2 that the images were generated by extracting a 64 x 64 pixel "patch" from a 

larger circulant-stationary field. Extraction of the patch breaks the circulant stationarity since the 

correlations no longer wrap around the edges of the images. 

To test the validity of the circulant-stationary approximation, Hotelling observer performance 

(6.2) 



231 

was computed without extracting the subregion. In this case circulant stationarity in the larger 

128 X 128 image holds rigorously. For all the filtered-noise experiments, the Hotelling observer 

SNRs computed without extraction of a subregion diflfered by less than 0.6% from those computed 

on the extracted subregion using the circulant-stationary approximation. 

In the tomographic-reconstruction experiments, the problem of a lai^e inverse is avoided by 

computing the Hotelling observer acting on the unreconstructed data and considering only the BKE 

experiments. In this case the observer SNR is approximated by 

SNR- (WHOT) = - Mg,)' K-^ - /^g.) . (6-3) 

where /Xg„ — /Zg^ is the mean difference in data vectors, and Kg is the average data covariance. 

The critical component of this approach lies in the fact that Kg is diagonal in BBCE detection 

tasks. Hence the inverse is easy to evaluate. For the lumpy-background data sets, (6.3) requires 

evaluation of a large inverse-covariance matrix that has not been done in the present studies. 

6.1.2 Human-observer efficiency 

In addition to plots of observer SNR defined in (6.1), it is also possible to compare the Hotelling 

observer performance to that of the human by the use of the detection efficiency (Burgess et al.. 

1981; Barrett et al., 1991). The detection efficiency of the human observer is defined as the ratio of 

average human detectability to the detectability of the ideal observer. As noted above, the Hotelling 

observer SNR is equivalent to the ideal observer detectability in the filtered-noise experiments, 

and hence the detection efficiency is given as a percentage by 

The detection efficiency is particularly useful for investigating the human visual system. Since the 
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efficiency normalizes the human performance relative to the best observer performing the same 

task, it tells us how much of the information available for performing a given detection task is 

actually being used by the human observer. For example, say we have measured a low value of 

human-observer performance in an experiment. If the human-observer efficiency is high, then we 

can conclude that the task is a difficult one. On the other hand, if the efficiency is low, then we 

may conclude that the human observer is the limiting factor, and processing or other manipulation 

of the image data may improve detection performance. 

6.1.3 Filtered noise experiments 

Performance of the Hotelling observer is summarized in the plots of figure 6.1. Human observer 

performance (with 1 standard deviation error bars) are also plotted for comparison. The nearly 

constant performance of the Hotelling observer in two of the three experiments - the regularization 

and e,xposure-time experiments - is by intent. In the filter-cutoff experiments, the Hotelling 

observer can "invert" the apodization of spatial frequency components by the Butterworth filter 

described in section 5.2.3. Hence the setting of the cutoff frequency of the Butterworth filter has 

no effect on the performance of the Hotelling observer. In the e.xposure-time experiments, signal 

amplitudes in the five experiments that comprise the study have been adjusted for approximately 

constant Hotelling observer performance. 

In the fractal-slope e.xperiments, a different criterion has been used for setting the parameters 

of the image-generating process. These experiments were designed so that the total noise power 

due to object variability is approximately constant in each experiment as shown in Table 5.6. The 

fractal slope controls the rate at which the anatomical NFS falls off in these experiments. Greater 

values of this parameter imply that variations due to object variability extend farther out into 
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Fig. 6.1 Hotelling-observer SNR versus human-observer detectability in the filtered-noise studies. 
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frequency domain. The drop in Hotelling-observer performance as the fractal slope ranges from a 

value of —4.0 to —2.0 indicates that the extension of the anatomical variability into these higher 

frequencies is making the detection task more difficult. 

The human and Hotelling performances are compared in terms of the detection efficiency of 

the human observer defined in (6.4) in tables 6.1, 6.2, and 6.3. For the majority of the experiments 

reported here, human-observer efiticiency lies between 40% and 50%. These levels of efficiency 

are comparable to those reported by Burgess for 2AFC detection tasks in white noise (Burgess et 

al., 1981). The two cases where efficiency lies drastically below 40% are at the low end of the 

regularization studies where the images have been heavily filtered. 

The generally constant levels of human observer efficiency indicate that the Hotelling observer 

captures much of the behavior of human observer in these studies. However the regularization 

studies reveal serious limitations in the Hotelling observer's ability to predict human performance 

at low cutoff frequencies. 

6.1.4 Tomographic rvconstniction studies 

As mentioned above, the performance of the Hotelling observer is given only in BK£ 

experiments. For these studies, evaluation of (6.3) yields a Hotelling observer SNR of 2.856. 

Since this quantity is computed before any reconstruction algorithm can be applied, it is presumed 

to hold at all stopping points, and for both algorithms. Human observer efficiency the LLW and 

MLEM algorithms are given in tables 6.4 and 6.5. 

6.2 Ad Hoc observers 

Three ad hoc observer models from section 4.4 are considered here. These include the 
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Cutofif frequency: 0.060 0.084 0.117 0.165 0.230 0.323 0.450 
Average Efficiency: 6% 19% 1 40% 52% 42% 40% 41% 

Table 6.7 Average human efficiency for the regulairization experiment. 

Exposure time: 0.528 3.301 29.70 475.2 1223.7 
Average Efficiency: 53% 49% 51% 45% 39% 

Table 6.8 Average Human efficiency for the exposure time experiments. 

Anatomical Slope: -4.0 -3.5 -3.0 -2.5 -2.0 
Average Efficiency: 46% 41% 43% 45% 47% 

Table 6.9 Average human efficiency for the fractal slope studies. 

Stopping point 1 4 8 16 32 64 128 
Average Efficiency 49% 41% 41% 37% 28% 20% 20% 

Table 6.10 Average human efficiency for the LLW-BFCE e.Kperiment. 

Stopping point 1 4 8 16 32 64 128 
Average Efficiency 48% 40% 38% 34% 28% 23% 18% 

Table 6.11 Average human efficiency for the MLEM-BKE experiment. 
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region-of-interest (ROI) observer, the nonprewhitening-matched filter (NPW) observer, and a 

number of eye-filtered nonprewhitening models (NPWE). 

For the NPWE observer, the eye filter is a radially symmetric bandpass filter. The functional 

form of the eye filter is given as a function of radial frequency in (4.45) with the exponent set to 

q = I following Burgess (Burgess, 1994). The functional form of the filter is then 

E (p) = pexp(-cp), 

where c is a constant set so that the maximum of the filter function occurs at approximately 4.0 

cycles per degree of visual angle. For details of converting to cycles per degree, see appendix 

B. The conversion to cycles per degree involves a viewing distance which was not fixed for the 

human observer in any of these experiments. As a result, performance of this observer is computed 

for three assumed viewing distances of 0.5, 0.75, and 1.0 meters. 

All of the ad-hoc observer SNRs are computed in the absence of internal noise (rr^ ^ = 0). 

6.2.1 Filtered-noise experiments 

The performance of the ad hoc observers on the three filtered-noise studies are given in figures 

6.2 through 6.4. As was done for the Hotelling observer performance results, human observer 

performance is also plotted on the graphs for comparison. 

The ROI observer was implemented by simply integrating over the spatial extent of the signal 

(a circle of radius 4 pixels). The performance of this observer given in figure 6.2 indicates that 

the ROI strategy is generally a poor one for this task. In all but one experiment, the ROI observer 

SNR is significantly less than that of the human. Furthermore, the ROI observer does not appear to 

capture the behavior of the human observer in any of the experiments. For example, in the fractal 
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Fig. 6.2 ROI-observer SNR versus human-observer detectability in the filtered-noise studies. 
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slope experiments, human detectability decreases monotonically by approximately 40% while the 

NPW SNR increases monotonically over this same range. 

Performance of the NPW observer in figure 6.3 is similar to that of the ROI. In this case only 3 

of the 17 experiments are not significantly below human performance. Also like the ROI observer, 

the NPW detection strategy does a poor job of indicating the trends in human performance. The 

detection performance of both the NPW and ROI observers suffers greatly because these templates 

are not able to exclude variability in the images at low spatial frequencies. A seen in figure 6.1, the 

anatomical NPS is quite large at very low spatial frequencies. Hence observers that cannot exclude 

these components are dominated by the noise at low frequencies. 

The performance of 3 NPWE observers compared to human performance are plotted in figure 

6.4. The three NPWE plots are labelled by the assumed observer viewing distance under which 

they were created. The relatively small differences between the plots indicates that the peak 

frequency is not a sensitive parameter in these experiments. 

NPWE observers are less susceptible to variations at low spatial frequencies than the ROI or 

NPW observers because the eye filter serves to attenuate them strongly. In all experiments, the 

NPWE observers outperformed both the NPW and ROI, observers, often by a substantial margin 

(even without internal noise in the models). However there are still a number of experiments 

in which the human observer appears to be outperforming these models. The trends in the 

human-observer data are better reproduced by the NPWE observers than either of the NPW or ROI 

observers. However, for the filtered-noise experiments, none of the ad-hoc observers match the 

human to a satisfactory degree. 
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Fig. 6.3 NPW-observer SNR versus human-observer detectability in the filtered-noise studies. 
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Fig. 6.4 NPWE-observer SNR versus human-observer detectability in the filtered-noise studies. 
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6.2.2 Tomographic reconstruction studies 

Both the ROI and NPW observers have been evaluated in the tomographic reconstruction 

studies, wath performance graphs given in figures 6.5 and 6.6. 

In the lumpy-background studies, both of these observers have regions of deficient performance, 

as was the case in the filtered-noise studies. Because of the lumpy backgrounds in the images, 

there is considerable variability at low spatial frequencies that these observers cannot exclude from 

their response functions. 

In the BKE studies, the lack of any object variability considerably improves the performance 

of the ROI and NPW observers. The BKE experiments are unlike any of the filtered noise 

experiments in that there is no object variability in the images that would lead to large noise 

penalties for using low-frequency information. Hence the observers are not penalized for their use 

of the low-frequency information, and their performance improves substantially. 

In terms of agreement with the human data, the NPW does poorly. In the lumpy-background 

experiments this observer predicts increased performance over the range of stopping points. The 

human observers appear to saturate at approximately 8 iterations, slowly declining thereafter. In 

the BKE experiments, the NPW observer peaks sharply at 4 iterations, a pattern that is not found 

in the human-observer data. 

The ROI observer is somewhat better behaved in the BKE experiments. In this case, the observer 

captures the monotonic decrease in average human performance. In the lumpy-background studies, 

this observer peaks near 64 iterations for the LLW algorithm, and near 48 iterations for the MLEM 

algorithm. While it is not possible to whether these are reasonable optimal stopping points or not 

from the human data, the very poor performance of the ROI observer at low iteration numbers is 

certainly not indicative of human performance. 
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Fig. 6.5 ROI-observer SNR versus human-observer detectability in the tomo-
graphic-reconstruction studies. 
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Fig. 6.6 NPW-observer SNR versus human-observer detectability in the tomo
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6.3 Channelized Hotelling observers 

Channelized Hotelling observer SNRs are computed using equation (4.61). This formula offers 

a convenient way to implement internal noise within the channels as described in section 4.5.2. 

One difficulty of working with channelized Hotelling observers is the preponderance of possible 

free parameters that must be identified in order to evaluate the performance of the model. The 

channel profiles, number of channels, center frequency locations, and bandwidth are all possible 

free parameters. Furthermore, there are a number of ways to introduce internal noise into a channel 

model once the parameters just listed have been set. For a reasonable degree of brevity, the channel 

models analyzed here have been culled from a much larger set of channel models that have been 

analyzed. 

6.3.1 Channel profiles used. 

For the results of this section, examples of both channel profiles described in section 4.5.3 are 

used. One of the two profiles is a square channel profile (SQR) similar to that used by Myers 

(Myers, 1985; Myers and Barrett 1987). The other profile is a difference-of-Gaussians (DOG) 

profile similar to that used previously by Abbey (Abbey and Barrett. 1995; Abbey et al. 1996). 

A single SQR channel profile with parameters similar to that of Myers is reported, although 

many others were investigated. This channel model has distinct (nonoverlapping) channels with 

a starting frequency of Pq = 0.01 cycles per pixel in the displayed image. The starting frequency 

defines the channel model according to the formula given in 4.65. Four distinct radial channels, 

each an octave in bandwidth, are included in the model. The channels cover a range of frequencies 

from 0.01 to 0.16 cycles per pixel in the displayed image. Radial plots of the channel profiles in 

the frequency domain are given in figure 6.7. 
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The range of radial frequencies corresponds to a range of 0.485 to 7.76 in cycles per degree 

of visual angle at the assumed viewing distance of 0.75 meters (see appendix B for conversion to 

cycles per degree). This range of frequencies falls short of the typical estimates of human contrast 

sensitivity that go as high as 60 — 80 cycles per degree (Boflf et al., 1986). Additional higher 

frequency channels were investigated with negligible effect on observer performance. This is not 

surprising since the channel templates are created at the resolution of the displayed image, which 

has a Nyquist limit at approximately 24 cycles per degree. However, the images are expanded 

by a factor of 4 in the case of the filtered noise experiments and a factor of 2 in the case of the 

tomographic reconstruction studies, and hence their Nyquist limits are approximately 6 and 12 

cycles per degree, respectively. 

Results from two DOG channel models are presented below. The first will be referred to as a 

"sparse" channel model since it is comprised of 3 channels with center frequencies approximately 

one octave apart. This channel model is similar to models used previously to investigate image 

reconstruction. The second DOG channel model will be referred to as "dense" since it contains 10 

channels with center frequencies that are approximately one-half octave apart. Figures 6.8 and 6.9 

show radial plots of the channel profiles in the frequency domain. 

The dense DOG channel model covers a somewhat larger portion of the Fourier domain, with 

center frequencies that start near 0.01 cycles per pixel (0.5 cycles per degree) and go as high as 0.2 

cycles per pixel (10 cycles per degree). The center frequencies of the sparse channel model range 

from approximately 0.02 cycles per pixel (1 cycle per degree) to 0.08 cycles per pixel (4 cycles per 

degree). 
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Fig. 6.8 Channel profiles for the sparse-DOG observer. 
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6.3.2 Computation of channel mean and covariance 

For computing the mean and covariance of the channel responses, each of the channel profiles 

plotted in figures 6.7 through 6.9 is converted to a 256 x 256 pixel image in the spatial domain by 

an inverse DFT. The resulting chaimel templates are then "down-sampled" by the adjoint of the 

bilinear interpolation operator used to make displayed images. 

The down-sampled templates comprise the columns of the channel template matrix, T, defined 

in section 4.5.1. The charmel statistics are then computed from the reconstruction statistics using 

(4.54) to evaluate — /Xy.,), the difference in mean channel responses, and using equation 

(4.56) to evaluate Ku, the average channel covariance. 

6.3.3 Internal noise in the channel models 

Channelized Hotelling observer SNR is calculated using the formula given in (4.61), 

SNR- (WCH) = ^ ) 

= (A^u, - A^uj' (T'KfT -t- Ke)~^ (/Xu., - /iuj . (6.5) 

In order to evaluate performance, the internal-noise covariance must be specified. The channel 

internal-noise covariance used here arises if the internal noise is generated from uncorrelated 

sources within each channel. As a result. Kg is diagonal even if Ku is not. The variance at each 

diagonal element of K^ is given by a sum of two components 

= 3, [T'KfT]., + max [T'K-^T]^^ . (6.6) 

where the constants iSy and independent of the channel index i. 

The first of the two components in (6.6). [T'Kj.T]^^., can be thought of as internal noise 

that is induced by the external noise variance in the channel. The variance of this component is 
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proportional to [T'KjT]the channel variance due to noise in the reconstructed images. 

The second component, iS-, maxj [T'K^T]^.^, is an ad hoc addition to the induced noise. This 

source of noise adds a constant to each of the variance elements of Kg. Making the magnitude 

of this component proportional to the largest component of is a convenient way to adjust the 

strength of this component across different channel covariances. 

We consider the ad hoc term for two reasons. The first is an empirical one. Including this 

term improves fits to human data in a number of cases, as will be seen shortly. The second reason 

has to do with the conditioning of the channel covariance matrix. In the absence of any internal 

noise, the channel covariance is often very poorly conditioned, particularly when the channel 

profiles are overlapping as in the dense DOG channel model. For example, in the filtered noise 

experiments, the condition number of the channel covariance matrix (defined as the ratio of the 

largest eigenvalue of the covariance matrix to the smallest nonzero eigenvalue) gets as high as 10^, 

indicating a very poorly conditioned matrix. With the addition of induced internal noise in the 

channels, the condition number drops to 10®. With the subsequent addition of the ad hoc term, the 

highest condition number drops to less than 10^. 

The order of magnitude of the condition number is typically viewed as indicating the number of 

significant digits needed to invert a matrix numerically. Hence a channel model with a condition 

number of 10® implies an observer with a channel response that is accurate to roughly 9 significant 

digits. This level of accuracy seems highly unlikely to be the case for human observers, so some 

way to bring the condition number of the channel covariance down to a reasonable number is 

needed. 

In order to see the effects of internal noise on the channelized Hotelling observer, all the channel 

models are evaluated under 3 different internal noise conditions. The three cases are; no internal 
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noise {/3i = So = 0), one component of induced internal noise only (/?i = 0.6, fio = 0), and both 

components of internal noise {pi = 0.6, po — 0.02). 

6.3.4 Filtersd-noise experiments 

Performance of the channelized Hotelling observer models in the filtered-noise experiments 

are presented in figures 6.10, 6.11, and 6.12. Each figure contains three plots corresponding to the 

three studies that comprise this set of experiments. Each graph contains both human performance, 

plotted for comparison, and three plots of model observer SNR corresponding to each of the 

internal noise conditions specified above. The performance in the absence of internal noise (one of 

the three conditions) is labeled for identification. 

The three model-observer plots in each of the graphs are easily identified by their decreasing 

levels of performance. Since the three internal noise conditions described above have increasing 

levels of internal noise, the observer SNR is monotonically decreasing as each internal noise 

component is added. As the observer SNRs decrease with internal noise levels, we can generally 

see the structure of the human observer data emerging. This is particularly true of DOG channel 

models in the filter-cutoflF study. 

A number of trends are apparent across the three figures. A cursory examination reveals that the 

channelized Hotelling observers are generally overestimating human performance by an amount 

that appears to vary depending on the channel model. This form of error is generally regarded as 

less severe than underestimating performance since it can be explained as indicating other sources 

of noise in the human observer that have not been accounted for by the model observer. Of more 

importance is that the model observer capture the trends in the human observer data. 

In general, the fits by all three channel models are reasonably good. As a qualitative assessment 
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Fig. 6.10 SQR-observer SNR versus human-observer detectability in the filtered-noise studies. 
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Fig. 6.11 Sparse-DOG-observer versus human-observer detectability in the filtered-noise studies. 
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Fig. 6.12 Dense-DOG-observer SNR versus human-observer detectability in the filtered-noise 
studies. 
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of fit, let us consider the filter-cutoflF study as an example of system optimization. Choosing the 

optimal predicted cutoff using any of the models (with internal noise) yields the optimal level 

of regularization as measured by the human-observer studies. The same qualitatively good fits 

cannot be found in the performance of the Hotelling observer or any of the ad hoc observer models 

investigated above. 

On closer inspection both the SQR and the sparse DOG channel models have some regions of 

deviation from human performance. The SQR observer does not fall off quite as rapidly as the 

human after reaching the peak performance. This observer also falls off faster than the human 

observer at the low end of the exposure time studies. The sparse DOG observer has similar 

problems, with slightly deficient predictions at the low end of the exposure-time study. This 

observer also appears to have relatively low performance for the largest (negative) fractal slope. 

6.3.5 Tomographic reconstruction studies 

Plots of channelized Hotelling observer performance for the tomographic reconstruction 

experiments are given in figures 6.13, 6.14, and 6.15. The four graphs in each figure correspond to 

the combination of reconstruction algorithm (MLEM or LLW) and object background type (BKE 

or Lumpy) indicated in the heading. Like the filtered-noise experiments described above, each 

graph contains both the human detectability and three plots of decreasing model observer SNR 

corresponding to each of the three increasing internal noise conditions. 

The performance plots of the dense-DOG channel model in Figure 6.15 demonstrate severe 

effects from a poorly conditioned channel covariance matrix in the absence of intemal noise. The 

condition number of the channel covariance ranges between 10® to 10^ in these plots yielding very 

poor numerical accuracy in the resulting SNR. The "spikes", particularly evident in the LLW-BKE 
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Fig. 6.13 SQR-observer SNR versus human observer detectability in the tomo
graph ic-reconstruction studies. 
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Fig. 6.14 Sparse-DOG-observer SNR versus human-observer detectability in the tomo
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plot, can be attributed to numerical inaccuracy since they disappear when the addition of internal 

noise reduces the condition number. 

Some of the general qualities of the channelized-Hotelling observer fits to human data in the 

filtered-noise studies are not so apparent in the tomographic-reconstruction experiments. For 

example, the SQR and sparse DOG channel models no longer overestimate human performance by 

a large margin, particularly in the BKE experiments. As more internal noise is added, both of these 

channel models yield points where human performance is underestimated by the model observers. 

Qualitatively, the predictions of these observers are still reasonable; the points of optimal model 

observer performance are areas of relatively high human performance. However, the combination 

of deficient performance and poor agreement with the human data lead to some doubt as to whether 

the predictions of these model observers would hold generally or even if more data were collected 

in the current experiments. 

By comparison with the other channelized observers, the dense DOG channel model with both 

the induced and ad hoc internal noise components appears to give somewhat better agreement with 

the human data. In this case the model-observer performance stays fairly uniformly above the 

human observer performance. It also captures the monotonic decrease of human performance in 

the BKE studies and the weak maximum in human performance in the lumpy-background studies. 
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CHAPTER 7 

Conclusions 

In this chapter, the main results of this dissertation are summarized, and some suggestions for 

fiirther work are given. 

7.1 Summary 

The analysis of image reconstruction begins by specifying the imaging chain as a series of 

noisy transformations that ultimately lead to some sort of inference about the object being imaged. 

Each step of the imaging chain is identified with a physical process in the creation of an image or 

the subsequent use of the image to perform a task of interest. Proceeding in this fashion allows us 

to specify the sources of variability that can make a given imaging task difficult. These include 

object variability and noise in the acquired data. The imaging chain, given as a schematic diagram 

in Figure 2.1, provides the conceptual and mathematical framework for this dissertation. 

Having developed the imaging chain as an overall framework for evaluating the imaging 

process, the remainder of this work focuses on the role of various parts of the chain in image 

reconstruction. In particular, it is important to understand how noise is propagated through the 

imaging chain to the reconstructed images. This work focuses on the mean and covariance of the 

reconstructions. 

Three approaches to obtaining the mean vector and covariance matrix are considered. The first 

is a sample approach that estimates these quantities from a set of sample images. The advantage 

of this approach is that real patient images or complex models of image formation can be used. 

The difficulty with the sample-image approach is that very large numbers of sample images 
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may be required for accurate estimates of statistical properties. The effects of sample size are 

usually considered by resorting to some standard results from normal theory. One generalization 

of the standard results on sample sizes is given here by considering covariance matrices that 

are constrained to be circulant stationary. This assumption, when valid, is shown to increase 

accuracy in the sample estimates, or, alternatively, lead to equivalent accuracy from a smaller 

sample set. A second generalization is to consider lognormally distributed images rather than the 

usual multivariate normal assumptions. This situation is shown to degrade the estimates of sample 

covariance by a factor that can become quite large. This result casts some doubt on the validity of 

results on sample size derived from normal theory when multivariate normal assumptions are not 

justified. 

The second approach to obtaining the mean vector and covariance matrix of the reconstructed 

images uses rules for linear transformations of random variables to obtain ensemble formulas 

for the reconstruction mean and covariance. For nonlinear transformations induced by nonlinear 

reconstruction algorithms, a first-order Taylor series is used to derive approximations to the 

mean and covariance. The advantage of the ensemble approach is that analytic formulas for the 

statistical properties can be derived and evaluated without any of the estimation error found in the 

sample approach. The requirements for using ensemble propagation methods to evaluate statistical 

properties of reconstructed images are that ensemble statistics on the data vector are known, 

and that the reconstniction operator is locally well approximated by a linear transformation. 

Under these assumptions, ensemble propagation methods are extended to iterative reconstruction 

operators and implicitly defined reconstruction operators. 

Finally, the third approach utilizes a hybrid of the sample and ensemble methods proposed 

by Fiete (Fiete et al., 1987). This approach uses a simulation of the object being imaged to get 
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samples of noise-free data. A physically justifiable model of the noise in the data, conditioned on 

each of the noise-free data vectors is then used to obtain estimates of the statistical properties of the 

data that are more accurate than those estimated from samples alone. While this approach is not 

suitable for clinical images, the approach does allow a fair amount of realism in that a complex 

simulation procedure may be used. The methods of propagation of statistical variation developed 

for ensemble techniques can then be used on the mean and covariance of the data estimated by 

hybrid methods to obtain the final hybrid estimates of reconstruction statistical properties. 

Linear iterative algorithms and the maximum-likelihood expectation-maximization (MLEM) 

algorithm are then analyzed using some of the foregoing approaches. Of particular interest in the 

analysis of these reconstruction algorithms is the novel construct of an adjoint iterative scheme. 

This iteration allows us to iteratively compute products between an arbitrary vector and the adjoint 

of a reconstruction operator (or its first-derivative matrix in the case of a nonlinear operator). 

These products are necessary for the evaluation of model-observer signal-to-noise ratios (SNR) 

found later in the work. A very attractive feature of adjoint iterative schemes is that they can often 

be implemented without storing prohibitively large matrices, making the assessment of covariance 

matrices for large imaging systems feasible. 

The analysis then turns to the task of signal-known-exactly (SKE) detection where the statistical 

properties of the reconstructed images are used to obtain formulas for the observer SNRs for a 

variety of detection strategies, referred to as model observers. The model observers are grouped 

into the categories of optimal observers, ad hoc observers, and channelized observers. With the 

exception of the Bayesian ideal observer, all the model observers considered are linear, forming 

their observer response as a linear function of the reconstruction. In each of these cases, explicit 

formulas for the observer template are given which may in turn be dependent on the statistical 
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properties of the reconstructed images. 

Of particular interest is the development of the channelized Hotelling observer. The analysis of 

this type of model observer builds on previous work (Abbey and Barrett, 1995; Abbey et al., 1996) 

in this area. In contrast to the original work (Myers, 1985), chaimel models are described in the 

spatial domain as a matrix of channel templates (though the definition of these channel templates 

is still closely tied to the Fourier domain). Formulas are given for the mean and covariance of the 

channel responses based on the mean and covariance of the reconstructed images. Internal noise 

in the channel responses is then shown to influence the channel covariance by adding an internal 

noise variance to the diagonal elements of the channel-covariance matrix. 

A number of psychophysical experiments were conducted with the dual purpose of testing 

factors that influence human detection performance in reconstructed images and providing a set 

of data with which to assess how well different model observers predicted human performance. 

Two sets of studies were conducted. The first set of studies, referred to as the "filtered-noise" 

studies, simulates the entire reconstruction process with a stationary Gaussian stochastic process 

that has a correlation structure similar to what might be found in reconstructed images. A variety of 

effects were studied, including regularization, exposure time, and characteristics of the anatomical 

variation. 

A second set of psychophysical data was collected to ascertain the effects of stopping point on 

the linear Landweber (LLW) algorithm and the MLEM algorithm. These experiments are referred 

to as the "tomographic-reconstruction" studies. In this case, simulation is used to create sample 

data vectors from which reconstructions are created using each of the iterative algorithms. The 

effect of the stopping point is evaluated for both background-known-exactly (BKE) and lumpy 

backgrounds. The most noticeable feature in these experiments is the substantial difference in 
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optimal stopping point between the BKE and lumpy backgrounds. In the BKE experiments, 

the highest average observer detectability occurred at 1 iteration in both the LLW and MLEM 

algorithms. The inclusion of object variability in the form of a lumpy background moved the 

optimal stopping point out to 8 iterations. Another result of these studies is the absence of an 

effect of reconstruction algorithms. The LLW and MLEM algorithms yield indistinguishable 

performance at all the stopping points investigated. Hence, for the BKE and lumpy-background 

tasks considered here, these two algorithms are equivalent in terms of image quality. 

The results of the human-observer studies are then compared to the predictions of a number 

of model observers. This comparison yields a number of insights into the human-observer 

detection strategy. A somewhat surprising result is the generally high efficiency of average human 

detectability with respect to the Hotelling observer. In the filtered-noise experiments, efficiency 

ranges from 39% to 53% in 15 of the 17 experiments. Interestingly, the two experiments with 

substantially lower efficiency occur when the images have high levels of regularization. In the 

BKE tomographic-reconstruction experiments, the efficiency of human observer performance is 

calculated with respect to a Hotelling detection strategy computed on the unreconstructed data. 

In these experiments, average human efficiency decreases with stopping point from a values near 

50% at I iteration, to values near 20% at 128 iterations. 

The results of comparisons between human performance and a number of different ad hoc model 

observers have been reported, including region-of-interest, nonprewhitening, and eye-filtered 

nonprewhitening model observers. Perhaps the most striking result of these comparisons is that all 

of the ad hoc observers are outperformed by the human in some experiments, without any internal 

noise in the model observers. The ad hoc observers often fail to match even the trend in the human 

observer results, for example showing an increase in performance with respect to a variable of 
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interest when human performance is decreasing. 

Three channelized Hotelling observers have been reported, each with three levels of internal 

noise. The diflferences between these observers were differences in the channel profiles and the 

number of channel responses. One model observer used four nonoverlapping square channel 

profiles (SQR) similar to those developed by Myers, while the other two observers utilized 

difference of Gaussians (DOG) as their channel profiles. The two DOG channel observers are 

distinguished by the number of channel responses they use. The "sparse" DOG model observer 

used only 3 channel responses centered at different radial frequencies while the "dense" DOG 

model observer uses 10. 

All three models give good qualitative matches to the human observer performance when 

intemal noise is included in the channel responses. This result is encouraging since it indicates the 

possibility of a degree of robustness in the choice of channel models. 

When absolute comparisons between human and channelized Hotelling observers are made, 

both the SQR and the sparse DOG observer models show some regions of poor agreement. In 

particular, both of these observers are outperformed by the humans in the BKE experiments of the 

tomographic reconstruction studies when intemal noise is included in the channels. By contrast, 

the dense DOG channelized Hotelling observer matches human performance while remaining 

consistently above it. 

7.2 Future work 

The fact that channelized Hotelling observers were able to give good qualitative fits to all the 

human observer results is encouraging and merits further investigation. There is a growing body 

of psychophysical results mapping out human observer performance in "textured" noise with a 
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known correlation structure (Myers and Barrett, 1987; Rolland et al., 1991; Rolland and Barrett, 

1992; Burgess, 1994; "V^o, 1994; Burgess and Li, 1995; Burgess et al., 1997). It would be useful 

to know whether the channelized Hotelling observers that proved effective in this work also match 

the human-observer performance in these other situations. 

One particular concern in the prediction of human performance by channelized Hotelling 

observers is the role of internal noise in the observer. The combination of in-channel internal 

noise and another ad hoc term gave good fits to human observer performance in the experiments 

presented in this dissertation. However, an alternative to curve fitting for setting internal noise 

parameters is desirable. One possible approach to setting the parameters of intemal noise would 

be to use the contrast sensitivity of the human visual system. This subject has been e.xtensively 

investigated in the field of vision science. The idea here would be to fix the intemal noise 

parameters so that the observer matches the human contrast-sensitivity function. 

Another avenue for gaining insight into modelling the human observer is to analyze the human 

observer results on a case-by-case basis. The idea behind this suggestion is that a good model 

of the human observer ought to be able to tell us which cases are difficult as well as which 

experiments are. E.\perimentally, this approach utilizes repeated trials to rank the image pairs in 

a 2AFC experiment according to how many times they lead to an incorrect decision. The model 

observer ranking of each image pair can be accomplished by calculating the difference between the 

responses to the signal-present and signal-absent image in each trail pair. A measure of association 

between the human and model observer rankings could then be used to see if the difTicult cases for 

the human observer were also difficult for the model observer. 

Finally, there seems to be very little difference across reconstruction algorithm for any of 

the observers (human or model) in the tomographic reconstruction experiments first described 
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in section 5.3. Furthermore, in the lumpy background experiments, there is surprisingly little 

dependence on the stopping point of the algorithm. It would be of interest to know if this is 

due to the simplicity of the SKE task, or alternatively, if the reconstruction algorithm does not 

stronly influence task performance. Future work in this area could test the different reconstruction 

algorithms in more complex tasks that include much more contrast from object variability, or, 

alternatively, signal uncertainty in the form of an unknown signal location, size, orientation, etc. 
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APPENDIX A 

Adjoint iterative algorithms 

In this appendix, a number of results used to analyze iterative reconstruction algorithms are 

derived. In section A.l a derivation is given for equation (3.72), the form of a linear iterative 

reconstruction operator specified by the iterative scheme in (3.73). Section A.2 shows that the 

adjoint iterative scheme in (3.74) yields a product of the adjoint reconstruction operator. Section 

A.3 derives the more general adjoint iterative scheme used in (3.90). Note that throughout this 

appendix superscripts in parentheses are used to indicate iteration numbers, while superscripts 

without parentheses indicate an exponent (as usual). 

A.I Proof of Equation (3.72). 

Given the iterative scheme 

f^°' = fo 

f ( fc - f i )  ^  fW+B^g-Hp ' ) .  

the reconstruction operator is shown to be 

k 

= ^ ( I -BH)^Bg+( I -BH)^"+^fo .  
j=o 

Note that (I — BH)° = I by definition. The proof proceeds by induction. Let fc 

(A.l) we see that 

P = fo+ B (g- H f o )  

(A.1) 

(A.2) 

= 0, then from 
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= Bg+( I -BH)fo  

which fits the form of {A.2). Now let us assume 

fc-i 
f ( f c )  =  ̂  ( I  -  BH)^  Bg+  ( I  -  BH) '=  fo .  

j=o 

Then from (A. 1), the formula for the next iteration is given by 

fc-i 
=  ^ ( I -BH)^Bg+( I -BH) '^ fo  

j=o 

k-l 

^Bg-BH (I - BH)^ Bg+ (I - BH)*^ fo 
j=0 

(A.3) 

Regrouping terms in (A.3) we find that 

fc-i 
f ( f c+ i )  ^  ( I  -  BH)  ̂  ( I  -  BH)^  Bg  +  Bg+( I  -  BH)  ( I  -  BH) '^"  fo  

j=Q 

k 
= 5] ( I -BH)^Bg+( I -BH) ' ' ' ^^ fo  

^=0 

which again fits the form of (A.2). Therefore by induction (3.72) is shown to be true. 

A.2 Proof of the adjoint scheme in (3.74). 

Given = 0, and the adjoint iterative scheme defined as 

x(fc-M) = + B' (y - . (A.4) 

We will show that 

x(fc+l) = 

where is the linear component of the reconstruction operator in (3.72). From (A.2) it is 
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[o('«)j'y = 

clear that 

' k ' ' 

5^( I -BHyB 
j=0 

k 

j=0 

If we simply apply the results of section A.1 to the iterative scheme in (A.4), we will generate a 

according to 

k 
x( fc+ i )  =  5 ] ]  ( I  -  BV-

j=o 

Hence for the adjoint iterative scheme to work, we must show that 

k k 

^ (I - B'H')^ B' = B' ̂  (I - H'B')^ 
j=0 j=0 

(A.5) 

Before proceeding to a proof of (A.5), a necessary preliminary result is derived. We will show 

that for A: = 0,1,2,..., 

( I -B 'H ' ) ' 'B '  =B '  ( I -H 'B ' ) " .  (A.6) 

The proof proceeds by induction. 

If we take fc = 0, then (A.6) is trivially true since 

(I - B'H')'' = (I - H'B')° = I. 

We will now presume that (A.6) holds for k and consider k + 1. In this case, we have 

( I -B 'H ' ) ' ' ^^B '  =  ( I  -  B'H ' )* ' ( I  -  B 'H ' )  B '  

=  ( I -B 'H ' ) ' 'B ' ( I -H 'B ' )  .  
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Since the relation is presumed to hold a k, we may rewrite this expression as 

( I  -  = B'(I -H'B')* ' (I -H'B')  

= B ' ( I -H 'B ' )* ' ^^  

Hence, by induction, (A.6) is proved. 

We now proceed to the proof of (A.5), which is also accomplished by induction. At k = 0, the 

relation is trivially true. Presuming that the relation holds for k, we can write it at -i- 1 as 

Jk+l k 
^( I -B 'H ' )^  B^  =  ^ ( I -B 'H ' )^  B ' - r  ( I -B 'H ' ) ' ' ^^B '  
i=o j=0 

k 

= B'J2 ( I -H 'B ' )^  +  B ' ( I -H 'B ' ) ' ' ^^  
i=o 
fc+i 

=  B '^ ( I -H 'B ' ) \  
j=0 

Therefore (A.5) holds by induction. 

A.3 Derivation of the adjoint iterative scheme in (3.90). 

The derivation of (3.90) begins with the recursion relation for given in (3.87), defined 

from partial derivatives of the update operator ^g, This relation (repeated here for 

convenience) is given as 

+ AQ^'-'^AO^^"'. (A.7) 

Since the starting point of the iteration is presumed to be independent of g, AOg°' = 0. Since 

we are interested in the transpose of AOg'^''"^\ we can take the transpose of both sides of (A.7) to 
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obtain 

AO 
( k + l )  

+ AO 
( k )  AQi' (fc) (A.8) 

The iterative scheme in (3.90) for implementing the product 

X =  AO 
(fc) (A.9) 

utilizes the decreasing iteration (also repeated here for convenience) 

AQ^' 
(fc') 

y + x 

where k" starts at k/ = k — I and decreases with each iteration to k' = 0. While this scheme is 

adequate as a computational algorithm, a more detailed notation is necessary to demonstrate that it 

yields the desired matrix-vector product. Given the vectors and y'*^\ and the iterative scheme 

• - ( f c ' + l )  

AQi' ( f c ' )  y(^'^i). (A.IO) 

for k' decreasing from — 1 to 0, then 

x(°' = AO 
(fc) y ( f c )  (A.ll) 

To use (A.ll) to get products of the form x = AO 
(fc) y, as in (3.90), we initialize y^^"' = y 

and x^*^' = 0. When the iteration is complete, we set x = x^°^ Since the ' and are only 

needed for one iteration, they can be overwritten in the subsequent iterations as is done in (3.90). 

The derivation proceeds by induction. We begin by showing that (A.ll) holds for k = 1. 
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Evaluating (A.8) and using AOg°^ = 0 shows that 

= 

AQf. 

Therefore the transpose at A: = 1 is given by 

AO (1)  (A.12) 

For k = 1, the iteration in (A. 10) is run once, with k' = 0. On output, we see that 

x(0) = A Q  (0) 

AO (I) 

y ( l )  ^ ( 1 )  

y( l )+x( l ) .  

where the last line follows from (A.12). Hence is the product of interest. 

We now assume that the algorithm holds for evaluation of AO (fc) 
and consider evaluation of 

AO (fc+i) 
. In this case (A.8) can be used to define 

•  - (AR+L) ^X(FC+L) 

AQ, (fc) AO {*:) AQ^' ( k )  -(fc+1) ^ x (fc+i) 

AO W AQi' (fc) 'y(fc+l) + •y( fc+ l )  ^x (A:+ l )_  (A.13) 

We will now show that exactly this form is achieved using the iterative algorithm of (A. 10). 

To evaluate AO ( f c + i )  y(fc+i) -i_ we initialize = z and = y. After one 

iteration of (A. 10), we have 

AQg*^' y(fc+l) x(fc+l)_ (A. 14) 
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and 

= [AQ('  •y{fc+l)_ 

AO 
(fc) 

(A. 15) 

. Hence we The rest of the iterations (k' = A; - 1 to 0) are identical to the iteration for 

can think of (A. 14) and (A. 15) as initializing and for this algorithm. By assumption we 

have that 

AO 
(fc) • - ( f c )  ̂ - ( f c )  

Substituting (A. 14) and (A. 15) for and and then using (A. 13) yields 

x(0) = AO 
( k )  

AQi' (fc) y{^+^) 

AO ( f c + i )  y(fc+l) _|_ ^(^+U 

Therefore, by induction, the iteration in (A. 10) implements the desired matrix-vector product. 
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APPENDIX B 

Conversion to cycles per degree of visual angle 

Cycles per degree of visual angle (often referred to as just cycles per degree) are a common and 

convenient way to specify radial frequencies in the frame of reference of the visual system. The 

eye-filter described in section 4.4.1 and implemented in section 6.2, and the channel profiles given 

in 6.3, both make reference to radial frequencies measured in cycles per degree. For the purposes 

of this appendix we will refer to radial fi'equencies in these units as Pdeg- ^ radial frequency of an 

image is often specified in "pixel" units of cycles per pixel. With these units, spatial frequencies 

go fi-om 0 to the nyquist limit of 0.5 cycles per pixel in both the horizontal and vertical directions. 

Radial fi'equencies in cycles per pixel are referred to hereafter as ppj^. 

The cycles per degree are given by multplying the cycles per pixel by the pixels per degree. 

The two quantities necessary for computing this conversion are Ap,x, the pixel size, and Av,ew. the 

distance of the eye fi^om the image. At a distance of Aview, 1° of visual angle projects to a length 

of approximately Aview^- Converting this length to pixel units through division by Apjx yields 

the conversion 

^view 2/1 

For the monitor described in section 5.1 (Ap,x = 0.27 millimeters), and an average viewing 

distance of approximately 0.75 meters, the conversion to cycles per degree is given by 

750.0 27r 
Pdeg - 0.27 360 '"P'" 

= 48.48-Ppix 
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