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ABSTRACT

An essential tool in biology is the alignment of multiple sequences. Biologists use mul-

tiple sequence alignments for tasks such as predicting protein structure and function,

reconstructing phylogenetic trees, and finding motifs.

Constructing high-quality multiple alignments is computationally hard, both in the-

ory and in practice, and is typically done using heuristic methods. The majority of

state-of-the-art multiple alignment programs employ a form and polish strategy, where

in the construction phase, an initial multiple alignment is formed by progressively merg-

ing smaller alignments, starting with single sequences. Then in a local-search phase,

the resulting alignment is polished by repeatedly splitting it into smaller alignments and

re-merging.

This merging of alignments, the basic computational problem in the construction and

local-search phases of the best multiple alignment heuristics, is called the Aligning Align-

ments Problem. Under the sum-of-pairs objective for scoring multiple alignments, this

problem may seem to be a simple extension of two-sequence alignment. It is proven here,

however, that with affine gap costs (which are recognized as necessary to get biologically-

informative alignments) the problem is NP-complete when gaps are counted exactly.

Interestingly, this form of multiple alignment is polynomial-time solvable when we relax

the exact count, showing that exact gap counts themselves are inherently hard in multiple

sequence alignment.

Unlike general multiple alignment however, we show that Aligning Alignments with

affine gap costs and exact counts is tractable in practice, by demonstrating an effec-

tive algorithm and a fast implementation. Our software AlignAlign is both time- and

space-efficient on biological data. Computational experiments on biological data show in-

stances derived from standard benchmark suites can be optimally aligned with surprising

efficiency, and experiments on simulated data show the time and space both scale well.
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CHAPTER 1

INTRODUCTION

Love is the power to see similarity in the dissimilar.

— Theodor Adorno

For centuries, scientists have been comparing living organisms in an effort to better under-

stand the natural world [67]. Modern life scientists further these efforts at the molecular

level by comparing the blueprints and building blocks of life — the biological sequences

that make up DNA, RNA, and proteins. DNA and RNA are molecular sequences, each

composed over an alphabet of 4 possible nucleotides, while proteins are sequences over 20

possible amino acids. The central dogma of molecular biology is that DNA contains the

genetic code which is transcribed into RNA and in turn translated into protein, and that

DNA sequences evolve over time by mutation and selection.

On the one hand, very small differences in sequence can account for vast biological

diversity. And on the other hand, similarity in sequence, even very obscure, implies a

possible shared ancestry and could indicate structural or functional similarity. Comparing

these sequences is thus a fundamental task in molecular biology, both to elucidate subtle

differences in the common and to see similarity in the dissimilar.

Rather conveniently, organisms are comprised of and governed by these molecules,

which are sequences composed over finite alphabets, facilitating the application of com-

putational tools to the task of biological sequence comparison.

1.1 Perspective

The successful application of computational methods generally involves defining a math-

ematical model that captures the essential biological aspects, defining a computational

problem that addresses the task given the model, and developing an algorithm that solves

the computational problem. Then output from the algorithmic solution can be interpreted

to hopefully glean biological insight.
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In the context of a computational problem, it is generally expected that an algorithm

include an associated proof that it solves the problem correctly as defined, along with an

analysis of the asymptotic time and space requirements. While this theoretical formalism

may not have an immediate direct impact on the biological task at hand (which is after all

the main concern), it would be shortsighted not to recognize its importance for advancing

the body of computational-based knowledge. This knowledge may be drawn upon in

future research, both in the specific area of the task at hand and in related areas.

Since the intent is to address a real-world biological task, this theoretical analysis

should be supplemented with a practical analysis of the resource requirements using real

data, or data simulated to respect the model, allowing a full and fair assessment of the

algorithm’s feasibility in practice. In addition to practical feasibility, a solution needs to

deliver output of acceptable quality in biological terms. Much research effort is spent on

properly defining models and computational problems so that once solved, the output will

translate back into biologically-informative results. There is typically a trade-off between

the accuracy of a model (and hence its complexity) and the computational resources

required by an algorithm for the corresponding computational problem. Feedback within

this model-problem-algorithm-output loop is often instrumental to balancing that trade-

off, and can be critical for refining the model and problem definition to ensure the quality

of output is maintained while allowing for practical algorithmic solutions.

Although many problem formulations turn out to be theoretically intractable, they

sometimes still have algorithms that can be efficient in practice. Exact solutions should

not be summarily dismissed based solely on theoretical hardness. Heuristics, often a

necessary and useful substitute in practice, can be used in place of exact algorithms but

might weaken the important feedback loop by introducing unpredictable variability in

the quality of output. An exact solution may provide insight into the model, or even the

biological assumptions underlying the model, that could be missed otherwise. Heuristics

are best applied when the model and problem definitions cannot be sufficiently refined as

to be amenable to a solution acceptable in both output quality and practical performance.

This dissertation on the computational problem of optimally Aligning Alignments is

offered with the foregoing thoughts in mind.
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1.2 Contributions

In order to preview our contributions, we informally describe what Aligning Alignments is,

and for that we need to know about multiple alignments. A multiple sequence alignment

of k sequences is a k-row matrix with all the letters of the ith sequence in row i, with

order preserved and spacers possibly inserted (see Figure 3.1 from Chapter 3 for a small

example). The term alignment stems from the notion of aligning regions of letters that

are similar across the sequences into consecutive columns of the matrix. Alignment into

similar columns comes about by way of inserting spacers into the sequences within the

matrix, thereby shifting letters into desired positions, but is constrained by the order

preservation of the letters in the input sequences. A consecutive run of spacers in a row

is called a gap.

Informally, Aligning Alignments is the problem of merging two input multiple se-

quence alignments by aligning the columns of the first alignment with the columns of

the second. (Here, columns from the two input alignments are treated as indivisible el-

ements.) The alignment now comes about by way of inserting columns of spacers into

the input alignments, thereby shifting columns into desired positions, but constrained by

the order preservation of the columns in both input alignments. This yields as output a

new multiple alignment containing both input alignments. Aligning Alignments is typi-

cally solved as a subproblem during the construction of multiple alignments of unaligned

sequences.

This dissertation introduces the following contributions.

(1) An NP-completeness proof for Aligning Alignments under the sum-of-pairs

objective with affine gap costs, when gaps are counted exactly. We reduce the

Maximum Cut Problem to Aligning Alignments. The construction uses only a

binary alphabet and the unit-cost metric, showing our problem remains NP-hard

for biological sequence data and for the simplest of cost models where gaps mat-

ter, and the construction holds for the unweighted sum-of-pairs objective. The

proof also demonstrates an inherent difficulty in optimizing gap counts in multiple

sequence alignment, since the problem can be efficiently solved when the exact

gap count requirement is relaxed. This is also the first NP-hardness result for a
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problem involving the comparison of just two sequences (of columns in this case)

using only the operations of insertion, deletion, and substitution.

(2) An exact algorithm for Aligning Alignments, with a tight worst-case asymptotic

time and space analysis. The dynamic programming approach used is similar to

that of standard two-sequence alignment, where a subproblem is defined by a

pair of prefixes of the two sequences. Now however, the subproblem includes an

additional parameter, the configuration of gaps at the end of an alignment, which

we call the alignment’s shape. Instead of having a constant number of subproblems

at each entry of the quadratic-size table as in standard sequence alignment, the

worst-case number of subproblems now grows exponentially with the number of

sequences. The running time of the algorithm is highly dependent on the number

of shapes generated. With careful analysis we determine not only a bound, but

the exact worst-case number of shapes at each entry in the table. Although a

related version of the algorithm has existed for over two decades, this is the first

formal analysis of its time and space.

(3) Several correctness-preserving optimizations that reduce the time and space

used in practice. Our branch-and-bound style pruning methods include domi-

nance pruning, which employs a dominance relation on pairs of shapes to prune

subproblems, and bound pruning which uses upper- and lower-bounds on optimal

alignments. We prove that both preserve the correctness of the exact algorithm,

and that dominance pruning alone is stronger than the pruning used in the pre-

vious algorithm in the literature [27]. (The correctness of the previous algorithm

with pruning follows as a result.) Then we apply the Hirshberg [39] divide-and-

conquer strategy for reducing the dynamic programming table to linear size, prove

its correctness, and analyze the resulting algorithm. We also extend existing tech-

niques for speeding up subproblem processing (for computing substitution and gap

costs, and testing pruning criteria [28]) to dominance testing and to composing

subalignments in bound pruning.

(4) A demonstration of practical feasibility with the software AlignAlign and

computational experiments on biological and simulated data. For example, all

instances randomly generated from the popular BAliBASE benchmark suite are
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solved within 15 seconds and in less than 2 megabytes of memory on a desk-

top computer. Simulated instances with 100 sequences and 1,000 columns in each

input alignment can be solved in about 40 minutes and 5 megabytes with a space-

optimized version, or 4 minutes and 200 megabytes using the time-optimized ver-

sion. The addition of shape-processing speedups (which were not implemented

at the time of the full experiments) now reduce this instance to 3 minutes us-

ing 5 megabytes, or 20 seconds using 200 megabytes. We also reveal a ceiling

phenomenon in the number of subproblems generated by the dynamic program

in practice. The ceiling is independent of input size, depending rather on the

density of spacers present, lending insight into the current disparity between the

hardness in theory and practice for optimally Aligning Alignments.

1.3 Overview

The dissertation is organized into three parts.

The initial introductory part (Chapters 1, 2, and 3) continues with background ma-

terial, including a basic incremental introduction to the Aligning Alignments problem.

Chapter 2 covers background material on two-sequence alignment, motivating its use in

biological sequence comparison, and then introduces affine gap costs as a method of re-

fining the model to better reflect biological reality. Chapter 3 progresses to the alignment

of multiple sequences, motivated as a tool for identifying similarities when two-sequence

alignment is insufficient. We then formally define the Aligning Alignments problem and

sketch the dynamic programming solution. Throughout this part, as each new model

refinement and problem definition is introduced, the dynamic programming solution is

again described — to provide context and illustrate the relation among model, problem,

and algorithm. We follow this with a brief survey of existing heuristic approaches to

Aligning Alignments.

In the second part (Chapters 4 and 5) we examine theoretical aspects of Aligning

Alignments. Chapter 4 contains the NP-completeness proof, and Chapter 5 presents the

design and analysis of a dynamic-programming-based exact algorithm.

The third part (Chapters 6 through 9) emphasizes the practical aspects of imple-
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menting the algorithm in an effective manner. Two techniques for pruning candidate

subproblems from the dynamic programming table are given in Chapter 6. Chapter 7

shows how the dynamic program can be computed in a linear-size table. Chapter 8 gives

the details for reclaiming memory from unused subproblems and for speeding up subprob-

lem processing. In Chapter 9 the results of computational experiments on both biological

and simulated data demonstrate the practical feasibility of the algorithm.

Finally, we conclude with summary remarks and possible future directions.



20

CHAPTER 2

BASIC SEQUENCE ALIGNMENT

Over the next two chapters, we step through an incremental development of the model,

problem definition, and algorithmic solution leading from the task of biological sequence

comparison to the Aligning Alignments problem. This is not intended as a comprehen-

sive review of sequence alignment, but rather a didactic illustration of model-problem-

algorithm interaction while introducing our problem.

2.1 Biological motivation

To derive a model for biological sequence comparison with homology1 at the focal point,

consider the evolutionary processes that transform sequences over time. Evolutionary

mutations typically occur as point mutations, called substitutions, from one nucleotide into

another (Figure 2.1) or the insertion or deletion of consecutive nucleotides (Figure 2.2).

(While heritable mutations actually occur in nucleotide sequences, the results of mutation

are then observed in amino acid sequences, since proteins are a translation of DNA via

RNA. If we mention mutations in protein sequences, we implicitly mean such observed

results of actual mutation.)

An oracle that could output a transcript recording each actual mutation along the

lineage from ancestor to progeny would be ideal for elucidating the relationship between

sequences. Such a transcript would record multiple mutations that occur at the same

sequence position — repeated substitution for example. Lacking such an oracle, these

repeated mutations are impossible to detect, given only the lineal endpoints. A first

approximation is to seek a transcript with the minimum number of mutations that trans-

form one sequence into another. Computationally speaking, this is known as a unit-cost

edit distance (or Levenstein distance [47]) transcript for a pair of sequences, where edits

quite suitably include the deletion of an existing letter, the insertion of a new letter,
1Homology is similarity due to shared ancestry.
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ACGTACGT
ACGCACGT

Figure 2.1 A point mutation from T to C in a sequence, also called a substitution. The
arrow indicates the direction of time.

ACGTACGTACGT
ACG   GTACGT
ACGGTACGT

ACGGTACGT
ACGGTA   CGT
ACGGTATACCGT

Figure 2.2 Left: the deletion of consecutive nucleotides TAC from a sequence. Right:
the insertion of TAC into a sequence. The arrows indicate the direction of time.

and the substitution of one letter by another (different) letter. When a letter is retained

unedited, it is called an identity.

The Unit-Cost Edit Distance Problem is: given two sequences, output a transcript

of edits that transforms the first sequence into the second while minimizing the total

number of edits.

For pedagogical purposes, let us record the identities along with the edits on the

transcript. Since this transcript must record at most a single edit at any specific position

(as otherwise it would not minimize edits), it has exactly one entry for each letter in the

first sequence (which records the letter as being deleted, substituted, or matched as an

identity) and one additional entry for each inserted letter.

Each edit can be represented as a pair. Let the pair (a, b) denote a substitution from a

to b, and (a, a) denote an identity. For a deletion or insertion, pair the letter with a blank

or spacer, denoted by the character ’-’. Let the pair (a,-) denote the deletion of a

and (-, b) denote the insertion of b. As an example, a transformation from the sequence

“ACGT” into “CGAT” can be achieved as follows. Delete A, retain C (an identity), retain G,

insert A, and retain T. We write the transcript for this transformation as

(A,-), (C, C), (G, G), (-, A), (T, T).
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A C G - T
- C G A T

Figure 2.3 An alignment of two sequences.

By standing each pair on end, we get an equivalent representation called an alignment

that is visually helpful for seeing the sequences and their regions of similarity at the same

time (Figure 2.3). This will be especially so later, when we consider the simultaneous

comparison of multiple sequences. More formally, a global alignment of two sequences is

a 2-row matrix with all the letters of the first sequence in the first row and all the letters

of the second sequence in the second row, with their order preserved and with spacers

possibly inserted.

Alignment is a representation typically sought when comparing a pair of sequences

and yields a computational problem called the Pairwise Sequence Alignment Problem.

This is only one of a family of sequence alignment problems where the specific tasks vary

over many domains. For example, seeking to identify regions of high local similarity leads

to a different formulation of the problem than does seeking alignments of high global

similarity. We will be considering global alignment.

2.2 Aligning two sequences

The goal in constructing a pairwise alignment is to insert spacers into the sequences so

that the regions that are similar between the two sequences will appear aligned in the

same consecutive columns of the matrix.

To cast the sequence comparison task as this combinatorial optimization problem, an

objective measure for ranking competing alignments is needed. The aim is to rank the

possible alignments of a given pair of sequences so that the more biologically-informative

alignments have higher ranking, assuming informative alignments exist.2 For example,

with unit-cost edit distance, the ranking is based on the total number of edits, the as-
2To detect spurious alignments, a separate measure is used a posteriori to estimate how informative a

given alignment is compared to alignments that are random under the null hypothesis.
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sumption being that fewer edits implies the sequences are more closely related.

Definition 2.1 (Pairwise Sequence Alignment) The Pairwise Sequence Alignment

Problem is: given two sequences and an objective function, output an alignment of the

two sequences that optimizes the objective. 2

With the following objective function, optimal alignments will correspond to optimal

unit-cost edit transcripts. Let n be the number of columns in an alignment A. Let A[i, j]

denote the letter in the ith row and jth column of A, and define δ to count substitutions,

insertions, and deletions. Then

δ(a, b) =

 1, if a 6= b

0, otherwise.

Then define the objective function

C(A) :=
∑

1≤j≤n

(
δ(A[1, j], A[2, j])

)
.

Since objective C counts the number of columns in an alignment that correspond to

edits, an alignment A that minimizes C(A) will correspond to an edit transcript with the

minimum number of edits.

Seeking an alignment that corresponds to an optimal unit-cost edit transcript implic-

itly defines a model where

(i) possible mutations include insertion, deletion, and substitution,

(ii) mutations are relatively rare, since the number of edits defines the ranking and we

seek the minimum, and

(iii) all mutations are equally likely, since only the total number of mutations is consid-

ered and not their type.

While the first two are in accordance with biological observation, some point mutations

(substitutions) are observed to occur more frequently than others. To better account for

this in the model, we can extend δ(a, b) to assign pairwise scores (for each pair of letters)

that are more commensurate with the expectation of that particular point mutation
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occurring. Some commonly used substitution scores for protein sequences are PAM (Point

Accepted Mutation) [13, 62] and BLOSUM (BLOck SUbstitution Matrix) [37], which

define scores for each possible pair of amino acids (including identities).

For now, let δ(a,-) = δ(-, a) = λ, for constant λ. Refinements to the model for

insertions and deletions are considered in the next section, but first we informally sketch

a dynamic programming solution under this simpler model so that we can follow the

interaction among model, problem, and algorithm.

Let s and t be two sequences of length m and n respectively, let si be the ith letter

of s, and let s[1 : i] denote the length i prefix of s. A subproblem (i, j) corresponds to a

pair of prefixes s[1 : i] and t[1 : j]. Define C(i, j) to be the cost for an optimal alignment

of prefixes s[1 : i] and t[1 : j].

The key observation in deriving a recurrence for C(i, j) is that an optimal alignment

of a pair of prefixes has a last column, and removing that column yields an optimal

alignment of the reduced prefixes. The general recurrence for C(i, j) is thus given by

C(i, j) = min


C(i− 1, j) + δ(si,-),

C(i, j − 1) + δ(-, tj),

C(i− 1, j − 1) + δ(si, tj)

 .

(The details for filling in boundary values are not important to the current discussion.)

We can evaluate the recurrence in a table of size (m+1)× (n+1), storing the cost for

optimally aligning s[1 : i] with t[1 : j] at each (i, j) entry (Figure 2.4). The table can be

filled out in any order satisfying the recurrence dependencies (row major, for example).

This is done by computing for each operation (insertion, deletion, and substitution), the

updated cost for extending a subalignment with an appended column, as defined by the

recurrence. Note that computing these costs references only the single value stored at an

entry, and the score on the column as computed by the previously defined δ.

There is a standard grid-graph representation that shows that the problem is equiv-

alent to finding a shortest weighted path in a graph. We present it here mainly for

pedagogical purposes, as another aid for understanding conceptually the computational

impact of each refinement of the model. In this representation, the grid graph has a vertex

for every subproblem (i, j) and an edge directed from (̃ı, ̃) to (i, j) if C (̃ı, ̃) appears in
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Figure 2.4 Dynamic programming table when gaps are not counted. A subproblem
corresponds to a pair of prefixes s[1 : i] and t[1 : j] of the input sequences. The cost for
an optimal alignment of the prefixes is stored at entry (i, j).

the recurrence for C(i, j) (Figure 2.5). So each edge corresponds to an alignment column

and is weighted by the cost of the column as computed by δ. Then an optimal solution

corresponds to a shortest weighted path through the graph from the source vertex (0, 0)

to the sink vertex (m,n). (We omit the details for recovering optimal alignments.)

2.3 Affine gap costs

A key observation for improving the above model is that biological insertions and deletions

tend to occur in runs, as single mutational events deleting or inserting lengths of sequence.

A run of insertions or deletions in an alignment is called a gap. With the unit-cost edit

distance objective, gaps are scored by their length, so the total cost g(x) for a gap of

length x is simply x. The result is that a group of x spacers incur the same cost regardless

of how many gaps they constitute. Our first model refinement is to generalize the cost to

g(x) = λx for a constant λ. This allows the relative cost of insertion and deletion versus

substitution to be adjusted by choosing various λ values — a higher λ value will tend to

encourage more substitutions over insertions and deletions. But for any fixed λ, the cost
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δ(s ,t )

i-1

δ(s ,-)i

δ(-,t )

i

j

j

i

jj-1

Figure 2.5 The grid graph representation when gaps are not counted. Vertices corre-
spond to subproblems (prefixes of the input sequences). Edges correspond to alignment
columns and are weighted by the column’s cost as defined by δ. An optimal solution cor-
responds to a shortest weighted path from source vertex (0, 0) to the sink vertex (m,n).

is the same (1) for interleaving a group of insertions or deletions with substitutions or (2)

for putting them in a run preceding or following the substitutions. Not surprisingly, this

gap cost is recognized as insufficient to deliver biologically-informative alignments [20].

To address this deficiency we charge an additional penalty once per gap — a popular

alternative called the affine gap cost. With affine costs, a constant γ is charged per gap

in addition to the constant λ per spacer in the gap, so g(x) = λx + γ. The constant γ is

called the gap initiation or gap open cost, and λ is called the gap extension cost. Let G(A)

be the total number of gaps in an alignment and redefine the objective function to

C(A) := γ ·G(A) +
∑

1≤j≤n

δ(A[1, j], A[2, j]).

(Remember that we defined δ to absorb the λ portion.) We say such an objective function

counts gaps.

To compute the new alignment score when we extend an alignment of prefixes s[1 : i]
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and t[1 : j], we previously only needed the score of the prefix alignment and the cost

δ(si+1,-). With affine gap costs, we need to know how an alignment ends. For example,

if the subproblem alignment ends with an insertion, then extending with an insertion

only extends an existing gap. But if the the subproblem alignment ends with deletion or

substitution, then extending with an insertion opens a new gap and so we also need to

add γ to the cost.

Thus the subproblem now includes the pair of prefixes and indication of how a sub-

alignment ends, be it with insertion, deletion, or substitution. The key observation is

that an optimal alignment of a pair of prefixes ends with one of insertion, deletion, or

substitution, and removing its last column yields an optimal alignment of the reduced

prefixes ending with one of insertion, deletion, or substitution.

This leads to three recurrences, one for each possible ending. Let V (i, j) be the cost

of an optimal alignment of s[1 : i] with t[1 : j] that ends with deletion. (The letter V

is a mnemonic for vertical since a deletion corresponds to a vertical dependency in the

dynamic programming table, or vertical edge in the graph.) Similarly define H(i, j) to

be the cost for an optimal alignment ending with an insertion (horizontal dependency)

and D(i, j) for substitution (diagonal). Then

V (i, j) = min


V (i− 1, j) + δ(si,-),

H(i− 1, j) + δ(si,-) + γ,

D(i− 1, j) + δ(si,-) + γ

 ,

H(i, j) = min


V (i, j − 1) + δ(-, tj) + γ,

H(i, j − 1) + δ(-, tj),

D(i, j − 1) + δ(-, tj) + γ

 ,

and

D(i, j) = min


V (i− 1, j − 1) + δ(si, tj),

H(i− 1, j − 1) + δ(si, tj),

D(i− 1, j − 1) + δ(si, tj)

 .

The cost for an optimal alignment of s and t is given by

C(m,n) = min {V (m,n), H(m,n), D(m,n)} .
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Figure 2.6 Dynamic programming table when gaps are counted. The subproblem now
corresponds to both prefixes of the input sequences and how an alignment ends (with
deletion (V ), insertion (H), or substitution (D)), so that new gaps can be detected. For
example a type V subalignment (ending with a deletion) preceded by a type V only
extends a gap, but preceded by a type H (insertion) or D (substitution) opens a new
gap. Three values are stored at each entry: the costs for optimal alignments ending in
each of the three ways.

At each entry in the dynamic programming table we now compute and store three values:

the optimal costs for alignments that end in each of the three ways (Figure 2.6).

We modify the previous grid graph representation into a grid-structured graph as

follows. Let X ∈ {V,H, D}. For every pair of prefixes (i, j) let the graph have a supernode

(group) of three vertices (i, j, V ), (i, j, H), and (i, j, D) and an edge directed from (̃ı, ̃, X̃)

to (i, j, X) if , X̃ (̃ı, ̃) appears in the recurrence for X(i, j) (Figure 2.7). Each edge again

corresponds to an alignment column and is weighted by the cost of the column, now

including new gap starts. Then an optimal solution corresponds to a shortest weighted

source-sink path through the graph (now with three sinks).

The values used for gap opening and extension costs (γ and λ) are important, but
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Figure 2.7 The grid-structured graph representation when gaps are counted. Vertices
correspond to subproblems (prefixes of the input sequences and how they end, with
deletion (V), insertion (H), or substitution (D)). Each supernode (group of vertices)
contains three vertices. Edges correspond to alignment columns and are weighted by the
column’s cost, including new gap starts. An optimal solution corresponds to a shortest
weighted source-sink path.

determining appropriate values has historically been as much art as science. If however,

there are already examples of good biologically-informative alignments that can be used

as representative examples, then both substitution and gap costs can be learned [14, 18,

35, 45, 46]. The Inverse Parametric Alignment Problem seeks cost assignments that make

example alignments optimal. That is, given a parameterized alignment algorithm and a

set of example alignments, output parameter values (substitution and gap costs, in our

case) such that the example alignments achieve the optimal score (or near-optimal if there

is no such set of parameter values).

We now have a versatile objective function that performs well on many types of input.
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But it could be that a given pair of homologous sequences have diverged to the point where

no alignment exists that can be distinguished from a random alignment. There may still

be related regions that align — just not enough to distinguish them. Those regions might

even be overlooked in favor of spurious similarities. In this case no assignment of costs

will suffice to find the biologically-correct alignment, so refining the cost model offers no

help. We must instead look to the problem definition itself for a solution.
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CHAPTER 3

ALIGNING ALIGNMENTS

In this chapter we continue the incremental introduction to aligning alignments with

multiple sequence alignment, motivated as a more powerful homology search method than

two-sequence alignment. We then present the commonly-used sum-of-pairs objective for

multiple alignment, and give a formal definition for the Aligning Alignments Problem. We

again caveat this material as narrowly focused motivation and introduction for aligning

alignments with emphasis on the relation between model, problem, and algorithm. The

chapter, and this introductory portion of the dissertation, close with a brief survey of the

existing heuristic approaches to aligning alignments.

3.1 Aligning multiple sequences

The previous chapter left off with the scenario of a pair of homologous sequences so

far diverged that it is impossible to distinguish their true alignment from a spurious or

random alignment. In this case no refinement to the cost model will suffice — there is

simply not enough information left. But there is hope in certain circumstances, after a

new problem definition.

If there are additional homologs, then their simultaneous alignment might allow the

detection of commonly conserved regions despite prohibitive divergence between any one

pair. For example, a small subsequence common to many sequences is more significant

than the same subsequence seen only in a pair of sequences. This leads to a natural

extension of the two-sequence pairwise alignment problem to the problem of aligning

multiple sequences.

A multiple sequence alignment of k sequences is a k-row matrix with all the letters of

the ith sequence in row i, with order preserved and spacers possibly inserted (Figure 3.1).

The corresponding problem definition for finding optimal multiple alignments follows.



32

A C G - T
- C G A T
- C C T T

Figure 3.1 A multiple alignment of three sequences.

Definition 3.1 (Multiple Sequence Alignment) The Multiple Sequence Alignment

Problem is, given k sequences and an objective function, output an alignment of the k

sequences that optimizes the objective. 2

Ranking multiple sequence alignments is not as straightforward an extension as is two-

sequence alignment to multiple alignment. The sum-of-pairs objective [12] is a commonly

used objective, which is literally the sum of scores computed on each pair of rows in a

multiple alignment. This is the objective we will be considering in the remainder of the

dissertation.

3.1.1 The sum-of-pairs objective function

With substitution cost function δ, gap-initiation cost γ, and gap-extension cost λ, the

triple (δ, γ, λ) specifies the cost function f for two-sequence alignments. Given a cost

function f on two-sequence alignments, the sum-of-pairs objective scores a multiple align-

ment A as follows. Each pair of rows i, j of A induces a two-sequence alignment Aij of

sequences Si, Sj . (Columns of Aij where both rows have spacers are ignored.1) A weight

function ω assigns each pair of sequences Si, Sj the weight ω(i, j) = ω(j, i). The sum-of-

pairs cost of A is the weighted sum of the costs under f of the two-sequence alignments

induced by all unordered pairs of rows, where the cost of Aij is weighted by ω(i, j).2 The

pair (ω, f) specifies the sum-of-pairs objective function.

There is no solid theoretical justification for sum-of-pairs, but the intuitive reasoning

is that in a good multiple alignment, one might expect good induced pairwise alignments.

While the sum-of-pairs objective is efficiently computable for a given alignment, finding
1Such null columns can be ignored by defining δ(-,-) = 0 for example.
2Nonuniform weighting by ω has been advocated to correct for bias in the input sequences [2] and to

compute bounds for tree alignment [3, 55].
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Figure 3.2 Aligning alignments is a merging of two alignments where the columns of one
alignment are aligned as units with the columns of the other, resulting in a new multiple
alignment.

optimal multiple alignments under this objective is NP-hard even without considering

gaps [50, 42, 71, 72], and has been demonstrated as practical only for a limited number

of sequences.

3.1.2 Progressive alignment

A widely used alternative to finding optimal multiple alignments is progressive align-

ment [19], a heuristic where a multiple alignment is progressively built following a binary

merge-tree in bottom-up fashion. Leaves of the merge-tree are the input sequences and

the root is the output multiple alignment. Internal nodes of the merge-tree are inter-

mediate multiple alignments of the sequences at the leaves of the corresponding subtree,

and are formed by merging their two children (which are either sequences or intermedi-

ate alignments). When two alignments are merged, the columns of each alignment are

treated as units, with the columns of one alignment to be aligned against the columns of

the other (Figure 3.2).

The appeal of progressive alignment is that for an alignment of k sequences, we need

only perform k−1 alignments, each on a pair of sequences (of columns). There is however,

the inevitable trade-off. Notice that the induced pairwise alignments within an alignment

are not changed when it is merged with another alignment. As a result, errors introduced

early in the merging process persist to the final alignment and can adversely affect later

merges. For example when the process begins, the merging is on a pair of sequences
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in isolation, without knowledge of the information contained in the other sequences —

the very knowledge we used earlier to motivate multiple alignment. We can polish an

alignment by splitting it row-wise into subalignments and re-merging, possibly removing

errors introduced earlier [9, 38, 29].

This merging of alignments done in progressive alignment and the re-merging done in

polishing is called aligning alignments and is the focus of this dissertation.

3.2 Aligning alignments

We now formally define our problem. Let S be a collection of strings3 s1, . . . , sk over

alphabet Σ. Characters in Σ are called letters. Let ‘-’ be a character not in Σ called

a spacer. An alignment of S is a matrix A with k rows where (i) each entry is either a

letter or a spacer, (ii) no column is all spacers, and (iii) reading the letters across row i

and ignoring spacers spells string si. We call A a multiple alignment when we want to

emphasize that S may have more than two strings.

Definition 3.2 (Aligning Alignments) The Aligning Alignments Problem is the fol-

lowing. The input is two multiple alignments A and B, weight function ω on pairs of

strings from A and B, substitution cost function δ, gap initiation cost γ, and gap exten-

sion cost λ. The output is an alignment of the columns of A versus the columns of B

that minimizes the sum-of-pairs objective with affine gap costs. 2

In other words, the alignments A and B are viewed as two sequences. The problem is

to align these two sequences by inserting, deleting, and substituting columns. A solution

yields a multiple alignment C of the strings in A and B, where the subalignment of C

induced by the rows only within either A or B is fixed. The problem evaluates C using the

sum-of-pairs objective, scoring the induced two-string alignments with affine gap costs.

Without going into the details — which will be covered later — we sketch the idea

for a dynamic programming solution to aligning alignments under the sum-of-pairs with

affine gap costs. The crux once again is being able to detect new gap openings when

extending a subproblem alignment, but now we are extending a multiple alignment and
3Our discussion involves both sequences of columns and single sequences of letters. For clarity we refer

to single sequences of letters as strings.
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are concerned with all new pairwise gaps. For each pair of rows in a subalignment, we

need to know if a gap is already open and if so, which row it is in. That is, we need to

know the relative position of the last letters in each pair of rows — how that pair ends. In

the pairwise case, there are three possibilities for the relative position: the top row ends

before (insertion), after (deletion), or in the same position (substitution) as the bottom

row. To efficiently capture this information for all row pairs in a multiple alignment, we

use an ordered partition of the rows.4 Each block of the partition contains all the rows

that end at a particular position, and the blocks are ordered according to that position.

The partition describes the contour or shape of the gaps at the end of an alignment. See

Figure 3.3 for an example shape. To determine if a gap is open between a pair of rows it

suffices to compare the order of the blocks that contain them in the shape.

The subproblem is now a pair of prefixes of the two input alignments and the shape

with which an alignment ends. The key observation is that an optimal alignment of a

pair of prefixes ends with some shape s, and removing the last column yields an optimal

alignment of the reduced prefixes ending with some shape t. Conceptually, to get C,

the optimal alignment of the prefixes that ends with shape s, we consider all subproblem

alignments in the adjacent entries that yield shape s when appended with the final column

of C.

The full recurrence is given Section 5.1, but the flavor is very similar to that for pair-

wise alignment with affine gap costs, only now we have a variable number of dependencies.

At each entry (i, j) of the dynamic programming table, and for each possible shape an

alignment of the prefixes can end with, we store the cost of an optimal alignment ending

with that shape (Figure 3.3).

We extend the grid-structured graph to have a variable number of vertices in each

supernode, which again correspond to pairs of prefixes (Figure 3.4). Each supernode

contains a set of vertices corresponding to the possible shapes that an alignment of the

given prefixes can end with. Edges are again weighted with the cost for appending the

corresponding column, now including all pairwise gap openings.

Recall that with affine gap-costs a gap of length x costs λx + γ, where γ is the
4An ordered partition of a set S, is an ordered set s1, s2, ..., sn of pairwise disjoint subsets (called

blocks) of S, whose union is S.
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{{6},{3,4},{2,7},{1,5}}

Figure 3.3 Dynamic programming table for Aligning Alignments (with affine gap costs).
The subproblem now corresponds to prefixes of the input alignments A and B, and the
shape (sg) with which an alignment ends, so that new pairwise gaps can be detected.
(The symbol x marks the position of the last letter in each row.) Now a variable number
of values are stored at each entry, one for the cost of an optimal alignment ending with
each possible shape.

gap-initiation cost. For γ = 0 (so gap counts are irrelevant) this problem is solved in

polynomial time, since it is then equivalent to just aligning two sequences where we treat

the columns of the input alignments as generalized letters. More specifically, we can pre-

compute (in polynomial time) the cost for aligning each possible pair of columns from the

input alignments, since that cost does not depend on neighboring columns in the merged

alignment. Our negative theoretical result is that for γ > 0 (when gap counts matter)

the problem is NP-complete, settling an open conjecture [43]. It does however have an

efficient solution for γ > 0 if one of the input alignments has no internal gaps [43]. The

presence of internal gaps in both input alignments makes the problem hard.
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i-1

i

jj-1

...
... ...

S1
S2

Sh

...

Figure 3.4 The grid-structured graph representation for Aligning Alignments (with
exact gap counts). Vertices correspond to subproblems (prefixes of the input alignments
and the shape with which they end). Each supernode (group of vertices) now contains a
variable number of vertices, depending on the number of shapes with which an alignment
of the given prefixes can end. Edges correspond to alignment columns and are weighted by
the column’s cost, including all new pairwise gap starts. An optimal solution corresponds
to a shortest weighted source-sink path. The fat arrows each represent a variable number
of graph edges.

Fortunately, for this particular problem there is a separation of theory and practice.

Our positive practical result is in the form of an algorithm for Aligning Alignments that

is efficient in practice. Although the number of possible shapes grows exponentially with

the number of sequences in the worst case, biological instances tend to differ substantially

from worst-case instances, typically resulting in a very manageable number of shapes after

careful pruning. Computational experiments show the average number of shapes at an

entry is bounded by a small constant, a ceiling independent of input size, depending

rather on the amount of spacers present.
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3.3 Existing heuristics for Aligning Alignments

The existing heuristics for Aligning Alignments with affine gap costs typically restrict to

three the number of subproblems retained at each entry in the dynamic programming

table, one for each ending, with insertion, deletion, or substitution. How they differ is in

the way they select which one to retain for each ending. In this section we use A and B

to denote two multiple alignments, where A has k rows and m columns and B has `

rows and n columns. Let Σ be the alphabet of letters contained in the sequences and |Σ|

denote its size.

The simplest approach is to ignore gap starts [27] (thereby abandoning our gap model

completely), in which case the problem is essentially 2-sequence alignment with columns

acting as generalized letters. This can be done in Θ(mn × min{k, `, |Σ|}) time, with

preprocessing.

Alternatively, we can estimate gap counts based on local information. We know the

contents of the last column of each subproblem since we know it ended with insertion,

deletion, or substitution. Additionally, we know the contents of the column being ap-

pended. So we can detect explicitly some of the new gap openings. However, it can be the

case that there are spacers in both pairs of rows in the column with which the subproblem

ended. If the appended column in this case has a letter aligned with a spacer in that

pair of rows, we cannot tell if it is opening a new gap or simply extending an existing

gap (given only the information in the two columns). We call this the indeterminate case

(Figure 3.5).

When we encounter this indeterminate case, we can optimistically assume no gap is

opening [43], pessimistically assume a gap is opening and charge the full gap initiation

cost [1, 43], or heuristically charge only a partial cost [27]. These can each be done in

O(mn(k + `)) time, with preprocessing [28].

Finally, rather than relying on just the knowledge of the last column, we can keep the

actual shapes of the three subproblem alignments [27, 49]. This allows us to count the

number of new gaps exactly for the given subproblems (although we lose the guarantee

of finding the global optimal by restricting the number of subproblems retained). This is

also done in O(mn(k + `)) time, with preprocessing [28].
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SCYAGNSSTEPYAVA--QLLAH
--YAGNSSTEPYAVA---LLAH
SCYAGNSSTEPYAVA--QLLA-
-----NSSTEPYAVA--QLLAH
SCYAGNSSTE----AHHQLLAH
SCYAGNSSTEPYAVAHHQLL--
-------STEPYAVAHHQLLAH

1
2
3
4
5
6
7

A
A
A
A
A
-
A

-A
--

new gap?

Figure 3.5 The indeterminate case where, based only on the two columns indicated, it
cannot be determined if a new pairwise gap is being opened in the alignment induced on
the highlighted sequences, or if it is just an existing gap being extended.

It has also been suggested that more subproblems could be retained [49]. For example,

rather than the single subproblem ending with insertion, keep instead the three that

ended previously with insertion, deletion, and substitution (i.e., ending with insertion-

insertion, deletion-insertion, and substitution-insertion). This effectively keeps the last

two columns rather than one, resulting in nine total subproblems at each entry, and could

be extended to any constant number of columns. The recurrences would become tedious

but should be conceptually straightforward. No computational results are available for

such an extension, leaving it unclear whether any increased accuracy would justify the

additional overhead, or even if it could be made as efficient as the exact solution in

practice.

An additional variation not found in the literature would be retaining a constant

number of subproblems based only on score, without considering how they end. In other

words, simply retain the k best from the list of candidates at a given entry.

3.4 Related work

Gotoh (1993 [27]) pioneered aligning alignments under the sum of pairs objective with

affine gap costs. The paper gives four dynamic programing procedures for aligning align-

ments. The first ignores gaps, the second charges a partial amount in the indeterminate

case, and the third counts gaps exactly, retaining only the single best subproblem align-
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ment ending with each of insertion, deletion, and substitution. The fourth procedure finds

an optimal solution with exact gap counts. Although no formal analysis was available

at the time, this procedure was observed to run in time proportional to m × n × k × `

on some biological instances, and was later improved to m × n × O(k + `) by the clever

application of profile-style data structures (Gotoh 1994 [28]).

This practical efficiency is due largely to the pruning of candidate subproblems, and

interestingly, for the instances tested the actual computation time observed was not sub-

stantially different from that of the heuristics. In fact, on the trials performed, the

exact procedure generated fewer subproblems on average than the most accurate heuris-

tic (which itself generates only a constant number of subproblems), but was slightly

slower due to the overhead for pruning. We build on this work with algorithmic improve-

ments, correctness proofs, analysis, and extended computational experiments confirming

the practical efficiency for a wide class of biological data and demonstrating the good

behavior scales with instance size.

Chao, Hardison, and Miller (1994 [11]) outline a procedure for computing the quasi-

natural or pessimistic heuristic alignment (where the indeterminate case is penalized

fully) in linear-space by application of the Hirshberg [39] or Myers-Miller [53] strategy.

We extend the strategy to Aligning Alignments with exact gap counts, including proofs,

analysis, implementation, and computational experiments.

Kececioglu and Zhang (1998 [43]) give an efficient algorithm for the important special

case where one of the input alignments is a single sequence. The paper also develops

algorithms for finding the optimal optimistic (where gaps are not penalized in the in-

determinate case) and pessimistic (where they incur the full penalty) alignment, for all

variations where either or both input alignments could be a sequence, a weighted profile,

or a multiple alignment. And [43] conjectures the general problem to be NP-complete. We

show the conjecture does hold by giving an NP-completeness proof (as sketched in [44]).

Ma, Wang, and Zhang (2003 [49]) resolve the same conjecture independently with

an NP-completeness proof. The paper also contains a reformulation of the heuristic

where gaps are counted exactly, but only three candidates are retained, and proposes the

extension to more columns as described in Section 3.3.
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CHAPTER 4

COMPUTATIONAL COMPLEXITY

We now look at the theoretical aspects of Aligning Alignments, examining the computa-

tional complexity of the problem in this chapter and a dynamic programming algorithm in

the next. We begin with comments on the difficulty of counting gaps in Multiple Sequence

Alignment since our proof hinges directly on the gap structure of multiple alignments.

Next we define the decision version of Aligning Alignments and prove it is NP-complete by

reduction from the Maximum Cardinality Cut Problem. Then we discuss the implications

of the proof.

4.1 Counting gaps in Multiple Alignment

Despite the recognition that affine gap costs are necessary to get biologically-informative

alignments of two sequences [20], almost without exception the known exact algorithms

[61, 12, 42, 58] and approximation algorithms [33, 6, 40, 70, 57] for alignment of multiple

sequences have not considered affine gap-costs (other than studies of three sequences [21,

25, 56]). The algorithm behind the software MSA [48, 32] which includes gap-initiation

costs can potentially compute optimal multiple alignments (Though it rarely does in

practice due to excessive memory requirements [32]). Even here, however, the algorithm

does not compute exact gap costs: MSA uses the heuristic that over counts the correct

number of gap initiation events [1, 43], charging for a gap in the indeterminate cases (Sec-

tion 3.3). Inaccuracy in gap-initiation counts is likely one of the reasons the best heuristics

for multiple alignment [9, 64, 32, 4, 59] place gaps poorly on tough instances [51].

Computing correct gap-counts in exact algorithms for multiple alignment seems to

unavoidably add exponential overhead to algorithms that are already exponential in the

worst case. (In MSA, for example, the design decision to include heuristic gap-counts

increased the time complexity for k sequences by a factor of 2k in the worst case [32].)

Nevertheless, the fact that researchers have been unable to compute exact gap counts
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efficiently, or even the fact that multiple alignments can end in an exponential number of

gap configurations [1], does not prove it cannot be done. How to determine the inherent

complexity of handling exact gap-counts has been a mystery though, since the standard

formulations of multiple sequence alignment problems are already NP-complete without

affine gap-costs [50, 42, 71, 72].

We resolve this dilemma by showing that Aligning Alignments, a form of multiple

alignment, is NP-complete with exact gap counts but polynomial-time solvable without,

establishing exact gap counts by themselves as inherently hard in multiple alignment.

The NP-completeness proof is different from prior complexity proofs for multiple

alignment, and hinges directly on the gap structure of multiple alignments. This is also

the first NP-complete problem in sequence comparison involving the comparison of two

sequences using just insertion, deletion, and substitution. (The other known NP-complete

problem on two sequences involves repeated transposition [69].)

4.2 Aligning Alignments is NP-complete

We define the Aligning Alignments problem in Definition 3.2. The decision version of

Aligning Alignments has an extra input parameter: a cost bound d. The problem is to

decide whether input alignments A and B have an alignment of cost at most d.

To show the decision version is NP-complete, we use a reduction from the Maximum

Cut Problem [22].1 An instance of Maximum Cut is an undirected edge-weighted graph

G = (V,E) (without self-loops or parallel edges) and an integer c. The problem is

to determine whether there is a bipartition of vertices V into two nonempty subsets L

and R, called a cut, such that the sum of the weights of the edges in E that cross the cut

(by having one end in L and the other in R) is at least c. We use a simplified form where

all edges have unit weight, which remains NP-complete [23]. In this case c lower-bounds

the number of edges that cross the cut, which we call the cardinality of the cut.

Theorem 4.1 (Complexity) The decision version of Aligning Alignments is NP-

complete.

1Garey and Johnson designate this problem ND16, and define it on page 210. They define the problem
with weighted edges, and call the unweighted problem Simple Max Cut.
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Figure 4.1 Construction of alignments A and B for the reduction from Maximum
Cut (on a graph with m edges and n vertices). Both alignments have m edge rows
followed by k dummy rows, and n groups of columns. The first column of each group is a
dummy column, and the rest are vertex columns. In B the two vertex columns of a group
correspond to the vertex lying on the left- or right-side of a cut. The figure shows a generic
edge row in A and B for edge ei = (vj , vj′). The construction limits the alignment of each
vertex column in A to the two corresponding vertex columns in B. Each alignment of
this form corresponds to a cut, and costs are defined so that a minimum cost alignment
corresponds to a maximum cut.
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Proof To see that the problem is in NP, notice that one can guess an alignment of A

versus B and test whether its sum-of-pairs cost is at most d in polynomial time.

Given an instance (V,E, c) of Maximum Cut, we construct an instance

(A,B, ω, δ, γ, λ, d) of Aligning Alignments as follows. Let V = {v1, . . . , vn} and E =

{e1, . . . , em}. Alignments A and B are over the binary alphabet Σ = {0,1}. They have

two types of rows (edge rows and dummy rows), and two types of columns (vertex columns

and dummy columns). Both alignments consist of m edge rows followed by k dummy

rows, where k = Θ(m) is a parameter we determine later. Columns are in consecutive

groups corresponding to the n vertices. Groups start with a dummy column, followed by

one vertex column in A and two vertex columns in B. The vertex columns in B represent

the two sides of a cut where a vertex may fall. Intuitively, dummy columns confine the

alignment so vertex columns in A are aligned against corresponding vertex columns in B;

dummy rows ensure corresponding dummy columns are aligned.

The entries in a row of A and B are as follows.

• The row in A for edge ei = (vj , vj′) has 1’s in the vertex columns for vj and vj′ and

spacers everywhere else.

• Assuming j <j′, the corresponding edge row in B has substring 010 at the group

for vj , substring -10 at the group for vj′ , and spacers everywhere else.2

• Dummy rows are (0-)n in A and (0--)n in B.

We assume without loss of generality that G has no isolated vertices, so A and B have

no columns of all spacers. Weight function ω gives all pairs of rows unit weight.3 The

substitution cost function δ has two values: δ(0,0) = δ(1,1) = 0, and δ(0,1) = δ(1,0) =

σ. Thus the alignment cost function is given by three constants: γ, λ, and σ, whose values

we determine later. Fixing γ, λ, σ, k, and d specifies the constructed instance of Aligning

Alignments.

We say an alignment of A and B is in normal form if every dummy column of A

is aligned to its corresponding dummy column in B, and every vertex column of A is
2Note that while vertices in a graph are unordered, their indices fix their left-to-right order in columns

of the alignment, which affects the reduction.
3Thus the theorem also holds for the unweighted sum-of-pairs objective. Using nonuniform weights

would simplify our analysis, but the resulting proof would not apply to the unweighted case.
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aligned to one of its two corresponding vertex columns in B. We denote the column

in A associated with vertex v simply by v, the corresponding vertex columns in B by vL

and vR, and the rows of A and B associated with edge p by Ap and Bp.

Given a cut (L,R) we construct a normal-form alignment C as follows. For each

vertex v, align column v of A with column vL of B if vertex v ∈ L; otherwise align

column v with vR. The cost of C is a sum over four types of row pairs:4

(i) corresponding edge pairs, which pair Ap with Bp,

(ii) non-corresponding edge pairs, which pair Ap with Bq where p 6= q,

(iii) edge rows paired with dummy rows, and

(iv) dummy rows paired with dummy rows.

We consider each in turn.

(Corresponding edges) Consider the subalignment of C induced by Ap and Bp.

If p crosses the cut, the induced alignment is either

Ap -1- -1

Bp 010 10
or

Ap --1 1-

Bp 010 10

which both cost 2γ + 3λ + σ. If p does not cross the cut, the alignment is either

Ap -1- 1-

Bp 010 10
or

Ap --1 -1

Bp 010 10

which cost 3γ+3λ and 2γ+3λ+2σ respectively. For cuts of large cardinality to correspond

to alignments of small cost, we want the cost of an edge crossing the cut to be less than

the cost of a non-crossing edge.5 Comparing the above costs, this occurs if and only if

σ < min{γ, 2σ}. The condition

γ = 2σ (4.2)

implies this inequality for σ > 0, and furthermore makes both configurations for non-

crossing edges have the same cost. With Condition (4.2), the total contribution of pairs
4We ignore pairs of rows within A and pairs of rows within B, since their contribution simply shifts

the alignment cost by a constant.
5Note that the initial dummy column in Bp makes the first configuration for a non-crossing edge

have one more gap than any other configuration. Similarly the pattern 10 in the vertex columns of B
makes the second configuration for a non-crossing edge have at least one more substitution than any other
configuration. Both are necessary for crossing-edge configurations to cost less than non-crossing ones.
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of type (i) to the cost of an alignment obtained from a cut of cardinality c is a1 − σc,

where

a1 := 3(γ + λ)m. (4.3)

We next show that Condition (4.2) also makes the total contribution of pairs of

type (ii), (iii), and (iv) have constant cost, independent of the cut.

(Non-corresponding edges) We consider pairs pf rows Ap, Bq and Aq, Bp together,

where p 6= q. Suppose p and q have no vertices in common. The induced alignments then

have the form

Ap 1 1 --- --

Bq - - 010 10
and

Aq --- -- 1 1

Bp 010 10 - -

where the order of the vertex groups depends on their indices. But notice that the align-

ment cost is independent of the cut (L,R), since they always consist entirely of insertions

and deletions. (Shown are only two examples of the six possible induced alignments.)

The total contribution of such pairs of induced alignments to the cost of the alignment

is a constant (for a given G) that depends on vertex indices and the number of pairs of

disjoint edges. The cost for a given pair is in the range [4, 8]γ +14λ (the cost for the pair

in the above example is 4γ + 14λ).

Suppose the edges have a vertex in common, say p = (u, v) and q = (v, w). If the

vertex indices are such that v < u and v < w, the induced alignments have the form

for v ∈ L,

Ap -1- 1 --

Bq 010 - 10
and

Aq -1- -- 1

Bp 010 10 -

which added together cost 7γ + 10λ. (These configurations assume u < w. Otherwise,

renaming p and q maps the situation into the above.) Inspecting these alignments, one

can see that for v ∈ R (which changes the pattern -1- in A to --1) the cost becomes 6γ+

10λ + 2σ, which is the same as for V ∈ L, since γ = 2σ.

If v > u and v > w, the alignments have the form for v ∈ L,

Ap 1 --- 1-

Bq - 010 10
and

Aq --- 1 1-

Bp 010 - 10
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which added together cost 6γ + 10λ. (We assume u < w without loss of generality by

renaming p and q.) By inspection, for v ∈ R the cost becomes 5γ + 10λ + 2σ, again the

same as for v ∈ L.

If u < v < w, the alignments have the form for v ∈ L,

Ap 1 -1- --

Bq - 010 10
and

Aq --- 1- 1

Bp 010 10 -

which added together cost 6γ + 10λ. By inspection, for v ∈ R the cost becomes 5γ +

10λ + 2σ. If u > v > w, renaming p and q maps the situation into the above.

The key observation is that when Condition (4.2) holds, in every situation the costs

for v ∈ L and v ∈ R become identical.6 Thus the total contribution of pairs of type (ii) is

independent of the cut. For a given G this contribution is a constant, which we call a2.

Examining the above costs shows

a2 ≤ (4γ + 7λ)m(m− 1). (4.4)

(Edge rows with dummy rows) Row Ap paired with a dummy row B∅ has the

form
Ap - · · ·- -1 - · · ·- -1 - · · ·-

B∅ 0 · · ·0 0- 0 · · ·0 0- 0 · · ·0

which costs in the range [4, 5]γ + (n+2)λ (depending on whether p touches the vertex in

the last group). Dummy row A∅ paired with Bp has the form

A∅ 0 · · ·0 0-- 0 · · ·0 0-- 0 · · ·0

Bp - · · ·- 010 - · · ·- -10 - · · ·-

which costs in the range [3, 5]γ + (n+3)λ (depending on whether p touches the first and

last groups). The cost of both configurations is independent of the cut. Thus the total

contribution of pairs of type (iii) is a constant, which we call a3, with the upper bound

a3 ≤
(
10γ + (2n + 5)λ

)
km. (4.5)

6This is not true if we consider pairs Ap, Bq and Aq, Bp separately. Fortuitously, when added together
we can make their costs cut-independent.
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(Dummy rows with dummy rows) The alignment induced on dummy rows

is 0···0
0···0

, which costs nothing. So the contribution of pairs of type (iv) is 0.

Summing the contributions over the four types, the total cost of alignment C is

d := a1 + a2 + a3 − σc. (4.6)

This analysis of a cut and its corresponding alignment shows that, assuming Condi-

tion (4.2) holds, G has a cut of cardinality at least c if and only if A and B have an

alignment in normal form of cost at most d.

Consequently if G has a cut of cardinality at least c then A and B have an alignment

of cost at most d. We now prove the converse, by choosing k (the number of dummy

rows) sufficiently large that an alignment of inappropriate form has cost greater than d.

First let us fix the alignment cost function at

γ := 2,

λ := 1,

σ := 1,

which satisfies Condition (4.2). Combining these values with Relations (4.3) through (4.6),

d ≤ 2kmn + 15m2 + 25km − 6m. (4.7)

Now suppose C̃ is an alignment of A and B that does not align dummy columns with

corresponding dummy columns. We lower bound the cost of C̃, again considering the

four types of row pairs. Pairs of type (i) align an edge-row string 11 from A with an

edge-row string 01010 from B. Their optimal alignment is

Ap 11---

Bp 01010

which costs 6. So the total cost in C̃ of pairs of type (i) is at least 6m. Pairs of type (ii)

align these same strings, so their total cost is at least 6m(m − 1). Pairs of type (iii)

either align string 11 from A or string 01010 from B with dummy string 0n. These have

optimal alignments

Ap 11 - · · ·-

B∅ 00 0 · · ·0
and

A∅ 00000 0 · · ·0

Bp 01010 - · · ·-
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which cost n + 2 and n− 1 respectively (assuming n ≥ 5). So the total cost of type (iii)

pairs is at least (2n + 1)km. Pairs of type (iv) align dummy rows. At least one dummy

column from A and B are not aligned in C̃, so the alignment induced on each pair of

dummy rows costs at least as much as configuration

A∅ 0- 0 · · ·0

B∅ -0 0 · · ·0

which costs 6. So the total cost of type (iv) pairs is at least 6k2. Adding the lower bounds

for types (i) through (iv),

2kmn + 6m2 + km + 6k2 ≤ f(C̃), (4.8)

where f is the sum-of-pairs cost function.

The left side of Inequality (4.8) exceeds the right side of Inequality (4.7) when7

k := 5m.

Thus with this choice of k, every alignment of cost at most d aligns corresponding dummy

columns of A and B. This confines the alignment so that every vertex column v in A

must be aligned against the two corresponding columns vL and vR in B. The only options

are to (a) substitute v with one of them and insert the other, or (b) delete v and insert

them both. For our values of γ, λ, and σ, option (a), which yields an alignment in normal

form, costs at most as much as option (b). Thus if A and B have an alignment of cost

at most d, they have an alignment in normal form of cost at most d. By our earlier

characterization this implies G has a cut of cardinality at least c.

Finally, observe that alignments A and B are of size 6m× 2n and 6m× 3n, which is

polynomial in m and n. Thus the reduction can be carried out in polynomial time. 2

4.3 Implications of the proof

We next make several observations based on the structure of this proof. The proof yields

a strong result: Aligning Alignments remains NP-complete for unweighted sum-of-pairs

(where all pairs of rows have the same weight), for input strings over a binary alphabet
7This is the smallest k of the form Cm for which this holds.
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(hence for DNA, RNA, and protein sequences), and for the unit-cost metric (the simplest

cost function, where insertion, deletion, and substitution cost 1 and an identity costs 0).

To understand what makes the problem intractable, it is worth asking how much

more we can constrain Aligning Alignments and still have an NP-complete problem.

Given that both input alignments are riddled with gaps in the reduction, it might appear

that many gaps makes the problem hard. Notice however that by spreading the n 0’s

of each dummy row across n rows, we can eliminate interior gaps in dummy rows and

break up their length. The proof still goes through, but now every row contains a string

of constant length with a constant number of gaps. Thus Aligning Alignments remains

NP-complete when the alignments are over strings of length at most 5 and every row has

at most 3 gaps, with at most one gap in the interior of each string.

Interestingly if one of A or B has no gaps, Aligning Alignments is solvable in polyno-

mial time. One way to see this is to reduce the problem to aligning a string against an

alignment, by treating the gapless alignment as a string of generalized letters, which can

be solved in O(km2 + mn log m) time for a k × m alignment versus an n-length string,

assuming input alignments over a constant-size alphabet [43]. Our general exact algo-

rithm of Chapter 5 also runs in polynomial time in this special case, but with a larger

time bound.

Finally note that in the reduction the number of rows, as well as the number of

columns, is unbounded in both input alignments. This is necessary: if either quantity

is bounded by a constant in one of the input alignments, the problem is solvable in

polynomial time. For example when the length of A is a constant we can enumerate all

possible alignments of A and B, of which there are polynomially many (see Section 5.4),

evaluate each under the sum-of-pairs objective, and pick the best—all in polynomial time.

On the other hand if the number of strings in A is a constant, our general algorithm of

the next section will solve the problem in polynomial time.

4.4 Summary

With a reduction from Maximum Cut, we proved Aligning Alignments is NP-complete

under the sum-of-pairs objective with affine gap costs. The structure of the proof implies
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the problem remains NP-hard for sequences over a binary alphabet (and hence biological

sequences), for very simple cost models, and for unweighted sum-of-pairs. The proof

hinges on gap counts being exact, demonstrating an inherent difficulty in counting gaps

in sum-of-pairs multiple alignment.
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CHAPTER 5

AN EXACT ALGORITHM

We now develop an exact algorithm for Aligning Alignments that finds an optimal so-

lution by dynamic programming and analyze its asymptotic worst-case time and space.

Our recurrence is based on shapes (the configuration of gaps at the end of an alignment).

Our presentation ignores the weights ω on pairs of sequences, or equivalently assumes

uniform weights. All our results apply to nonuniform weights, and incorporating them by

scaling the pairwise alignment costs is straightforward. The exception is that the speed

optimizations presented in Section 8.2 are only for the unweighted version, since they rely

on cost commonalities across groups of sequences which would not apply under nonuni-

form weighting. The algorithm is conceptually simple, though presenting it requires a

fair amount of formalism. The algorithm follows a standard dynamic programming ap-

proach to aligning the two alignments, which are viewed as sequences of columns, except

that a subproblem, which usually corresponds to a prefix of both sequences, now has an

additional parameter which specifies the shape of the gaps with which an alignment ends.

5.1 Deriving a recurrence based on shapes

To evaluate the cost of an alignment with affine gap costs we need to determine the

number of gaps initiated by a column. Whether a column starts a gap in a pair of rows

depends on the relative order of the last column with a letter in these rows across prior

columns of the alignment. We capture this relative order in what we call the shape of an

alignment. Formally, a shape s for an alignment with k rows is an ordered partition

s = (s1, s2, . . . , sp),

where 1 ≤ p ≤ k. The si form a partition of the row set {1, . . . , k}, or in other words they

are disjoint subsets whose union is all rows. Furthermore the si, which we call the blocks

of the partition, are ordered : si precedes si+1. The interpretation of a shape is that each
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block represents a set of rows whose rightmost letters occur in the same column, and that

these columns occur across the alignment in the same order as the blocks in the shape.

So for a pair of rows i and j, the relative order of their last letters is given by the relative

order of the blocks that contain i and j.

We say an alignment ends with rows i and j flush if the rightmost letter in rows i and j

in the alignment occurs in the same column, or the rows have no letters. Otherwise the

rows overhang or underhang. For example, shape ({1, 3}, {2, 4}) means the associated

alignment has 4 rows. The alignment ends with rows 2 and 4 flush; rows 1 and 3 end

earlier and are also flush. In the induced pairwise alignments, row 2 overhangs row 3,

and row 1 underhangs row 2. For another example see Figure 3.3.

Suppose the input to our problem is a k×m multiple alignment A and an `×n multiple

alignment B. We denote the entry in A at row i and column j by A[i, j]. We write A[j] to

denote column j of A, and A[j :k] to denote the subalignment of A consisting of columns j

through k when j ≤ k, and the empty alignment otherwise.

To find an optimal alignment of A and B, the subproblem we solve is to determine for

a given shape s and indices 0 ≤ i ≤ m and 0 ≤ j ≤ n, the cost of an optimal alignment

of the prefixes A[1 : i] and B[1 :j] that ends in shape s. We call the solution cost for this

subproblem C(i, j, s). In general not every shape s can be realized by alignments of given

prefixes. We denote the set of shapes of all alignments of these prefixes by S(i, j). The

cost of an optimal alignment of A and B is then

min
s∈S(m,n)

{
C(m,n, s)

}
.

To count gaps we use the following predicates. For a pair of rows p and q in an

alignment with shape s,

• qs
p is true if and only if p overhangs q in the alignment,

• psq is true if and only if p underhangs q, and

• sp
q is true if and only if p and q are flush.

For rows p and q and column c,

• qc
p is true if an only if row p has a letter and row q has a spacer in c, and

• pcq is true if and only if row q has a letter and row p has a spacer.
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The four cases where a new gap is started in rows p and q when c is appended onto

an alignment with shape s are

sp
q and qc

p, sp
q and pcq,

psq and qc
p, qs

p and pcq.

For alignment columns a and b, let (a, b) be the new column obtained by placing a

on top of b. When using this notation, a and b will be either columns from A or B or

the column of all spacers, which we denote by -. In terms of the above predicates, the

total number of gaps initiated by appending column (a, b) onto an alignment that ends

in shape s is

G(a, b, s) =
∑
p∈A
q∈B

[(
q(a, b)p and qsp

)
or

(
p(a, b)q and psq

)]
.

(In evaluating the sum, true maps to 1 and false maps to 0, while x denotes the logical

negation of x.) The number of letters in a column c is denoted by |c|.

We now give a recurrence for S(i, j), the set of shapes of all alignments of a prefix of

the input. For shape s and column c, the shape obtained by concatenating c onto any

alignment ending in s is denoted by s◦c. For a set S of shapes, S ◦c denotes the set

{s◦c : s ∈ S}. We denote the flat shape, in which all rows are flush (so the alignment

ends with a column of all letters, or the alignment is empty), by

ϕ :=
(
{1, . . . , k+`}

)
.

In this notation, for i ≤ m and j ≤ n,

S(i, j) :=



{}, i < 0 or j < 0;

{ϕ}, i = 0 and j = 0;

S(i−1, j) ◦ (A[i],-)
⋃

S(i, j−1) ◦ (-, B[j])
⋃

S(i−1, j−1) ◦ (A[i], B[j]), otherwise.

To derive a recurrence for C(i, j, s), the key observation is that an optimal alignment

of this prefix of the input that ends in shape s must have some final column c, and
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removing c must yield an optimal alignment ending in shape s̃ where s̃ ◦ c = s. By this

observation, for 0 ≤ i ≤ m and 0 ≤ j ≤ n other than i = j = 0, and for t in S(i, j),

C(i, j, t) = min



min
s∈S(i−1,j)

s ◦ (A[i],-)= t

{
C(i−1, j, s) + γ G

(
A[i],-, s

)
+ λ`

∣∣A[i]
∣∣},

min
s∈S(i,j−1)

s ◦ (-,B[j])= t

{
C(i, j−1, s) + γ G

(
-, B[j], s

)
+ λk

∣∣B[j]
∣∣},

min
s∈S(i−1,j−1)

s ◦ (A[i],B[j])= t


C(i−1, j−1, s) + γ G

(
A[i], B[j], s

)
+

∑
p∈A
q∈B

δ
(
A[p, i], B[q, j]

)


For i = j = 0,

C(0, 0, ϕ) := 0.

5.2 Solving the corresponding shortest-paths problem

As is standard, we view the process of evaluating the recurrence as an equivalent shortest-

paths problem in a grid-structured graph G. Graph G has a vertex for every subprob-

lem (i, j, s) where s is in S(i, j), and an edge directed from vertex (̃ı, ̃, s) to (i, j, t)

if C (̃ı, ̃, s) appears in the above recurrence for C(i, j, t). Every edge then corresponds to

a column c where s◦c = t, and is weighted by the alignment cost of column c including

gap initiation costs. In general a vertex (i, j, s) has three out-edges, corresponding to

appending an insertion, deletion, or substitution column. Finding a shortest path in G

from source vertex (0, 0, ϕ) to the sink vertices (m,n, t) for t in S(m,n) finds an optimal

alignment of A and B.

As we will see later, it is advantageous when computing shortest paths to process all

the vertices at coordinate (i, j) as a group. Since G is acyclic, we can find shortest paths by

considering vertices in any topological order. We examine groups in lexicographic order,

which corresponds to evaluating the recurrence in row-major order on entries (i, j). As

we encounter entries starting from the source (0, 0, ϕ), we effectively construct G on the

fly, building at each entry (i, j) a list of all shapes s in S(i, j), which we call the entry’s
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shape list L(i, j). With each shape s on list L(i, j), we maintain the cost of the shortest

path known to vertex (i, j, s).

To process an entry (i, j), the algorithm examines each shape on L(i, j). The entire

shape list has already been constructed by processing lexicographically earlier entries, and

the cost of a shortest path from the source to each s on L(i, j) is known. The algorithm

then considers the three out-edges of vertex v = (i, j, s) to vertices w in the adjacent

entries (i, j+1), (i+1, j), and (i+1, j+1). If the shape t for w is not already on the shape

list for the adjacent entry, it is created, and its associated cost is initialized to the length

of the shortest path to w through v. If t is present in the shape list, its cost is updated.

To process (m,n), its list L(m,n) is scanned for the shape t with minimum associated

cost. On determining t, the shortest path from the source to t is recovered, yielding an

optimal alignment of A and B. Interestingly, recovering the shortest path does not require

back pointers, since given a shape t at entry (i, j), its last block uniquely identifies the

final column of its associated alignment, which in turn specifies the preceding entry (̃ı, ̃)

on the path. Once this entry is known, the shape s such that (̃ı, ̃, s) is the preceding

vertex on the shortest path can be determined by examining all s on the entry’s list and

seeing which of these shapes yields shape t and value C(i, j, t) in the recurrence.

This algorithm is equivalent in form to the standard breadth-first search for single-

source shortest paths in acyclic graphs, which essentially takes time linear in the size of

the graph. For our graphs the size is linear in the number of vertices, which is just the

total number of shapes at all entries. The total number of shapes, however, is highly

dependent on the gap structure of the inputs A and B, and is not easy to determine.

5.3 Space analysis

The time and space for the exact algorithm depends on the number of shapes at entries,

which we now analyze.

Bounding the number of shapes

We now determine the exact worst-case number of shapes at each entry, which in essence

yields the worst-case time and space for the algorithm. The result (Theorem 5.9) is
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surprising in that we are able to determine the worst case precisely (not just its order of

growth) and that it is an unexpected function of the input size (not simply the number

of ordered partitions of the input sequences, as in pure sum-of-pairs alignment [1]).

The following provides a useful test for when two shapes differ, which we will need in

our analysis.

Lemma 5.1 (Distinguishing Shapes) For inputs A and B, let s and t be shapes at

the same table entry. Shapes s and t differ if and only if there is a sequence from A and

a sequence from B whose relative order in the blocks of s and t differs.

Proof The reverse implication is immediate, so consider the forward one. If s and t

differ, they must partition the rows of A and B differently, or have the same partition in

a different order. If the partitions differ, there exists a pair of rows that are in the same

block in one partition but different blocks in the other. Moreover this pair must have a

row from A and a row from B, since s and t agree when restricted to the rows in A or the

rows in B (as their associated alignments on these rows are the same). So there exists a

pair of rows from A and B that occur in blocks in s and t in a different relative order.

Lastly if s and t have the same partition in a different order, such a pair of rows clearly

exists. 2

We denote the worst-case number of shapes at an entry by Sab(i, j). Formally, for all

nonnegative a, b, i, and j, define

Sab(i, j) :=



1, a = 0 or b = 0;

maximum number of shapes at entry (i, j)

over all inputs A and B where A has a se-

quences and at least i columns and B has b se-

quences and at least j columns, a > 0 and b > 0.

Defining Sab(i, j) when a or b is zero reduces the number of cases in our proofs. The

following properties of Sab(i, j) are used throughout.

Lemma 5.2 (Boundary Values and Monotonicity) For all nonnegative a, b, i, and j,

the following hold:
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(i) Sab(i, 0) = 1,

(ii) Sab(0, j) = 1,

(iii) Sab(i, j) is monotonic increasing in a, b, i, and j.

Proof Notice that when a or b is zero the lemma holds, since by definition Sa0(i, j) =

S0b(i, j) = 1. In the remainder we assume a and b are nonzero.

For the boundary values, Sab(0, 0) = 1 since the shape list at entry (0, 0) is initialized

to the flat shape. Along the left boundary Sab(i, 0) = 1 for i > 0 since there is only one

alignment at entry (i, 0), which deletes A[1 : i]. Similarly Sab(0, j) = 1 for j > 0.

To show monotonicity in i, let A and B be an input with a and b sequences and at

least i and j columns whose shape list L(i, j) achieves the maximum size Sab(i, j). Let α

be the alignment associated with shape s in L(i, j) and let d be a copy of column A[i].

In α, find the column containing A[i] and, immediately preceding it, insert d as a deletion

column to get a new alignment α′. Note that this effectively extends A, with A[i + 1]

identical to A[i]. Let this extended alignment be A′ and consider the shape list L′(i+1, j)

in the table for aligning A′ with B. Notice that α′ has the same shape as α and is in

L′(i+1, j). So for every shape in L(i, j) there is an identical shape in L′(i+1, j), implying

Sab(i + 1, j) ≥ Sab(i, j).

Monotonicity in j follows from the above by exchanging A and B. To show mono-

tonicity in a or b, extend A or B by copying a row: at each entry the extended input has

at least as many shapes as the original. 2

We denote the worst-case number of shapes contributed to a table entry from each

of its adjacent entries by the following three quantities, where the maximum is over all

inputs with a and b sequences:

• Vab(i, j), the maximum number of shapes at entry (i, j) whose alignments extend

from (i−1, j), or in other words follow a vertical edge from (i− 1, j) to (i, j),

• Hab(i, j), the maximum number of shapes at (i, j) that follow a horizontal edge

from (i, j−1), and

• Dab(i, j), the maximum number of shapes at (i, j) that follow a diagonal edge

from (i−1, j−1).
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The following lemma bounds the number of shapes contributed from a given direction

in terms of the number of shapes at the contributing entry with fewer sequences. This

reduction in the number of sequences is key for the inductive step in the proof of our

main result.

Lemma 5.3 (Contributed Shapes) For all i ≥ 0, j ≥ 0, a ≥ 1, and b ≥ 1,

Vab(i+1, j) ≤ Sa−1,b(i, j), (5.4)

Hab(i, j+1) ≤ Sa,b−1(i, j), (5.5)

Dab(i+1, j+1) ≤ Sa−1,b−1(i, j). (5.6)

Proof To prove Inequality (5.4), which bounds the number of shapes obtained by ex-

tending alignments at entry (i, j) to alignments at (i+1, j) by deleting column A[i+1],

first consider the case where A[i+1] has no spacers. In this case every extension of an

alignment at (i, j) by deleting A[i+1] yields the same shape: its last block has all rows

of A, and its prior blocks are determined solely by the positions of the last letters in the

rows of B[1 : j], which are independent of the alignment at (i, j). Thus Vab(i+1, j) = 1.

Notice that Sa−1,b(i, j) ≥ 1 by Lemma 5.2, so Inequality (5.4) holds.

Now suppose A[i+1] has spacers. Consider the set of shapes that Vab(i+1, j) counts,

and the alignments associated with these shapes. Transform these alignments as fol-

lows.

(1) Remove from A all rows that have letters in A[i+1].

(2) Remove from the alignments associated with the shapes counted by Vab(i + 1, j)

the rows of A removed by step (1).

(3) Remove from the alignments resulting from steps (1) and (2) all columns of all

spacers.

Note that step (1) removes at least one row from A and leaves at least one row (as A[i+1]

contains both letters and spacers), and step (3) removes at least one column from A (as

column A[i+1] at step (3) is all spacers). Thus the alignments associated with shapes

transformed by steps (2) and (3) are over an input Ã and B where Ã has a− r rows and

i + 1− c columns for some r ≥ 1 and c ≥ 1.
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We claim that if this transformation is applied to two alignments associated with

distinct shapes counted by Vab(i+1, j), then the transformed alignments still have distinct

shapes. To see this, notice that by Lemma 5.1 there is a pair of rows from A and B whose

relative block order distinguishes the untransformed shapes; this pair still distinguishes

the transformed shapes, by the following reasoning. The transformation does not affect

rows from B. Furthermore the row from A in the pair cannot have been removed, since if it

was it would be in the last block in both shapes (since the row has a letter in A[i+1], which

was deleted in the last operation), while the row from B would be in a preceding block in

both shapes, which contradicts this being a distinguishing row pair for the untransformed

shapes.

This transformation shows that Vab(i+1, j) is at most the number of shapes at en-

try (i+1−c, j) for input Ã and B, which has a− r and b sequences. Formally,

Vab(i+1, j) ≤ Sa−r,b(i+1−c, j)

≤ Sa−1,b(i, j),

where the second inequality follows from Lemma 5.2. This proves Inequality (5.4).

Inequality (5.5) follows from the above by exchanging A and B. For Inequality (5.6),

recall that Dab(i+1, j+1) counts shapes at (i+1, j+1) whose alignments end by substitut-

ing A[i+1] with B[j+1]. The analysis splits into three cases, depending on whether A[i+1]

or B[j+1] have spacers.

If neither have spacers, Dab(i+1, j+1) = 1 as the shapes it counts are all the flat

shape. Inequality (5.6) then follows from Lemma 5.2.

If B[j+1] has spacers, transforming the alignments as before by removing the rows of B

that have letters in B[j+1] and then removing columns of all spacers, yields alignments

that end by deleting A[i+1] and whose transformed shapes are still distinct (by reasoning

similar to the analysis of Vab above), but that are now over an input with a and b −

r sequences and i + 1 and j + 1− c columns where b− r > 0. Thus

Dab(i+1, j+1) ≤ Va,b−r(i+1, j+1−c)

≤ Sa−1,b−r(i, j+1−c)

≤ Sa−1,b−1(i, j),
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where the second inequality follows from Inequality (5.4), and the third follows from

Lemma 5.2.

If A[i+1] has spacers, exchanging A and B and applying the above argument proves

Inequality (5.6). 2

We denote the number of alignments of two strings of lengths m and n by F (m,n).

Equivalently, F (m,n) is the number of paths in the standard edit grid-graph from ver-

tex (0, 0) to vertex (m,n). Function F satisfies the recurrence,

F (m,n) =



1, m = 0 or n = 0;

F (m−1, n)

+ F (m,n−1)

+ F (m−1, n−1), m > 0 and n > 0.

Note that F is monotonic increasing in its arguments. No simple closed form is known

for F , though its order of growth is known when m = Θ(n), which we say more about at

the end of Section 5.4.

Results

We now have the tools to prove the main result of this section: the number of shapes at

an entry is at most F (a, b), where a and b are the number of strings in the input. We

actually prove the following tighter result, which as it turns out is exact.

Lemma 5.7 (Upper Bound) For all i ≥ 0, j ≥ 0, a ≥ 1, and b ≥ 1,

Sab(i, j) ≤ F
(
min{a, i}, min{b, j}

)
.

Proof When i or j are zero the lemma holds, since Sab(i, 0) = Sab(0, j) = 1 by Lemma 5.2

and F (m, 0) = F (0, n) = 1 by the recurrence for F .

Assuming nonzero i and j, we use induction on a + b. In the basis a + b = 2,

which implies A and B are strings, only three shapes are possible, depending on whether

the block containing A is before, after, or the same as the block containing B. Thus

S11(i, j) ≤ 3 = F (1, 1) and the lemma holds.
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1 · · · k k+1 · · · n
1 x-- - - -

-x- - - -
--x - - -

...
. . .

...
...

...
k --- · · · x x · · · x

Figure 5.1 A worst-case alignment for the exact algorithm. The above in-
stance W(k, n, x), for 1 ≤ k ≤ n and letter x, is a k × n alignment with x running down
the main diagonal and continuing across the bottom row; all other entries are spacers.
For k > n, instance W(k, n, x) is the transpose of the above alignment, which has x along
the main diagonal and continuing down the last column.

In general for a + b > 2, assume the lemma holds for all Sãb̃(i, j) where ã + b̃ < a + b.

Since the set of shapes counted by Sab(i, j) is the union of the contributions from the

entries adjacent in the vertical, horizontal, and diagonal directions,

Sab(i, j) ≤ Vab(i, j) + Hab(i, j) + Dab(i, j)

≤ Sa−1,b(i−1, j) + Sa,b−1(i, j−1) + Sa−1,b−1(i−1, j−1)

≤ F
(
min{a, i}−1, min{b, j}

)
+ F

(
min{a, i}, min{b, j}−1

)
+ F

(
min{a, i}−1, min{b, j}−1

)
= F

(
min{a, i}, min{b, j}

)
,

where the second inequality follows from Lemma 5.3, the third from the induction hy-

pothesis, and the fourth from the recurrence for F . 2

The bound of Lemma 5.7 is tight, as the next result shows.

Lemma 5.8 (Lower Bound) For all i ≥ 0, j ≥ 0, a ≥ 1, and b ≥ 1,

Sab(i, j) ≥ F
(
min{a, i}, min{b, j}

)
.

Moreover for every m ≥ 1 and n ≥ 1, there is an a×m and b× n input that meets this

lower bound at every entry of its table.

Proof We construct a specific input A and B whose number of shapes hits the lower

bound at every entry. Let W(k, n, x) be the k × n alignment that uses letter x as shown
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in Figure 5.1. For a given a ≥ 1, b ≥ 1, m ≥ 1, and n ≥ 1, and where c is some letter in

the alphabet, the input we consider is

A := W(a,m, c),

B := W(b, n, c).

Claim Let SAB(i, j) be the number of shapes at entry (i, j) for input A and B. Then

for all 0 ≤ i ≤ min{a,m} and 0 ≤ j ≤ min{b, n},

SAB(i, j) = F (i, j).

To prove the claim we use induction on i + j. In the basis where i + j = 0 the claim

holds, since the shape list at (0, 0) is initialized to the flat shape and F (0, 0) = 1.

In general for i + j > 0, assume the claim holds for all ı̃ and ̃ where ı̃ + ̃ < i + j.

When i or j are zero the claim holds, since there is only one alignment to entry (i, 0)

or (0, j) and F (k, 0) = F (0, k) = 1. So assume nonzero i and j. The set of shapes

counted by SAB(i, j) is the union of the contributions from entries (i−1, j), (i, j−1),

and (i−1, j−1). We show these contributions are disjoint, and have sizes SAB(i−1, j),

SAB(i, j−1), and SAB(i−1, j−1) respectively.

To see that these contributions are disjoint, notice that the last block of shapes differ

from each direction. In shapes contributed from (i− 1, j), the last block consists of

exactly the rows with a letter in A[i]. Likewise, the last block in shapes contributed

from (i, j−1) consists of rows with a letter in B[j]. And the last block in shapes contributed

from (i−1, j−1) contain both of these sets of rows.

To show that these contributions have the claimed sizes, we first show that every

shape at entry (i−1, j), when extended to entry (i, j), generates a distinct shape. The

argument is that for any pair of distinct shapes in (i−1, j), their extensions to (i, j) are

distinct. Consider shapes s and t at entry (i−1, j) that differ. By Lemma 5.1, there is

a row p from A and a row q from B whose relative block order in s and t differs. We

claim p < i. Suppose to the contrary that p ≥ i. Since i ≤ min{a,m}, row p has all

spacers in any alignment of A[1 : i−1] and is thus in the first block of both s and t. By the

same reasoning, if q > j, then q is in the first block in both s and t, so q ≤ j. But if q ≤ j,

then q must be in some block other than the first in both s and t since any alignment
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of B[1 : j] has a letter in row q. Thus the order of the blocks containing p and q are the

same in both s and t, contradicting our choice as shapes that differ. We conclude p < i.

The extension of s and t to shapes at (i, j) deletes column A[i], which moves row i

and possibly rows i+1, . . . , a of A from the first block to a new last block; all other rows

are unchanged. Since p < i, the relative block order of p and q is preserved under such an

extension, implying the extended shapes are distinct by Lemma 5.1. Similar arguments

show that extensions from (i, j−1) and (i−1, j−1) also generate distinct shapes.

By these properties of the contributions to SAB,

SAB(i, j) = SAB(i−1, j) + SAB(i, j−1) + SAB(i−1, j−1)

= F (i−1, j) + F (i, j−1) + F (i−1, j−1)

= F (i, j),

where the second equation follows from the induction hypothesis, and the third from the

recurrence for F . This proves the claim.

To prove the lemma, for any i ≥ 0, j ≥ 0, a ≥ 1, and b ≥ 1, choose m ≥ max{i, 1},

n ≥ max{j, 1}, and construct A and B as above. Then

Sab(i, j) ≥ SAB(i, j)

≥ SAB

(
min{a, i}, min{b, j}

)
= F

(
min{a, i}, min{b, j}

)
,

where the first inequality follows from the definition of Sab, the second from the mono-

tonicity argument contained in the proof of Lemma 5.2 (since within W(k, n, x), column i

is a copy of column k for all i > k), and the last equation follows from the claim. 2

Combining Lemmas 5.7 and 5.8 yields the exact worst-case number of shapes.

Theorem 5.9 (Shapes at an Entry) The worst-case number of shapes at entry (i, j)

of the dynamic programming table, for inputs with a and b sequences, is exactly

F
(
min{a, i}, min{b, j}

)
,

where F (m,n) is the number of alignments of two strings of lengths m and n. Furthermore

there is a fixed input that, at every entry of the table, attains the worst case. 2
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Let T denote the worst-case total number of shapes in the table. The last part of

Theorem 5.9 implies that T =
∑

0≤i≤m
0≤j≤n

Sab(i, j), which we now analyze.

Corollary 5.10 (Total Shapes) The worst-case total number of shapes in the table,

for the exact algorithm on an a×m and b× n alignment, is

T = Θ
(
F

(
ã+1, b̃+1

)
+ m̃ F

(
ã+1, b̃

)
+ ñ F

(
ã, b̃+1

)
+ m̃ñ F

(
ã, b̃

))
,

where ã = min{a,m}, b̃ = min{b, n}, m̃ = max{m−a, 0}, and ñ = max{n−b, 0}.

Proof To bound T , we sum F over values determined by the minimums taken in the

first part of Theorem 5.9. The values fall into four cases depending on the relative sizes

of a versus m and b versus n. Specifically, when a ≥ m and b ≥ n,

T =
∑

0≤i≤m
0≤j≤n

F (i, j). (5.11)

When a < m and b ≥ n, we sum in two distinct regions and the total is

T =
∑

0≤i≤a
0≤j≤n

F (i, j) +
∑

a<i≤m
0≤j≤n

F (a, j)

=
∑

0≤i≤a
0≤j≤n

F (i, j) + (m− a)
∑

0≤j≤n

F (a, j). (5.12)

When a ≥ m and b < n, there are again two regions, with

T =
∑

0≤i≤m
0≤j≤b

F (i, j) +
∑

0≤i≤m
b<j≤n

F (i, b)

=
∑

0≤i≤m
0≤j≤b

F (i, j) + (n− b)
∑

0≤i≤m

F (i, b). (5.13)

And finally when a < m and b < n, we consider four regions, where

T =
∑

0≤i≤a
0≤j≤b

F (i, j) +
∑

a<i≤m
0≤j≤b

F (a, j) +
∑

0≤i≤a
b<j≤n

F (i, b) +
∑

a<i≤m
b<j≤n

F (a, b)

=
∑

0≤i≤a
0≤j≤b

F (i, j) + (m− a)
∑

0≤j≤b

F (a, j) + (n− b)
∑

0≤i≤a

F (i, b)

+(m− a)(n− b)F (a, b). (5.14)
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To bound these sums, we begin by bounding columns and rows. Notice that by expanding

the recurrence for F , we get

F (a, b)

= F (a− 1, b) + F (a− 1, b− 1) + F (a, b− 1)

= F (a− 1, b) + 2F (a− 1, b− 1) + F (a− 1, b− 2) + F (a, b− 2)

= F (a− 1, b) + 2F (a− 1, b− 1) + 2F (a− 1, b− 2) + F (a− 1, b− 3) + F (a, b− 3)
...

= F (a− 1, b) + 2
∑

0≤j<b

F (a− 1, j),

which by a simple induction holds for all a, b ≥ 1, and implies∑
0≤j≤b

F (a, j) = Θ
(
F (a + 1, b)

)
, and

∑
0≤i≤a

F (i, b) = Θ
(
F (a, b + 1)

)
.

Combing these gives us ∑
0≤i≤a
0≤j≤b

F (i, j) = Θ
(
F (a + 1, b + 1)

)
.

Then by substituting back into Equations 5.11 through 5.14 we have,

for a ≥ m and b ≥ n,

T = Θ
(
F (m + 1, n + 1)

)
,

for a < m and b ≥ n,

T = Θ
(
F (a + 1, n + 1) + (m− a)F (a + 1, n)

)
,

for a ≥ m and b < n,

T = Θ
(
F (m + 1, b + 1) + (n− b)F (m, b + 1)

)
,

and for a < m and b < n,

T = Θ
(
F (a + 1, b + 1) + (m− a)F (a + 1, b) + (n− b)F (a, b + 1) + (m− a)(n− b)F (a, b)

)
.

2

With the number of shapes in hand, we can now determine the worst-case time and

space for the exact algorithm.
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5.4 Time analysis

Recall that the exact algorithm proceeds lexicographically through the entries of the

dynamic programming table, and at each entry maintains a list of the shapes that can

be achieved by alignments that end at that entry. With each shape on the list, the cost

of the optimal alignment that ends in that shape is stored. To process entry (i, j), the

algorithm considers each shape on its list and extends the alignment to entries (i, j+1),

(i+1, j) and (i+1, j+1) by inserting, deleting, or substituting a column. Extending to

an alignment at one of these adjacent entries yields an alignment ending in some shape s

with some cost C. The algorithm searches the list L at the adjacent entry to see whether s

is already in L. If s is not present, it is inserted with cost C. If s is present and its cost

in L is greater than C, its associated cost is lowered to C.

Suppose we represent a shape s as a one-dimensional array S[1 : a+b] for an input

with a and b sequences, where S[i] is the rank of the block in s that contains row i. We

can then maintain each shape list as a balanced search tree, where shapes are ordered

lexicographically by their array representation. Comparing two shapes by lexicographic

order takes O(a + b) time. So searching for a shape, inserting a shape, or updating a

shape’s cost in a list of length ` takes O((a + b) log `) time. Finally when extending an

alignment, counting gap initiation events to evaluate its cost takes O(ab) time. In short,

if every list has length at most `, processing an entry takes O(`(a + b) log ` + `ab) time

and uses O(`(a + b)) space.

Theorem 5.9 implies every list has at most F (a, b) shapes. In general, function F (m,n)

exhibits a variety of orders of growth depending on the relative order of growth of m and n.

When m = n, it is known (see Waterman [73, p. 187]) that

F (n, n) = Θ
((

3+
√

2
)n

n−1/2
)
. (5.15)

(This is much smaller than the number of ordered partitions of 2n elements, which

is the number of shapes when aligning 2n sequences [1], whose order of growth ex-

ceeds (2n/e)2nn−1/2.) More generally when m as a function of n is such that limn→∞
m
n

is a positive constant (which implies m = Θ(n)), Canfield and Covington [10] have shown

that F (m,n) = Θ(cn n−1/2) for some constant c > 1.
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Combining this fact with the above analysis and Corollary 5.10 yields the following.

Theorem 5.16 (Time and Space Bound) To align two alignments of sizes k × m

and `× n, where k ≤ `, the exact algorithm takes time

O
(
`mn F (k, `)

(
k + log F (k, `)

))
,

and space O(`mn F (k, `)), where F (k, `) is the number of alignments of two strings of

lengths k and `. 2

Using Equation 5.15 when k = ` and m = n yields the following.

Theorem 5.17 (Time and Space Complexity) To align two alignments, each hav-

ing k sequences and n columns, the exact algorithm takes worst-case time
Θ

((
3+

√
2
)k (n−k)2 k3/2

)
, k < n;

Θ
((

3+
√

2
)n

k2 n−1/2
)
, k ≥ n.

This is exactly a factor k greater than the worst-case space. 2

We can simplify the result of Theorem 5.17 to the following slightly looser bound. For

any constant c > 3 +
√

2 ≈ 4.4, the time for the exact algorithm is

O
(
cmin(k,n) max(k, n)2

)
.

This transitions between two orders of growth, depending on the relative number of rows

and columns in the alignments.

When m = O(1), we can upper bound F (m,n) by

F (m,n) =
∑

0≤s≤m

(
n+m−s

s

)(
n+m−2s

m−s

)
≤

∑
0≤s≤m

(
n+m

m

)2

= O(n2m)

= nO(1),

where the first equation counts alignments according to their number of substitutions s.

By Theorem 5.9, and the analysis for Theorem 5.16, this implies the following.
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Corollary 5.18 (Special Case) When one of the alignments has a constant number of

sequences, the exact algorithm runs in polynomial time and space. 2

As an example, suppose one of the input alignments is a single sequence. The worst-

case number of shapes is then F (1, `) = 2` + 1. By Theorem 5.16, the general ex-

act algorithm when aligning a string of length m versus an ` × n alignment runs in

O(`2 log `mn) time and O(`2mn) space. By comparison the exact algorithm that is

designed for this special case [43] runs in O(`n2 + mn log n) time (for a constant-size al-

phabet) using O(mn2) space. While the special-case algorithm is faster for most inputs,

interestingly the general algorithm uses less space when n = ω(`2).

5.5 Summary

In this chapter, the algorithm for Aligning Alignments was presented and analyzed. We

derived a recurrence based on shapes and showed how to compute it by dynamic pro-

gramming, in terms of finding a shortest source-sink path in a grid-structured graph.

Both the running time and space are heavily dependent on the number of shapes

(subproblems) generated. We use F (a, b) to denote the number of alignments of two

strings of lengths a and b. For an input of two alignments of size k ×m and ` × n, the

worst-case number of shapes in entry (i, j) of the dynamic programming table is given

by F (min{i, k},min{j, `}) and the entire algorithm takes O
(
`mn F (k, `)

(
k+log F (k, `)

))
worst-case time. For two k × n alignments, when k ≤ n, this is O(5kn2) time.
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CHAPTER 6

REDUCING THE TIME

One might reasonably suspect the algorithm of Chapter 5 to be infeasible in practice,

given its theoretical worst-case analysis. Fortunately, biological instances tend to differ

substantially in form from that of a worst-case instance. And while the straightforward

algorithm remains impractical even on biological data, the optimizations described in this,

the practical portion of the dissertation, do enable the efficient computation of optimal

solutions for these biological instances in practice.

The running time of our algorithm is highly dependent on the number of shapes

processed. The two pruning techniques described in this chapter reduce the number of

shapes generated in the dynamic programming table, while guaranteeing that correctness

of the algorithm remains intact. Later we consider additional measures for reducing the

dynamic programming table itself to linear size and for speeding up the time required to

process each shape.

We begin with dominance pruning which uses an intuitive dominance relation on pairs

of shapes, followed by bound pruning based on a cost lower bound.

6.1 Dominance pruning

Consider a series of insertions, deletions, and substitutions of columns that extend an

alignment at a given entry. We call the subalignment defined by the series an extension.

The idea behind dominance pruning is that on comparing a pair of shapes, s and t, in a

shape list, shape t can be pruned from the list if it can be determined that s is as good

as t on all possible extensions. Conceptually, we seek to compare the pair of shapes on

each and every fixed extension, where we add the cost for the extension when it follows

a given shape to the cost associated with that shape, and then compare the two sums

(Figure 6.1).

Since we seek to compare the relative costs for a pair of shapes, it suffices to consider
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(0,0)

t
.... ..

.. (m,n)

s

For all P,  C(t ○ P) ≥ C(s ○ P)

P

Figure 6.1 Dominance pruning. Shape t is pruned if, for each and every possible
extension P to a global alignment, the cost for extending t with P is at least as much
as the cost for extending some other shape s with P . (In the figure, t ◦ P denotes
the alignment obtained by concatenating extension alignment P onto the end of the
subalignment associated with shape t.)

only those portions of an extension where cost could vary when it follows one shape

versus the other. Notice that for an arbitrary fixed extension P , the substitution costs

attributed to P will be the same for both shapes, so we can safely ignore substitution

costs in our comparison. For the same reason we can ignore gap extension costs and are

left only to consider gap opening costs. Next consider any pair of rows in P that start

with a substitution. Any gap that subsequently opens in that pair of rows will open for

both shapes, so we can ignore such pairs of rows. Now consider a pair of rows that start

with a gap open in P . Once that gap is closed, any further gaps opening in that pair

of rows in P will open for both shapes, so we can ignore gaps that occur later in the

extension, after an open gap has closed.

So we need only consider pairs of rows in P that start with a gap open, and in that

pair of rows we need only consider that starting gap. It could be that such a gap is

newly opened for one shape but only extends a gap already open in the other. For this to

occur in a pair of rows, there must be a gap open with one shape but not open with the

other shape. With dominance pruning we bound the difference in cost attributed to such
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occurrences for a given pair of shapes. Then a shape can be pruned if its cost exceeds,

by that bound, the cost associated with some other shape.

6.1.1 Deriving a dominance relation on shapes

The following derivation yields a sufficient condition to conclude one shape is as good

as another on all extensions. Let A and B be the input alignments. For shape s and

extension P , let s ◦ P denote the alignment obtained by concatenating P onto the sub-

alignment associated with s. Let C(s) denote the cost associated with shape s and C(P )

the cost of extension P starting from the flat shape (where all rows are flush). The cost

of s ◦ P consists of three components: C(s), C(P ), and an adjustment for gaps counted

in both s and P . Define d(s, P ) to count the number of pairs of rows p ∈ A and q ∈ B

such that p and q overhang or underhang in s and that gap is continued in P (i.e., the

number of gaps that span both s and P ). Then

C(s ◦ P ) = C(s) + C(P ) − γ · d(s, P ).

Hence C(t ◦ P ) ≥ C(s ◦ P ) if and only if

C(t) + C(P ) − γ · d(t, P ) ≥ C(s) + C(P ) − γ · d(s, P ),

or equivalently

C(t) ≥ C(s) + γ
(
d(t, P )− d(s, P )

)
. (6.1)

Replacing d(t, P )−d(s, P ) in Inequality (6.1) with an upper bound on its value across all

possible extensions yields an inequality that, when satisfied, implies shape s is as good

as shape t over every possible extension.

Recall the predicates qs
p and psq as defined in Section 5.1. These indicate whether

row p respectively overhangs or underhangs row q in the alignment associated with

shape s. To upper bound d(t, P ) − d(s, P ), we count the instances where a gap could

continue from t into P but could not continue from s into P . This is possible for a pair

of rows p and q only when either (qt
p and qsp), or (ptq and psq) (i.e., a gap is open in t

but the same gap is not open in s). This implies that for any extension P ,

d(t, P )− d(s, P ) ≤
∑
p∈A
q∈B

((
qt

p and qsp
)

or
(
ptq and psq

))
. (6.2)
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Notice that the right-hand side of Inequality (6.2) is independent of P . Thus substituting

Inequality (6.2) into Inequality (6.1) yields the following sufficient condition to conclude

C(s ◦ P ) ≤ C(t ◦ P ) holds for every extension P .

Definition 6.3 (Shape Dominance) Shape s dominates shape t if and only if

C(t) ≥ C(s) + γ
∑
p∈A
q∈B

((
qt

p and qsp
)

or
(
ptq and psq

))
. (6.4)

2

In general we say s is as good as t on all extensions if for every extension P ,

C(s ◦ P ) ≤ C(t ◦ P ).

The following lemma is immediate from the derivation of Inequality (6.4).

Lemma 6.5 (Extending Dominated Shapes) Suppose shape s dominates shape t.

Then s is as good as t on all extensions.

Proof Suppose s dominates t. Then

C(s ◦ P )− C(t ◦ P ) =
(
C(s) + C(P )− γ · g(s, P )

)
−

(
C(t) + C(P )− γ · g(t, P )

)
= C(s)− C(t) + γ

(
g(t, P )− g(s, P )

)
≤ C(s)− C(t) + γ

∑
p∈A
q∈B

((
qt

p and qsp
)

or
(
ptq and psq

))
≤ 0,

where the first inequality is by substitution of Inequality (6.2) and the second by s

dominating t and substitution of Inequality (6.4). Thus C(s ◦ P ) ≤ C(t ◦ P ). 2

6.1.2 Incorporating dominance pruning

With dominance pruning the exact algorithm proceeds as follows. Whenever a new

shape s is considered for propagation to the list L at an entry, it is compared to each

shape t in L to determine if s dominates t or if t dominates s. If t is dominated, it is

removed from L and the testing continues with the remaining shapes. If s is dominated,

the testing terminates and s is not added to L.
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One issue to resolve is whether we could ultimately prune more shapes in a given list

by first allowing all shapes to propagate to the list, and then testing for dominance on

each and every pair (marking those to be pruned once testing is complete) — perhaps

otherwise we prune a shape from the list early on that was destined to prune some other

shape from that list. A consequence of the following lemma is that pruning on-the-fly is

equivalent to pruning on all pairs of shapes.

Lemma 6.6 (Transitivity) For all shapes r, s, and t, if r dominates s, and s domi-

nates t, then r dominates t.

Proof Suppose r dominates s and s dominates t. Then

C(t) ≥ C(s) + γ
∑
p∈A
q∈B

(
(qt

p ∧ qsp) or (ptq ∧ psq)
)

(6.7)

≥ C(r) + γ
∑
p∈A
q∈B

(
(qt

p ∧ qsp) or (ptq ∧ psq)
)

+ γ
∑
p∈A
q∈B

(
(qs

p ∧ qrp) or (psq ∧ prq)
)

(6.8)

= C(r) + γ
∑
p∈A
q∈B

 (qt
p ∧ qsp) + (ptq ∧ psq)

+ (qs
p ∧ qrp) + (psq ∧ prq)

 (6.9)

= C(r) + γ
∑
p∈A
q∈B

 (
(qt

p ∧ qsp) or (qs
p ∧ qrp)

)
+

(
(ptq ∧ psq) or (psq ∧ prq)

)
 (6.10)

= C(r) + γ
∑
p∈A
q∈B

 (
(qt

p ∧ qsp) or (qs
p ∧ qrp) or (qt

p ∧ qrp)
)

+
(
(ptq ∧ psq) or (psq ∧ prq) or (ptq ∧ prq)

)
 (6.11)

≥ C(r) + γ
∑
p∈A
q∈B

(
(qt

p ∧ qrp) + (ptq ∧ prq)
)

= C(r) + γ
∑
p∈A
q∈B

(
(qt

p ∧ qrp) or (ptq ∧ prq)
)
. (6.12)

Inequality (6.7) is by s dominating t. Inequality (6.8) is by r dominating s and sub-

stitution into Inequality (6.7). The two logical disjunctions in the first summation of

Inequality (6.8) are mutually exclusive and likewise in the second summation, so Equal-

ity (6.9) holds. Similarly, Equality (6.10) holds since the terms are mutually exclusive.
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The first term in Equality (6.10) (within the summation) is logically equivalent to the

first term in Equality (6.11), i.e.,

(
(qt

p ∧ qsp) or (qs
p ∧ qrp)

)
⇐⇒

(
(qt

p ∧ qsp) or (qs
p ∧ qrp) or (qt

p ∧ qrp)
)
.

Likewise for the second terms. Hence, Equality (6.11) holds. Equality (6.12) holds by

mutual exclusion. Thus r dominates t. 2

Transitivity suffices for showing there is always some shape remaining in a list to

prune what others might have, had they themselves not been pruned from that list. But

another concern with pruning is lost progeny — perhaps we prune a shape from a list

early, whose progeny was destined to prune some other shape from its own list. Or worse,

perhaps we prune the ancestors of shapes corresponding to optimal solutions, resulting

in sub-optimal output. We need to show that when a shape is missing at an entry (i, j)

due to pruning, either in that entry or in a previous entry, there is still a shape present

in (i, j) that is at least as good on all extensions.

The list of shapes at an entry is formed by propagating shapes from three adjacent

entries in the table while applying pruning. We say the shape list at an entry is determined

once propagation from all three entries is finished.

Lemma 6.13 (Shape-Lists Under Dominance Pruning) Let L be the set of shapes

at entry (i, j) determined by dominance pruning, and let S be the set of all possible shapes

of alignments of A[1 : i] and B[1 : j]. For every shape t in S − L there is a shape s in L

that is as good as t on every extension.

Proof We use induction on i + j ≥ 0 for pairs (i, j). At entry (0, 0), the one possible

shape is present, so the lemma holds when i + j = 0. Assume the lemma holds for all

(i′, j′) where 0 ≤ i′ + j′ < i + j. Consider the determined list L at entry (i, j) and the

set S of possible shapes at (i, j). Let t be a shape in S−L. Notice that there are exactly

two ways in which t can be in S−L. Case (1), it was propagated to entry (i, j) and then

pruned or, Case (2), it was not propagated due to earlier pruning.

Consider Case (1). Since t was pruned from L, there is a sequence of shapes s1, ..., sk

where t was pruned by s1, si was pruned by si+1, and sk is in L. By induction on k using
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transitivity of dominance, sk dominates t. By Lemma 6.5, sk is at least as good as t over

every extension, so the lemma holds.

Now consider Case (2) in which t was never propagated to (i, j). Let t′ be the shape

at (i′, j′) of which t is an immediate extension. Note that t′ is not present at (i′, j′) as

otherwise t would have been propagated. Since i′+j′ < i+j, by the induction hypothesis

there is a shape s′ in the list at (i′, j′) that is at least as good as t′ over every extension.

Let s be the shape resulting from the extension of s′ to entry (i, j). Notice that s was

propagated to entry (i, j) (although it could have been subsequently pruned).

We claim that s is at least as good as t over every extension. To see this, consider

the following argument. Let P ′ be the extension from entry (i′, j′) to (i, j) followed by an

extension P . Since s′ dominates t′, C(s′◦P ′) ≤ C(t′◦P ′) by Lemma 6.5. Now notice that

s′ ◦ P ′ and s ◦ P both denote the same alignment. Likewise t′ ◦ P ′ is the same alignment

as t ◦ P . Hence

C(s ◦ P ) = C(s′ ◦ P ′) ≤ C(t′ ◦ P ′) = C(t ◦ P ),

which proves our claim.

If s is in L, we are done. Otherwise s falls into Case (1) at entry (i, j) for which we

have shown the lemma holds, implying there is a shape r in L that dominates s, and by

transitivity dominates t. By Lemma 6.5, r is at least as good as t on all extensions and

the lemma is proved. 2

The last piece is to show that an optimal alignment will be recovered in the presence

of dominance.

Theorem 6.14 (Correctness of Dominance Pruning) The exact algorithm with

dominance pruning finds an optimal alignment.

Proof We use induction on the number of columns in an optimal alignment. By

Lemma 6.13, once the exact algorithm with dominance pruning determines the list L

at entry (m,n), there is a shape t in L that corresponds to an optimal alignment. Recall

from Section 5.2 that to recover a solution the exact algorithm identifies the last column

of the corresponding alignment based solely on the shape and the indices of its table
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entry. Thus the algorithm will find the last column c of an optimal alignment, and the

theorem holds for the base case where the optimal alignment consists of a single column.

Shapes are never removed from a determined list1, and a list is determined before it

propagates any shapes. So the shape s that propagated t is still in the table and will be

identified by the recovery phase by searching the list for the shape that propagates shape

t given column c. Shape s corresponds to the prefix of the optimal alignment with one less

column. By the induction hypothesis, this prefix will be recovered, and concatenating c

recovers an optimal alignment. 2

As will be demonstrated in Section 9.1, the exact algorithm with dominance pruning

is highly effective. It also has the desirable property that it can be implemented with a

linear-size dynamic programming table (Chapter 7).

6.1.3 Time analysis

It is interesting to consider the impact dominance pruning has on the running time.

While the practical benefit is obvious from the computational experiments we report on

in Chapter 9, the overhead for testing dominance relations actually hurts the theoretical

worst-case time under our original analysis. Where before inserting a shape into the list

could be done in time logarithmic in the length of the list (by keeping the shapes in

lexicographical order), we now test against all shapes in a list before inserting. Recall

that F (a, b) (the number of alignments of a pair of strings of lengths a and b) bounds the

worst-case number of shapes in a list, where the input consists of a and b sequences. All

operations at a given entry could previously be done in O
(
`F (k, `)(k + log F (k, `))

)
time

(Section 5.4), but now with the addition of dominance testing it takes O(k`F 2(k, `)) time

per entry, or O(k`mnF 2(k, `)) total time.

A tighter analysis (perhaps probabilistic) of the worst-case number of shapes in the

presence of dominance pruning, which we believe would show a theoretical speedup to

go along with that seen in practice, is left to future work (Section 10.2). Coming up

with an ordering of shapes that would allow a sub-quadratic number of shape-to-shape
1This will no longer be strictly correct when we add an optimization that involves reclaiming shapes

(Section 8.1). But it will be clear that shapes ancestral to optimal shapes in the final entry are not
removed.
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comparisons for dominance testing would likely show a practical gain as well as theoretical,

and is also left to future work.

The existing pruning method which we cover in the next section avoids this theoretical

penalty, but at the expense of pruning strength.

6.1.4 Comparison to extremal pruning

Gotoh [27] describes a procedure for aligning alignments that uses a form of pruning

different from both dominance and bound pruning. We call this extremal pruning.

Extremal pruning was the inspiration for dominance pruning and is similar in that it

prunes shapes based on comparison to other shapes in the same list. With extremal prun-

ing, four candidates are identified which represent the extrema of four pruning criteria.

These extremal candidates are then used to prune the list of candidates. This sacrifices

pruning strength for the advantage of requiring only a linear number of shape-to-shape

comparisons, possibly beneficial for long shape lists.

In this section we show dominance pruning is strictly stronger than extremal pruning

in the sense that the shape list obtained by dominance pruning is a subset of the list

obtained by extremal pruning, and there are instances for which the subset is strictly

smaller. For continuity, we present extremal pruning in our notation. The presentation

is not identical to that of Gotoh [27], but is equivalent.

We now formally define extremal pruning. Let S be the set of shapes propagated into

entry (i, j) from the three adjacent entries. In S identify four shapes:

s1 := argmin
s∈S

{
C(s)

}
,

s2 := argmin
s∈S

{
C(s) + γ

∑
p∈A
q∈B

psq

}
,

s3 := argmin
s∈S

{
C(s) + γ

∑
p∈A
q∈B

qsp
}
,

s4 := argmin
s∈S

{
C(s) + γ

∑
p∈A
q∈B

(
psq + qsp

)}
.

(In the summations the value true is mapped to 1 and false to 0, while x denotes the

logical negation of x.)
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Then shape t in S is pruned if any of the following four criteria hold:

0 =
∑
p∈A
q∈B

((
qt

p and q(s1)
p
)

or
(

ptq and p(s1)q

))
(6.15)

0 =
∑
p∈A
q∈B

((
qt

p and q(s2)
p
)

or
(

ptq and p(s2)q

))
(6.16)

0 =
∑
p∈A
q∈B

((
qtp and q(s3)

p
)

or
(

ptq and p(s3)q

))
(6.17)

C(t) ≥ C(s4) + γ
∑
p∈A
q∈B

((
q(s4)

p
)

+
(

p(s4)q

))
(6.18)

The method can be applied iteratively if desired — we believe the following is faithful

to the idea presented in the paper:

(i) Form a family S1, . . ., Sk of subsets of S whose union is S.

(ii) Apply criteria (1) through (4) within each subset Si to obtain a pruned subset S̃i.

(iii) Update S to be the union of S̃1, . . ., S̃k.

(iv) Repeat criteria (1) through (4) on S.

This iterative method is applied when the number of shapes propagated from a list exceeds

a threshold, and results in essence in a larger number of extremal candidates with which

to prune. The process would do the most pruning when there is a subset for each and

every pair of shapes in S. Although this relinquishes any computational time advantage,

in our strength analysis of extremal pruning we use this generous interpretation.

While dominance pruning is simpler than extremal pruning, it is also stronger in the

following precise sense. For a pruning method A and a set of shapes S, let A(S) be the

subset of S that remains after pruning by A. We say method A is stronger than method B

if for all sets S, A(S) ⊆ B(S), and furthermore there exist sets S for which A(S) is strictly

smaller than B(S).

Theorem 6.19 (Pruning Strength) Dominance pruning is stronger than extremal

pruning.

Proof Let D be dominance pruning and E be extremal pruning under the most generous
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interpretation. We first show that for all S, D(S) ⊆ E(S), or equivalently that any shape

pruned by extremal pruning is also pruned by dominance pruning.

Recall the definition of dominance: shape s dominates shape t if

C(t) ≥ C(s) + γ
∑
p∈A
q∈B

((
qt

p and qsp
)

or
(
ptq and psq

))
. (6.20)

Dominance pruning as described in Section 6.1 is interleaved with the propagation of

shapes to an entry. Using transitivity of dominance, one can show that interleaved prun-

ing is equivalent to the following, where S is the entire set of shapes propagated to an

entry:

(i) For every pair s and t in S, mark t if s dominates t.

(ii) Remove from S all marked shapes.

In other words, to conclude that t is pruned by dominance pruning, it suffices to show

that some shape in S dominates t.

Suppose t is pruned by Criterion 6.15 of extremal pruning. Then Inequality 6.20 holds

for t and s1 since the portion in the summation is zero by Criterion 6.15, and C(t) ≥ C(s1)

by the definition of s1. We conclude t is pruned by dominance pruning.

Now suppose t is pruned by Criterion 6.16. By the definition of s2,

C(t) ≥ C(s2) + γ
∑
p∈A
p∈B

(
p(s2)q − ptq

)
. (6.21)

By Criterion 6.16,
(

p(s2)q − ptq

)
is always nonnegative and

(
qt

p and q(s2)
p
)

is always

false, implying∑
p∈A
p∈B

(
p(s2)q − ptq

)
≥

∑
p∈A
p∈B

(
p(s2)q and ptq

)

=
∑
p∈A
p∈B

((
qt

p and q(s2)
p
)

or
(

ptq and p(s2)q

))
.

By substituting back into Equation 6.21, we have

C(t) ≥ C(s2) + γ
∑
p∈A
p∈B

((
qt

p and q(s2)
p
)

or
(

ptq and p(s2)q

))
,
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implying s2 dominates t by Equation 6.20, and we conclude t is pruned by dominance

pruning.

Criterion 6.17 becomes Criterion 6.16 on exchanging qr
p with prq for each shape vari-

able r. On the other hand, the definition of dominance is invariant under this exchange.

Performing this exchange maps the preceding argument for Criterion 6.16 to a proof for

Criterion 6.17.

Lastly if t is pruned by Criterion 6.18, then s4 dominates t and we conclude t is

pruned, since

C(t) ≥ C(s4) + γ
∑
p∈A
q∈B

(
q(s4)

p + p(s4)q

)

≥ C(s4) + γ
∑
p∈A
q∈B

((
qt

p and q(s4)
p
)

or
(

ptq and p(s4)q

))
.

This proves D(S) ⊆ E(S). We now show that on some input D(S) ⊂ E(S). Let2

A =
--a--

aa-aa
, and

B =
b-bb

-b--
.

On input A and B with gap initiation cost γ = 8, gap extension cost λ = 12, and

substitution cost δ(a, b) = 12, dominance pruning and extremal pruning differ. Let

s =
(
{1, 4}, {2, 3}

)
,

t =
(
{4}, {1}, {2}, {3}

)
,

where rows are numbered top to bottom in A then B. At entry (5, 4) the shape list

determined by extremal pruning is {s, t}, but with dominance pruning it is {s}, where

s costs 200 and t costs 242. In this situation s dominates t, but each of the extremal

criteria fail. (Shape s is chosen as the extremal candidate for each criterion.) 2

2We note that this instance contains an insertion followed by a deletion in both A and B, which is
sometimes ruled out in biological alignments of 2 sequences. However, such situations can easily arise
during progressive alignment or alignment polishing.
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(0,0)

s
.. ....

.. (m,n)

C(s)+L(s) ≥ U

L(s)

C(s)

U

Figure 6.2 Bound pruning. Shape s is pruned if a lower bound on its cost when extended
to a global alignment meets or exceeds an upper bound on the optimal.

Notice that since dominance pruning is correct (Theorem 6.14) and extremal pruning

prunes a subset of dominance pruning (Theorem 6.19), every shape removed by extremal

pruning is safe to prune. Thus, in combination, Theorem 6.14 and Theorem 6.19 imply

the correctness of extremal pruning.

In experiments on biological data, dominance pruning was significantly stronger than

extremal when extremal pruning is performed only once on the entire list. With the most

generous interpretation, extremal pruning was nearly identical to dominance pruning, and

only occasionally missed candidates that were pruned by dominance pruning. In terms

of execution time, extremal was faster when only one iteration was executed, but slower

under the generous interpretation. We now look at another pruning method that can be

used in conjunction with dominance pruning.

6.2 Bound pruning

When we can determine that the cost for extending a shape to a global alignment exceeds

the optimal, that shape can be safely pruned. With bound pruning, shapes are pruned

similar to the way candidate subproblems are pruned in branch-and-bound algorithms.

We compute a lower bound L(s) on the cost for extending shape s to a global alignment,
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add it to the cost associated with the shape, and compare it to an upper bound U on the

cost of an optimal alignment. Then we prune s if C(s) + L(s) ≥ U . (In the case that

all shapes are pruned, leaving none to propagate, then the alignment providing upper

bound U is optimal and returned as the solution.)

6.2.1 Upper-bounding the optimal alignment

Any feasible alignment of A and B can be constructed and scored to obtain upper

bound U . In our software implementation AlignAlign, three quickly-computed align-

ments are used, with the best of the three scores taken for U . These are the optimal

optimistic and pessimistic alignments [43], and the trivial alignment of A and B in which

each column of A is aligned with the corresponding column of B and excess columns

are aligned as a final run of insertions or deletions (corresponding to the path following

the main diagonal in the grid-graph representation). The trivial alignment can be good

while polishing a multiple alignment by splitting and realigning it. Note that it is not the

presumed scores returned from the optimistic and pessimistic algorithms that are used,

but rather the actual scores of the constructed alignments. The score returned from

the pessimistic algorithm is an upper bound, but generally looser than the score on the

alignment produced, while the optimistic score is actually a lower bound.

6.2.2 Lower-bounding the best extension

To lower bound the cost of s when extended to a global alignment, we add the cost

associated with s to a lower bound on the alignment that extends s, and adjust for gaps

possibly counted in both. To lower bound the extension, we use the score returned from

the optimistic algorithm, where the input is the remaining suffixes of A and B. Recall

that the optimistic gap cost does not charge a gap in the indeterminate case (Section 3.3),

thereby possibly under counting gaps. Note that in this case it is the score returned from

the algorithm that is used and not the actual score of the constructed alignment. We

now show that the optimal optimistic score is a true lower bound on the optimal exact

score.

Lemma 6.22 (Lower bound) The optimal optimistic score is a lower bound on the



84

optimal score.

Proof To see that the optimal optimistic score is a lower bound on the optimal exact

score, consider the grid-structured graph representation where nodes correspond to sub-

problems (prefixes of A and B and a how an alignment ends) and edges are weighted

by the cost of associated alignment columns. Recall that supernodes, one per pair of

prefixes, are collections of all nodes associated with that pair of prefixes.

Let P be an optimal path through the exact graph and Q be the corresponding

supernode-to-supernode path through the optimistic graph. The edges in P and Q cor-

respond to the same alignment columns. Since P is weighted with exact costs and Q is

weighted with optimistic costs, which never exceed exact (it only varies from exact by

possibly missing some gap openings), the cost for Q lower bounds the cost for P . While Q

might not correspond to an optimal optimistic alignment, the optimal optimistic score

clearly lower bounds the score on Q and thus lower bounds the score on P . 2

To save re-computing such a lower bound from each entry, the optimistic algorithm

is run once in preprocessing, on the reverse of the full input alignments A and B. The

resulting dynamic programming table is stored and then, with proper indexing, serves as

a look-up table for the optimistic score for aligning the given suffixes of A and B.

To obtain generally tighter bounds, the combined scores of the given alignment and

the respective extension should be adjusted for gaps counted in both. Since shapes are not

maintained in computing the optimistic alignment, we cannot compute the adjustment

exactly. But we do maintain three individual scores — the optimistic scores for alignments

of the suffixes starting with insertion, deletion, and substitution. This allows us to glean

some additional information from the extension’s starting column which is crucial to the

effectiveness of bound pruning in practice. Each of the three scores is combined with the

score of a given shape s and individually adjusted for gaps that might be counted in both

scores, providing lower bounds on the best alignment extending shape s starting in each

of the three ways. The minimum of these is taken as the lower bound.

We now describe how we compute the adjustments. Since we seek to lower bound the

combined score, we want to upper bound the adjustment (which is being removed from

the combined score). For each way the extension can start, we upper bound the number
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of gaps that can possibly continue from an ending shape into that extension. Let VG,

HG, and DG denote these bounds for extensions starting with deletion, insertion, and

substitution respectively. Let s be the ending shape of the subalignment and let c be the

initial column of the extension. Then define

VG :=
∑
p∈A
q∈B

(
qs

p or
(
psq and c[p] = -

))
,

HG :=
∑
p∈A
q∈B

(
psq or

(
qs

p and c[q] = -
))

, and

DG :=
∑
p∈A
q∈B

((
qs

p and c[q] = -
)

or
(
psq and c[p] = -

))
.

Let U be an upper bound on the optimal cost for a global alignment, and let V , H, and

D be the optimal optimistic costs for the extension from shape s starting with deletion,

insertion, and substitution respectively. Then s can be safely pruned if

U ≤ C(s) + V − γ · VG,

U ≤ C(s) + H − γ ·HG, and

U ≤ C(s) + D − γ ·DG.

Or equivalently,

U ≤ C(s) + min{V − γ · VG, H − γ ·HG, D − γ ·DG}.

The theoretical worst-case time with bound pruning alone remains the same as the

original algorithm. While dominance pruning always leaves at least one shape in a list,

bound pruning can delete an entire list. As shown in Section 9.1, bound pruning is

also very effective, and often results in only a small fraction of the table having nonempty

shape lists. When combined with dominance pruning, it yields our fastest exact algorithm

in practice.

6.3 Summary

We now summarize the highlights of the chapter. Dominance pruning is based on a

dominance relation on pairs of shapes, and bound pruning is based on upper and lower
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bounds on costs. Dominance pruning alone is provably stronger than an existing pruning

method: extremal pruning. It is also shown to preserve the correctness of the algorithm,

while no such formal proof for extremal pruning had existed. (The correctness of extremal

pruning follows from the combination of our proofs that dominance pruning is stronger

and correct.) Bound pruning, also provably correct, often results in empty shape lists at

many table entries.
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CHAPTER 7

REDUCING THE SPACE

Given the effectiveness with which pruning reduces shape list size in practice (Section 9.1),

it is useful to consider reducing the size of the dynamic programming table itself. A classic

result in sequence comparison is that an optimal alignment of two strings can be computed

in space linear in the lengths of the strings, without increasing the time complexity beyond

that used by the standard quadratic-space algorithm. This is accomplished via application

of the Hirshberg divide-and-conquer strategy [39], which was first applied to biological

sequence analysis by Myers and Miller [53], who extended it to aligning two strings with

affine gap costs.

In this section we show that this divide-and-conquer strategy can also be applied

to Aligning Alignments. In particular, the good time behavior in practice of the exact

algorithm with dominance pruning can be retained while achieving space complexity that

grows linearly in the number of columns in the input alignments. Although dominance

pruning is easily maintained, we do sacrifice bound pruning since it stores a quadratic

number of lower bounds.

7.1 Applying the Hirshberg strategy

Before delving into the details, we give a high-level overview of the strategy with ac-

companying illustrations (Figures 7.1 through 7.3). It is convenient to describe some

aspects of this method in terms of the original, quadratic-sized dynamic programming

table. Whenever we refer to the table, it should be taken to mean this conceptual table,

unless specifically noted otherwise.

Notice that any optimal solution must pass through some entry in the middle row of

the table (or equivalently, some node in the middle row of the grid-structured graph).

The key strategic idea is to identify such a midpoint using only linear space, and then

recursively solve the smaller instances on each side of this midpoint (Figures 7.1 and 7.2).
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(0,0)

.... ..

.. (m,n)

j*

m / 2

B

A

Figure 7.1 All source-sink paths pass through some node, in some entry of the middle
row. At least one such path is optimal. A node in the middle row which an optimal path
passes through is called an optimal midpoint.

Once the recursion reaches a small enough basis, we solve that subproblem explicitly with

a dynamic programming table that has just a constant number of rows.

To identify the midpoint, a cost-only version of the algorithm (which uses only a

single-row dynamic programming table, as described later) is run once in the forward

direction to compute the costs from the origin entry down to each entry in the middle

row, and once in the reverse direction to compute costs from the final entry back up to

each entry in the middle row. The midpoint index is then determined by minimizing over

composed pairs of these results (Figure 7.3).

We proceed now by solving a prefix-suffix constrained version of Aligning Alignments

that arises as a subproblem in this divide-and-conquer approach. We modify the original

algorithm, including dominance pruning, to solve this new version, prove it correct, and

show how it can be used for the cost-only computation with just a linear-size table. We

then incorporate this into a recursive algorithm that delivers optimal alignments using a

linear-size table. Proof of correctness and analysis of the space and time compared to the
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(0,0)

(m,n)

j*

m / 2

B

A

Aligning  A[1: m/2 ]
  versus  B[1:j*]

Aligning  A[ m/2 +1:m]
  versus  B[j*+1:n]

Figure 7.2 By finding an optimal midpoint and it’s corresponding index j∗, we can
recursively solve two smaller subproblems on either side of the midpoint (depicted by the
shaded regions), and stitch them together for an optimal alignment.

original algorithm complete the discussion.

7.1.1 Defining a constrained subproblem

We now define a version of Aligning Alignments that is constrained to a fixed prefix and

suffix so that subproblems will have consistent form across recursion. Throughout the

section, A and B are the original input alignments, and ◦ is the concatenation operator.

So for alignments P and Q, P ◦Q is the alignment consisting of P followed by Q.

The constrained problem takes as additional input, the shape p of a predecessor

alignment P , the shape s of a successor alignment S, and index pairs (i, i′) and (j, j′).

The output is an alignment Q of A[i : i′] versus B[j : j′] such that P ◦Q ◦ S is optimized

(Figure 7.4).

Since the successor shape is actually the shape on the starting end of an alignment,

we need to extend the notion of shapes. Currently, a shape describes how an alignment

ends — the contour of rightmost letters in its rows — which we now call an ending shape.



90

(0,0)

..

..

j*

m / 2

B

A

Figure 7.3 Forward and reverse passes are used to find an optimal midpoint. A forward
pass computes the cost and shape for all paths to each entry of the middle row using only
a linear-size dynamic programming table. Likewise a reverse computation is run from the
sink back to the middle row. At each entry, all pairs of shapes (one from each direction)
are considered by adding their associated costs and adjusting for gaps counted in both.
The best of these compositions corresponds to the best path through that entry; scanning
all entries yields a composition corresponding to an optimal path.

Similarly define an alignment’s starting shape to be the contour of its leftmost letters. We

use an identical ordered partition representation for starting and ending shapes, but the

overhang and underhang predicates are now reflected. For example when row p overhangs

row q in an ending shape shape s (so a gap is open in row q), we write qs
p. But when a

gap is open in row q of a starting shape t, the overhang is reversed and so we write ptq.

For a multiple alignment M , let ↼
σ (M) and ⇀

σ (M) denote its starting and ending shapes

respectively. Note that M [i : i′] is empty whenever i′ < i.

Definition 7.1 (Constrained Aligning Alignments) The Constrained Aligning

Alignments Problem is the following. Let p = ⇀
σ (P ) and s = ↼

σ (S). The input is

((i, i′), (j, j′), p, s), where P is an alignment of A[1 : i−1] versus B[1 : j−1] and S is an

alignment of A[i′ + 1 : m] versus B[j′ + 1 : n]. The output is an alignment Q of A[i : i′]
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j

p

Q

Predecessor shape

Successor shape
s

j'

i

i'

B

A

Figure 7.4 An instance of Constrained Aligning Alignments consists of a pair of intervals
A[i : i′] and B[j, j′] of A and B, and the shapes p and s with which a predecessor
alignment P ends and a successor alignment S starts (where P aligns prefixes A[1 : i− 1]
versus B[1, j − 1], and S aligns suffixes A[i′ + 1 : m] versus B[j′ + 1 : n]). The output
is an alignment Q of A[i : i′] versus B[j, j′] that optimizes the concatenation P ◦ Q ◦ S.
So if P and S are the prefix and suffix of some optimal alignment D, then P ◦ Q ◦ S is
an optimal alignment. (It may be that P ◦Q ◦ S 6= D since optimal alignments are not
necessarily unique.)

with B[j : j′], such that P ◦Q ◦ S is an optimal alignment of A and B constrained to P

and S. 2

Notice that, where ϕ is the flat shape, solving the instance ((1,m), (1, n), ϕ, ϕ) yields

an optimal alignment of A and B.

7.1.2 Modifying the original algorithm

To solve this new definition of the problem, we modify the original algorithm described

in Chapter 5. An important part of this strategy is accurately computing the cost for

concatenated subalignments. For alignments S and T (which are alignments of intervals

of A and B), define d(S, T ) to be the gap initiation cost times the number of gaps that
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extend across the concatenation of S followed by T (i.e., the gap cost that would be

incurred twice when scoring the alignments in isolation). We again use C(P ) to mean

the actual cost for an alignment P in isolation, and likewise C(P ◦Q) denotes the actual

cost for the alignment consisting of the concatenation of P followed by Q. By these

definitions,

C(P ◦Q ◦ S) = C(P ) + C(Q) + C(S)− d(P,Q)− d(Q,S). (7.2)

(For any gap spanning all 3 subalignments, the cost is removed twice, yielding the correct

score.) This makes it clear that given predecessor P and successor S Constrained Aligning

Alignments seeks to find a Q that minimizes C(Q)− d(P,Q)− d(Q,S).

The value of d is computed as follows. Let s = ⇀
σ (S) and t = ↼

σ (T ). Then

d(S, T ) = γ ·
∑
p∈A
q∈B

(
(psq and qt

p) or (qs
p and ptq)

)
.

We now give the modified algorithm and prove it is correct. Only two modifications

are necessary. The initialization will now be based on the predecessor shape, and the

successor shape will be taken into consideration when selecting an optimal alignment

from the final shape list. It will be convenient to distinguish between the actual cost of

an alignment and the cost as computed in our modified algorithm. Let CP (Q) denote the

computed cost associated with an alignment Q when the computation is initialized with

the shape of P .

Modified algorithm

1 Initialize the computation as before with cost 0, but now with the ending shape p

of the prefix rather than the flat shape.

2 Proceed as usual until the final entry is determined (all shapes have propagated).

3 Find a shape in the final entry with associated alignment Q such that minimizes

CP (Q)− d(Q,S). Recover and return Q. 2

We now show the modified algorithm without dominance pruning correctly solves the

constrained problem, after which we prove it remains correct with dominance pruning.
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Lemma 7.3 (Correctness of Modified Algorithm) The modified algorithm solves

Constrained Aligning Alignments.

Proof For instance ((i, i′), (j, j′), p, s), let Q′ be an alignment of the input whose

shape is in the final entry. Since the computation is initialized with p = ⇀
σ (P ), any gaps

open in P that extend into Q′ are not counted in the computation of CP (Q′). So on

completion we have

CP (Q′) = C(Q′)− d(P,Q′),

which by substitution into Equation 7.2 implies

C(P ◦Q′ ◦ S) = C(P ) + CP (Q′) + C(S)− d(Q′, S). (7.4)

Since C(P ) and C(S) are fixed, by choosing Q among all Q′ in the final entry to minimize

CP (Q′)−d(Q′, S), the algorithm finds a Q that minimizes C(P ◦Q′◦S) among all Q′. 2

The following lemma shows no further modifications are necessary to allow dominance

pruning in our modified algorithm.

Lemma 7.5 (Correctness With Dominance Pruning) The modified algorithm with

dominance pruning solves Constrained Aligning Alignments.

Proof If a shape corresponding to an optimal solution is present in the final entry, the

modified algorithm finds it (or another optimal solution that is present) and we apply

Lemma 7.3. Suppose shape s corresponds to an optimal solution and is not present in the

final entry due to dominance pruning. By the arguments of Lemma 6.13 (Section 6.1),

there is some shape t in the final entry that is at least as good as s on every possible

extension (including that represented by the suffix shape). So the modified algorithm

finds t (or another optimal solution that is present) and we apply Lemma 7.3. 2

7.1.3 Providing a linear-space cost-only version

We now have a form amenable to the Hirshberg strategy. The next piece is to provide a

cost-only version of the modified algorithm that utilizes only a linear-size table.

Notice that the costs computed in a given row depend only on other entries in the

same row or one row above. So once all costs in a given row are completely determined,
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all previous rows may be discarded. The upshot is that once the second row of the table

is determined, the first row can be recycled and used for the third row. And once the

third row is filled out, the second row can be recycled into the fourth, and so on. In this

way we can compute all costs in the middle row holding only two rows of the table. In

fact, with only a constant number of extra entries, a single row suffices. (The extras serve

as temporary storage for those entries in conflict according to the recurrence.) Note that

this computation also provides all the shapes in the final row along with the computed

costs.

7.1.4 Determining the optimal alignment by divide-and-conquer

We are now ready to apply the divide-and-conquer strategy. We run through the high-

level idea once again to mention a couple key points.

The first step is finding an optimal midpoint. For this we run forward and reverse

passes of the cost-only version, initialized with the prefix and suffix shapes. Then we find

an optimal midpoint by composing pairs along the middle row. At this point we know

an optimal solution Q passes through that midpoint, and further, we know the starting

shape of the suffix that begins at that midpoint (provided by the reverse computation).

The key is that we can now put the top half of the subproblem into the correct form for

solving it recursively. The instance is defined by the original shape of the prefix (given

in the input) and the newly found shape of the suffix that starts from the midpoint. The

solution for this top half instance yields that portion of an optimal constrained alignment.

Notice that since optimal alignments are not necessarily unique, it may not specifically

be a portion of Q. In light of this, we take the ending shape of the solution found for

that top half and use it in constructing our instance for the bottom portion (rather than

using the ending shape provided by the cost-only forward computation).

We give the following procedure which produces a subproblem alignment, and then

prove it correct and analyze its space and time.
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Algorithm (Linear-Space)

input (i, i′) and (j, j′), column indexes of alignments A and B,

p = ⇀
σ (P ), where P aligns A[1 : i− 1] versus B[1 : j − 1], and

s = ↼
σ (S), where S aligns A[i′ + 1 : m] versus B[j′ + 1 : n].

output Q, an alignment of A[i : i′] versus B[j : j′].

begin

if i′ − i > 1, define i∗ :=
⌊

i′−i
2

⌋
and

1 Run the cost-only version on the instance ((i, i∗), (j, j′), ⇀
σ (P ), ϕ).

Store the final row so SF [ĵ] corresponds to A[i : i∗] versus B[j : ĵ].

2 Run the cost-only version on instance ((i∗ + 1, i′), (j, j′), ϕ, s) in reverse.

Store the final row so SR[ĵ] corresponds to A[i∗ + 1 : i′] versus B[ĵ : j′].

3 Find the midpoint consisting of index j∗ with j − 1 ≤ j∗ ≤ j′, and pair

of shapes q = ⇀
σ (P ◦Q) ∈ SF [j∗] and r = ↼

σ (R ◦ S) ∈ SR[j∗ + 1] that

minimize the composed cost CP (Q) + CS(R)− d(Q,R).

4 Recursively solve instance ((i, i∗), (j, j∗), p, r) and store the output Q′.

5 Recursively solve instance ((i∗ + 1, i′), (j∗ + 1, j′), ⇀
σ (P ◦Q′), s) and store

the output R′.

6 Output Q′ ◦R′.

else

7 For this base case run the full modified algorithm on the dynamic

programming table of size (i′ − i + 1)× (j′ − j + 1) and explicitly

recover the optimal alignment.

end

2

Notes In step 1, SF [j − 1] stores the shapes corresponding to alignments that delete

all columns of A[i : i∗]. Likewise in step 2, SR[j′ + 1] corresponds to deleting all of

A[i∗ +1 : i′]. In step 3, it suffices to consider only shapes that correspond to substitution

(diagonal dependency) and deletion (vertical dependency) when composing pairs. 2

We now argue that the alignment found by the procedure is an optimal subproblem

alignment. First we show that an optimal midpoint is found. Then we show that con-
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catenating recursive solutions together yields an optimal solution, assuming the midpoint

and recursive solutions are correct. These give us the pieces for an inductive correctness

proof for the linear-space algorithm.

Lemma 7.6 (Optimal Midpoint) For i′−i > 1 and where p = ⇀
σ (P ) and s = ↼

σ (S), on

instance I = ((i, i′), (j, j′), p, s), the linear-space algorithm finds an optimal midpoint.

Proof Let i∗ =
⌊

i′−i
2

⌋
. For an arbitrary j∗ with j−1 ≤ j∗ ≤ j′, let Q◦R be an optimal

solution to the subproblem that passes through entry (i∗, j∗). It follows from Lemma 6.13

that once the two cost-only passes are complete, either the shapes corresponding to Q

and R are present in SF [j∗] and SR[j∗ + 1] respectively, or shapes that are at least as

good. So without loss of generality we assume Q and R are present. Since

C(P ◦Q ◦R ◦ S) = C(P ) + CP (Q) + CS(R)− d(Q,R) + C(S),

and we pick Q and R to minimize CP (Q) + CS(R) − d(Q,R), the procedure finds an

optimal midpoint through (i∗, j∗). An optimal solution for the subproblem must pass

through some entry (i∗, j∗) for j − 1 ≤ j∗ ≤ j′. Hence the procedure finds an optimal

midpoint by minimizing over the entries. 2

We now show that, given a correct midpoint and correct solutions to the recursive

instances, the concatenation of their solutions is an optimal subproblem alignment.

Lemma 7.7 (Decomposition) For i′ − i > 1 and where p = ⇀
σ (P ) and s = ↼

σ (S), for

instance I = ((i, i′), (j, j′), p, s), let i∗ =
⌊

i′−i
2

⌋
and define the following.

(i) Q ◦R to be an optimal solution to instance I where Q aligns A[i : i∗] with B[j : j∗]

and R aligns A[i∗ + 1 : i′] with B[j∗ + 1 : j′], for some j∗ with j − 1 ≤ j∗ ≤ j′.

(ii) Q′ to be an optimal solution to the instance ((i, i∗), (j, j∗), p,
↼
σ (R ◦ S)).

(iii) R′ to be an optimal solution to the instance ((i∗ +1, i′), (j∗ +1, j′), ⇀
σ (P ◦Q′), s).

Then Q′ ◦R′ is an optimal solution to instance I.



97

Proof Clearly, Q′ ◦R′ is a feasible solution to instance I. By definition,

C(P ◦Q′ ◦R′ ◦ S) ≤ C(P ◦Q′ ◦R ◦ S) ≤ C(P ◦Q ◦R ◦ S),

where the first inequality is by (iii) and the second by (ii). Thus the lemma holds since

C(P ◦Q ◦R ◦ S) is optimal by (i). 2

We now have the pieces to prove the linear-space algorithm is correct.

Theorem 7.8 (Correctness of Linear Space Algorithm) The linear-space algorithm

solves Constrained Aligning Alignments.

Proof We use induction on m = i′− i+1, the number of columns from A to be aligned.

The cases m = 0 and m = 1 are handled explicitly by the full original modified

algorithm using a one or two row dynamic programming table. Thus the theorem holds

in the basis by Lemma 7.5.

For m > 1, assume the the theorem holds for all instances with less than m columns

from A to align. By Lemma 7.6, the midpoint of an optimal solution is found. The two

recursive instances have bm/2c and dm/2e columns from A to align. So by the induction

hypothesis, they are solved correctly. Thus we can apply Lemma 7.7 in this case, and

conclude the theorem holds. 2

7.2 Space analysis

By Theorem 7.8, an optimal alignment of A (with m columns) and B (with n columns) can

be obtained by running the linear-space algorithm on the instance ((1,m), (1, n), ϕ, ϕ),

where ϕ is the flat shape. We now show that for any fixed k and `, the space used

is Θ(m + n).

Theorem 7.9 (Linear Space) The linear-space algorithm solves Aligning Alignments

in space that grows linearly with the number of columns in the input. 2

Proof For input alignments A, with k rows and m columns, and B, with ` rows and n

columns, the output alignment requires Θ((k + `)(m + n)) space, which is linear in the

number of input columns. We now examine the working space. The number of entries in
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each row of the dynamic programming table is Θ(n). The worst-case number of shapes

at an entry is O(F (k, `)),1 each of size Θ(k + `). The table is stored in global memory

and reused (including shapes) at each level of recursion. At each recursive level, two rows

are used in the cost-only passes, one for the forward computation and one for the reverse.

Local variables (including those for scanning the two rows for the minimum composed

pair) use only constant space. There are at most dlog me + 1 levels of recursion, so the

call stack uses Θ(lg m) space. In the base case at most two rows are used. Hence the

total working space used is

O
(

max{k, `}nF (k, `) + log m
)
,

which grows linearly with the number of columns in the input. 2

This result contrasts with the original algorithm which takes O
(
max{k, `}mnF (k, `)

)
space (Theorem 5.16). Obtaining such a result for bound pruning is obstructed by the

fact that it uses quadratic-size tables to look up lower bounds.

7.3 Time analysis

In many previous applications of the Hirshberg strategy, the linear-space version has the

same asymptotic worst-case running time as the simpler quadratic-space version. How-

ever, in those applications there are only a constant number of subproblems to compose

at each entry in the middle row. With our algorithm the number of compositions at a

given entry grows quadratically with the number of shapes, which is exponential in the

worst case. Still, we can maintain the worst-case asymptotic running time of the origi-

nal algorithm with dominance pruning since dominance pruning itself requires pairwise

testing of shapes at each entry.

Let T (m,n) denote the total time for the linear-space algorithm with dominance

pruning when alignment A has m columns and alignment B has n columns. To begin our

analysis of T (m,n), we examine three phases in the linear-space algorithm: the forward

and reverse cost-only passes, the search for a midpoint, and the two recursive calls.
1Recall that F (a, b) is the number of alignments of two strings of lengths a and b, or equivalently, the

number source-sink paths through the associated a × b size grid graph (Section 5.3).
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By its description (Section 7.1.2) the cost-only modified algorithm uses no more time

than does the original algorithm with dominance pruning, including when it is used in

the base case of the linear-space algorithm. Thus, the portion of T (m,n) for the cost-only

forward and reverse passes is O
(
k`mnF 2(k, `)

)
(as shown in Section 6.1.3).

In locating midpoints, there are O(n) total entries searched. At each entry, pairs of

shapes taken from two shape lists are composed, where each composition takes Θ(k`)

time. So the second portion of T (m,n) is O
(
k`nF 2(k, `)

)
for the midpoint search.

The midpoint defines the two recursive subproblems, one of size
⌊m

2

⌋
× j and the

other of size
⌈m

2

⌉
× (n− j), for some j where 0 ≤ j ≤ n.

Combining the three portions yields the recurrence

T (m,n) = T
(⌊m

2

⌋
, j

)
+ T

(⌈m

2

⌉
, n− j

)
+ O

(
k`mnF 2(k, `)

)
,

where 0 ≤ j ≤ n. We now show T (m,n) has the same order of growth as the original

algorithm with dominance pruning.

Lemma 7.10 (Running Time Recurrence) The recurrence

T (m,n) = T
(⌊m

2

⌋
, j

)
+ T

(⌈m

2

⌉
, n− j

)
+ O

(
k`mnF 2(k, `)

)
,

with 0 ≤ j ≤ n, has the solution

T (m,n) = O
(
k`mnF 2(k, `)

)
.

Proof We first note that the third term on the right hand side of the recurrence, which

is O
(
k`mnF 2(k, `)

)
, implies there is a constant b > 0 such that the value of that portion

is less than or equal to

bk`
⌊m

2

⌋
nF 2(k, `).

The lemma follows from the claim,

T
(
m,n

)
≤ ck`mnF 2(k, `),

which we prove using induction on m ≥ 1. Our induction hypothesis is that for all m′ < m,

there exists a constant c > 0 such that

T
(
m′, n

)
≤ ck`m′nF 2(k, `).
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Next, note that for any j where 0 ≤ j ≤ n,⌊m

2

⌋
j +

⌈m

2

⌉
(n− j) ≤

⌈m

2

⌉
n. (7.11)

Then by the above, we have

T (m,n) = T
(⌊m

2

⌋
, j

)
+ T

(⌈m

2

⌉
, n− j

)
+ O

(
k`mnF 2(k, `)

)
≤ ck`

⌊m

2

⌋
jF 2(k, `) + ck`

⌈m

2

⌉
(n− j)F 2(k′`) + bk`

⌊m

2

⌋
nF 2(k, `)

≤ ck`
⌈m

2

⌉
nF 2(k, `) + ck`

⌊m

2

⌋
nF 2(k, `)

= ck`mnF 2(k, `),

where the first inequality follows from the induction hypothesis and the first observation,

and the second from Inequality 7.11 and by choosing constant c in the induction hypoth-

esis so that c ≥ b. We conclude T (m,n) = O(k`mnF 2(k, `)). 2

Thus optimal alignments are computed with the linear-space algorithm with dom-

inance pruning in the same worst-case asymptotic time as the original algorithm with

dominance pruning. The following Theorem is immediate from Lemma 7.10.

Theorem 7.12 (Time with Linear Space) To align a pair of alignments of size k×m

and `× n, the linear-space algorithm with dominance pruning takes worst-case time

O
(
k`mnF 2(k, `)

)
.

2

We make the following observation. In Section 8.2 we show how to speed up the

processing of shapes (computing substitution and gap costs, and testing for dominance).

The operations are reduced from Θ(k`) time to Θ(k + `). This reduces the time for

the original algorithm, both with and without dominance pruning, by a factor of k,

for k ≤ `. As a result the linear-space algorithm retains the same time bound as the

original with dominance pruning when k = O
( m

log m

)
, but otherwise the compositions

come to dominate since we do not have a similar speedup for them.
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7.4 Summary

We have developed a provably correct divide-and-conquer algorithm for Aligning Align-

ments that is inspired by Hirshberg [39] and Myers and Miller [53]. The resulting algo-

rithm uses space linear in the number of input columns, includes dominance pruning, and

requires no more theoretical time than the quadratic algorithm with dominance pruning

The practical benefits of this approach are reported in Chapter 9.
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CHAPTER 8

OPTIMIZING THE IMPLEMENTATION

In this chapter we describe a space optimization achieved by reclaiming those shapes

whose progeny have all been pruned. We then describe existing speed optimizations for

reducing the time needed to process each shape, including the computation of substitution

and gap costs, and extend these to dominance testing and composing subalignments.

8.1 Reclaiming shapes

In order to make the computation practical, shapes are pruned by the methods described

in Chapter 6. We now describe a method to reduce the total number of shapes that persist

in the dynamic programming table after pruning by reclaiming any shapes whose progeny

have all been pruned (or reclaimed), a situation which can occur in a couple of situations.

To keep track of the parent-child relationships, we keep a pointer for each shape to its

parent and keep a reference count indicating the number of its children currently present

in the table (which is always in the range from 0 to 3, inclusive).

Whenever a shape is pruned or reclaimed, we update the reference count of its parent,

and if the parent’s count goes to 0, we reclaim it as well (and update its parent). The

other situation to consider is when propagating new shapes. It may be that two or

more different shapes propagate the same child shape to a given entry. In this case the

algorithm only keeps the one with lowest cost, which should be appropriately accounted

for in each of the parents.

Note that we do not use reclaiming in the linear-space version since only a single row

of shapes is retained. Finally, notice that Lemma 6.13 ensures there will be an optimal

shape in the final entry. So its parent will still be in the table by the description above,

and by induction, all of its ancestral shapes will still be in the table. Hence an optimal

solution can still be recovered (in fact, by simply following parent pointers).
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8.2 Speeding up shape processing

On an input of two alignments with k and ` sequences and m and n columns, there are

several shape-processing operations that take time quadratic in the number of sequences.

Specifically, when appending a new column to a subalignment, we compute substitution

and gap costs, and test dominance. We also compose subalignments, either in computing

the lower bound in bound pruning or in the midpoint search of the linear-space ver-

sion. Each of these shape-processing operations take Θ(k`) time for their straightforward

computation.

Gotoh [28] shows how for a pair of columns, all pairwise substitution costs can be

computed in Θ(min{h, k, `}) time, where h = |Σ| is the size of the alphabet, with pre-

processing. He also shows how to compute all pairwise gap opening costs and test the

extremal pruning criteria [27], each in Θ(c) = O(k + `) time, where c denotes the number

of blocks in a shape. We describe these techniques here to provide context for extending

the idea to dominance testing and to composing alignments for bound pruning, both of

which we reduce to Θ(k + `) time. We then explain why the same approach fails for

composing subalignments in the linear-space version.

The general idea in the speedups is to group sequences by some characteristic that

is common among them (the same pair of letters in a given column, for example). Then

given theses groups, some operation that is normally applied to each pair in the group

can now be applied to the entire group all at once (calculation of substitution costs,

to continue our example). Note that since these optimizations rely on some common

characteristic among groups of sequences, they do not apply when the sequences are

weighted since they.

8.2.1 Computing substitution costs

In this section, we use h to denote the size of the alphabet Σ, and we include gap extension

costs in the substitution cost computation by including ’-’ in the alphabet and using the

word “letter” to also mean a spacer. Notice that in the case of inserting or deleting a

column, the gap extension costs are quickly computed by the number of letters in the

column being inserted or deleted times the number of rows in the other input alignment.
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For substituting columns we define δ(A[i], B[j]) to be the total pairwise substitution

and gap extension cost for aligning column A[i] with column B[j]. Then

δ(A[i], B[j]) =
∑

a∈A[i]
b∈B[j]

δ(a, b),

where δ(a, b) is the cost for aligning letters a and b. The straightforward computation

of this function takes Θ(k`) time. Define fA(a, i) to be the frequency (number of occur-

rences) of letter a (possibly -) in column A[i]. These frequency vectors can be tabulated

for all letters and all columns in preprocessing, taking Θ(km + `n) total time. Then

δ(A[i], B[j]) =
∑
a∈Σ
b∈Σ

(
fA(a, i) · fB(b, j) · δ(a, b)

)
,

which takes Θ(h2) time to compute.

The time is further reduced by the method of Gotoh [28] using a profile-style vector [30]

as follows. Define profile PA(a, i) to be the total substitution and gap extension cost for

aligning letter a against column A[i]. Then

PA(a, i) =
∑
b∈Σ

(
fA(b, i) · δ(a, b)

)
,

which takes Θ(h) time to compute, given the frequency vector. Tabulating the profile

vectors for all letters and a given column thus takes Θ(h2) time, and for all letters and all

input columns requires Θ(h2(m + n)) preprocessing time (given the frequency vectors).

Then with A[i, j] denoting the letter in row i and column j of A, the total substitution

and gap extension cost is given by

δ(A[i], B[j]) =
∑

1≤p≤k

PB(A[p, i], j)

=
∑

1≤q≤`

PA(B[q, j], i)

=
∑
a∈Σ

(
PA(a, i) · fB(a, j)

)
=

∑
a∈Σ

(
PB(a, j) · fA(a, i)

)
,

allowing δ(A[i], B[j]) to be computed in Θ(min{h, k, `}) time by choosing the summation

with fewest terms.
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8.2.2 Computing gap initiation costs

Recall that a shape is an ordered partition of the rows in an alignment, where each

block of the partition contains all the rows that end at a particular position (Figure 3.3).

Gotoh [28] shows how to speed up the computing of gap initiation costs by grouping

sequences according to their block in much the same way as they are grouped by letter

for computing substitution costs. The key insight is that when a gap opens for a given

pair of rows, a similar gap will open in all pairs of rows that are in the same pair of blocks.

For reference, we now restate the quadratic-time method for counting new gap starts

in an alignment column as described in section 5.1. For alignment columns a and b,

let (a, b) be the new column obtained by placing a on top of b. When using this notation,

a and b will be either columns from A or B or the column of all spacers. (In the case where

a column is all spacers, the following sums can be somewhat simplified. We consider the

general case.) In terms of the predicates defined in Section 5.1, the total number of gaps

initiated by appending column (a, b) onto an alignment that ends in shape s is

G(a, b, s) =
∑
p∈A
q∈B

((
q(a, b)p and qsp

)
or

(
p(a, b)q and psq

))
,

which takes Θ(k`) for the straightforward computation.

Next we describe Gotoh’s [28] speedup, first to time quadratic in the number of blocks

in a shape, and then to linear. Consider a shape s and column (a, b). Given the key insight

mentioned above, we seek counts on the number of sequences in given blocks of s that

meet certain criteria. The sequences in a given block in the A portion of s either have a

letter in a or a spacer. We keep counts of these two sets for each block in the A portion

and for each block in the B portion. Define block profile vector β-a (s, i) to be the number

of sequences from A that are in block i of s and that have a spacer in column a. (Hence,

the column (a or b) specifies which input alignment is under consideration.) Likewise,

define βΣ
a (s, i) to be the number of sequences from A that are in block i of s and that

have a letter in a. And we use similar definitions for sequences from B. For a given

shape, these vectors can all be computed in Θ(k + `) time by scanning across the rows of

the shape and column.

Then for example, β-a (s, i) · βΣ
b (s, i) counts the number sequence pairs, one from A
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and one from B, that are both in block i of shape s and that correspond to a pairwise

insertion in the appending column (and so start a new gap). So with c denoting the

number of blocks in s, we have

G(a, b, s) =
∑

1≤i≤c

∑
1≤j≤i

(
β-a (s, i) · βΣ

b (s, j)
)

+
∑

1≤i≤c

∑
1≤j≤i

(
β-b (s, i) · βΣ

a (s, j)
)
.

which is computed in Θ(c2) = O(k`) time, given the block profile vectors.

This time is further reduced by defining β̃Σ
a (s, i) to be the number of sequences in

blocks less than or equal to i that are in the A portion of s and that have a letter in a,

and similar vectors for the B portion. These accumulated sum vectors are also computed

in Θ(k + `) time for a given shape by scanning the β vectors. Then

G(a, b, s) =
∑

1≤i≤c

(
β-a (s, i) · β̃Σ

b (s, i) + β-b (s, i) · β̃Σ
a (s, i)

)
,

which is computed in Θ(c) = O(k + `) time, given the block profiles. Gotoh [28] also

describes how to maintain a data structure that provides the vectors in Θ(c) time.

8.2.3 Testing dominance

In this section we extend the speedup idea of the previous sections to dominance testing,

inspired by the similar application to extremal pruning by Gotoh [28]. As defined in

Equation 6.4, the test for dominance of shape s over shape t computes

C(t) ≥ C(s) + γ
∑
p∈A
q∈B

((
qt

p and qsp
)

or
(
ptq and psq

))
.

In words, for each sequence p ∈ A, we seek to count those sequences q ∈ B which p

overhangs in t but not in s (or underhangs in t but not in s). The key fact is that for

any pair of shapes at the same entry, when restricted to rows within the A portion, the

contents and order of blocks are fixed, and likewise for the B portion. That is, the rows

in the ith block of the A portion of both shapes are identical.1 The upshot is that rather

than checking each row, we can just check each block. More specifically, we check if

the ith block in the A portion overhangs in t, but not in s.
1When we refer to the ith block of the A portion of a shape, we mean the ith of those blocks that

contain sequences from A, rather than block i of the shape.
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We start by identifying the overhanging blocks. Define Ωa(t, i) so that the ith block

in the A portion of t overhangs the first Ωa(t, i) blocks in the B portion of t. In other

words, Ωa(t, i) is the maximum jth block within the B portion of t that the ith block

overhangs. Define Ωa(t, i) to be zero when it does not overhang any blocks.

Of these first Ωa(t, i) blocks in the B portion of t, we seek those that the ith block

of the A portion of shape s do not overhang in the B portion of shape s (overhangs in t

but not in s). This happens whenever Ωa(t, i) > Ωa(s, i), and in such a case we need to

count the number of sequences involved. Let βa(t, i) be the number of sequences in the

ith block of the A portion of shape t and let β̃a(t, i) be the number of sequences in blocks

of the A portion that are less than or equal to the ith block. Define β̃a(t, 0) := 0.

By these definitions, the ith block in the A portion of t overhangs the first Ωa(t, i)

blocks in the B portion of t. And the number of sequences in the first Ωa(t, i) blocks

in the B portion of t is given by β̃b(t, Ωa(t, i)). Thus the total number of such pairwise

overhangs in t is

βa(t, i) · β̃b(t, Ωa(t, i)).

Since when restricted to just the A portion or just the B portion, the contents and order

of blocks are fixed over shapes at the same entry, getting the number that do overhang

in t but not in s is a simple matter of subtracting the number that overhang in s from

the number that overhang in t. Assuming Ωa(t, i) > Ωa(s, i), the number is specifically

βa(t, i) · β̃b(t, Ωa(t, i)) − βa(s, i) · β̃b(s,Ωa(s, i)).

We count underhangs in the same fashion, by defining Ωb(t, i) to be the maximum jth

block within the A portion of t that underhangs the ith block within the B portion of t.

We sum these over all blocks to compute the dominance test. With ca and cb defined

as the number of blocks within the A and B portion of t respectively,

C(t)− C(s) ≥ γ
∑

1≤i≤ca
Ωa(s,i)<Ωa(t,i)

(
βa(t, i) · β̃b(t, Ωa(t, i)) − βa(s, i) · β̃b(s,Ωa(s, i))

)

+ γ
∑

1≤i≤cb
Ωb(s,i)<Ωb(t,i)

(
βb(t, i) · β̃a(t, Ωb(t, i)) − βb(s, i) · β̃a(s,Ωb(s, i))

)

which takes Θ(ca + cb) = O(k + `) time to compute.
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The block profiles can be computed in Θ(k+`) per shape by scanning across the rows

of the shape to determine the number of blocks within the given portion (A or B) and

to count the number of rows (in that portion) in each block. Another sweep computes a

mapping from the ith block in a given portion to its actual block number in the shape.

Then the overhang vectors can be computed with a sweep over the blocks, taking O(k+`)

time. All vectors for a given test of dominance are thus tabulated in Θ(k + `) time.

8.2.4 Composing subalignments

Composing subalignments occurs in two places: when computing the lower bound in

bound pruning and when searching for an optimal midpoint in the linear-space algorithm.

Bound pruning

In computing the lower bound for bound pruning, the cost of a subalignment is added

to the optimistic cost for extending the subalignment to a global alignment, and then

adjusted by upper bounding the number of gaps possibly counted in both (Section 6.2.2).

The adjusting factors for each of the three possible ways an extension starts, deletion

(V ), insertion (H), or substitution (D) are given by the following three sums. Where s

is the ending shape and c is the first column in an extension,

VG =
∑
p∈A
q∈B

(
qs

p or
(
psq and c[p] = -

))
,

HG =
∑
p∈A
q∈B

(
psq or

(
qs

p and c[q] = -
))

, and

DG =
∑
p∈A
q∈B

((
qs

p and c[q] = -
)

or
(
psq and c[p] = -

))
.

Noticing the similarity to the sums for counting gaps (Section 8.2.2), define βa(s, i) to

be the number of sequences from A that are in block i in s, and β̃a(s, i) to be the same

number in blocks less than or equal to i. And use β̃-a (s, i) to denote the number of

sequences in A that are in blocks less than or equal to i in s and have a spacer in c.
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Then, with β̃-a (s, 0) := 0,

VG =
∑

1≤i≤c

(
βa(s, i) · β̃b(s, i− 1) + βb(s, i) · β̃-a (s, i− 1)

)
,

HG =
∑

1≤i≤c

(
βb(s, i) · β̃a(s, i− 1) + βa(s, i) · β̃-b (s, i− 1)

)
, and

DG =
∑

1≤i≤c

(
βa(s, i) · β̃-b (s, i− 1) + βb(s, i) · β̃-a (s, i− 1)

)
.

These are computed in Θ(c) = O(k + `) time per composition, with the straightforward

construction of the vectors taking Θ(k + `) time per shape.

Linear-space version

Finally, consider the linear-space version of Chapter 7, where we compute the cost for

composed alignments along the middle row. In doing so, an ending shape s and starting

shape t are compared to count gaps extending across them by evaluating the sum∑
p∈A
q∈B

((
qt

p and psq

)
or

(
ptq and qs

p
))

.

While this looks very similar to the summations in previous sections, the same approach

of grouping sequences by their block does not work in this case. This is due to the

fact that the pair of alignments being composed are not over the same prefixes, but are

now over a complimentary prefix and suffix. Hence the contents and order of blocks

within the A portion or B portion are no longer fixed across the two shapes. Devising a

method for computing this composition cost in sub-quadratic time is left to future work

(Section 10.2).

8.3 Summary

We have described the method of Gotoh [28] for reducing the time to compute costs for

a given alignment column from Θ(k`) to O(k + `) for the substitution and gap extension

costs, given Θ(h2(m + n)) preprocessing time, and to Θ(k + `) for gap initiation costs.

We then extended a similar method of Gotoh [28] for extremal pruning to dominance

testing, reducing the time from Θ(k`) per test to Θ(k + `). Finally, we applied the idea
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to composing subalignments for the lower bound in bound pruning, reducing the time

from Θ(k`) to Θ(k + `) per composition.
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CHAPTER 9

EXPERIMENTAL RESULTS

Aligning Alignments is NP-complete. Even with optimizations the algorithm developed

here remains exponential in the worst case. However, for this problem there is a separation

of theory and practice that is borne out by the results reported in this chapter. In

practice we can solve large instances to optimality, despite the potential for the number

of shapes to grow exponentially with the number of rows (Section 5.3). We observe a

ceiling phenomenon in the growth of shapes as a function of input sequences, in which

the number of shapes appears to hit a ceiling once a threshold number of rows is reached

(Section 9.1.4). The threshold is small (roughly 10 to 15 sequences per input alignment

in our experiments), as is the ceiling (less than 3 shapes per list on average), and both are

independent of the number of columns. We attribute the phenomenon to a combination of

powerful pruning and the disparate forms of typical biological instances versus worst-case

instances.

We begin with results demonstrating the feasibility of aligning alignments in practice.

Experiments on biological instances demonstrate feasibility on a wide class of inputs,

and experiments on simulated instances illustrate how the implementation scales with

input size. This is followed by an illustration of the ceiling phenomenon, and then a

brief report on the accuracy in score and number of gaps for the optimal optimistic and

optimal pessimistic alignment algorithms [43] in relation to the exact algorithm.

Specifications

All trials were run on a 3.2 GHz Intel Pentium IV based workstation with an 800 MHz

FSB, 1 GB of PC3200 RAM, and an Ultra ATA 7,200 RPM hard disk. The programs

were compiled natively from approximately 5000 lines of C code with gcc 3.2.2 using

level -O3 optimizations, with Linux kernel 2.4.20-27.9smp under RedHat 9.0.
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Table 9.1 Alignment sizes for the MVF [51] and BAliBASE [66] benchmarks.

MVF
benchmark rows columns
glob12 12 166
pro12 12 191
rh12 12 194
kin12 12 396

BAliBASE
rows columns

group* alignments short medium long short medium long
1 82 4–6 4–5 3–6 61–142 209–326 398–1002
2 23 16–23 16–22 18–24 63–120 271–357 430–607
3 12 19–27 20–25 19–28 62–121 266–357 436–608
4 16 4–19 236–1003
5 12 5–19 252–594

* BAliBASE reference set

9.1 Feasibility of the exact algorithm

The results reported here on biological data show that real instances can be solved to

optimality, and that the experiments on simulated data capture the behavior of the

programs as a function of input size. We now describe the data and experiments, followed

by the results.

9.1.1 Biological data

Trials were run on challenging biological instances taken from the McClure, Vasi, and

Fitch benchmark set [51] (referred to as MVF) and the (original release) BAliBASE col-

lection of Thompson, Plewniak, and Poch [66].

Biological data characteristics

The MVF benchmark suite consists of 4 benchmark alignments, each on 12 sequences and

ranging from 166 to 396 columns (Table 9.1 and Figure 9.1). Each BAliBASE benchmark
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Figure 9.1 Distribution of alignment sizes of the MVF and BAliBASE benchmarks. Each
point represents one benchmark alignment. Numbers 1 through 5 in the legend denote
BAliBASE reference sets 1 through 5. Horizontal and vertical lines indicate the fixed size
used in experiments to measure the effects of gap density.

from reference sets 1 through 5 was used in the main trials.1 These alignments range up

to nearly 30 rows and about 1000 columns (Table 9.1 and Figure 9.1).

Experiments on biological data

To generate biological instances, the benchmarks were split row-wise to get input align-

ment pairs. On the MVF benchmarks, trials were run on all possible splits (roughly

2,000 trials each). For BAliBASE, the benchmarks were split randomly into equally

sized input alignments (20 trials each). For each of these trials, our most time efficient

version required no more than 1 second and the most space efficient version required no

more than 1 megabyte of computer memory. The experiments relating to the ceiling phe-

nomenon with biological data (Section 9.1.4) used selected benchmarks from BAliBASE

groups 6 and 7 as they contain larger numbers of sequences.
1Selected benchmarks from BAliBASE reference sets 6 and 7 were used for ceiling phenomenon exper-

iments (Section 9.1.4).
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capk DQFERIKTLGTGSFGRVMLVKHME-----TGNHYAMKILDKQKVVKLKQIEH-TLNEKRILQAV-NFPF
mlck FSMNSKEALGGGKFGAVCTCTEKS-----TGLKLAAKVIKKQ--TPKDKEM--VMLEIEVMNQL-NHRN
pskh AKYDIKALIGRGSFSRVVRVEHRA-----TRQPYAIKMIETKY-REGREV---CESELRVLRRV-RHAN
cd28 ANYKRLEKVGEGTYGVVYKALDLRPGQ--GQRVVALKKIRLE--SEDEGVPSTAIREISLLKELKD-DN
wee1 TRFRNVTLLGSGEFSEVFQVEDPVE----KTLKYAVKKLKVKF-SGPKERNR-LLQEVSIQRALKGHDH
raf1 SEVMLSTRIGSGSFGTVYKGKWHGD--------VAVKILKVVDPTPEQFQA--FRNEVAVLRKT-RHVN
cmos EQVCLLQRLGAGGFGSVYKATY-------RGVPVAIKQVNKCTKNRLASRRS-FWAELNVARL--RHDN

||||||||||||||||||||||||||| |||||||||||||||||||||| ||||||||||||||||
csrc ESLRLEVKLGQGCFGEVWMGTWN------GTTRVAIKTLKPGNMSPEA-----FLQEAQVMKKL-RHEK
vfes EDLVLGEQIGRGNFGEVFSGRLRAD-----NTLVAVKSCRETL-PPDIKAK--FLQEAKILKQ-YSHPN
pdgm DQLVLGRTLGSGAFGQVVEATAHGLSHSQATMKVAVKMLKSTARSSEKQAL---MSELYGDLVDYLHRN
egfr TEFKKIKVLGSGAFGTVYKGLWIPEGE-KVKIPVAIKELREAT-SPKANKE--ILDEAYVMASV-DNPH
hsvk MGFTIHGALTPGSEGCVFDSSHPD-----YPQRVIVKAGWYTST----------SHEARLLRRL-DHPA

capk -VMEYVPGGEMFSHLRRIG------------------- ... RFSEPHARFYAAQIVLTFEYLHSLDL
mlck -FMEYIEGGELFERIVDEDYHLT--------------- ... EVDTMVFVR---QICDGILFMHKMRV
pskh -VMELATGGELFDRIIAKGSFT---------------- ... ERDATRVLQ---MVLDGVRYLHALGI
cd28 -VFEFLDLD-LKRYMEGIPKDQ---------------- ... PLGADIVKKFMMQLCKGIAYCHSHRI
wee1 -QVELCENGSLDRFLEEQGQLS---------------- ... RLDEFRVWKILVEVALGLQFIHHKNY
raf1 -VTQWCEGSSLYKHLHVQET------------------ ... KFQMFQLIDIARQTAQGMDYLHAKNI
cmos IIMEF--GGNVTLHQVIYGAAGHPEGDAGEPHCRTGGQ ... -LSLGKCLKYSLDVVNGLLFLHSQSI

|||||||||||||||||||||||||||||||||||||| ... ||||||||||||||||||||||||||
csrc -VTEYMSKGSLLDFLKGEMGKYL--------------- ... RL--PQLVDMAAQIASGMAYVERMNY
vfes -VMELVQGGDFLTFLRTEGA------------------ ... RLRMKTLLQMVGDAAAGMEYLESKCC
pdgm NALPVGFSLP--SHLNLTGESDGGYMDMSKDESIDYVP ... VLSYTDLVGFSYQVANGMDFLASKNC
egfr TQLMPFGCLLDYVREHKDN------------------- ... -IGSQYLLNWCVQIAKGMNYLEDRRL
hsvk ---------ADLYTYLSRRLN----------------- ... PLGRPQIAAVSRQLLSAVDYIHRQGI

capk T--DFGF---AKRVKG-----RTWTLCGTPEYLAPEII--LS-KGYNKAVDWWALGVLIYEMAAGY-PP
mlck I--DFGL---ARRYNPNE---KLKVNFGTPEFLSPEV---VNYDQISDKTDMWSLGVITYMLLSGL-SP
pskh IITDFGLAS-ARKKGDDC---LMKTTCGTPEYIAPEVL--VR-KPYTNSVDMWALGVIAYILLSGT-MP
cd28 G--DFGL---ARAFGVPL--RAYTHEIVTLWYRAPEVL--LGGKQYSTGVDTWSIGCI-FAEMCNR-KP
wee1 IG-DFGM---ASVWPVP---RGMERE-GDCEYIAPEVL--AN-HLYDKPADIFSLGITVFEAAANIVLP
raf1 G--DFGLATVKSRWSGS---QQVEQPTGSVLWMAPEVIRMQDNNPFSFQSDVYSYGIVLYELMTGE-LP
cmos S--DFGC--SEKLEDLLCFQTPSYPLGGTYTHRAPEL---LKGEGVTPKADIYSFAITLWQ-MTTKQAP

||||||| ||||||||||||||||||||||||||||| |||||||||||||||||||||||||||||
csrc A--DFGL---ARLIEDNEYTARQG-AKFPIKWTAPEAA--LYGR-FTIKSDVWSFGILLTELTTKGRVP
vfes S--DFGM---SREAADGIYAASGGLRQVPVKWTAPEAL--NYGR-YSSESDVWSFGILLWETFSLGASP
pdgm C--DFGL---ARDIMRDSNYISKGSTYLPLKWMAPESI--FN-SLYTTLSDVWSFGILLWEIFTLGGTP
egfr T--DFGL---AKLLGAEEKEYHAEGGKVPIKWMALESI--LH-RIYTHQSDVWSYGVTVWELMTFGSKP
hsvk G--DFGA--ACFVQGSRSSPFPYGI-AGTIDTNAPEV---LAGDPYTTTVDIWSAGLVIFETAVHNAS-

capk IVSGK-----VRFPSH------------------------FSSDLKDLLRNL----LQVDLTKR--FGN
mlck VLSGNWY-----FDEETFEA--------------------VSDEAKDFVSNL----IVKEQGARMSAAQ
pskh ILRGKYSYSGEPWPS-------------------------VSNLAKDFIDRL----LTVDPGARMTALQ
cd28 VL-GTPN--EAIWPDIVYLPDFKPSFPQWRRKDLSQVVPSLDPRGIDLLDKL----LAYDPINRISARR
wee1 LRSG-----DLSDAPRLSSTDNGSSLTSSSR--ETPANSIIGQGGLDRVVEW---MLSPEPRNRPTIDQ
raf1 VGRG-YASPDLSKLYK---------------------------NCPKAMKRLVADCVKKVKEERPLFPQ
cmos VVA---------YDLR-PSLSAAVFEDS---------------LPGQRLGDVIQRCWRPSAAQRPSARL

|||| ||||||||||||||||||||||| ||| ||||||||||||| |||||||||||||
csrc VERG------YRMPCPP----------------------ECPESLHDLMCQC----WRRDPEERPTFEY
vfes VEKG------GRLPCPE----------------------LCPDAVFRLMEQC----WAYEPGQRPSFSA
pdgm IKRG------YRMAQPA----------------------HASDEIYEIMQKC----WEEKFETRPPFSQ
egfr LEKG------ERLPQPP----------------------ICTIDVYMIMVKC----WMIDADSRPKFRE
hsvk --------GPKRGPCDSQITRIIRQAQVHVD--EFS----PHPESRLTSRYR----SRAAGNNRPPYTR

Figure 9.2 Example output from optimally aligning alignments. This instance on
12 kinase protein sequences uses the kin12 benchmark from McClure, Vasi and Fitch [51].
The vertical bars indicate where columns are aligned in substitutions. The absence of a
vertical bar indicates the insertion or deletion of a column. The portion shown consists
of 271 columns. (Region “...” is an insertion of length 43 in sequence pdgm that has
been removed from the figure.)



115

9.1.2 Simulated data

A natural question is: how big of an instance can we solve in a given amount of time and

space. Since it is difficult to accurately extrapolate the results on biological instances

to instances of greater size, experiments were conducted on simulated data to study the

program’s behavior as a function of input size.

Generator

The design goal for the data generator was to produce instances at least as tough, com-

putationally, as typical biological instances of the same size. Along with the number

of rows and columns, the generator input parameters include gap structure and letter

composition.

Alignments consist of letters and spacers. We define spacer density as the percentage

of alignment entries that are spacers — how sparse the alignment is. As a measure of

how dispersed the spacers are, we define startup density as the percentage of alignment

entries that start a run of spacers (spacers not preceded by other spacers). So for a given

spacer density, a higher startup density implies more and shorter gaps. We refer to spacer

density and startup density collectively as gap densities.

The generator produces an alignment conforming to given gap densities, generating

each row independently. It distributes an equal number of gaps to each row, makes each

gap the same length (within 1), and places them in random positions. For a given number

of columns, startup density specifies the number of gaps per row (startup density times

the number of columns). Given the number of gaps, spacer density specifies the gap

length (spacer density times columns divided by the number of gaps).

Letters are independently generated at random from the distribution of letters ob-

served in BAliBASE groups 1 through 5. To test the effect a random distribution of

letters has on instances, trials were run on each BAliBASE group 1 benchmark, with

the letters in each row randomly permuted (gap placement was preserved). The average

time and space either increased or remained the same for permuted versus non-permuted

alignments, presenting no conflict with the design goal.

An issue that arises under such data generation is the presence of null columns
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Figure 9.3 Gap densities of the MVF and BAliBASE benchmarks. Each point represents
one benchmark alignment. Numbers in the legend denote BAliBASE reference sets.
Spacer density is the percentage of alignment matrix entries that are spacers. Startup
density is the percentage of entries that are both spacers and not preceded by a spacer
(first in a run of spacers). Horizontal and vertical lines indicate the fixed densities used to
generate simulated data. Note that all MVF and all BAliBASE reference sets 1, 2, and 3
alignments are within the boxed region in the gap density plot.

(columns of all spacers). Null columns are not a problem in and of themselves, but

occur more frequently on instances with few sequences, which is a problem when tracking

performance as a function of the number of rows. On instances with roughly 10 or more

sequences, the occurrence of null columns becomes rare with the gap densities used in our

trials. To better control the input size, null columns are not removed from the generated

data. (For the biological instances, null columns were filtered during preprocessing, since

those experiments do not attempt to track performance versus rows.)

In setting up experiments to demonstrate time and space growth as a function of input

size, we sought to limit the variability of other factors — scoring, letter composition, and

gap structure — while maintaining reasonable similarity to biological data.

Experiments were run on random alignments, generated as described above, with both

alignments of the same size. An instance of k sequences means the input alignments have

k sequences each, or 2k total sequences. Instances varied from 1 to 500 rows and from 100

to 10,000 columns. The PAM250 scoring matrix [13], with integer entries in the range 0
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Figure 9.4 Time as a function of spacer density for simulated data. Each curve is for
a fixed startup density (given in the legend) and each point represents an average of 10
runs of version DL (dominance pruning with linear space). The input for each run is two
random alignments with 15 rows and 500 columns.

to 24, was used. Gap initiation and extension costs were fixed at 8 and 12 respectively.

Gap densities were fixed across all experiments, so the only variation between instances

of a fixed size was the random placement of gaps and the random letter composition.

For determining realistic gap densities, we looked to the gap density statistics of the

benchmark alignments. Spacer density ranges from about 5 to 80 percent and startup

density from 1 to 10 percent in the benchmarks (Figure 9.3)

Experiments on simulated data

To study the effect of spacer density, three sets of tests were run on random alignments

with 15 rows and 500 columns each, generated with startup density values of 1%, 5%, and

10%. (Figure 9.1 illustrates where this instance size falls into the distribution of MVF and

BAliBASE sizes.) For each startup density, spacer density was varied from 5% to 75%.

As a result of these experiments, spacer density was fixed at 35%, since time and space

tended to increase with spacer density, and 35% is greater than the that of all of the MVF

benchmarks and all of BAliBASE groups 1, 2, and 3 (Figures 9.4 and 9.5).2 With spacer
2Choosing to fix this parameter at the maximum seen over all benchmarks would have limited the

practical size for our experiments while not necessarily enhancing the demonstration of growth rate as a
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Figure 9.5 Space as a function of spacer density for simulated data. Each curve is for
a fixed startup density (given in the legend) and each point represents an average of 10
runs of version DL (dominance pruning with linear space). The input for each run is two
random alignments with 15 rows and 500 columns.

density at 35%, time and space increased with startup density. We fixed startup density

at 10% as this is roughly the maximum value seen in the benchmarks.

9.1.3 Results

The following versions of the exact algorithm were implemented:3

• (Q) no pruning with quadratic space,

• (BQ) bound pruning with quadratic space,

• (DQ) dominance pruning with quadratic space,

• (BDQ) both bound and dominance pruning with quadratic space, and

• (DL) dominance pruning with linear space.

For biological data, trials were run using the MVF and BAliBASE benchmarks. To

generate an instance, a benchmark alignment was split into two disjoint subsets of its

rows, which were then used as input alignments. For the MVF benchmarks, every possible

split was used as input to each version. An exception, for time considerations, is that

function of size.
3Reclaiming of shapes (Section 8.1) is done in all versions except DL. The shape processing speedups

of Section 8.2 were not utilized in these experiments.
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only 20 random balanced splits of the kin12 benchmark were used for version Q, where the

benchmark was split into two alignments with 6 sequences each. In general, a balanced

split is into bk/2c and dk/2e sequences for a benchmark with k sequences. Balanced

splits were chosen by observation that they tend to be computationally more difficult

than skewed splits. Random balanced splits were also used for trials on each BAliBASE

benchmark. Time and space results on these instances are summarized for each MVF

alignment in Table 9.2 and for each BAliBASE group in Table 9.3.4 The bold face table

entries correspond to the maximum time used by our most time efficient version (BDQ)

and the maximum space used by our most space efficient version (DL). Notice that the

time for version DL is roughly twice that of DQ (Table 9.2), which is what would be

expected. Table 9.5 shows the impact of bound pruning on the MVF benchmarks in terms

of resulting empty table entries.

Figure 9.2 shows the output alignment from an instance taken from the MVF set, con-

sisting of 12 protein sequences (eukaryotic kinases) of length around 400. This benchmark

has distant sequences and many internal gaps. For this instance, version DL allocated

about 1,100 shapes, with 9 shapes in the longest list. The entire computation took about

1 second and less than 1 Mb of memory. In contrast, version Q allocated roughly 660,000

shapes, with more than 3,600 shapes in the longest list, requiring about 3 minutes and

18 Mb. If reclaiming (Section 8.1) is abandoned, the number jumps to about 3.6 million

allocated shapes, requiring nearly 85 Mb.

Table 9.4 summarizes the shape counts for the MVF trials, including the maximum

length of a shape list in the dynamic programming table (measured after all shapes have

been propagated to an entry), the total number of shapes processed, and the maximum

number of shapes in allocation at any point in the computation. The difference in the

maximum allocation and the total processed demonstrates the value of reclaiming shapes.)

The total number of shapes processed is measured by adding the lengths of all determined

lists. Each shape in such a list will be involved in propagating three new shapes, a good

indication of the total work done. Space is proportional to the number of shapes allocated.
4The reported space usage is for dynamically allocated memory, including working space and storage

for the input and output. Specifically, we report the sum of calls to the C routine malloc(). This
includes memory for all non-constant sized data structures. Static memory usage, independent of the
input size, was observed to be less than one megabyte.
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Table 9.2 Time and space for the MVF benchmarks. The statistics summarize results
over all Θ(2k) splits for a given benchmark alignment of k sequences and a given version
of the algorithm. The versions are: (Q) no pruning with quadratic space, (BQ) bound
pruning with quadratic space, (DQ) dominance pruning with quadratic space, (BDQ) both
bound and dominance pruning with quadratic space, and (DL) dominance pruning with
linear space. For version Q on alignment kin12, the statistics are only over 20 random
splits where kin12 was split into two alignments of 6 sequences each.

Time (sec) Space (Mb)
benchmark version mean max dev mean max dev

glob12 Q 0.23 0.27 0.02 0.81 1.00 0.08
BQ 0.01 0.02 0.01 0.73 0.75 0.02
DQ 0.09 0.11 0.01 0.69 0.73 0.02
BDQ 0.01 0.02 0.01 0.73 0.75 0.02
DL 0.19 0.26 0.02 0.03 0.03 0.00

pro12 Q 26.36 543.31 59.63 4.76 19.53 3.46
BQ 0.05 0.59 0.04 0.92 1.53 0.09
DQ 0.15 0.17 0.02 0.75 0.89 0.07
BDQ 0.02 0.05 0.01 0.87 0.94 0.06
DL 0.29 0.40 0.03 0.03 0.04 0.00

rh12 Q 50.00 713.67 64.93 4.64 14.28 2.35
BQ 0.69 6.09 0.64 1.32 2.37 0.23
DQ 0.17 0.20 0.02 0.75 0.85 0.04
BDQ 0.03 0.06 0.01 0.95 1.02 0.04
DL 0.34 0.45 0.03 0.04 0.04 0.00

kin12 Q* 473.67 2,334.59 727.23 25.30 52.29 17.36
BQ 9.15 676.12 34.39 5.77 28.84 2.98
DQ 0.50 0.56 0.04 2.90 3.26 0.16
BDQ 0.07 0.12 0.01 3.44 3.65 0.14
DL 1.10 1.46 0.11 0.06 0.07 0.00

* Statistics over 20 random balanced splits.
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Table 9.3 Time and space for the BAliBASE benchmarks. For each benchmark refer-
ence set (group) and algorithm version, the statistics summarize results over 20 random
balanced splits of each alignment in the given group, where each benchmark of k sequences
was split into alignments with dk/2e and bk/2c sequences. The versions are: (BDQ) both
bound and dominance pruning with quadratic space, and (DL) dominance pruning with
linear space.

Time (sec)
short medium long

group* version mean max dev mean max dev mean max dev

1 BDQ 0.00 0.01 0.00 0.02 0.03 0.01 0.05 0.07 0.01
DL 0.03 0.05 0.01 0.25 0.41 0.07 0.70 0.87 0.09

2 BDQ 0.01 0.02 0.01 0.08 0.12 0.03 0.19 0.30 0.06
DL 0.13 0.33 0.06 1.30 2.58 0.37 3.36 6.20 1.23

3 BDQ 0.01 0.02 0.01 0.11 0.14 0.01 0.23 0.44 0.08
DL 0.18 0.29 0.06 1.85 2.21 0.22 3.48 9.84 1.31

4 BDQ 0.33 1.00 0.39
DL 3.08 14.58 4.37

5 BDQ 0.11 0.29 0.09
DL 1.52 3.84 0.77

Space (Mb)
short medium long

group* version mean max dev mean max dev mean max dev

1 BDQ 0.30 0.35 0.05 1.92 2.48 0.36 5.39 6.74 0.92
DL 0.01 0.02 0.00 0.03 0.03 0.00 0.03 0.03 0.00

2 BDQ 0.35 0.39 0.03 2.57 3.02 0.50 6.27 8.45 1.47
DL 0.02 0.03 0.00 0.07 0.08 0.01 0.11 0.14 0.02

3 BDQ 0.33 0.39 0.07 2.60 3.17 0.50 6.18 8.35 1.51
DL 0.03 0.03 0.00 0.08 0.09 0.00 0.11 0.14 0.02

4 BDQ 10.31 23.17 7.87
DL 0.07 0.20 0.06

5 BDQ 3.73 6.72 1.71
DL 0.06 0.12 0.03

* BAliBASE reference set.
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Table 9.4 Maximum shape list length, and total shapes processed and allocated for the
MVF benchmarks. The columns of the table give the maximum length of a shape list in
the dynamic programming table (measured once all shapes have been propagated to the
entry), the total number of shapes processed during the computation, and the maximum
total number of shapes in allocation at any point during the computation. (Fewer shapes
are allocated than the total length of all shape lists since shapes are reclaimed and reused
during the computation.) The statistics summarize results over all Θ(2k) splits for a
given alignment of k sequences and a given version of the algorithm. For version Q on
alignment kin12, the statistics are only over 20 random splits where kin12 was split into
two alignments of 6 sequences each.

Maximum length Total length Shapes allocated
benchmark version mean max dev mean max dev mean max dev

glob12 Q 101 129 37 114,088 125,721 7,260 16,996 25,180 3,375
BQ 9 53 4 421 4,809 227 221 714 35
DQ 4 6 0 35,157 40,131 1,023 12,067 13,406 760
BDQ 2 5 0 261 2,479 90 184 396 9
DL 3 5 1 35,690 40,906 1,081 466 577 28

pro12 Q 1,836 7,183 1,503 1,043,574 3,177,917 552,556 179,104 794,774 145,675
BQ 380 4,295 334 11,703 132,500 9,106 2,664 28,421 2,285
DQ 6 12 1 52,164 57,913 3,469 11,023 15,676 2,105
BDQ 4 8 1 1,725 19,113 780 363 1,783 93
DL 6 12 1 53,268 58,774 3,578 600 751 46

rh12 Q 3,890 8,989 2,672 1,492,059 3,245,298 528,942 161,583 555,116 92,311
BQ 1,576 8,526 1,050 99,935 282,208 41,871 16,338 59,051 9,193
DQ 9 20 2 60,018 65,616 2,932 8,922 12,295 922
BDQ 6 20 2 3,056 21,078 1,000 347 2,077 112
DL 9 20 2 58,899 64,301 2,592 665 795 46

kin12 Q 2,635 3,653 1,069 5,790,926 11,950,393 3,015,472 987,011 2,161,794 743,806
BQ 773 3,653 502 388,099 3,315,026 448,456 102,413 1,065,764 125,554
DQ 7 16 1 182,149 198,920 7,625 41,365 52,312 4,284
BDQ 5 16 1 5,277 39,160 2,062 905 3,431 241
DL 7 16 1 193,212 208,494 7,228 1,069 1,259 54

However, the number of shapes allocated does not fully reflect the space savings of version

DL, since it also uses a table which is only linear in the length of the input.

Time and space usage as a function of columns for simulated data are plotted in

Figures 9.6 and 9.7, and as a function of rows in Figures 9.8 and 9.9. The plots indicate

that over this range of input sizes time is growing as a polynomial of fixed degree in the

number of columns, and memory is growing as a linear function of both the number of

rows and columns for our generated alignments. Next, we uncover the reason for this

surprisingly frugal space usage in what we call the ceiling phenomenon.
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Table 9.5 Table density for the MVF benchmarks with bound pruning. Table density
is the percentage of dynamic programming table entries that are not empty after bound
pruning is applied. The statistics summarize results over all Θ(2k) splits for a given
alignment of k sequences and the bound pruning (BQ) version of the algorithm.

Table density (%)
benchmark version mean max dev

glob12 BQ 0.93 7.21 2.45
pro12 BQ 4.17 46.10 1.72
rh12 BQ 5.84 40.74 2.01
kin12 BQ 2.97 26.13 1.10
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Figure 9.6 Time as a function of input length for simulated data. Quantities plotted
represent an average over 10 runs of version DL (dominance pruning with linear space)
on simulated alignments with 35% spacer density and 10% startup density. Each curve
is for a fixed number of rows (given in the legend).
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Figure 9.7 Space as a function of input length for simulated data. Quantities plotted
represent an average over 10 runs of version DL (dominance pruning with linear space)
on simulated alignments with 35% spacer density and 10% startup density. Each curve
is for a fixed number of rows (given in the legend).
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Figure 9.8 Time as a function of input rows for simulated data. Quantities plotted
represent an average over 10 runs of version DL (dominance pruning with linear space)
on simulated alignments with 35% spacer density and 10% startup density. Each curve
is for a fixed number of columns (given in the legend). The slight upward curve over the
interval from 1 to roughly 15 rows is attributed to a ceiling phenomenon in the growth
of shapes (Section 9.1.4).
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Figure 9.9 Space as a function of input rows for simulated data. Quantities plotted
represent an average over 10 runs of version DL (dominance pruning with linear space)
on simulated alignments with 35% spacer density and 10% startup density. Each curve is
for a fixed number of columns (given in the legend). The jump in memory at 100 rows is
due to the switching of data storage sizes (from 1 byte to 2) for the shape representation,
in order to accommodate more sequences.

9.1.4 Ceiling phenomenon

The most surprising result from these experiments is that, with version DL, for biological

instances with a fixed number of columns, the number of shapes seems to hit a ceil-

ing once a threshold number of rows is reached. In our experiments, this threshold is

small (around 10 to 15 rows) and independent of the number of columns. This ceiling

phenomenon in the growth of shapes is visible in Figures 9.10 and 9.11.

The tractability of Aligning Alignments in practice is reflected in the ceiling phe-

nomenon, which we attribute to powerful pruning and the gap structure seen in these

biological (and simulated) instances. In benchmark alignments, gaps often line up nicely

across rows. To test if this causes the ceiling phenomenon, we looked at shape counts

in simulated data experiments. Since the generator places gaps randomly within each

row and independently among the rows, gaps tend to not line up nicely. As shown in

Figures 9.12 and 9.13, the number of shapes reached a ceiling in the simulated data ex-

periments as well. Since the number of shapes stops growing with the number of rows,
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it must be that the shape-lists get no longer as rows are added. This is confirmed by

plotting list length versus rows as shown in Figure 9.14. Interestingly, the maximum

size of a shape-list actually decreased significantly beyond about 10 rows (Figure 9.15).

(These results contrast sharply with the exponential growth that occurs in a pathological

instance (Figures 9.16 and 9.17).)

Although it was proved in Section 5.3 that shape growth is exponential in the number

of rows in the worst case, the proof did not consider pruning. As Figures 9.16 and 9.17

show, even for versions BDQ and DL, a pathological instance causes shape growth expo-

nential in the number of rows, at least over the range we were able to test. This is an

expected result, given the problem’s theoretical hardness. The most obvious difference

between biological instances and this pathological instance is in the gap densities. Plot-

ting the average shape list length versus spacer density reveals the strong relationship

(Figure 9.18). While the ceiling exists for any of several given spacer densities, the ceiling

is raised as spacer density increases. There are likely other factors at play, the arrange-

ment of gaps across the sequences for example. Elucidating these relationships is left to

future work (Section 10.2).

9.2 Accuracy of the pessimistic and optimistic heuristics

The bound pruning (Section 6.2) used in versions BQ and BDQ relies on the optimistic

and pessimistic alignment algorithms [43]. To assess the accuracy of these heuristics, and

thus the quality of bounds they provide, we compared them to optimal alignments in

trials on all splits of each MVF benchmark.

Accuracy of alignment Scores

The algorithms for optimal optimistic and optimal pessimistic alignment provide a pre-

sumed score, the value obtained from the optimistic and pessimistic recurrences, and an

actual score, the true score for the alignment constructed by solving these recurrences.

The actual optimistic score, actual pessimistic score, and presumed pessimistic score each

upper bound the score of an optimal alignment. These are considered in establishing the

upper bound on an optimal global alignment in bound pruning. The presumed optimistic
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Figure 9.10 Total number of shapes processed as a function of the number of rows
for biological data. Curves correspond to BAliBASE benchmarks sh3, 7tm, sh3, myb,
and myb, trimmed to 2500, 1000, 500, 250, and 100 columns respectively. Instances
were generated by randomly selecting rows from the benchmark (null columns were not
removed). The number of shapes is the sum over all determined shape lists in the dynamic
programming table. Quantities plotted represent an average over 10 trials.
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Figure 9.11 Maximum number of shapes allocated as a function of the number of rows
for biological data. Curves correspond to BAliBASE benchmarks sh3, 7tm, sh3, myb,
and myb, trimmed to 2500, 1000, 500, 250, and 100 columns respectively. Instances
were generated by randomly selecting rows from the benchmark (null columns were not
removed). The number of shapes is the peak number in allocation at any point in the
computation. Quantities plotted represent an average over 10 trials.
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Figure 9.12 Total number of shapes processed as a function of the number of rows for
simulated data. Curves are for a fixed number of columns (given in the legend). The
number of shapes is the sum over all determined shape lists in the dynamic programming
table. Quantities plotted represent an average over 10 runs of version DL (dominance
pruning in linear space) on simulated alignments with 35% spacer density and 10% startup
density.
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Figure 9.13 Maximum number of shapes allocated as a function of the number of rows
for simulated data. Each curve is for a fixed number of columns (given in the legend).
The number of shapes is the peak number in allocation at any point in the computation.
Quantities plotted represent an average over 10 runs of version DL (dominance pruning in
linear space) on simulated alignments with 35% spacer density and 10% startup density.
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Figure 9.14 Average shape list length as a function of the number of rows for simulated
data. Each curve is for a fixed number of columns (given in the legend). The number
of shapes is the average length over all shape lists in the dynamic programming table.
Quantities plotted represent an average over 10 runs of version DL (dominance pruning in
linear space) on simulated alignments with 35% spacer density and 10% startup density.
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Figure 9.15 Maximum shape list length as a function of the number of rows for simulated
data. Each curve is for a fixed number of columns (given in the legend). The number of
shapes is the maximum length shape list found at any entry of the dynamic programming
table. Quantities plotted represent an average over 10 runs of version DL (dominance
pruning in linear space) on simulated alignments with 35% spacer density and 10% startup
density.
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Figure 9.16 Exponential growth in the total number of shapes processed as a function
of the number of rows for a pathological instance. The instance, W(k, 16, a), consists
of k rows and 16 columns with letter a down the main diagonal and spacers elsewhere,
as described in Section 5.3. The number of shapes is the sum over all determined shape
lists in the dynamic programming table.
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Figure 9.17 Exponential growth in the maximum number of shapes allocated as a
function of the number of rows for a pathological instance. The instance, W(k, 16, a),
consists of k rows and 16 columns with letter a down the main diagonal and spacers
elsewhere, as described in Section 5.3. The number of shapes is the peak number in
allocation at any point in the computation.
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Figure 9.18 Average shape list length as a function of the number of rows for simulated
data of varying spacer density. The number of shapes is the average length over all
shape lists in the dynamic programming table. Each curve is for a fixed spacer density
(given in the legend). Quantities plotted represent an average over 10 runs of version
DL (dominance pruning in linear space) on simulated alignments with 500 columns and
10% startup density.

score is a lower bound on the optimal score (Section 6.2.2), and in bound pruning, plays

a role in lower bounding the cost for extending a prefix alignment to a global alignment.

These scores were compared and the relative errors with respect to the optimal scores

are summarized in Table 9.6. For these instances, each score provides a relatively tight

bound, helping to explain the effectiveness of bound pruning. The actual pessimistic

score was the more accurate of the two, with significant but small deviation on average.

Relative error seems to correlate with computational difficulty (time and space usage)

as seen in the results for trials on benchmarks glob12, pro12, and rh12, which are

roughly the same size. That is, as instances become harder, the heuristics tend to become

less accurate, on average.

Accuracy of gap counts

In contrast to score accuracy, the heuristic gap counts often differed considerably from

the exact gap counts, as shown in Table 9.7. The actual pessimistic gap count was more

accurate on average, but differed by as much as 20 percent on specific instances. Clearly,
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Table 9.6 Relative error in optimistic and pessimistic scores compared to the exact score
for the MVF Benchmarks. The presumed score is the value obtained from the optimistic
and pessimistic reccurrences, while the actual score is the true value of the alignment
obtained by solving these reccurrences. The statistics summarize results over all splits of
an MVF benchmark.

Exact score
benchmark mean max dev

glob12 73,771 83,503 8,979
pro12 74,650 82,968 9,111
rh12 83,518 92,013 10,190
kin12 149,374 165,131 18,222

Optimistic error (%) Pessimistic error (%)
presumed actual presumed actual

benchmark mean max dev mean max dev mean max dev mean max dev

glob12 -0.18 -0.56 0.07 0.13 0.60 0.10 0.01 0.05 0.01 0.00 0.02 0.00
pro12 -0.90 -1.45 0.11 0.28 0.81 0.15 0.18 0.35 0.03 0.01 0.16 0.01
rh12 -0.97 -1.37 0.09 0.33 0.90 0.13 0.78 1.02 0.07 0.04 0.52 0.04
kin12 -0.67 -0.99 0.07 0.21 0.71 0.08 0.36 0.53 0.04 0.02 0.15 0.02

the heuristics can produce alignments which differ significantly from that produced by

the exact algorithm despite having a similar score.

Further investigations into the relative accuracy among the existing heuristics, espe-

cially in constructing multiple alignments, is left to future work.

9.3 Summary

The computational experiments in this chapter show all instances derived from two stan-

dard biological benchmark suites can be optimally aligned, as well as large simulated

instances with highly-gapped sequences. Our exact algorithm can compute optimal solu-

tions for highly-gapped instances in an amount of time and space that would be reasonable

for many applications. For example, all instances randomly generated from the popular

BAliBASE [66] benchmark suite are solved within 15 seconds and less than a megabyte

of memory on a desktop computer with our space-optimized version. Simulated instances

with 100 sequences and 1,000 columns in each input alignment take about 40 minutes
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Table 9.7 Relative error in the number of gaps using optimistic and pessimistic gap
counts versus exact gap counts. In calculating relative error, we take the absolute value
of the difference between the heuristic gap count and the exact gap count. Statistics are
summarized over all splits of an MVF benchmark.

Exact gap count
benchmark mean max dev

glob12 179 227 25
pro12 369 446 47
rh12 471 549 61
kin12 649 753 83

Optimistic error (%) Pessimistic error (%)
presumed actual presumed actual

benchmark mean max dev mean max dev mean max dev mean max dev

glob12 12.31 36.00 4.76 3.45 19.32 2.74 0.48 1.72 0.39 0.10 1.33 0.22
pro12 25.36 37.87 3.14 4.66 21.51 2.69 3.86 12.38 1.03 0.50 6.86 0.62
rh12 23.09 31.49 2.37 5.19 31.03 2.60 16.51 31.63 1.75 0.63 20.04 1.10
kin12 20.92 28.98 2.13 4.38 17.36 2.03 9.72 15.20 1.14 0.43 5.44 0.53

and 5 megabytes. Our time-optimized version is an order of magnitude faster, requiring

about 200 megabytes for this size instance. We note here that the addition of subproblem

processing speedups that were not implemented at the time of the experiments reduce

this instance to 3 minutes and 5 megabytes for the space-optimized version and to about

20 seconds and 200 megabytes for the time-optimized version.

Experiments contrasting the accuracy of optimal exact alignments versus optimal

pessimistic and optimistic alignments show both the pessimistic and optimistic alignment

were always close when alignment score is the measure of accuracy. This explains the

effectiveness of bound pruning where the scores are used to upper and lower bound

alignment scores. When the measure is the actual gap count in the computed alignment,

pessimistic was more accurate than optimistic and typically close to exact, but did have

a maximum of 20 percent error over all instances tested.
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CHAPTER 10

CONCLUSION

We now know that counting gaps exactly in multiple sequence alignment under the sum-

of-pairs objective is inherently difficult. This follows from our proof that Aligning Align-

ments (a form of multiple alignment) under this objective is NP-complete when gaps

are counted exactly, yet is polynomial-time solvable otherwise. Despite the negative the-

oretical result, we now have a provably correct exact algorithm for optimally Aligning

Alignments that is both time- and space-efficient in practice as demonstrated by the

software implementation AlignAlign.

Aligning Alignments is but one piece in the larger puzzle of multiple sequence align-

ment. The practical exact solution presented here fixes one aspect of the problem, so that

we might better assess the surrounding pieces. For example, on applying the algorithm

to an existing benchmark alignment, if the resulting alignment has important differences

from the benchmark, we can rule out heuristic error as the cause (as we are optimizing

the objective function exactly). This allows us to turn our attention instead to other

factors, such as the substitution and gap models used or the sum-of-pairs objective itself.

Next we summarize our work and end by mentioning a few remaining questions.

10.1 Summary

Our presentation has proceeded in three parts: an incremental introduction to Aligning

Alignments, followed by theoretical work, and practical aspects.

The first part consisted of Chapter 2, where we discussed biologically-motivated align-

ment of two sequences and Chapter 3, where we showed an extension to the alignment of

multiple sequences. We formally defined the Aligning Alignments problem after introduc-

ing it as a sub routine in progressive multiple alignment. At each step of this incremental

introduction we described the model, defined the problem, and sketched an algorithmic

solution, illustrating the relationship among them as we progressed.
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Chapter 4 began the theoretical coverage with a proof that Aligning Alignments is

NP-complete under the sum-of-pairs objective with affine gap costs. The reduction is

from Maximum Cut. The structure of the proof yields a strong result: that the problem

remains NP-hard for sequences over a binary alphabet (and hence for DNA, RNA, and

protein), for very simple cost models as the reduction uses the unit-cost metric, and for

unweighted sum-of-pairs. The proof hinges on gap counts being exact, demonstrating an

inherent difficulty in counting gaps in multiple alignment.

Chapter 5 presented a dynamic-programming-based exact algorithm and its analysis.

Both its time and space complexity are heavily dependent on the number of shapes (or

subproblems) generated. For an input of two alignments of size k × m and ` × n, the

worst-case number of shapes in each entry (i, j) of the dynamic programming table is

given exactly by F (min{i, k},min{j, `}) (Theorem 5.9), where F (a, b) is the number of

alignments of two strings of lengths a and b. Theorem 5.17 gives the worst case time and

space when both inputs are of size k × n. Specifically, the time is
Θ

((
3+

√
2
)k (n−k)2 k3/2

)
, k < n;

Θ
((

3+
√

2
)n

k2 n−1/2
)
, k ≥ n,

and the space is exactly a factor k less.

We next turned to the practical aspects of implementing a feasible algorithm. In

Chapter 6, we described dominance pruning, based on a dominance relation between

pairs of shapes, and bound pruning based on cost upper- and lower-bounds. We showed

that dominance pruning alone is stronger than a prior pruning method from the literature,

which we called extremal pruning. We also proved that these pruning techniques preserve

the correctness of the algorithm, where no such formal proof for extremal pruning had

existed. (The correctness of extremal pruning follows from our proof that dominance

pruning is both stronger and correct.) We also presented bound pruning, which is correct

as well, and often results in empty shape lists at many table entries. On average, over all

instances generated from the MVF [51] benchmark alignments, 94% of the table entries

were empty with bound pruning, and never less than half the entries were empty. Both

pruning methods average a two- to three-order of magnitude speedup.
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To offer even greater space reduction, Chapter 7 gave a divide-and-conquer algorithm

inspired by Hirshberg [39]. The resulting algorithm takes space linear in the number

of input columns, includes dominance pruning, and requires no more theoretical time

than the quadratic-space algorithm with dominance pruning. Proofs of correctness were

supplied here as well.

In Chapter 8, we extended the shape-processing speedups of Gotoh [28] for computing

substitution costs, gap costs, and extremal pruning, to dominance testing and composing

subalignments. Originally taking Θ(k`) time for inputs with k and ` sequences, with the

speedups these are reduced to Θ(k + `).

The computational experiments in Chapter 9, on both biological and simulated data,

showed that all instances taken from two standard biological benchmark suites can be

optimally aligned quickly in practice, and this holds also for large simulated instances

with highly-gapped sequences. Our exact algorithm can compute optimal solutions for

highly-gapped instances in an amount of time and space that is reasonable for many

applications. For example, all instances that were generated from random splits of the

popular BAliBASE [66] suite of benchmarks are solved within 15 seconds and less than a

megabyte of memory on a desktop computer using our space-optimized version. Simulated

instances with 100 sequences and 1,000 columns in each input alignment take about

40 minutes and 5 megabytes. Our time-optimized version is an order of magnitude faster,

requiring about 4 minutes and 200 megabytes for this size instance. The addition of

subproblem-processing speedups (that were not implemented at the time of the above

experiments) reduces this instance to 3 minutes (and 5 megabytes) for the space-optimized

version and to about 20 seconds (and 200 megabytes) for the time-optimized version.

Experiments contrasting the accuracy of optimal exact alignments versus optimal

pessimistic and optimistic alignments show both the pessimistic and optimistic alignment

were always close when alignment score is the measure of accuracy. This explains the

effectiveness of bound pruning where the scores are used to upper and lower bound

alignment scores. When the measure is the actual gap count in the computed alignment,

pessimistic was more accurate than optimistic, and typically close to exact, but did have

a maximum of 20% error over all instances tested.
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10.2 Future directions

There are many interesting questions remaining in both the theory and practice of aligning

alignments. Given the continued importance of multiple sequence alignment [17], further

effort in these areas seems justified.

Approximability

Is Aligning Alignments approximable to within a constant factor of polynomial time? No-

tice that the pessimistic heuristic (which does run in polynomial time) can over count the

number of gap starts by an arbitrarily large factor (as a single gap can be interrupted by a

series of -
-
-
x columns arbitrarily many times), and hence is not such an approximation

algorithm.

Asymptotic growth of F

The function F (m,n) denotes the number of alignments of two strings of lengths m and n,

or equivalently, the number of paths through an m × n grid graph (including diagonal

edges). To our knowledge, the asymptotic growth of F (m,n) is not known for general m

and n [31].

Analysis of shape growth with pruning

Pruning is very effective in reducing the number of shapes in practice, yet our theoretical

analysis yields an increase in the worst-case time and no benefit in space. Is there an

alternate analysis, perhaps probabilistic, that better aligns the theory with observation?

In particular, can the ceiling phenomenon be explained by analyzing the expected shape-

list length with pruning?

Restricting the problem definition

Given this theory-practice gap, is there a tighter definition of the problem that both (1)

is equivalent on a subset of input that meets some useful definition of “typical biological

data” and (2) has a theoretically-efficient solution? In other words, can one parameterize

the input in terms of gap structure so that Aligning Alignments is polynomial-time solv-
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able on such inputs? In Section 4.3, we observe that the problem becomes theoretically

hard only when there are gaps present in both input alignments. Would a parameteri-

zation as described above allow one to say anything more about the threshold where the

problem becomes theoretically hard?

Accuracy in multiple alignment construction

Aligning Alignments is typically employed as a sub routine in the construction and local-

search phases of multiple alignment heuristics. The true test for its practical usefulness

then is in how the accuracy of multiple alignment construction methods fare using the

exact solution as a sub-routine compared to heuristics, and whether any gain justifies

any added computational expense. Wheeler and Kececioglu [76] report slight but con-

sistent superiority with exact gap counts versus pessimistic on three suites of biological

benchmarks: BAliBASE 3.0 [65], SABmark [68], and PALI [7]. Their multiple align-

ment method that utilized the exact algorithm scored an average accuracy1 of 82.4%,

compared to 81.6% for pessimistic, on the BAliBASE 3.0 benchmarks, and an average

of 71.6% versus 70.9% across the three benchmark suites. They also report that the

advantage persists after polishing.

It would be interesting to know how other existing heuristics for aligning alignments

compare, as well as whether there is any gain with other multiple alignment construction

methods when using exact versus heuristic gap counts.

Bound pruning in linear space

The linear-space version is able to accommodate dominance pruning, but not bound

pruning, for the simple reason that the lower bounds for extending subalignments are

pre-computed and stored in a quadratic-size look-up table. Can bound pruning be done

in linear space, and thereby be accommodated into the linear-space version? (See Myers

and Jain [52] for some ideas along these lines.)
1Accuracy was measured by the benchmark’s so called SPS, on core blocks. The SPS scores is a

measure of the percentage of aligned pairs of positions that are correctly recovered.
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Reducing dominance-pruning comparisons

Under dominance pruning, a given shape is compared to shapes present in a list, resulting

in a quadratic number of shape-to-shape comparisons. Is there a way reduce the number

of comparisons in theory or in practice, perhaps by some ordering of the list?

Optimizations for composing alignments

All but one of the quadratic-time operations on shapes are reduced to linear time by the

methods in Section 8.2. The exception is in the linear-space version where we compose

subalignments along the middle row at each recursive step. In composing alignments we

need to exactly count the number of gaps that extend from one alignment into the other.

We currently have no speedup for this composition operation that takes Θ(k`) time for

inputs with k and ` sequences, and which must be computed for all pairs of shapes in

each entry of the middle row.

Clearly there are many interesting avenues for further research.
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APPENDIX A

OPTIMISTIC AND PESSIMISTIC RECURRENCES

when implementing the algorithms for optimistic and pessimistic alignment [43], there

are boundary conditions that need to be specified. For clarity, we include the original

unchanged recurrences using the notation of the original paper. Changes and additions to

the original are noted on the right hand side with either the label (changed) or (new).

For an alignment A, the following are defined. Let fA
b (j) denote the number of

occurrences of letter b in column A[j]. Let fA
1 (j) denote the total number of letters in

column A[j] and fA
0 (j) denote the total number of spacers in column A[j]. Where 0

denotes a spacer and 1 denotes a letter, for x, y ∈ {0, 1}, let fA
xy(j) denotes the total

number of rows with pattern xy in columns A[j − 1 : j] (with column A[0] considered all

letters). And let fA
⊥1(j) denote the number of letters in column A[j] that are the first

letter in their row.

As an exception to the above, define f01(1) := f1(1). (new)

The recurrence’s for the optimistic (opt) and pessimistic (pess) are as follows. For i >

0 and j > 0,

H(i, j) = λkfB
1 (j) + min



H(i, j − 1) + γ

 0, opt;

kfB
01(j), pess.

V (i, j − 1) + γ

 fA
1 (i)fB

1 (j), opt;

kfB
1 (j), pess.

D(i, j − 1) + γ

 fA
1 (i)fB

1 (j), opt;

fA
1 (i)fB

1 (j) + fA
0 (i)fB

01(j), pess.
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V (i, j) = λ`fA
1 (i) + min



H(i− 1, j) + γ

 fA
1 (i)fB

1 (j), opt;

`fA
1 (i), pess.

V (i− 1, j) + γ

 0, opt;

`fA
01(i), pess.

D(i− 1, j) + γ

 fA
1 (i)fB

1 (j), opt;

fA
1 (i)fB

1 (j) + fA
01(i)f

B
0 (j), pess.

D(i, j) =
∑

a,b∈Σ∪{-}
fA

a (i)fB
b (j)δ(a, b)

+ min



H(i− 1, j − 1) + γ

 fA
1 (i)fB

10(j), opt;

fA
1 (i)fB

0 (j) + fA
0 (i)fB

01(j), pess.

V (i− 1, j − 1) + γ

 fA
10(i)f

B
1 (j), opt;

fA
0 (i)fB

1 (j) + fA
01(i)f

B
0 (j), pess.

D(i− 1, j − 1) + γ


fA
1 (i)fB

10(j) + fA
10(i)f

B
1 (j), opt;

fA
1 (i)fB

10(j) + fA
10(i)f

B
1 (j) +

fA
00(i)f

B
01(j) + fA

01(i)f
B
00(j), pess.

For i = 0 and j > 1, (changed)

H(0, j) = H(0, j − 1) + λkfB
1 (j) + γkfB

⊥1(j),

V (0, j) = H(0, j) + γ`fA
⊥1(1),

D(0, j) = V (0, j).

For i > 1 and j = 0, (changed)

V (i, 0) = V (i− 1, 0) + λ`fA
1 (i) + γ`fA

⊥1(i),

H(i, 0) = V (i, 0) + γkfB
⊥1(1),

D(i, 0) = H(i, 0).
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For i = 0 and j = 1, (new)

H(0, 1) = (λ + γ)kfB
1 (1)

V (0, 1) = H(0, 1) + γ`fA
⊥1(1)

D(0, 1) = V (0, 1)

For i = 1 and j = 0, (new)

V (1, 0) = (λ + γ)`fA
1 (1)

H(1, 0) = V (1, 0) + γkfB
⊥1(1)

D(1, 0) = H(1, 0)

For i = 0 and j = 0, (changed)

H(0, 0) = γfA
0 (1)fB

1 (1)

V (0, 0) = γfA
1 (1)fB

0 (1)

D(0, 0) = 0

This concludes the full description of all recurrences and boundary cases.
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