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ABSTRACT 

Object-oriented databases are becoming increasingly popular in businesses. 

Some areas of interest include formal object-oriented database models, query 

optimization, analysis and design techniques, and concurrency control. These 

issues have been addressed as they pertain to the relational model and to 

centralized databases but they have not been addressed as they apply to the 

object-oriented model. This dissertation involves the development and testing of a 

lock-based concurrency control (CC) mechanism specifically designed for an 

object-oriented database. The mechanism is named 02C2 pronounced oh-two see

two. 

After the 02C2 development is introduced, a proof of correctness is 

presented to demonstrate that the schedules it produces are equivalent to 

serializable ones. A discussion ensues concerning simulating 02C2 under varying 

conditions of contention (from very little contention to high contention) to 

measure its performance in terms of completed transactions per second. 

This research was conducted in three phases: model development and 

implementation, simulation to test the model, and analysis of the results. First, 

CC issues specific to object-oriented databases were developed and applicable 

models created. Next, the simulation phase was conducted using a specific 

transaction model. In the third phase, an analysis of the simulation results 

demonstrates how the mechanism performs under specific conditions. 
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INTRODUCTION 

A lock-based concurrency control (CC) mechanism that utilizes the object

oriented database structure is developed in this study. It is named 02C2 

(pronounced oh-two see-two) and is examined using simulation under varying 

degrees of transaction load. 

Concurrency control has been and continues to be a major area of research 

in both the operating systems and database fields [BOBl; BROB7; SP091]. This 

is true because the ability to allow more than one user to access data and 

maintain consistency is crucial. In the database area, the three standard CC 

implementations are based on two-phased locking, timestamping, or optimistic 

protocols [BSRBO; EOLT76; KRBl]. Each standard approach (with its many 

variations) has its own strengths depending on the characteristics of a given 

system. Some implementations perform best in a centralized environment while 

others are designed specifically for a distnbuted environment. Almost all 

implementations are designed to achieve satisfactory performance with well 

established data models (e.g., relational, hierarchical, network) that execute 

common transactions (e.g., payroll processing, parts inventory). Systems using 

newer data models which execute unconventional transactions are the subject of 

an emerging area of research. An excellent summary of these is given in [BK91]. 



A promising area of research is the use of object-oriented database 

management systems (OODBMS), which addresses problems that are not suited 

to well established data models. Along with the promises of OODBMS's come 

numerous questions that must be examined and resolved in order to achieve the 

promised gains. Areas that need further research include query optimization, 

database design, and CC. 

11 

One approach to the CC issue has been to implement one of the three 

standard methods into OODBMSs. A direct implementation of the standard 

approaches is not optimal, however, because they do not take advantage of the 

OODB model. Indeed, if it were possible to directly implement a standard 

approach while maintaining consistency, it is quite likely that the resulting system 

would be inefficient and possibly impractical with regards to performance. A 

major premise of this study then is that a CC mechanism designed specifically for 

the object-oriented model will outperform standard mechanisms because factors 

such as the hierarchy of the database model and inheritance are taken into 

account. 

This study proceeds with chapter 2 covering relevant literature in the areas 

of standard CC, object-oriented (0-0) database concepts, 0-0 database CC, 

performance modeling, and simulation methods for database Cc. Chapter 3 

contains the theory development for this study. Chapter 4 contains a detailed 

description of the simulation methodology used to evaluate the proposed CC 
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mechanism. Chapter 5 contains an analysis of the data obtained in the simulation 

study. Chapter 6 contains the conclusion, limitations, and a discussion of future 

research. 



LITERATURE REVIEW 

Database Concurrency Control Terminology 

In this section, critical terminology related to database CC is reviewed 

which provides the basis for terminology used throughout this study. 

Concurrenqy Control 

Bernstein et aI. [BHG87] state that "concurrency control is the activity of 

coordinating the actions of processes that operate in parallel, access shared data, 

and therefore potentially interfere with each other." 

Along with coordinating transaction processing in a manner that maintains 

consistency, it is implicit in CC research that performance is another critical 

factor. That is, all other things equal, mechanisms that support higher levels of 

performance for a given task are more desirable than mechanisms that support 

lower levels of performance. For the purposes of this paper then, CC is defined 

as follows: 

A concurrency control mechanism allows multiple users to access and update 
the database so that overall correctness is maintained and performance is optimized. 
This means that each transaction is executed as though it were processed in isolation 
(in order to maintain consistency), yet, throughput is maximized. 

13 

It is theoretically possible that instead of the DBMS providing concurrency 

control, users could be given the responsibility of ensuring consistency in the 

database. In this situation, all users with the appropriate privileges would have 

access to data but would be required to ensure that their transactions did not 



conflict with other users. Such a solution is impractical for environments that 

include more than just a few users and where access to the database is frequent. 

In general, the DBMS must provide CC. 

14 

Three main aspects of CC include: (1) the number of different schedules a 

mechanism will allow; (2) correctness of the schedules a given mechanism 

produces; and, (3) the performance of the mechanism. The number of different 

schedules a mechanism will allow is a performance measure and is also known as 

the concurrency degree [P AP86]. Almost all mechanisms generate correct 

schedules but CC mechanisms differ in order to increase performance for a given 

requirements. In some cases, better performance can be achieved if it is known in 

advance what types of transactions are most common. 

Some CC mechanisms inherently have a high degree of concurrency but 

must have certain semantic information prior to the running of the transaction 

while other high degree mechanisms are associated with a higher risk of 

transaction abort and restarts. While this might be appropriate in some systems, it 

could be disastrous in others. The point is that mechanisms built with higher 

levels of concurrency usually will not have acceptable levels of throughput in all 

cases, but are useful under certain circumstances [BHG87]. For example, 

optimistic protocols work fine with lower levels of contention but work poorly with 

high levels of contention. 
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A mechanism with a low degree of concurrency could provide better 

performance, when restarting a transaction is extremely expensive or when restarts 

are impossible (e.g., a real time military system). Again, the appropriateness of a 

mechanism depends on systems' characteristics. 

Transaction 

The notion of the transaction is important in a multi-user environment as 

well as to the entire concept of CC. Transactions facilitate the division of a 

program into logical groups of operations [EGLT76]. A transaction is the unit 

that is scheduled in a database system and is either compatible or is not 

compatible with other transactions. Simply stated, transactions are made up of 

read and write operations. 

The transaction (1) allows atomicity and serializability and (2) enables 

recovery [L YN83]. Atomicity means that either the whole transaction updates the 

database or none of it does whereas serializability (defined in more detail later) 

means that a given schedule of a transaction execution can be shown to be 

equivalent to a schedule that allows only one transaction at a time to be executed. 

Transactions are the means by which recovery is possible. The database may have 

to be "rolled-back" by undoing a number vf transactions [BHG87]. If the database 

is in a consistent state before a transaction executes, the database should be in a 

consistent state when the transaction completes. 



In [EL92], the notion of a transaction is reviewed and it is stated that 

traditional transaction models address the four conditions known as the ACIDity 

properties. They are: 1) Atomicity 2) Consistency 3) Isolation, and 4) 

Durability. Consistency is the concept that a transaction must take the database 

from one consistent state to another. That is, in no case should a transaction 

leave the database in an inconsistent state. Isolation refers to the fact that a 

transaction is not permitted to observe the intermediate results of another 

transaction. Indeed, intermediate effects of a transaction should always be local 

and not be available to other transactions. Durability is the property that 

committed transactions must update the database despite software or hardware 

failures. It is apparent that these properties are related and important but in 

more advanced systems (such as computer aided design(CAD)), researchers are 

examining other models of correctness that are not so stringent in order to 

increase performance [EL92]. 

Item 

16 

An item in a database is defined as the' unit of data to which access is 

controlled [ULL82]. Thus, the size of an item will be defined differently in 

different systems and might be a single field in a record, an entire record, a 

collection ?f records, a file, a collection of files, an object, or even the entire 

database. An item is defined differently in different applications or different data 

models. 
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Granularity 

The term granularity refers to the size of items or objects used in a 

database management system (DBMS) for concurrency control. Granularity is a 

relative term used to compare systems. A "fine-grained" system uses smaller items 

while a "coarsely-grained" system uses larger items. Thus, a fine-grained system 

might operate at the individual record level, while a coarsely-grained system might 

operate at the file level. Indeed, the granularity can be set at a logical level (e.g., 

an item, record, or group of records), the physical level (e.g., a file, page, or 

block), or some combination of both. 

It is possible that coarsely-grained systems could reduce the danger of 

deadlocks (which is discussed later). The extreme example of the most coarsely

grained system would lock the entire database for each transaction and preclude 

deadlock; however, performance of such a system would be unacceptable. 

An important tradeoff related to locking granularity is between maximizing 

the degree of concurrency versus minimizing locking overhead. In references 

[BHG87] and [PB87] it is stated that the finer the granularity, the more locks the 

system must be maintain for a given transaction and thus, a fine grained system 

incurs more overhead. If the system is extremely fine-grained, a higher degree of 

concurrency results (that is, there are fewer conflicts between transactions) but the 

required overhead will cause performance degradation [BHG87]. Conversely, in a 

coarse-grained system, fewer locks are managed by the system but a lower degree 
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of concurrency is observed because of the increase of data contention. That is, 

with a larger "area" of data being locked, there is more probability that 

transactions will lock a particular granule. Also, some transactions may really only 

need access to a portion of a locked data item which unnecessarily increases 

contention. Thus, an extremely coarse-grained system will perform poorly in most 

instances due to high levels of data contention. 

In [PB87] an excellent simulation and discussion is presented that shows 

when coarse or fine granularity is optimal. For example, they state that for large 

transactions with well-placed granules a coarse granularity will give the optimal 

system performance. It is important to carefully consider the granularity of a 

system in order to maximize performance. Some important aspects to consider 

include system usage patterns, required performance, length of transactions, and 

the likelihood of conflicting transactions. 

SeriaJizability 

It is necessary to determine if executing a set of transactions results in a 

correct state. Papadimitriou stated that, "a set of transactions is safe if the 

reduction of any legal schedule of its transactions is serializab1e" [PAP79; PAP86] . 

. The term serializable means a set of transactions that are running concurrently 

can be shown to be equivalent to a set of transactions running serially [BSW79; 

PAP79]. That is, T2 (Transaction 2), cannot start until T} is finished, T3 cannot 

start until T2 is finished, etc. 
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One approach to creating a serializable schedule would be to only allow 

one transaction to be processed at a time. A system that would allow only one 

transaction to be processed at a time would obviously be guaranteed correctness 

as far as concurrency control is concerned, but would be extremely inefficient and 

too slow for any practical purposes. 

The point of comparing various concurrency control mechanisms to a serial 

schedule of transactions is to determine the correctness of a given algorithm. If a 

mechanism produces a schedule equivalent to a serial schedule, then it will 

produce a schedule of transactions that result in a consistent database. 

SeriaIizabiIity has been the standard of correctness for database transaction 

management for at least 15 years. It is important however, to note that other 

criteria of correctness are acceptable in environments where some semantic 

information is known prior to the execution of the transaction [BK91]. 

Locks 

Locks have been used in many standard concurrency control algorithms for 

database applications. In fact, the two-phase locking (2PL) mechanism [EGLT76] 

is considered to be a standard solution to the concurrency control problem in 

traditional databases. 

A lock restricts a transaction's access to an item; the type of access depends 

on the type of lock. In order to increase the level of concurrency control, two 

different types of locks are common. Read locks (sometimes known as shared 



locks) allow a transaction to read a item, but does not permit updates. Write 

locks on the other hand, give a transaction both read and write access on a item. 

20 

In order to increase the degree of concurrency, multiple users can be 

allowed to read a given data item. Figure 1 is a compatibility matrix which 

illustrates the concept that multiple users are only allowed to read a given data 

item. Any transaction that needs to execute a write operation must obtain a write 

lock on the required data item which signals that no other transaction can hold a 

lock of any kind on the data item. This means that two read operations are 

allowable on the same data item but any write operation must have an exclusive 

lock [EGLT76; ULL82]. 



COMPATIBILITY MATRIX 

RD WR 

RD Y N 

WR N N 

RD = READLOCK 
WR = WRITELOCK 

Y = COMPATIBLE 
N = NOT COMPATIBLE 

Figure 1 
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The use of correctly implemented locks provides a useful solution to the 

concurrency control problem and there are numerous CC implementations that 

use locks. Locks do have disadvantages though. If lock-based protocols are used, 

the problem of deadlocks must be addressed. Additionally, lock-based protocols 

often allow lower levels of concurrency than other protocols because conflicting 

transactions are blocked from execution [BGB1; KRB1]. Sometimes the blocking 

is unnecessary and thus, locking is pessimistic. Locking is considered pessimistic 

because locks are really only needed in the worst case but locking approaches 

generally lock data items in all cases [KRB1]. If performance is a major concern 

for a given application and conflicting transactions are frequent, a protocol other 

than standard two-phased locking would probably be a better choice [FRT92]. 

Commit 

When a transaction commits, its effects are made permanent and are 

available to other transactions in the system. The commit point is reached when 

the transaction completes and it is ensured that consistency is maintained. 

Database Concurrency Control Problems 

Deadlock 

The notion of deadlock can be defined as the state of a system such that 

two or more transactions mutually wait for each other to release items necessary 

for their collective completion. In more formal terms, deadlock is the occurrence 

of a cycle in a graph that represents items assigned to transactions in a DBMS. 
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This is similar to the concurrency control problems operating systems researchers 

face [SPG91] except that deadlock in an operating system is usually due to 

resource contention whereas deadlock in database systems usually refers to data 

contention. 

In the operating systems area, the three most important strategies for 

solving the deadlock problem are (1) detection (with recovery), (2) prevention, 

and (3) avoidance [SPG91]. Two common approaches to the deadlock problem in 

the database area are (1) deadlock detection and (2) prevention. Deadlock 

detection requires the system to periodically check to see if a deadlock possibly 

exists; deadlock detection is often accomplished by determining if a "cycle" exists 

[BRG87]. If a cycle is detected, one or more transactions involved in the 

deadlock are terminated and restarted [ACM87]. Detecting a graph state is not 

trivial and can be expensive in terms of time and resources. 

Deadlock prevention schemes determine (prior to giving a transaction 

access to an item) whether or not there is a danger of a deadlock occurring. If 

there is a danger of deadlock, access to the item is denied [DY91]. Deadlock 

management in any database system is not a trivial problem to manage and is even 

more difficult in a distributed environment [DY91]. 
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Livelock 

The phenomenon of HveIock occurs when a transaction is waiting to 

execute but is indefinitely blocked from executing because other transaction's data 

access requests are always anowed first. These other transactions in effect, 

prevent the blocked transaction from ever completing. Livelock commonly occurs 

in a preclaiming lock-based system, where a transaction must obtain aU of its locks 

before being processed. Livelock could easily occur if long transactions that need 

common data items were processed simultaneously. 

One solution to deal with Hvelock is to maintain a table of how long a 

transaction takes to execute. If a transaction takes longer than expected, its 

priority could be increased so that eventually, it could have the necessary items to 

complete. 

Another solution is to block an other transactions while the Hvelocked 

transaction completes [P AP86]. The probability of Hvelock increases as the 

number of transactions and the length of transactions increase [P AP86]. It is 

clear that a permanent state of livelock is unacceptable in any database system. 

Lost Update 

The lost update is one of the problems that can occur if CC is not in place 

in a database system. A lost update occurs if two transactions (TlJ T2) 

simultaneously update the same data item (11)' Transaction T2 writes in a new 



value to the item and the new value is based on the value of II prior to TI or T2 

executing. Thus, the effects of TI are lost to the system. 

Dirty Read 

A dirty read occurs if transaction T2 reads the value of item II for 

calculating purposes and the value of II that is read is the uncommitted value 

produced by transaction T2. If transaction TI fails, T2 will have to be aborted 

because the value of II that T2 read is now invalid. 
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Phantom Update 

The phantom update problem would occur when transaction TI updates the 

value for an item (II) and at the same time, transaction T2 calculates an average 

for all items in a group of which item II is a part. In order for T2 to produce 

correct results, the items that will be used to calculate the average must be locked. 

Object.Oriented Databases 

In this section, a review of relevant 0-0 database concepts is given with 

the intention of setting the stage for the theory development in the next section. 

A basic knowledge of 0-0 database concepts ·is required to understand the CC 

mechanism that is proposed for 0-0 databases. 

0-0 databases have not only provided a fertile area of research for 

academics, they are also starting to fill a void in certain fields where conventional 

database technology is deficient. Areas such as CAD and software engineering 



are benefitting from the object-oriented database model because it is able to 

efficiently manage more complex data [CA91a; CA91b]. 
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Unlike the relational database model, however, there is neither an 

underlying elegant mathematical model, nor is there a well established, accepted 

set of concepts. There also seems to be a marketing twist to both research and 

practice in that many papers and products are incorrectly labeled "object

oriented." Because it is such a promising field, many systems and research 

projects are touted as "object-oriented"; unfortunately, many fall short of 

expectations. Kim [KIM89; KIM90a; KIM90b] has stated many basic, important 

concepts concerning object-oriented databases. His work was produced as a result 

of the research conducted in the creation of the ORION system. It is noted, 

though, that like the relational database area, very few object-oriented database 

implementations conform to a majority of the basic theory. 

It is interesting to note that many of the concepts of the (OODBMS) field 

seem correlated to concepts native to the semantic database field [CH76; HM81; 

SS77]. Indeed, it appears that object-oriented database theory has borrowed 

directly from semantic database theory. The difference between the two areas is 

that there is beginning to appear implementations of the object-oriented database 

model. 

The following section and figures provide a review of the basic concepts in 

object-oriented databases. Figure 2 and the accompanying description is a simple 
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example of an object-oriented database and is also included to illustrate important 

concepts. 



Class 
Hierarchy 
Example 

1 
Computer 

1.1 
Mini & Mainframe 

Computers 

1.2.1 
UNIX Workstations 

M 
AS 
A!J 

1.2 
Desktop 

Computers 

1.2.2 
Apple Standard 

Attribute Link 

Class / Subclass Link 

Figure 2 

1.0.1 
Computer Manufacturer 

AI NIIIIID 
A2 Addrra 
A3 Pbooe Number 
A4 PrI.ce (Who1eWe) 

AI 1YPe 
A2 eapIclly 
A3 PrI.ce 

1.0.3 
Computer Performance 

1.2.3 
mM Standard 

1.2.3.1 
Laptops 



Class Hierarchy Example 

A = Attribute 
I = Instance 
M = Method 
No. = Class Number (Italicized means Attribute Class) 

1 Computer 

Al - Manufacturer 
A2 - Secondary Storage 
A3 - Price 
A4 - Performance 
AS - Name 
A6 - No. Processors 

II - Cray Supercomputer K 
12 - XYZ Corp. Dedicated Database Computer 
13 - ABC Corp. Front-End Server 

MI - Add an instance of this class to the database 
M2 - Delete an instance of this class from the database 
M3 - Modify an instance of this class 
M4 - Modify Attribute Al of this classl 

Mn - Modify Attribute ~ of this class 

1 A separate method defined for each attribute in the class. This is true to enhance the level of 
concurrency. When one method is locked because it is in use modifying an attribute, another method in 
the same class can simultaneously be in an unlocked state ready to modify another attribute. If only one 
method were created that modified all attributes of the class, the level of concurrency would be reduced. 
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1.0.1 Computer_Manufacturer 

Al - Name 
A2 - Address 
A3 - Phone Number 

It - IBM 
12 - Digital 
13 - Apple 

1.0.2 Computer _Secondary Storage 

Al - Type 
A2 - Capacity 
A3 - Price 

11 - Fujitsu Model 1020 
12 - Seagate 20205 
13 - Maxtor Model ABC 

1.0.3 Computer_Performance 

Al - Secondary Storage Access Speed 
A2 - Primary Storage Access Speed 
A3 - Processor Speed 

11 - COMPAQ Model A 
12 - Apple Laptop V 
13 - Digital Mainframe 
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1.1 Mini & Mainframe Computers 

Al - Available Peripherals 
A2 - Terminal type 
A3 - Cabinet Type (Big / Bigger / Huge) 
A4 - Data Communication Facility 
AS - I/O Types Supported 
A6 - Operating System 

11 - IBM System 3095 
12 - UNISYS System 1001 
13 - HP 3001 

1.2 Desktop Computers 

Al - Pointing Device Type 
A2 - Monitor Type 
A3 - Case Type (Desktop / Tower) 
A4 - Processor Type 
AS - Color or Monochrome monitor 

11 - Commodore Model 1 
12 - Atari Model 2 
13 - Amiga Model 3 

1.2.1 UNIX Workstations 

Al - UNIX Version 
A2 - Bundled Software 
A3 - Network Card 

11 - VAX Workstation I 
12 - HP Apollo I 
13 - SUN SPARe I 
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1.2.2 Apple Standard 

Al - Bundled Software 
A2 - Hardware Containment (Components or Self

Contained) 
A3 - Network Card 
A4 - Compatible Cards (To make the machine 

compatible with other Computer types) 
AS - Operating System 

II - Apple Workstation 1 
12 - Apple Educational Computer 1 
13 - Apple Laptop 1 

1.2.3 IBM Standard 

1.2.3.1 

Al - Graphics Card Type 
A2 - Video Bus (Local or Standard) 
A3 - Architecture Type (ISA or EISA) 
A4 - Hard Disk Controller Type (IDE, SCSI, RLL. .. ) 
AS - Power Supply Size 
A6 - Network Card 
A7 - Performance (MHZ) 
A8 - Operating System 

II - COMPAQ Model A 
12 - Northgate Model Q 
13 - Gateway 2000 Model Z 

Laptops 

Al - ScreenSize 
A2 - Power Saving Options 
A3 - Keyboard Size 
A4 - Weight 

II - ZEOS Model 1 
12 - Toshiba Model 4 
13 - NEC Model 8 
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Data Abstraction 

A major attraction to the object-oriented databases (OOD) specialty for 

software engineers is that it facilitates a higher level of data abstraction. This 

allows software engineers to concentrate on the essence of the problems that they 

must solve. Brooks [BR87] states that there are two areas that complicate 

building software. The first is the essence of problem solving and the second is 

what he terms the representation issues. Problem solving will continue to be 

difficult but we can work on building tools that free the software engineer from 

implementation issues and allow more concentration on the essence of problem 

solving. 

The notion of abstracting away the details and allowing work to be done at 

a "higher level" is the great promise that object-oriented technology is trying to 

fulfill. Software reusability is the means that 0-0 technology uses to abstract 

away details. A class is defined that includes methods, structure, and any objects 

that are appropriate at that level in the hierarchy. Once a class or an object is 

known to be correct, it can be used later. This means that less time is spent 

rewriting modules or objects that have already been written and more time on the 

new areas of a given object or module. The idea then is to build a library of 

objects and classes that are fairly generic and general so that those modules can 

be used later with minimal recoding effort. 
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It is no small task, however, for designers to identify the appropriate classes 

and determine where particular objects should be placed in the hierarchy. A tree 

that is very tall with few branches might result if classes are designed too 

generically (see figure 3) or a structure that appears to be more like a hedge than 

a tree might result if classes are designed too specifically. Neither extreme buys 

the software engineers anything that they did not have with conventional 

languages and DBMS's except another layer of complexity that doesn't payoff. 



1 

1.1.1.1 

1.1.1.1.1 

Branchless Trees or Hedges? 
Results of Poor Design 

for Object Oriented Databases 

1 

/ "~ ///// .~ 

@ @ @ 1.4 @ 

~ Figure 3 
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Inheritance 

Inheritance corresponds to the semantic modeling concepts of 

generalization and specialization [SS77]. A subclass is a specialized case of the its 

supercIass. We might observe that the subclass Desktop computer is a 

specialization of the more general class computer. A subclass inherits the methods 

and attributes of all of its superclasses. This can potentially be a substantial time 

savings in software engineering as only the attributes and methods specific to a 

new subclass need be defined. 

An object can be a member of only a single class. It is possible, however 

that a class could inherit its attributes and methods from more than one super 

class. Though mUltiple inheritance introduces complexity, there are many 

situations where it would facilitate representation of a given state as well as 

reduce the amount of development time. 

Persistence 

The concept of persistence is what separates an object-oriented 

programming language such as C+ + or SmaIItalk from an OODBMS. 

Persistence refers to the fact that data remain after the program is executed. 

Transient data lasts for the duration the program is executing. Persistent data 

lasts until it is no longer needed and then it is specifically deleted [CA91a]. It is 

essential that all OODBMS's provide persistence. Indeed, all databases by 

definition need to provide persistence. 
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Objects 

Objects are simply any real-world entities that a user finds valuable to 

identify. Objects are related to the instance concept in semantic data modeling. 

An instance object belongs to one class and is an instance of the class in which it 

belongs. 

In figure 2, an example of a class hierarchy is provided. An example of an 

instance object in this figure would be a Northgate Model Q personal computer. 

That object would be an instance of the IBM standard class and would inherit 

attributes from the desktop computer class and the computer class. 

In an (OODBMS) each object is assigned a unique ID number. The ID 

number is theoretically never assigned to another object even if the original object 

is deleted from the system [KIM90a, KIM90b]. An instance object consists of 

values for the attributes of the object. An object that represents the Model Q 

computer as an instance would have values for the attributes called 

{Manufacturer}, {Performance},{Secondary Storage},{Price retail}, {Name}, 

{No. Processors}, and all attributes that are included in the desktop computer 

class. 

In general, an object can be an instance, a class definition, or a method and 

it is generally advisable to specify the object type for clarification. 

Classes 
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The class concept is another important idea that has its roots in semantic 

modeling. A class collects a group of logically similar objects. The class concept 

defines a structure by a given set of attnbutes and all objects that are an instance 

of a class have the predefined structure. In figure 2, a class at a high level is 

computer which has six attributes. The two subclasses of computer are desktop 

computers and mini & mainframe computers. Each class and its subclasses are 

individually a class. A rigid methodology does not exist for determining what 

classes should be modeled in a given situation. Though some heuristics exist, 

modeling is usually done by a designer with experience who has the foresight to 

plan an acceptable system. 

Not only are the attributes predefined in a class, but so are the operations. 

These operations are commonly referred to as methods and give rise to the notion 

of encapsulation. Encapsulation is a desired attribute that occurs when the 

methods and the structure of the object are lIenveloped." That is, they are 

logically "surrounded.1I Encapsulation properly constructed means that objects 

encapsulate both the methods and structure and there is no means that either can 

be accessed except through the predefined methods. 

Methods 

A method is comparable to procedures or functions in a language like Cor 

PASCAL in that they are the dynamic section of code that acts upon instances or 

class definitions. 



A method is often defined such that it can be inherited by as many 

subclasses as possible. This leads to the significant benefit of reducing the 

software development time. It is generally held that as many subclasses as 

possible should be able to inherit methods in order to reduce the software 

engineering effort as fewer methods will have to be constructed and tested. 

39 

Different methods can be invoked at many different locations even within 

the same subclass as long they do not conflict. An important issue for 

concurrency control is that if the definition of a method is being modified, no 

copy of it can be operating anywhere in the hierarchy. Therefore, an operation 

that updated a method would not be compatible with an operation that used that 

method to update an instance. 

An example from figure 2 is when a method is needed to modify an 

instance from the subclass Apple Standard. The attribute Bundled Software needs 

to be modified but the method that was created to modify Bundled Software is 

being updated. Modification of Bundled Software will have to wait until the 

method change is completed. 

Classical CC Solutions 

Many different solutions have been offered to the concurrency control 

problem. Solutions fall into several categories. As figure 4 illustrates, 

concurrency control mechanisms may be classified according to the data model 

they are based on (relational or object-oriented), the concurrency control type 
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(locking, optimistic, or timestamp ordering), or locality (centralized or distnbuted). 

There are several examples of concurrency mechanisms that fit into each of the 

spaces and some will be reviewed in order to provide a reference point for this 

research. 

CC solutions are next presented in three subsections. First, locking 

techniques; second, timestamp ordering techniques; and third, optimistic 

techniques. 



Centralized 

Distributed 

CONCURRENCY CONTROL 
TAXONOMY 

Locking Ttmestamp Optimistic 
Ordering 

Figure 4 

Relational 



Locking Techniques 

Locks are commonly used in order to create a schedule that results in a 

consistent database. Some basic rules for two-phased locking include the 

foIlowing [EGLT76]: 

1. Whenever a transaction is going to read or write an item, it must 
hold some kind of lock on that item. 
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2. At some point before the transaction finishes and becomes inactive, 
all locks must be released. 

3. For any transaction, all lock requests must precede all unlock 
requests. This means an unlock request is never foIlowed by lock 
request. If this happens, the transaction must be forced to abort. 
This is the heart of two-phased locking. 

4. A transaction cannot write into the database until after the commit 
point is reached. This is done to avoid roIlbacks (also known as the 
cascading effect). 

These are just the basic rules of two-phased locking. The two-phased 

protocol is so named because two phases are observed. First, the growing phase 

accumulates lock requests; second, the shrinking phase unlocks items after 

processing. FinaIly, after the transaction reaches the commit point, it is physicaIly 

written into the database. 



Assume the following schedule: 

steps 1 ) 
2 ) 
3 ) 
4 ) 
5 ) 
6 ) 
7 ) 
8 ) 
9 ) 
10 ) 
11 ) 
12 ) 
13 ) 
14 ) 
15 ) 
16 ) 
17 ) 
18 ) 
19 ) 
20 ) 

WLOCK A 
RLOCK B 
RLOCK C 
WLOCK D 

UNLOCK D 
UNLOCK B 
UNLOCK A 
UNLOCK C 

Transactions T1 

RLOCK B 
RLOCK C 

WLOCK D 

WLOCK A 
UNLOCK B 
UNLOCK D 
UNLOCK C 
UNLOCK A 

T2 

WLOCK = write Lock 
RLOCK = Read Lock 

WLOCK B 
WLOCK D 
RLOCK C 
RLOCK A 
UNLOCK A 
UNLOCK D 
UNLOCK C 
UNLOCK B 

T3 

In all three transactions (Tl' T2, T3), all items (A,B,C,D) were locked with 

either a read lock (RLOCK) or a write lock (WLOCK) before any items were 

unlocked. In transaction 2, a read lock was placed on item B. Transaction A is 

also holding a read lock on item B. It is legal for two transactions to 

simultaneously hold a read lock on an item as was shown in the compatibility 

matrix in figure 1. This is logical because two users can both look at the same 

item at the same time without a problem. It is only a problem when multiple 

users simultaneously try to update an item or when one user updates an item 
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while another is reading it. This simplified locking example was designed to show 

that all locks must occur before any unlocks in a transaction in order to guarantee 

serializability. The example also shows that read-locks can occur simultaneously 

while write-locks are exclusive. 

Locking is the most common technique of concurrency control in 

centralized databases [ULLB2; BK91]. Performance of lock-based systems hinges 

upon two factors: data contention and resource contention [TGS8S). Data 

contention refers to the fact that competing transactions might need the same data 

granules at the same time in order to complete. Resource contention is analogous 

to the operating systems problem where there is contention for scarce system 

resources such as disks, primary memory, and processing cycles. 

Locking techniques, like other techniques have disadvantages depending on 

the specific implementation. In general, locking techniques encounter severe 

performance degradation when the number of contending transactions at a given 

time is high. This phenomenon is referred to as thrashing [RT90a] but it is not 

the same as the thrashing that is used in operating systems terminology. This 

locking thrashing is caused by transactions blocking one another because of the 

locks that are held. For high contention environments, some variation of locking 

or a completely different CC scheme will perform better than a standard locking 

scheme [FRT92]. 
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Timestamping Techniques 

The timestamping technique was originally designed for distnbuted 

database systems, but many centralized CC mechanisms also utilize some version 

of timestamps [BG81]. Two classes of mechanisms that use timestamps include 

basic timestamp ordering and multiversion timestamp ordering [BG81; BHG87]. 

The basic rule of timestamp ordering is that older transactions are processed 

before younger ones. If a younger transaction has already processed a given item 

and updated the database, then the older conflicting transaction is aborted and 

restarted with a more recent or larger timestamp. Bernstein et al. [BG87] state 

the basic timestamp ordering (TO) rule. 

TO Rule: If pj[x] and qj[x] are conflicting operations, then the D~ 

They explain the rule as follows: " ... the transaction manager (TM) assigns a 

unique timestamp ts(Tj), to each transaction, Tj .... The TM attaches a transaction's 

timestamp to each operation issued by the transaction. It will therefore be 

convenient to speak of the timestamp of an operation o;/x}, which is simply the 

timestamp of the transaction that issued the operation. A TO scheduler orders 

conflicting operations according to their timestamps." The TO rule states that the 

2DM stands for data manager and is defined as the composite module of the database system, 
consisting of a cache manager (eM) and recovery manager (RM). 



DM manager will process operation Pi[X] before operation qj[x] if and only if the 

timestamp of transaction Ti is less than the timestamp of Tj. 
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To explain further, each transaction in the basic timestamp ordering 

technique is assigned a unique timestamp. This timestamp is often just the time 

from a system clock in a centralized system if the clock operates with sufficiently 

fine increments. All operations that are part of a transaction carry with them the 

same timestamp as the transaction itself. All data items have two timestamps 

affiliated with them. The first timestamp is the same timestamp as the last (and 

consequently, the largest) transaction that read that data item and also committed. 

The second timestamp that is attached to data items is the largest timestamp that 

updated the data item. It is noted that maintenance of two timestamps for all 

data items could be significant in terms of storage overhead. Bernstein et aI. 

[BHG87] describe a technique for purging unneeded timestamps that are 

obviously older than the oldest active transaction in the system. This alleviates 

part of the storage overhead. 

Timestamping guarantees serializability by ensuring that all read and write 

operations are performed in timestamp order [BHG87]. An advantage of this 

technique is that deadlock resolution strategies are not needed as deadlocking 

cannot occur. The problem of Hvelock or starvation (discussed later) can however 

occur, and a resolution strategy for livelock must be provided. 

Optimistic Techniques 
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The philosophy behind the optimistic techniques for concurrency control is 

that in certain systems, conflicting transactions are rare. In those systems where 

conflicts between transactions are rare, locking approaches impose unnecessary 

overhead and thus restrict the concurrency degree. Throughout their paper, Kung 

and Robinson [KRBI] take the optimistic view whenever decisions regarding 

conflicts must be made but they always a]]ow for the rare case of conflicts. They 

basica]]y a]]ow aU transactions to proceed and then perform a validation phase 

immediately prior to the write phase. These phases wi]] be examined more closely 

in this section. 

Kung and Robinson [KRBI] motivate their work by listing five inherent 

disadvantages of locking approaches. They are: 

1. Lock maintenance requires a level of overhead that is not present if 
transactions were processed seria]]y. Even more overhead is 
necessary if deadlock prevention is an issue. It is recognized 
however, that some overhead must be present in any concurrency 
control scheme. 

2. There are no general-purpose deadlock-free locking protocols that 
always provide high concurrency. 

3. In the case that large parts of the database reside in secondary 
memory, concurrency is lowered whenever a "hot spot" is locked 
while other transactions are waiting to access the same "hot spot." 

4. Locks cannot be released until the end of a transaction. 

5. Locking may only be necessary in the worst case. If a database is 
very large, conflicts may be rare because if there is an equal 
probability of access to a given data item, it may be rare that two 
transactions access the same item at the same time. 



48 

Kung and Robinson [KR81] descnbe optimistic techniques in phases and 

are known as the 1) read phase 2) validation phase 3) write phase. Figure 5 is 

analogous to Kung and Robinson's with the phases shown as 1) the creation of the 

shadow copy 2) consistency check 3) write operation. 

An important consideration to note is that read phases are expected to take 

orders of magnitude longer to complete than validation because reads require 

secondary memory access whereas almost all validation steps occur in primary 

memory. Additionally, there are usually far fewer write operations than read 

operations in a given transaction. 

Kung and Robinson [KR81] make the point that if, in locking approaches, 

locking is only necessary in the worst cases, then in an optimistic approach 

validation will fail only in the worst case. It is expensive for transactions to fail 

their validation phases as they have to be restarted. The tradeoff then is between 

a lower level of concurrency with locking accompanied with almost no chance of 

aborts versus a higher level of concurrency with optimistic approaches but with the 

possibility of expensive aborts and restarts. It becomes intuitive to see that the 

proper use of optimistic techniques is when there is a low probability of conflicting 

transactions. 



OPTIMISTIC 
CONCURRENCY CONTROL 

STAGES 

L.-.-S_~_O_p_~_W----,1 ·1,--_c_oN_~_~_~_K_NC_Y---,1 ·1,--_WRITE __ ---' 

1 2 3 

Figure 5 
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A transaction is composed of read and write statements. In the optimistic 

technique, all reads are allowed and all writes are made to a copy of the modified 

data items. This copy may eventually replace the associated data items in the 

database but until it passes its validation phase, it is inaccessible to other 

transactions. If a transaction passes its validation phase and the write phase is 

completed, all new data items are accessible to users. Kung and Robinson show 

that the following procedures are necessary in order to support read and write 

phases of a transaction: 

create 
delete (n) 
read(n,i) 
write (n, ~ v) 
copy(n) 

exchange(n 1,nJ 

create a new object and return its name 
delete object n. 
read item i of object n and return its value 
write v as item i of object n. 
create a new object that is a copy of object nand 
return its name. 
exchange the names of objects n 1 and n2' 

The second phase of a transaction in the optimistic approach is to validate 

a transaction which means to ensure that the transaction in question does not 

conflict with other transactions that have already been validated. There are 

different correctness criteria but a widely used one is serializability [P AP79; 

BSW79]. In order to provide serial equivalence, each transaction is assigned a 

unique identifying number. This is done in order to make comparisons for the 

validity step. Kung and Robinson [KR81] show that if one of the following three 



conditions hold with regard to two transactions T j and Tj (where T j is older than 

Tj ), a serially equivalent schedule results. 

1. T j completes its write phase before Tj starts its read phase. 
2. The write set of T j does not intersect the read set of Tj , and T j 

completes its write phase before Tj starts its write phase. 
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3. The write set of T j does not intersect the read set or the write set of 
Tj and T j completes its read phase before Tj completes its read 
phase. 

Kung and Robinson show some good examples of algorithms that detect 

different combinations of the above conditions. They also make the observation 

that two ideal applications for optimistic approaches include query-dominant 

systems and index operations for very large tree-structured indexes. 

If it is determined that the operations in the shadow copy will result in an 

inconsistent database, the transaction is aborted and possibly restarted. If the 

operations in a transaction will result in a consistent database, the shadow copy 

replaces and thus updates the affected data. This consistency check is often 

implemented by examining the serial equivalence of the operations. In other 

words, if transactions can be shown to be equivalent to a schedule of transactions 

that executed one after another (serially), it is known that it will result in a 

consistent database [KR81]. 

The write phase is analogous to a committed transaction in the two-phased 

locking approach. It updates the data in secondary storage and if a hardware 

failure were to occur after the consistency check and before the write operation 



was completed, the update would be captured in some kind of a log file that 

would be restored to the database. 
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It is important to consider what happens when a transaction repeatedly fails 

its consistency check. This might occur because the transaction (T 1) in question is 

very long and a shorter transaction (T2' which conflicts with T 1) could start after 

T1 and complete before T1. If this continually happens then we observe what is 

known as starvation. It is assumed that in any system employing an optimistic 

technique, starvation will be rare. If not, the performance degradation would be 

prohibitive. One way to handle starvation is to keep track of the number of 

restarts of each transaction [KR81]. Once the number of restarts exceeds the 

predetermined allowable number, the transaction would effectively "lock" the 

portions of the database that it needs. 

In summary, the theory behind optimistic approaches is that performance is 

enhanced because all transactions are allowed to proceed and that almost all will 

be updated to the database without the overhead of locking. In the rare case of 

an update anomaly that repeatedly occurs after restarting a transaction, a locking 

mechanism could be used which ensures that worst case performance is still 

acceptable. 

Concurrency Control Mechanisms in 0-0 Databases 

Some concurrency control mechanisms for object-oriented databases are 

actually used in implementations and some mechanisms have been proposed but 



are not yet found in practice. In this section, different concurrency control 

mechanisms appropriate to OODBMS's are examined and some OODBMS's are 

reviewed with respect to the way concurrency control is implemented. 

Versioning 

Several methods of CC exist both in practice and theory in the object

oriented database world. As would be expected, some CC methods address 

certain issues favorably, whereas other methods are stronger with regard to 

different issues. An example would be a CC method known as versioning. 

Versioning allows many different versions of an object to be created without 

enforcing consistency requirements at creation time. 
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OODBMS's are being used in applications that are novel compared to the 

standard applications managed by relational systems. Examples include 

CAD/CAM, software engineering, and office automation. These novel 

applications also have novel requirements such as several alternatives of the same 

object might have to be maintained. At some point, the versions need to be 

reconciled. Indeed, the ability to support multiple versions is important in 

contemporary OODBMSs and is a popular concurrency control alternative for 

systems where long transactions are common [CEL92]. 

In summary, a major advantage of versioning is that long transactions are 

better supported. For example, a user working on a design object for a week 

needs to insure that when it comes time to save the design, an abort will not be 
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executed due to CC issues. Rather, the long transaction is saved and later 

reconciled if inconsistencies exist. Another advantage of versioning is that it 

allows multiple users to operate on the same object if they want to without being 

"locked out" like conventional methods do. 

A disadvantage of versioning is that it does not support conventional 

transactions very well. Usually, a second CC mechanism must exist for systems 

that process both long and conventional transactions. 

Locking Techniques 

Another method of integrating concurrency control into an OODBMS 

where versioning is not needed is an adaptation of the locking technique 

[CAR92]. Some implementations of adapted locking techniques exist in the 

OODBMS world. Two examples are the ORION system [KIM91] and the O2 

system [CAR92]. While locking techniques have been researched for some time 

in the conventional database world, research concerning locking techniques 

specific to the object-oriented database world is relatively new. In short, there are 

a number of systems that make use of hierarchical locking in determining locking 

protocols and they seem to stem from the work by Gray [GRY78]. 

The advantages of locking techniques for object-oriented databases is two

fold. First, locking approaches are well documented both in implementation and 

performance. Serializability is achievable with locking and database developers 

are familiar with locking techniques. 
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The major disadvantage of locking is that it operates in a worst case 

scenario meaning that locks are often placed on items of data where it is 

unnecessary. Thus, locking performance is lower than it could be compared to the 

mythical perfect algorithm. Also, locking in the hierarchical system is more 

complex and will thus take longer to develop and perfect. 

Concurrency Control in the O2 Database System 

Concurrency control in the O2 database system can be classified as a lock

based mechanism adapted to the object-oriented model. There are a number of 

similarities between the CC mechanisms of the O2 and ORION database systems 

[GK88]. Not only do both systems use lock-based mechanisms, they both use 

implicit locking (defined below) as a part of the object-oriented hierarchy in order 

to minimize the number of explicit locks that must be set [GRY78]. There are, 

however, significant differences between the O2 and ORION mechanisms that wiIl 

be illustrated after the basic concepts of both systems are explained. 

Some basic issues must be addressed in any CC scheme for object-oriented 

databases as the notion of a class hierarchy requires modifications to standard 

locking. First, an object belongs to a class and inheritance between classes is 

often necessary and desirable. If a transaction updates an instance object, the 

definition of the class of that object should not be allowed to change nor should 

its superclasses be allowed to change. Thus, access to distinct classes and object 

instances is not independent and must be controlled. 
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Second, there is a difference between an instance object and the attributes 

of a class. An instance object is just an instance or a leaf node in a given class. 

The attributes of a class have implications in the object-oriented hierarchy as 

attributes can be inherited. Consequently, if an attribute of a given class is going 

to be read or modified, access to instances of that class and all subclasses must be 

restricted to maintain consistency. Thus, different types of objects (instances, 

other objects, classes, etc.) in a system must be taken into account when designing 

a CC protocol for an object-oriented database. 

The concurrency control mechanisms implemented in both O2 and ORION 

have at their roots the hierarchical locking protocol proposed by Gray [GRY78]. 

The protocol discussed by Gray is concerned with the technique of a granularity 

hierarchy. A key part of granularity hierarchy is concerned with the notion of 

implicit locking. The advantage of implicit locking is that the number of explicit 

locks that must be set and maintained in the lock table can be reduced [KIM90a]. 

Implicit locking is defined in [GRY93] as "In hierarchical lock protocols, setting 

locks on coarse granules gives implicit locks on the finer granularity objects. For 

example, an explicit file lock gives implicit locks on the records of the file." 

The O2 system uses two types of lock modes to control access to classes 

and to instances [CAR92]. The two types of modes are C-types to control classes 

and I-types to control instances. The authors in [CAR92] explicitly state that 

instance locks should not be confused with class locks as they are totally 
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independent. Similar to standard lock-based protocols, for each mode, I or C, 

there are two lock types: the R type for reading an instance/class, and the W type 

for writing an instance/class. 

Each time a method is applied to an object that is a class, locks on the 

class (C-type locks) are requested for both real and virtual accesses. The virtual 

accesses are locks that are set on all subclasses only as superclass locks would be 

redundant. 

If a method is applied to an instance object, a lock on the instance (I-type) 

is requested for the real access and C-type locks are requested for locks on classes 

for virtual accesses. A method can only be applied though, after all real and 

virtual locks have been granted. 

The following is a table that shows the compatibility of methods on classes 

and instances in the O2 system adapted from [CAR92]: 



Read - e 
\~rite - e 
Read i E C 

Read i E e 

O2 Compatibility Table 

Class C Subclasses of C Superclasses of C 
(cq (C") 

Read 
C 

-
N 

-
-

Write Read C Write e Read e 
e (e I) (e l ) (C") 

N - - -
N N N -
N - - -
N - - -

Table 1, O2 Compatibility Table 
Source: [CAR92] 

Write e 
(C" ) 

N 

N 

N 

N 
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Legend: - = Compatible, N = incompatible 
Read C = Read Class, Write C = Write Class 
Read i E C = Read Instance i that is a member of class C 
Write i E C = Write Instance i that is a member of class C 

There are five types of locks in O2 which were adapted from the 

hierarchical locking protocol described by Gray [GRY78] and are explained as 

follows [CAR92]: 

IR - Read - This lock on a class implies that all instances from the given 

class are implicitly locked in the read mode and that some instances 

are or will be explicitly locked in read mode. This lock prevents the 

instances from being written by another concurrent transaction. 

Iw - Write - This lock on a class implies that all instances from the class 

are implicitly locked in the write mode and that some instances are 



or will be explicitly locked in write mode. This lock prevents the 

instances from being read or written by another concurrent 

transaction. 
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IIR - Intentional read - This lock on a class means that some instances of 

the class are or will be explicitly locked in the R mode. 

Ilw - Intentional write - This lock on a class means that some instances of 

the class are or will be explicitly locked in the W mode. 

IRIW - Intentional write and instance read - This lock on a class associates 

effects of both mode Rand IW. Before an explicit lock (IR or Iw) is 

placed on an instance, an intentional lock (IIR or IIW) must be placed 

on its class. 

Table 2 shows the compatibility between the different instance lock modes 

as it appears in [CAR92]. It is important to note that table 2 refers to I-locks 

which are totally different from C-Iocks in that C-Iocks control the representation 

of a class while I-locks control access to instances of the class. 



DI 
IR 

Iw 

IIR 

IIW 

IR1w 

Compatibility of I-lock Modes 

IR 
1 

Iw 
1 

IIR 
1 

IIW 

N N -- --
N N N N 

N -- -- --
N N -- --
N N N --

Table 2, Compatibility of I-lock Modes 
Source: [CAR92] 
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IR1W 
1 

N 

N 

--
N 

N 

Along with the different types of instance locks, class locks exist in order to 

control access to the structure of a class. The advantage of the different types of 

modes is that an instance write may take place with a class read which is not 

possible with the protocol described in ORION. 

CC can be implemented at either the logical or the physical level. In the 

O2 system, the physical locking mechanism takes place at the page level. Locking 

only at the physical level has a negative effect on the degree of concurrency that is 

possible in the system because a single page probably contains many objects 

[CAR92]. If a transaction locks one instance object, everything included in the 

same page as that instance is also locked. 
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Locking at the logical level means that a logical lock is associated with the 

object ID of an object. A logical lock must request access to an object. If the 

request is for a "real" access to an object, a physical lock on the page containing 

the object must be requested once the logical lock is granted. Logical locks are 

released at the end of the transaction, while physical locks can be released at the 

end of the read-page or write-page operation. The effect is that read-page and 

write-page operations are made atomic. A similar technique is used in the 

ORION system [GK88] except that the ORION system does not take advantage 

of commutativity to increase concurrency. 

The nested transaction model presented in [BBG89] has had significant 

influence on the concurrency control mechanism in O2, A transaction in the O2 

system is explained as " ... a transaction is modeled as a sequence of operations on 

objects provided at a given level of abstraction. An operation may be regarded in 

turn as a transaction invoking operations defined on objects at lower levels 

[CAR92]."3 

A basic tenet of multilevel transaction theory [BBG89] is that concurrent 

execution of transactions is correct if the resulting subtransactions at each lower 

level are serializable and if the serialization orders of the different levels are 

compatible [CAR92]. 

3Found on page 478. 



Multilevel transactions have an advantage over one-level transactions in 

that at each level of abstraction, the semantics of given operations can be 

exploited much like the knowledge of given transactions allows commutativity 

between operations. 
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The authors in [CAR92] give an example to demonstrate the advantage of 

multilevel transactions. They explain that even though two transactions need 

simultaneous access to information contained on the same page in physical 

storage, it is possible to exploit the fact that the two transactions are actually 

updating different records or objects. The authors give another example to 

demonstrate that operational commutativity is possible if the semantics of the 

transactions are known. Again, this is possible through the multilevel transaction 

model given in [BBG89]. 

After understanding the multilevel concept, it is necessary to understand 

when it can be used. The important heuristic is that independence must be 

proved at each level of abstraction. If this cannot be proved, then the conflicting 

transactions must execute serially and not concurrently. Independence can be 

demonstrated if either of the following holds [CAR92]: 

1. When objects are constructed from distinct and independent objects 

at lower levels. 
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2. When objects share some common objects in their representation 

and these common objects are only used by operations that 

commute. 

Concurrency Control in the ORION Database System 

The ORION database system uses a lock based system to provide 

concurrency to users [GK88]. Locking was chosen because of its strong 

theoretical background. Like the O2 system, the ORION CC mechanism takes 

into account the hierarchical nature of the object-oriented database model in 

order to minimize the required number of locks in a given transaction. This is 

accomplished by adapting the theory used in the O2 system; namely the granularity 

locking protocol described by Gray [GRY78]. ORION, like the O2 system 

supports both logical and physical locking. The description of the logical and 

physical protocols are as follows as found in [GK88]: 

The lock manager sets a lock on a logical object, namely each node (lockable 
granule) on a granularity hierarchy, a class lattice, and a composite object. A 
physical lock is a lock on a physical page that contains logical objects, and 
must be set before logical locks are set on objects in the page. The lock 
manager holds logical locks until the end of the transaction which acquired 
them,' however, it releases physical locks as soon as objects in the pages are 
accessed. 

Table 3 illustrates the compatibility between various lock modes that are 

supported in the ORION database. The theoretical background of the different 

lock modes is from the work done in [GRY78]. A,/ in table 3 means that two 



different transactions could simultaneously hold the given types of lock. A "No" 

means that two different types of transactions could not hold the two types of 

locks simultaneously. For example, transaction Tl could hold an IS lock on a 

given data granule while transaction T2 simultaneously holds a IX lock on the 

same granule. Note that if an X type of lock is granted, no other lock mode can 

be granted. 
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It is important to note that composite object locking is supported even 

though the components of the composite object do not carry an identifier of the 

composite object. This makes supporting a composite object as a lockable granule 

more difficult and is the reason that the three additional lock modes ISO, IXO, 

and SIXO are necessary. 



Current 

Mode 

I 

Compatibility Matrix for Granularity Locking 
and Composite Object Locking 

IS 

IX 

S 

SIX 

X 

ISO 

IXO 

SIXO 

Requested Mode 

II IS I IX I S I SIX I X I ISO , , , , No , 
, , No No No No , No , No No , 
, No No No No No 

No No No No No No , No , No No , 
No No No No No , 
No No No No No I 

Table 3, ORION Compatibility Matrix 
Source: [KIM90a] 

I IXO I SIXO 

No No 

No No 

No No 

No No 

No No , , , No 

No No 

As in the O2 system, ORION instance objects are treated differently than 

are class objects. Following are descriptions of each of the lock modes: 
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I 

IS - Intention Share - This lock on a class means that all instances of the 

class will be explicitly locked in -S mode as necessary. 

IX - Intention Exclusive - This lock on a class means that instances of the 

class will be explicitly locked in S or X mode as necessary. 

S - Shared - This lock on a class means that the class definition is 

locked in S mode, and all instances of the class are implicitly locked 

in S mode, and thus are protected from any attempt to update them. 



SIX - Shared Intention Exclusive - This lock on a class 

implies that the class definition is locked in S mode, and all 

instances of the class are implicitly locked in S mode and instances 

to be updated (by the transaction holding the SIX lock) will be 

explicitly locked in X mode. 
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X - Exclusive - This lock on a class means that the class definition and 

all instances of the class may be read or updated. 

ISO - Intention Shared Object - Corresponds to the IS mode but supports 

locking composite objects (to be read) after the class objects are 

locked in IS mode and the selected instances are locked in S mode. 

IXO - Intention Exclusive Object - Corresponds to the IX mode but 

supports locking composite objects (to be updated) after the class 

objects are locked in IX mode and the selected instances are locked 

in X mode. 

SIXO Shared Intention Exclusive Object - Corresponds to the SIX mode 

but supports locking composite objects (to be read or updated) after 

the class objects (that will be read) are locked in S mode and all 

instances of the class are implicitly locked in S mode and instances 

to be updated (by the transaction holding the SIXO lock) will be 

explicitly locked in X mode. 
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A few basic observations are in order. First, an IS, IX, S, or SIX lock on a 

class implicitly prevents the definition of the class from being updated. Note that 

instances can only be locked in S or X mode but that class objects can be locked 

in any of the first five modes. 

Like standard transaction systems, two types of operations are appropriate 

for class sublattices. They are queries and schema changes. These are basically 

the same as reads and writes. 

In summary, both the O2 and ORION CC mechanisms have limitations that 

can be improved upon. First, many of the combinations in both compatibility 

tables 2 and 3 are evaluate to a no, or not compatible. By defining different lock 

types that are more specific along with additional lock types, more yes 

combinations are possible and a higher degree of CC is possible. 

Second, both mechanisms do not distinguish class definitions from instances 

or method definitions. By treating different object types separately, the degree of 

CC can. be enhanced. Also, understanding the different operations that can occur 

with a different object type will enhance the CC degree. 

Database CC Performance Modeling 

The most common methodology used in validating CC mechanisms is 

simulation [FRT92; TAY87; ACL87; RTH90a; RTH90b; TGS85]. Indeed, 

simulation is widely used in validating many different software components. 

Because simulation will be used to validate the mechanism proposed in this study, 
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a review of relevant literature concerning performance modeling, performance 

analysis, and simulation in the database CC domain will be performed. 

Agrawal et at. [ACL87] state in their model that there are three main parts 

of a concurrency control model and that each must be addressed in any 

performance study of concurrency control modeling. The first is the database 

system model which includes the characteristics of the hardware components such 

as disks and CPU's. Other characteristics include software components such as the 

scheduler, the size of the database, and the concurrency control mechanism. 

The second part of the model is the user model and is concerned with 

items such as the arrival of users, whether an open or closed system with terminals 

is assumed, and whether the system operates in batch or interactive mode. The 

third component is a transaction model which refers to the processing 

requirements of transactions. 

The following are some variables that are often manipulated or examined 

in database CC simulations and are important because the [ACL87] study provides 

a reference for much of the work described later in this research [FRT92; KM91; 

ACL87; ACM87; TA Y87]: 

1. Blocking ratio [ACL87] - The blocking ratio is dependent on transaction 
size and the database size as well as the number of active transactions in a 
system. 

2. CPU time - The amount of CPU processing needed for various activities 
including setting and maintaining locks as well as processing the 
transactions. 
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3. Database cache [FRT92] - An area of fast, volatile storage in which copies 
of recently accessed items are placed. These authors model a system such 
that all high contention items are resident in the cache. This allows them 
to study the effect of varying data contention on performance by varying 
the number of high contention items in the database while keeping the 
cache hit ratio and the number of disk accesses per transaction fixed. 

4. Database size [ACL87] - This is the total number of objects in the 
database. These authors chose 1000 pages for their database size. It is 
important to choose this number carefully because if it is too large in 
comparison to transaction sizes, little contention will occur and the 
differences between various CC mechanisms will not be observed. This is 
what occurred in [ACL87]. 

5. Granularity of locking [FRT92] - The level of locking at which the system 
is set. It can be a field, record, object, page, etc. 

6. I/O subsystem [FRT92] - This is the number of disks such that the ratio of 
CPU and disk utilization remain constant. 

7. Level of contention [ACL87] - Also known as the multiprogramming level, 
this the number of active transactions in the system at a given time. This 
was varied from 5 to 200 active transactions in their experiment. 

8. Logging and Recovery [FRT92] - These authors write the log records into 
nonvolatile storage, which are asynchronously transferred to disk. 
Furthermore, blocks modified by the transaction are written into global 
main memory, but are not immediately written to disk. 

9. Number of terminals [ACL87] - This was set at 200 but is not crucial if the 
level of contention is set low because transactions will accumulate at a 
ready queue. 

10. Probability of write operation [ACL87] - The probability that a transaction 
will write X given that it has performed a read on X. This was set at .25 in 
the [ACL87] study. Thus a write had a .25 probability of occurring and a 
read had a .75 probability of occurring. 

11. Restart ratio (set to zero for mechanisms where restart is not applicable). 
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12. Transaction size (mean, max, min) [ACL87] - Transaction size is modeled 
as a uniform distribution with a mean of 8 pages, a maximum size of 12 
pages and a minimum size of 4 pages. 

13. Transaction arrivals [ACL87] - Transactions arrive at a rate of 1 per second 
with an exponential distribution. 

Performance Modeling 

Performance is a crucial consideration for any CC mechanism. It is 

intuitive that a given CC scheme that outperforms another scheme is preferable. 

The critical metric that is examined in ·simulation studies concerning performance 

is the transaction throughput rate and is often measured as transactions completed 

per second [ACL87]. Indeed, performance is one of the major directions of 

research in database CC [RTH90a; RTH90b; TGS85; ACL87]. 

Some schemes like the two-phased locking (2PL) protocol will always 

produce correct schedules (assuming no software failures) but are unacceptable in 

certain situations because of poor performance [BHG87; FRT92]. Other schemes 

that are more optimistic can perform well under the right circumstances but can 

also perform poorly if conflicts between transactions are common. 

Systems designers must understand the DBMS, users needs, locality, and 

common types of transactions in order to optimize performance. For example, 

Agrawal et aI. [ACL87] found that if both infinite resources and a large number of 

transactions are assumed, throughput was highest with optimistic protocols. This 

occurs because wasting resources is not critical and a higher level of concurrent 
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execution is possible. If, however, finite resources are assumed, blocking protocols 

perform better but all protocols are affected by the level of multiprogramming in 

the system. 

Agrawal et al. [ACL87] stated several other interesting conclusions 

concerning different CC mechanisms. They found that blocking algorithms 

perform better than restart oriented protocols (e.g., optimistic protocols, 

immediate-restart, etc) when the levels of resource utilization are high. Stated 

another way, when physical resources are limited, blocking algorithms outperform 

restart-oriented protocols. One of the primary contributions of this study 

[ACL87] was that it explained many conflicting results of previous studies as 

differences in assumptions and models. When the different assumptions are 

reconciled, consistent results can be obtained. Figures 6 and 7 are replications of 

the logical and physical queuing models respectively that [ACL87] developed. 

They provide a standard simulation model that is used as the basis for a 

transaction processing system in this study. 

Based on the contributions of many researchers including [ACL87], systems 

designers have generally concluded that no single CC mechanism is superior under 

all circumstances. Although several factors must be examined before making a 

decision, two very important factors are the amount of resources available and the 

level of multiprogramming. 
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A final note about performance modeling is that very little work has been 

done in the area of CC in 0-0 databases. Indeed, little has been done up to this 

point in the area of 0-0 databases. Several issues must be examined in order to 

effectively evaluate CC mechanisms. Setting up an appropriate model to evaluate 

CC in 0-0 databases is the focus of the methodology section. 
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THEORY DEVELOPMENT 

In this section, a framework for 0-0 database CC is developed which 

includes necessary rules and dimensions that must be examined. After the theory 

is developed, the new mechanism, 02C2 is described with attention given to how it 

conforms to the developed theory. This section includes references to the 

example set forth in Figure 2 and its description to illustrate the theory of 02C2. 

As illustrated in Figure 2, Computer is the highest level class and is 

referenced as class 1. It has six attributes and three of the attributes are attribute 

classes themselves; namely, Manufacturer, Secondary Storage, and Performance. 

The other three attributes are considered simple attributes. The attribute classes 

are numbered 1.0.1, 1.0.2, and 1.0.3 to denote that they are attributes of class 1 

and not subclasses. The heavy line is also used to signify the attribute class 

distinction. 

In the narrative (in outline form) that follows Figure 2, instances are listed 

for many classes. Though not explicitly stated, these instances would have a value 

for each attribute listed in the class. Thus, the Cray Supercomputer K instance 

would have data for each of the six attributes listed. 

Two subclasses are defined for the class Computer and they are Mini & 

Mainframe Computers and Desktop Computers. They are numbered 1.1 and 1.2 

respectively to designate that they are subclasses of class 1. 
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Each of the subclasses has its own specific attributes but each subclass also 

inherits the attributes of the parent Computer. Thus, every instance of Desktop 

Computers would have 11 attnbutes that would possibly need to be completed; 5 

of the attributes defined in its own class definition and 6 defined in the superclass, 

Computer. 

Methods are similar to attributes in that each subclass has its own specific 

method defined specifically to operate on the attributes or instances within that 

subclass. Methods, like attributes can also be inherited. If an instance is being 

created at the Desktop Computers class, the attributes of the parent Computer 

(e.g. Manufacturer), will be inherited. The method for updating the attribute will 

have to be inherited along with the attribute. Thus, the new instance of Desktop 

Computers could be operated upon by possibly 11 methods; 5 of the methods 

defined in its own class definition and 6 defined in the Computer class. 

Following this same logic then dictates that an instance of the class 

Laptops might have 23 attributes to complete which could potentially be operated 

. on by 23 methods. Two items must be noted' here though. First, some attributes 

in a general class might not apply to a subclass so the ability to not inherit 

attributes is often provided. For example, in many Laptop computers the ability 

to install a network card is not possible. For a given system then, programmers 

have the ability to disable the inheritance of the network card attribute in the 

laptop class. 
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The second important item is that it is possible to redefine a given attnbute 

in a subclass from a superclass. This is accomplished by assignment of the same 

name to the attribute in the subclass as the attribute in the superclass. This is 

necessary because a superclass attribute might not quite capture the correct 

meaning for instances in a subclass. An example occurs in the IBM Standard 

class with the attribute {Performance}. An instance in the IBM Standard class 

does not inherit the {Performance} attribute from the class Computer but uses its 

own attribute. This is true because the computer reseller in this example wants 

to measure performance for IBM Standard personal computers by clock speed. 

Additionally, the Laptops class inherits the attribute {Performance} from the 

closest superclass (IBM Standard) in a conflict situation. 

Dimensions Needed for 0-0 CC 

A CC mechanism in an object-oriented database system must address issues 

along four dimensions. These four dimensions are explained in this section and 

are as follows: 

1. Hierarchical Level Dimension 
2. Data Type Dimension 
3. Composite or Complex Objects Dimension 
4. Transaction Type Dimension 

The intent of specifying these four dimensions is to provide the requisite 

theory for the necessary rules and locks types that follow in later sections. These 
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dimensions are designed to be complete so that all issues of concurrency relate to 

at least one of the dimensions. 

Hierarchical Dimension 

The hierarchical dimension refers to the generalization/specialization 

property in object-oriented databases [SS77]. As noted in figure 2, the notion of a 

hierarchy is fundamental in object-oriented databases and CC in a hierarchical 

model is discussed at length in [GRY78, GRY93]. A fundamental characteristic 

of CC in a hierarchy is that a transaction updating an object is not at all 

independent due to the inheritance property. It might necessarily be true that 

updating an object at a high level in the hierarchy would require that objects at 

lower levels in the hierarchy also be locked. If not, inconsistencies could result. 

This is not an issue in the relational model as locking tables or records are 

independent. That is, if a table or a record needs to be updated, it is locked and 

there are no effects that occur elsewhere in the database. 

An example from figure 2 is a transaction updating the Computer class 

definition. A transaction that changes the attribute Price (retail) necessarily 

affects other classes in the hierarchy. In other words, a transaction updates the 

Price (retail) attribute for instances by making a global change. The transaction 

might be increasing the Price (retail) attribute of all instances of computers in the 

entire database by 10%. This transaction cannot be allowed to execute 

concurrently with a transaction modifying the Price (retail) attribute for an 
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instance in a specific subclass. One solution addressing the hierarchical dimension 

is discussed in [GRY78, GRY93]. Different lock types with specific definitions 

are presented in [GRY93] and include intent, share, exclusive, and update. 

An example of the hierarchical locking is when an intent mode lock is 

granted at a root node level before update mode locks are granted at the leaf 

node level. Then, if a conflicting transaction attempts to set locks on a parent 

node, it will be forced to wait until the initial transaction completes. If not, two 

conflicting transactions could set locks at different levels of the hierarchy and 

update the database with inconsistent data as shown in the example in the 

previous paragraph that included a retail price increase. 

Data Type Dimension 

Differences between the types of data that are being used in a transaction 

should be addressed in a CC scheme designed for object-oriented databases. 

Transactions that update instances, class definitions, aggregate data, and methods 

are fundamentally different. 

In the Class Hierarchy Example in Figure 2, consider transaction T1 that 

reads a value {Architecture_Type} (attribute AJ) from instance 11 (COMPAQ 

Model A), of the class IBM Standard (class reference number 1.2.3). Also 

consider transaction T2 that modifies the class definition of IBM Computers by 

adding an attribute {Video_Bus} (attribute 2). These two transactions are distinct 

as one is reading the value of an instance while the other is adding a class 
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attnbute. Under many CC schemes, these transactions would be incompatible as 

they are operating at the same class level. Though both of these transactions are 

operating at the same class level, they can be treated separately and thus, they 

are not incompatible. The results of exploiting the semantics of the data type 

results in higher levels of concurrency and thus, differentiating transactions based 

on data type is beneficial. 

Composite Dimension 

Though not intuitive, it can be seen that a CC mechanism in an object

oriented database should take advantage of the fact that composite objects exist. 

A composite object is defined in [Kim90a] as a collection of heterogenous 

objects to form a single object. The simple objects continue to be maintained in 

the system as separate entities but the link to form a complex object is also 

formed which significantly increases the flexibility of the database. Composite 

objects are commonly used in manufacturing applications: For example, cars (a 

composite object) are formed from many parts (which can be simple objects or in 

turn, complex objects formed from still more basic parts). The ability to form 

composite objects increases the flexibility for software engineers and thus are 

significant in object-oriented databases. 

In figure 2, the object Computer is modeled. If the definition of Computer 

is changed in the system, it is necessary to not only lock the class definition of 

Computer, it is also necessary to lock the component objects of Computer to 
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ensure consistency. The only component object of Computer is Secondary 

Storage. [KIM90a] differentiates between component objects such Secondary 

Storage and a weak attribute such as Computer_Manufacturer (class 1.0.1). The 

distinction is useful as composite objects have the part-of relationship while weak 

attnbutes do not. 

Identifying the composite dimension as critical for CC allows flexibility as 

well as an opportunity to increase performance. Proceeding to lock each 

individual object before the composite object can be locked would result in a 

degradation of performance. Thus, building a CC mechanism with composite 

objects specifically in mind will result in increased performance. 

Transaction Type Dimension 

Ultimately, an operation will perform one of two functions on an item of 

data; a read or a write. As explained in the section on two-phased locking, two 

separate operations can read the same item of data without inconsistencies 

resulting. A potential problem exists when a write operation is performed on an 

item of data. If an item of data will be written by a given operation, no other 

operations can be allowed access to the data item (whether they be read or write 

operations) until the item of data is released by the initial write operation. If this 

were not true, we could observe lost update problems, dirty read problems, or 

phantom data problems [BHG87]. It is thus important to distinguish between 

read and write operations in order to increase concurrency levels. 
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Rules of the Object-Oriented CC Mechanism 

Some basic rules are introduced in this section that 02C2 must follow in 

order to ensure consistency. These rules are designed to address issues related to 

the four dimensions previously discussed. As such, the rules are listed below 

along with the dimension to which it applies; it should be noted that some rules 

address issues related to more than one dimension. The purpose of these rules 

are to provide a basis for evaluating 02C2. 

Rule 1 - Hierarchical. Transaction Type 

For instances that will be updated, the hierarchy must be locked in an 

upward direction with an intent lock type. This must occur so that no transaction 

could perform an operation at a very coarse level that would conflict with a 

transaction updating an instance (an operation at a fine level). An example from 

the class hierarchy is a transaction that updates the Price attribute for a Desktop 

Computer. This would conflict with a transaction acting at the Computer object 

level attempting to increase Price for all instances by 10%. CC must be 

operational so that these transactions do not produce inconsistent results. 

No locking will need to occur "down" the hierarchy though because of an 

instance update. The hierarchy will have an intent lock type that is either 

shareable or exclusive depending on whether the operation is a read or a write. 
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Rule 2 - Data Type, Transaction Type 

Instances themselves can only be locked with an explicit read or write lock. 

Classes can be locked in a variety of manners including intent, shareable, and 

exclusive. 

Rule 3 - Data Type, Composite 

If the data type that is being updated is aggregate data, locks will need to 

be placed on all instances in the class and subclasses that form the aggregate data. 

There is no need to lock superclasses in the hierarchy as it is usually the case that 

aggregate data is stored or calculated at the highest level in the hierarchy where 

aggregation starts. 

Rule 4 - Data Type 

An operation on a class definition is considered to be separate from an 

operation on an instance. As new attributes are added, all the old instances must 

be updated to reflect the changes. Inconsistencies will not result because of 

updating a class definition simultaneously with creating instances using that class 

definition. Several instances may have to be updated if a class definition is altered 

because they will be out of date with the new structure, but the update will not 

make existing data inconsistent. 

Rule 5 - Transaction Type, Data Type 

Some transactions need to perform operations on all or most of the 

instances in a class. To minimize the number of locks that need to be held, a lock 



type that explicitly locks all instances of a class for one transaction is necessary. 

This lock type should exist for both read and write operations. 

Rule 6 - Hierarchical, Data Type, Composite Objects, Transaction Type. 
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Occasionally, a single transaction needs to perform operations on most of 

the instances in a class as well as class definitions. The same transaction may also 

need to calculate aggregate information or manipulate composite objects. It 

would be convenient to have one lock type that locks all the instances of a class, 

the class definition, and composite objects if any exist. This lock type should also 

handle either read or write operations. 

Rule 7 - Hierarchical, Data Type, Composite, Transaction Type 

An instance and a method are fundamentally different with respect to 

possible inconsistencies. An instance can be updated by one transaction 

simultaneously with the associated class definition update without causing 

inconsistencies. For example, when an attribute is added, old instances would not 

have values for the new attribute but that does not mean that inconsistent data 

resulted. This however, is not true with methods as inconsistencies could result if 

a method were updated at the same time it was being invoked by a transaction 

initiated at a specific class. This is true because a method is dynamic (it is being 

used by instances and is being read and updated by transactions affecting the 

class) and only one copy of the method is available. It is thus necessary to 

exclusively lock a method when it is in use by a class or an instance. 
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It is important to understand which operations are compatible with other 

operations in 02C2. After understanding the compatibility of various types of 

locks, it is important to understand how locks work in the hierarchy to effect CC. 

Like other studies that examine hierarchical locking [Kim90a, CAR92, GRY93], a 

compatibility matrix is presented in Table 4 after the lock types are explained. 

As is the case in most compatibility matrixes, the current operation and the 

requested operation require the same item of data or the same class. For 

example, two transactions requesting an instance read (R) on the same instance 

are compatible whereas two operations requesting a write (W) operation on the 

same item data are not compatible. 

Intention Read (IR) 

This lock can be placed only on a class and must be acquired before 

locking any instances to be read. Placing this lock on a class means that at least 

one instance in the class will be locked with a read lock. An intention lock on any 

class not only sets a lock on that class, but also on all superc1asses. This is the 

mechanism that ensures that once a transaction has already locked a class and a 

superc1ass, an incompatible transaction will have to wait until the hierarchy 

becomes available. This lock type is placed on the hierarchy prior to setting 

specific locks so that incompatible transactions acting at a coarse level cannot 

create inconsistencies. 
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Intention Write (IW) 

This lock can be placed only on a class and must be acquired before 

locking any instances that will be updated that are a part of the class. It means 

that at least one instance will be updated and allows for the transaction to update 

as well as read instances in the class. It also means that when this lock is placed 

on a class, it is also placed on all superclasses of the class. Again, this is to ensure 

that transactions attempting to make very broad, systemwide updates are forced to 

wait until intent locks are released. 

Read (R) 

This type of lock can be placed on an instance or an a class. An (R) lock 

on an instance means that the instance can be read without any inconsistencies 

resulting. Other transactions are allowed to read the instance but are not allowed 

to write it. Placing this lock on a class locks all instances of the class so that all or 

most of the instances can be read. A class read lock for all instances is useful 

when all or most of the instances are going to be read (possibly to find some 

aggregate information of all the instances). By locking all the instances of a class 

with one operation, the number of locks in the system is minimized. 

Write (W) 

This type of lock can also be on an instance or on a class. Placing this 

lock on an instance means that the instance is available to be updated without 

inconsistencies resulting because no other transactions are allowed to concurrently 
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read or write the instance. Similar to the read lock, placing this lock on a class 

locks all instances of the class so that they can be updated. A class write lock for 

all instances is useful when all or most of the instances are going to be updated 

(possibly to update a certain attnbute of all the instances). 

Method Read (MR) 

This type of lock is placed on a method if it is going to be read by a 

transaction operating at the class level. Like the Rand W lock types, an intention 

read lock for the class must be obtained prior to obtaining a method read lock. 

This is necessary to prevent other transactions from setting coarse locks on an 

entire hierarchy that would conflict with the method read. 

Method Write (MW) 

This type of lock is placed on a method if it is going to be written by a 

transaction operating at the class level. Like the Rand W lock types, an intention 

write lock for the class must be obtained prior to obtaining a method write lock. 

This is necessary to prevent other transactions from setting coarse locks on an 

entire hierarchy that would conflict with the method write. Unlike the method 

read however, special care must be taken in the CC mechanism when it comes to 

allowing concurrent operations that include a method write. A method write is 

not compatible with operations such as a class definition read because the method 

that is being updated may be the one that performs the class definition read. 

Because only one copy of the method exists, the operations are not compatible. 
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The degree of CC could be increased by allowing method updates and class 

definition operations to be compatible and making programmers responsible for 

making sure that the two incompatible operations do not occur. This CC 

mechanism is designed to be general purpose though so that less responsibility for 

CC is placed on users on programmers. 

Class Definition Read (CDR) 

Placing this lock on a class means that the class definition can be read; 

other transactions are allowed to read the class definition but are not allowed to 

update it. It is not necessary to lock instances in the class that is being read or its 

subclasses to prevent inconsistencies. The CDR lock needs to be preceded by an 

intention to read lock on the hierarchy for the reasons described in the intent lock 

section. 

Class Definition Write (COW) 

Placing this lock on a class means that the class definition can be updated; 

No other transactions are allowed to read or update the class definition. It is not 

necessary to lock instances in the class that is-being read or its subclasses to 

prevent inconsistencies. It will be true that several instances will probably need to 

be updated to reflect the changed class definition. For example, if we added a 

new attribute to a class, all instances created before the class definition change 

would have to be updated or they would be incomplete with respect to the new 

class definition. Though certain instances might be incomplete, they are not 
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inconsistent and thus do not have to be locked. The CDW lock needs to be 

preceded by an intention to read lock on the hierarchy for the reasons described 

in the intent lock section. 

Table 4 is a compatibility matrix showing the different lock types and their 

compatibility with one another. 

Compatibility Matrix of Transaction and Data Types for 02C2 

Requested Operation 

IR IW R W MR MW CDR CDW 

IR Y Y Y Y Y Y Y Y 

IW Y Y Y Y Y Y Y Y 

Current R Y Y 
Operation 

W y Y 

MR Y Y 

MW Y Y 

CDR Y Y 

CDW Y Y 

Table 4, Compatibility Matrix - 02C2 

Legend: Y = Two lock operations are compatible 
N = Two lock operations are incompatible 

Some important points must be noted about the compatibility matrix. First, 

it has typically been standard that a write instance (W) lock type is not compatible 

with an intention to write lock (IW) from another transaction [Kim90a, 
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CAR92,GRY93]. This is somewhat curious as it has also been standard that two 

IW locks on a class or a hierarchy of classes are compatible. In this proposal 

however, one transaction is able to hold a write lock on an instance while another 

transaction simultaneously holds an intention lock on the hierarchy where the 

updated instance exists. 

Second, the difference between an instance and a method is crucial. This is 

highlighted in the compatibility chart where it is shown that an instance write (W) 

is compatible with a class definition write (CDW). A method write (MW) 

however, i~ not compatible with a class definition write (CDW). This is true for 

the reasons listed in rule number seven. The primary benefit of this addition is 

that concurrency wiIl be increased as several instances can be accessed and 

updated simultaneously even though many transactions hold intent to write locks 

on the hierarchy. As was previously stated in the literature review, an increase in 

the number of transactions concurrently executing is a major goal in Cc. 

In this mechanism, a class definition update is compatible with an 

instance update in the same class because of some important assumptions 

concerning the system. The overriding concern governing this mechanism is that 

the degree of concurrency be increased meaning that more "yes" answers in the 

compatible lock types matrix is a key objective. 

If an instance update occurs in a class at the same time that the class 

definition is being updated, this operation can proceed concurrently. The instance 
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update operation is given a copy of the class definition that is publicly available 

(which will be the old definition). Once the class is updated, the new class 

definition is publicly available. Once all instance update transactions that used an 

old class definition have either aborted and are ready to restart or have 

completed, then the implications of the class definition update will be felt among 

all the instances. 

The implications are that class definitions updates are allowed to proceed 

concurrently with instance updates. This is critical as class definitions are 

inherited and thus, if these operations were not compatible, concurrency would be 

decreased. 

In this mechanism, a transaction holds an intent lock on a class hierarchy 

and then requests a write lock on the instance. This two level locking approach is 

necessary as it protects against a transaction setting a coarse lock on a hierarchy 

and then make conflicting changes to an instance that is concurrently being 

updated by a transaction operating at the instance level. 

Proor 

The following section is a proof of correctness for 02C2. Actually, much of 

the proposed mechanism has a two-phased locking proof of correctness because 

most of the transactions occurring in this database are covered by two-phased 

locking rules. Some transactions however, create systems problems and 



inconsistencies so they are discussed. The notation used in this section is 

borrowed from [ULL82] and [DK90]. 
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An arc is defined between two transactions Tl and T2 with a -. and an arc 

is created at the time a request is granted. Two transactions form an arc when 

one of three conditions occur: 

1. If Tl reads an item of data(x) and then T2 writes the item of data(x). 

2. Tl writes an item of data(x) and then T2 reads the item of data(x). 

3. Tl writes an item of data(x) and then T2 writes the item of data(x). 

The following is a listing of the possible relations that can occur. Each 

relation listed below corresponds to an N in the compatibility matrix in Table 4. 

Lemma 1. The relation T1-.T2 occurs if and only if at least one of the 

following cases take place: 

a Tl reads an instance i and then T2 updates the instance i. This arc is 

of the type [a-.,8 I aR, ,8WJ. 

b Tl updates an instance i and then T2 reads the instance i. This arc is 

of the type [a-+,8 laW, ,8RJ. 



C Tl updates an instance i and then T2 updates the instance i. This 

arc is of the type [a-+,B laW, ,BW]. 

d Tl updates a method m and then T2 reads an instance x that is in 

the same class as method m. This arc is of the type [a-+,B I aMW, 

,BR]. 
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e TJ updates a method m and then T2 updates an instance x that is in 

the same class as method m. This arc is of the type [a-+,B I aMW, 

,BW]. 

f Tl updates a method mt and then T2 reads the method mt. This arc 

is of the type [a-+,B I aMW, ,BMR]. 

g T t reads an instance i and then T2 updates the method m that is in 

the same class as instance i. This arc is of the type [a-+,B I aR, 

,BMW]. 

h Tt updates an instance i and then T2 updates the method m that is 

in the same class as instance i. This arc is of the type [a-+,B laW, 

,BMW]. 

1 Tl reads a method m and then T2 updates the method m. This arc 

is of the type [a-+,B I aMR, ,BMW]. 

j T t updates a method m and then T2 updates the method m. This 

arc is of the type [a-+,B I aMW, ,BMW]. 



k Tl reads a class definition c and then T2 updates the method m 

which is in the same class as c. This arc is of the type [a-+p I 

aCDR,pMW). 

1 Tl updates a class definition c and then T2 updates the method m 

which is in the same class as c. This arc is of the type [a-+p I 

aCDW,pMW). 

m Tl updates a method definition m and then T2 reads the class 

definition c which is in the same class as method m. This arc is of 

the type [a-+p I aMW, PCDR). 
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n Tl updates a class definition c and then T2 reads the class definition 

c. This arc is of the type [a-+p I aCDW, PCDR). 

o Tl updates a method definition m and then T2 updates the class 

definition c which is in the same class as method m. This arc is of 

the type [a-+p I aMW, PCDW). 

p Tl reads a class definition c and then T2 updates the class definition 

c. This arc is of the type [a-+p I aCDR, PCDW). 

q Tl updates a class definition c and then T2 updates the class 

definition c. This arc is of the type [a-+p I aCDW, PCDW]. 



Because so much of this proof is dependent on the two-phased locking 

proof, an example of the two-phased locking proof given in [U1l82] on page 380 

follows. 
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Theorem 11.2: If S is any schedule of two-phase transactions, then 

S is serializable. 

Proof: Suppose not. Then by Theorem 11.1, the precedence graph 

G for S has a cycle, Til~TI2~' .. ~Tip ~Til' Then some lock by TI2 

follows an unlock by Til; some lock by T 13 follows an unlock by T 12' 

and so on. Finally, some lock by Til follows and unlock by Tip' 

Therefore, a lock of Til follows an unlock TiH contradicting the 

assumption that Til is two-phase. 0 

The correctness criterion of 02C2 is the acyclicity of the conflict graph. If a 

cycle occurs as a part of the CC mechanism, correct results could not be 

guaranteed. The same type of graph is maintained in the system to detect 

deadlock situations and if a cycle is detected, one transaction is aborted and 

restarted. 
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In [GRY93] and [BHG87] it is stated and proved that any mechanism 

producing schedules that are two-phased and well-formed (all actions must have a 

lock before they can occur) is producing serializable schedules. 

Two-phased locking takes care of the following situations a, b, c listed 

under Lemma 1. 

d A proof for arc type d is not needed because the two transactions 
are not competing for the same data item, rather, the lock types are 
not compatible because there is a possibility that the updated 
method is the one that performs the instance read operation. A 
method cannot simultaneously be invoked and updated without 
indeterminable results because only one copy of the method exists. 

e Similar to d above except that the instance is being written instead 
of being read. That difference does not change the proof, however. 

f This is the two-phased locking proof because two transactions have a 
conflict over the same method. 

g This is similar to d except that the instance is read first and the 
method is updated second. 

h This is similar to e except that the instance is updated first and the 
method is updated second. 

This is also two-phased and is identical to f except that the read 
occurs first followed by the write operation. 

J This again is a two-phased locking type of proof where two update 
operations from separate transactions are competing for the same 
method. 

k A proof for arc type k is not needed because the two transactions 
are not competing for the same data item, rather, the lock types are 
not compatible because there is a possibility that the updated 
method is the one that performs the class read operation. 
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I Similar to k above except that instead of the class operation being a 
read, it is a write. 

m Identical to k except that method update occurs first and then the 
class definition read occurs. 

n This is the two-phased locking proof because two transactions have a 
conflict over the same class definition. This is a write/read conflict. 

o Similar to I except that the method is updated first followed by a 
class definition update. 

p Identical to n except that class read operation occurs after which the 
class update occurs. 

q This is the two-phased locking proof because two transactions have a 
conflict over the same class definition. This is a writelwrite conflict. 

Possible Transactions by Type in an Object-Oriented Database 

This section contains a Jist of the possible transactions in an 0-0 database 

by transaction type. This is given in order to ensure that 02C2 is robust and 

complete in its ability to provide CC. 

Class Transactions 

1 Delete a class 

1.1 Delete an entire class, all definitions, all instances, all methods. 

1.2 Delete an entire class with definitions and move all instances to 
another class. 

1.3 Add a class 
1.3.1 

1.3.2 

Add a class into an existing superclass with no existing 
subclasses. 
Add a class into an existing superclass with existing 
subclasses. 



1.3.3 Add a class that has no superclasses but that has 
existing subclasses. 

1.3.4 Add a class that has no superclasses and that has no 
existing subclasses. 

1.4 Modify an attribute of a class 
1.4.1 Change the data type of a class definition 
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1.4.2 Change the size of a class definition (8 byte real to 16 
byte real) 

1.4.3 Change the actual attribute meaning but keep the 
same data type 

1.5 Combine many classes into one 
1.5.1 Change the class definitions and methods to be 

compatible and combine all instances into one class 
1.5.2 Delete the class definitions and methods and combine 

all instances into one class modifying the instances to 
be compatible. 

1.5.3 Delete either the class definitions or the methods and 
combine all instances into one class modifying the 
instances (and either the class definitions or the 
methods) to be compatible. 

1.6 Split a single class into more than one 
1.6.1 Create the class definitions and methods for each class 

and determine which class the instances to be 
compatible and combine all instances into one class. 

1.7 Query for information concerning a class. 

1.8 Query for information concerning many classes. 

2 Method Transactions 

2.1 Delete a method 
2.1.1 Delete a single method 
2.1.2 Delete many methods in a class 
2.1.3 Delete many methods across classes 

2.2 Add a method 
2.2.1 Add a single method 



2.2.2 Add many methods in a class 
2.2.3 Add many methods across classes 

2.3 Modify a method 
2.3.1 Modify a single method 
2.3.2 Modify many methods in a class 
2.3.3 Modify many methods across classes 

2.4 Query for information concerning a class 
2.4.1 Query methods in a single class 
2.4.2 Query methods across classes 

3 Instance Transactions 

3.1 Delete an instance in one class 
3.2 Delete many instances in one class 
3.3 Delete instances across classes 
3.4 Add an instance 
3.5 Add many instances in one class 
3.6 Add many instances across classes 
3.7 Modify an instance 
3.8 Modify many instances in one class 
3.9 Modify instances that transcend classes. In other words, a 

transaction might "increase the retail price of all instances in the 
system by 10%." 

3.10 Query for information concerning instances in a single class. 
3.11 Query for information concerning instances in across classes. 

Hypothesized Findings 

In this section, the hypothesized findings of the simulation results are 

presented. First, transactions involving method or class definition updates are 
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expensive. In effect, these two types of transactions generate additional locks and 

if these transactions occur in a prominent superclass, a major portion of the 

database may be locked. 



This confirms the notion that transactions that affect the structure or the 

OODBMS itself should occur during "off hours." If systems or structural update 

transactions can be done at off peak times, significantly higher levels of 

concurrency can be achieved because the majority of the transactions will then 

either affect instances or be read operations involving methods and class 

definitions. 
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A second probable finding that will confirm prior research will be that 

increasing the multiprogramming level beyond some point will result in a decrease 

in throughput due to data contention. Transactions will be forced to wait longer 

for their pages and the probability of deadlock will increase. 
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METHODOLOGY 

02C2 is lock-based and relies on two-phased locking principles. It is 

important to note, however, that the object-oriented database model introduces 

complexities that do not exist in relational, centralized databases. Some of the 

complexities include the hierarchical structure, generalization/specialization, and 

the encapsulation of methods so that the methods must be taken into account 

when updates are made. Therefore, migrating two-phased locking principles from 

the relational, centralized model to the object-oriented model is not trivial. 

Simulation Modeling Definitions 

The most common methodology used in examining CC mechanisms is 

simulation [FRT92; ACL87; RTH90a; RTH90b; TGS85] though some researchers 

have used analytical modeling methods [TA Y87]. Indeed, simulation is widely 

used in examining many different software components. 

As noted in the literature review section, several important variables must 

be modeled to study database CC. The following list of most of those variables 

includes their associated values for this study. 

1. Blocking ratio [ACL87] - The blocking ratio is dependent on transaction 
size and the database size as well as the number of active transactions in a 
system. 

2. CPU time [ACL87] - The amount of CPU processing needed for various 
activities including setting and maintaining locks as well as processing the 
transactions. A unit of CPU time was set at 15 milliseconds for an actual 
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read or write operation. In this study, a unit of CPU will be a random 
variable with a triangular distribution between 12 and 17 milliseconds with 
a mean of 15 milliseconds. A constant cost of 1 millisecond for CPU time 
was given when data items were locked that were not actually being used. 
These locks occur to ensure consistency in the hierarchy. 

3. Database cache [FRT92] - An area of fast, volatile storage in which copies 
of recently accessed items are placed. These authors model a system such 
that all high contention items are resident in the cache. This allows them 
to study the effect of varying data contention on performance by varying 
the number of high contention items in the database while keeping the 
cache hit ratio and the number of disk accesses per transaction fixed. In 
this study, a cache memory is not modeled. 

4. Database size [ACL87] - This is the total number of objects in the database 
and was chosen to be 1000 pages. It is important to choose this number 
carefully because if it is too large in comparison to transaction sizes, little 
contention will occur and the differences between various CC mechanisms 
will not be observed. This is what occurred in [ACL87]. The database size 
in this study is a number of objects. There are a total of 806 objects in this 
database. An explanation of the database follows this section and includes 
a description of why there are 806 objects. 

5. Granularity of locking [FRT92] - The level of locking at which the system 
is set. It can be a field, record, object, page, etc. Locking in this study is 
set at the object level. 

6. I/O subsystem [FRT92] - This is the number of disks such that the ratio of 
CPU and disk utilization remain constant. A 2 disk to 1 CPU ratio was 
maintained in this study as is consistent with the [ACL87] study. 

7. Level of contention [ACL87] - Also known as the mUltiprogramming level, 
this the number of active transactions in the system at a given time. This 
was varied from 5 to 200 active transactions in their experiment. A 
description and a matrix with the level of contentions used in this study 
follows in the next section. 

8. Logging and Recovery [FRT92] - These authors write the log records into 
nonvolatile storage, which are asynchronously transferred to disk. 
Furthermore, blocks modified by the transaction are written into global 



main memory, but are not immediately written to disk. Logging and 
recovery is not modeled in this study. 
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9. Probability of write operation [ACL87] - The probability that a transaction 
will write X given that it has performed a read on X. This was set at .25 in 
the [ACL87] study and is the same in this study. 

10. Restart ratio (set to zero for mechanisms where restart is not applicable) 
and is set to zero in this study. 

11. Transaction size (mean, max, min) [ACL87] - Transaction size in this study 
is modeled as a uniform random variable with a mean of 8 requests, a 
maximum size of 12 pages and a minimum size of 4 pages. This is identical 
to [ACL87]. 

12. Transaction arrivals [ACL87] - Transactions in this study arrive at a rate of 
1 per second with an exponential distribution for interarrival times. This is 
identical to [ACL87]. 

Experimental Parameters 

. In this section, a description of the experimental parameters are given. 

The 0-0 database simulated in this study is simple, but captures the essence of 

CC conditions. A generally accepted premise of simulation studies is that all 

possible variables are not represented. This is because many variables simply do 

not make a real difference. An example is the operating system. The operating 

system is important but is not represented in most simulation studies because it 

can correctly be assumed to be a constant. The goal of a simulation study then is 

to represent the important variables that impact the findings while not omitting 

any crucial variables. 



An important consideration in the design of the simulation was that it be 

generic and as much as possible, represent general conditions. 
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The database in this simulation has three levels in its hierarchy as depicted 

in Figure 8. Level 1 is made up of a single class and is the highest level 

superclass. Each class has 5 subclasses and thus, at the second level, there are 5 

subclasses of the level 1 superclass. At the third level then, there are 25 total 

subclasses, five for each of the five subclasses in the second level. 

A single class exists at levell, 5 classes exist at level 2, and 25 classes at 

level 3 means that there are a total of 31 classes and thus, there are 31 class 

definitions. In figure 8, the class definitions are numbered 1 to 31 and are shown 

in a hierarchical order. In addition, there are 5 method definitions per class that 

can operate on class definitions or instances. With 31 classes and 5 methods per 

class, there are then a total of 155 methods. Also, there are 20 instances per class 

definition so there are a total of 620 instances. 

Experimental Factors 

There are two important factors that are varied in these simulation 

experiments testing the proposed mechanism. The first is the contention level and 

the second is the transaction mix. 

The contention level is defined in these experiments as the number of 

transactions allowed to actively contend for data items and system resources. A 

transaction is not active until it proceeds from the ready queue in Figure 6. As 
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shown in table 5, the contention level is varied from a low of a single transaction 

to a high of 40 transactions. As shown in the matrix, every possible number 

between 1 and 40 active transactions was not run due to the extensive amount of 

time a simulation takes. This is not a problem as the simulation results were 

discernible. Also, the [ACLB7] study used only 7 different levels of contention 

and they produced very interesting findings. 
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Since the number of active transactions is being varied, it is important to 

define a transaction. In these experiments, a transaction is defined much like the 

ones in [ACL87]. That is, a uniform distribution is used so that a transaction has 

between 4 and 12 operations. An operation is defined as a read or write to a 

single object with a probability of .75 and .25 respectively. A transaction is 

completed when all operations of that transaction are completed. 

The second factor varied in these experiments is the transaction mix. An 

operation in a transaction will either read or write an item of data. That item of 

data in an 0-0 database is an object and that object will either be an instance 

object, a class object, or a method object. The mix of transactions then is the 

combination of operations that operate on instances, methods, and class 

definitions. There were 3 different mixes in the first set of experiments and are 

referred to as standard, burdensome, and extreme in the matrix. Two additional 

experiments were also conducted and are referred to as the uneven mix and the 

standard mix with variable read/write. 

The standard level includes 90% instance operations, 5% class operations, 

and 5% method operations. The burdensome level has 80% instance operations, 

10% class operations, and 10% method operations. Also, the extreme level has 

60% instance operations, 20% class operations, and 20% method operations. The 

uneven mix experiments compared a 60% instance operations, 10% class 

operations, and 30% method operations to 60% instance operations, 30% class 
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operations, and 10% method. The last experiment examined the standard mix, 

90% instance operations, 5% class operations, and 5% method operations while 

varying the readlwrite percentage mix. 

There are three different transaction types that have been defined and each 

one occurs with either a read or a write. Thus, the six different transaction types 

are: 

1) Method read 
2) Method write 
3) Class definition read 
4) Class definition write 
5) Instance read 
6) Instance write. 

With the standard mix a method read will occur with a probability of .0375 

(.05 .... 75), a method write with a probability of .0125 (.05 *.25), a class read with 

a probability of .0375, a class write with a probability of .0125, an instance read 

with a probability of .665 (.90 * .75), and an instance write with a probability of 

.225 (.90 * .25). 

The performance measure of interest is the total number of completed 

transactions for the 5000 time periods. The number that will appear in the cells in 

table 5 is the mean of 20 replications of each combination. Thus, each cell is the 

transaction throughput mean of 20 over 5000 simulated time units. The 

theoretical purpose of running a simulation for such a long period for 20 
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replications is IIsmoothll out the effects of anomalies or strange combinations due 

to the stochastic processes involved. 

Experimental Design Matrix 

Table 5, Experimental Design Matrix 
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An important consideration in these experiments was to isolate the effects 

of data contention and minimize the effects of hardware resource contention 

without ignoring the delays of the hardware. To that end, multiple CPU's and 

disks were assumed which would tend to minimize the effect of hardware resource 

contention. Thus, 5 CPU and 10 disk resources were available for the 

transactions in all the experiments and data contention was the primary factor in 

the number of completed transactions. [ACL87] found that a 2:1 ratio was almost 

neutral meaning that 2 units of disk and 1 unit of CPU made the system neither 

I/O bound nor CPU bound. 

In order to obtain results that could be statistically examined, each of the 

combinations (a contention level with a given mix) was run for 100 seconds of 

simulated time for a "warm up." The "warm up" statistics were discarded but the 

system state is maintained. System statistics were then collected over 5000 time 

units. The "warm up" is done to prevent biases that occur due to the system being 

started in an empty and idle state. 

Mechanism Issues 

An important issue in programming this CC mechanism concerns which 

lock type should be checked for incompatibilities when a lock is needed. An 

example is the NO in the compatibility chart between the Method Write lock 

mode and the Instance Read or Instance Write. If an instance write is going to 
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take place, we obviously must lock the instance but the issue is how do we prevent 

against incompatible operations with regards to method write operations. 

Two basic approaches come to mind. First, lock all methods that are in all 

the supercIasses of the instance to be updated. The second approach is we do not 

worry about methods when an instance update occurs. Instead, lock all instances 

in the subclass hierarchy when a method update is going to occur. Clearly doing 

both are possible but are redundant and would necessarily reduce the concurrency 

degree without any resulting benefit. Method objects arc valuable as they are 

constantly being locked. Locking them would increase contention and would thus 

lower throughput. 

The second approach was taken in this study so we lock the methods that 

are being updated and the instances in the subclass hierarchy of the methods. 

This will also be expensive but because instance operations occur so much more 

frequently (90% to 5% in the standard mix), the number of locks will be reduced 

considerably. 

Another important issue that must be addressed is deadlock management. 

Deadlock management was controlled in these experiments by using a timeout 

method. If a transaction was in the system more than 50 time units, it was 

considered to be deadlocked. In these experiments, a deadlocked transaction 

releases all the locks it has acquired and then the transaction is restarted. This 

method of restarting has the effect of reducing contention at the higher levels of 
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active transactions [ACL87] because transactions that are in the system for more 

than 50 time units are restarted. Two items must be noted. First, deadlocks 

occur much more frequently at the higher levels of contention. Second, with a 

timeout method, transactions that are not deadlocked but that are Iivelocked may 

be aborted and restarted. This can actually improve performance by reducing 

contention but it is noted that almost all restarted transactions were in a deadlock 

state. 

Some assumptions differed from the [ACL87] study and are noted here. 

First, they assumed that a write operation had a probability of .25 and a read 

operation had a probability of .75. They assumed however, that a write was 

merely an upgrade of a read operation. Thus, a read operation needs an I/O 

resource followed by a CPU resource. A write operation on the other hand, 

requires a CPU resource followed by an I/O resource at commit time. The net 

effect is that a write operation requires an I/O resource followed by a CPU 

resource (to be a read operation) and when it is upgraded, it requires a CPU 

resource followed by an I/O resource at commit time. 

In this study, the determination of a read or a write operation is assumed 

at the beginning of the transaction. A read operation then in this study requires 

the same resources as the [ACL87] study but a write operation requires an I/O 

resource followed by a CPU resource followed by an I/O resource at commit time. 
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The net effect is that a CPU resource is saved by assuming that a read or write is 

known at the beginning of the transaction. 

A second departure from the [ACL87] study is the cost of a CPU and disk 

resource is modeled as stochastic rather than a constant. Both were modeled as a 

triangular distribution with a mean equal to the one modeled in the [ACL87] 

study. A stochastic assumption is not major but, due to the introduction of some 

randomness, a less optimistic view is presented and thus the results tend to be 

stronger. 
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ANALYSIS 

The following sections explain in detail the results of the experiments by 

transaction type mix. First, the standard mix (90% instances - 5% class definitions 

5% methods) is discussed followed by the burdensome mix (80% instances - 10% 

class definitions 10% methods) and the extreme mix (60% instances - 20% class 

definitions 20% methods). A discussion then follows about the uneven mix 

experiment and a standard mix read/write percentage manipulation. Following 

those discussions is a general analysis and discussion about the experiments taken 

as a whole. 

Experimental Results 

Each of the experiments is discussed in this section and Appendices A, B, 

C, D, E contain the raw data. The appendices are referred to often in this 

section. Appendix A contains the raw data for the standard mix whereas 

Appendix B contains the raw data for the burdensome mix and Appendix C 

contains the raw data for the extreme mix. Appendix D contains the raw data for 

the uneven mix and Appendix E contains the raw data for a standard mix with the 

read / write percentages manipulated. 

The first column in the tables of the appendices contains the number of 

active transactions for the given experiment. Each page contains the raw data for 

a constant number of active transactions. The second column is the run number 
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from 1 to 20. 20 replications of each experiment were run in order to have a 

sample size large enough statistical significance. The third column is the average 

time to completion for all transactions in that replication (the time beginning 

when the transaction gets past the ready queue) while the fourth column is the 

number of completed transactions in 5000 time units. The mean of all 20 

replications for a given experiment are reported in tables 6 and 7 and are shown 

graphically in Figures 9, 10, 11, and 12. At the bottom of each page is the mean, 

minimum, maximum, and standard deviation of the last two columns. 

Standard Mix 

The raw data for this mix is listed in Appendix A and each page lists the 

data for 20 replications at a specified number of active transactions. The pages 

are in order from 1 active transaction to 40 active transactions much like the 

summarized data in table 6. The first page of Appendix A lists the data for one 

active transaction being in the system at a given time. This is not very interesting 

as it is equivalent to a system that only allows transactions to be processed serially. 

If this were acceptable, CC would not be an issue worthy of pursuit. 

The mean throughput of the 20 replications with 1 active transaction is 

225.4 completed transactions for 5000 time units. This is almost 4.7 times as many 

completed transactions as the extreme mix and 1.7 times as many transac~ions as 

the burdensome mix; both with one active transaction. This is the first indication 
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system. 
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Another interesting result concerns the throughput standard deviation 

between the 20 replications for 1 active transaction. Being a stochastic process, 

some random variation in throughput is expected and a coefficient of variation 

(a/Pi) of 9.7% is observed. The coeffecient of variation is lower for this mix with 

one active transaction than the other two mixes. As the number of active 

transactions increases for all three mixes, the coefficient of variation decreases 

until the thrashing point is reached after which it increases again. Along the same 

trend of higher throughput correlating with a lower standard deviation, it is 

observed that for a given activity level, the mix with the higher level of instance 

transactions produces more throughput and a smaller standard deviation in terms 

of a percentage. 

When the number of active transactions is changed from 1 to 2, throughput 

increases by a factor of 2.7 (623.75 /225.4) which is the most largest increase for 

any active transaction increment. This probably has more to do with processing 

transactions concurrently than anything inherent about the mechanism, but by 

producing results that are expected, more weight is given to the validity of the 

mechanism. Also, though the standard deviation increased from 21.95 for 1 active 

transaction to 55.22 for 2 active transactions, the standard deviation as a percent 

of mean throughput decreased from 9.7% to 8.9%. 
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Another trend observed throughout these experiments is that with more 

active transactions, the average time a transaction takes to complete increases. 

The average time a transaction is in the system is a measure of response time, so 

the inverse relationship between efficiency measured as throughput and response 

time measured as average time in the system is observed. With 1 active 

transaction, the average time in the system was 4.3 time units, whereas with 2 

active transactions, the average time in the system is 4.9 time units. Remember 

though, that this is the time when the transaction is "active" meaning allowed to 

compete for both data and hardware resources, not the time from when the 

transaction was initiated. If the system processed transactions in a serial manner, 

a lower average time in the system would be observed but transactions would have 

to wait an inordinate amount of time waiting to become active. In these 

experiments, the interesting data is the amount of time a transaction is active in 

the system. The total time from transaction initiation to completion is greatly 

influenced by the number of other terminals in the system so it is not as 

interesting. 

When the number of active transactions is increased from 3 to 4 for this 

mix, the throughput increases from 885 to 1121.6 which is an increase of 127%. A 

definite trend exists that throughput increases (at least to the thrashing point) as 

the number of active transactions is increased. However, as the throughput 

number increases, the percent of the increase gets smaller. 
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As noted in Figure 10, the thrashing point is reached at about 25 active 

transactions but the exact number is neither known nor is it critical. The ratio 

between the number of active transactions and the size of the database is what is 

important. 25 active transactions indicates there are requests for locks on about 

200 objects (25 active transactions * = 8 requests). 200 objects are about 25% of 

the 806 total objects available to be locked so we observe thrashing at about a 

25% level. Locking thrashing is caused by transactions blocking one another 

because of the locks that are held and the thrashing point is where the maximum 

throughput occurs. After the thrashing point is reached, throughput decreases as 

shown in Figures 9 and 10. 

Burdensome Mix 

The raw data for this mix is found in Appendix B at the end of this 

dissertation. Like the other two mixes, it is listed in the order of active 

transactions; from 1 active transaction to 40 active transactions. 

As noted in Figures 9 and 10, the throughput for this mix of transaction 

type falls between those of the other two mixes. This was hypothesized and 

confirmed in the experiments and demonstrates the inverse relationship between 

the concurrency degree (and thus performance) and the number of class and 

method transactions. 

Some interesting observations exist about this mix specifically and about 

this mix compared to the other two. First, at 1 active transaction, the standard 
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mix has 1.7 times the amount the throughput of this mix, but this mix has about 

2.7 times the throughput of the extreme. It seems as though the ratios between 

mixes is extreme with low levels of throughput and levels off at higher levels of 

throughput. This leveling off occurs almost immediately as noted by the ratios 

with three active transactions. At three active transactions the throughput is 885, 

658, and 398 for the standard, burdensome, and extreme mixes respectively. The 

ratio between the standard and burdensome is 1.34 and the ratio between the 

burdensome mix and the extreme mix is 1.65. Compare this to the ratios at the 20 

active transactions with a throughput of 3670, 2746, and 1694 completed 

transactions for the 3 mixes. The ratios are 1.33 between the standard mix and 

the burdensome mix and 1.62 between the burdensome mix and the extreme mix. 

As demonstrated, as the activity level is increased beyond 1, the ratios 

between the mixes becomes fairly constant. An observer might question why the 

steady state ratio between the standard mix and the burdensome mix is around 1.3 

and is about 1.6 between the burdensome mix and the extreme mix. Part of the 

answer at least is that there is a 10% decrease in the instance transactions 

between the first two and a 20% decrease between the burdensome mix and the 

extreme mix. 

Another interesting observation is that the lines for both the standard mix 

and the burdensome mix are relatively smooth and predictable whereas the line 

for the extreme mix is less smooth. The inference drawn here is that at higher 
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levels of instance transactions, somewhat predictable levels are possible whereas if 

a greater proportion of the transactions are class definitions and method 

transactions as in the extreme mix, less predictable results occur. This is 

demonstrated not only by the less predictable throughput, but also by the higher 

standard deviation for a given activity level. 

Extreme Mix 

The raw data for this mix is listed in Appendix C and each page lists the 

data for 20 replications at a specified number of active transactions. The pages 

are in order from 1 active transaction to 40 active transactions much like the 

summarized data in table 6. The first page of Appendix C lists the data for one 

active transaction being in the system at a given time. Like the other two mixes, 

the case including 1 active transaction is not very interesting as it is equivalent to 

a system that only allows transactions to be processed serially. Again, if this were 

acceptable, CC would not be an issue worthy of pursuit. 

The mean throughput of the 20 replications with 1 active transaction is 47.1 

completed transactions for 5000 time units. This is almost one-fifth as many 

completed transactions as the standard mix and almost one-half times as many 

transactions as the burdensome mix; both with one active transaction. This shows 

that class and method transactions lower the number of transactions completing 

per time period and thus are data resource dependent. 
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Another interesting result concerns the throughput standard deviation 

between the 20 replications for a given activity level. A standard deviation of 

about 19% of the mean throughput is observed for 1 active transaction but 

decreases to about 9% for 2 active transactions. The standard deviation as a 

percent of mean throughput is higher for this mix with one active transaction than 

the other two mixes but it might be due to the relatively small number occurring 

at the 1 active transaction level. Also, as the number of active transactions 

increases for all three mixes, the standard deviation as a percent of throughput 

decreases until the thrashing point is reached. The standard deviation continues 

to decrease for this mix to the point where the standard deviation settles at about 

7.5% of the average. After the thrashing point and throughput starts to decrease, 

the standard deviation as a percent of throughput rises to about 11 % of the 

average for 40 active transactions. 

When the number of active transactions is changed from 1 to 2, throughput 

increases by a factor of 5.6 (266.8 /47.1) which is the most dramatic increase of 

any incremental activity change for this mix. Not only was it a large increase for 

this mix, but in terms of a relative increase, it was the most dramatic increase of 

the 3 mixes. 

Like the other mixes, as the number of active transactions increases, the 

average time a given transaction takes to complete increases. With 1 active 

transaction, the average time in the system was 6.1 time units, whereas with 2 
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active transactions, the average time in the system is 6.7 time units. This is the 

time when the transaction is "active" meaning allowed to compete for both data 

hardware resources, not the time from when the transaction was initiated. If the 

system processed transactions in a serial manner, a lower average time in the 

system would be observed but transactions would have to wait an inordinate 

amount of time waiting to become active. 

When the number of active transactions is increased from 3 to 4 for this 

mix, the throughput increases from 398 to 514 which is an increase of 1.3 times. 

A definite trend exists that throughput increases (at least to the thrashing point) 

as the number of active transactions is increased. However, as the throughput 

number increases, the percent of the increase gets smaller. 

Unlike the other 2 mixes, the thrashing point is reached at about 20 active 

transactions instead of 25 active transaction. The ratio between the number of 

active transactions and the size of the database is what is important. 20 active 

transactions indicates there are requests for locks on a minimum of about 160 

objects (20 active transactions'" ::::::: 8 requests). 160 objects are about 20% of the 

806 total objects available to be locked so we observe thrashing at about a 20% 

level. This 20% level has the possibility of being more understated than the other 

2 mixes because there are many more class definition and method transactions and 

a class definition or method lock can potentially set many more intention locks. 



123 

The 20% is probably understated but it is difficult to teII because some 

transactions set so many more intention locks than others. 

Uneven Mix 

These experiments provided a comparison between an uneven mix of the 

three transaction types. The data for the foIIowing 3 mixes is listed in Table 7 and 

shown in Figure 11 and were run for 5, 10, 15, 20, and 25 active transactions for 

the same 20 replications as aII the other experiments. 

1) 60% instances, 20% class definitions, 20% methods (extreme mix) 
2) 60% instances, 10% class definitions, 30% methods (uneven mix I) 
3) 60% instances, 30% class definitions, 10% methods (uneven mix II) 

By examining an even mix with the two uneven mixes, an observation can 

be made as to which transaction mixes result in the highest throughput. It is 

interesting to note that the highest throughput of the three mixes was observed in 

the 60% 10% 30% mix. It is interesting to note because two effects are 

countering each other with method transactions. First, there are more N's in the 

compatibility table with methods than with either of the other two transaction 

types. This should lower the concurrency degree. On the other hand, there are 5 

times the number of method objects in our simulated database than there are class 

definitions. This means that when just class definitions are locked, contention for 

class definitions is very high and the concurrency degree is dramaticaIIy lowered. 
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Another interesting result was that the thrashing point was reached earlier 

with the extreme mix and the uneven mix II because of the higher percentage of 

class definitions. 

Standard Mix Read(Write Percentage Manipulation 

Figure 12 is a graphical representation of the data for the standard mix 

with the read/write percentage being varied. As noted in Figure 12, the first data 

point is 100% write operations and 0% read operations for the instance 

transactions. It is referred to as a standard mix because it is 90% instance 

transactions, 5% class definitions, and 5% method transactions. Both the class 

definitions and the method transactions were kept constant at 75% read and 25% 

write so that the effects of instance read/write manipulation could be isolated. 

As the read percentage increases, throughput increases exponentially. 

Indeed the curve shown in Figure 12 is exponential. If all transactions in the 

system were reads and there were no write operations, transaction throughput 

would be infinity assuming away hardware limitations. The only reason that 

throughput does not go to infinity in this experiment is that there are class 

definitions and method transactions along with a limited number of active 

transactions. 

Data Presentation 

In table 6 and Figures 9, 10, 11, and 12 the results of the simulation 

experiments are shown. Table 6 is the transaction throughput for each 
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combination of the first 3 experiments and Figures 9, 10, 11, and 12 are graphical 

representations of all the experiments. 

Prior to running statistical procedures, it seemed reasonable to believe that 

differences in the transaction throughput would occur between the 2 types of 

manipulated variables. Namely, it seemed reasonable to expect that for a given 

mix of transactions, significant differences would occur when the contention level 

changed. This was confirmed and is discussed in the statistical analysis section. 

It also seemed reasonable to expect that for a given level of contention, 

significant differences would occur between the transaction mixes. This was also 

confirmed and is discussed in the statistical analysis section. 

An important step in analyzing the data is understanding and predicting 

what the general trends should be in the results. If the trends were markedly 

different than expected, one possible explanation would be that the simulation 

model itself was misspecified or that critical variables were either omitted or 

included erroneous values. 

The general trend of these experiments follows what would be expected. It 

is observed that for a given transaction mix, as the number of active transactions 

in the system is increased, transaction throughput increases to a point. Past that 

point, we observe a reduction in throughput as the number of active transactions 

is increased. This reduction occurs because of thrashing and deadlock. The 

thrashing that occurred in this experiment is not due to hardware but was due to 
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data contention. Deadlocking is directly correlated with the data contention level 

and thus, it should not be a surprise to find that deadlocks increased in this 

experiment as the number of active transactions increased. 



Experimental Results 
Average Throughput for 5000 Time Units 

624 472 267 

885 658 398 

1122 842 514 

1395 1008 645 

1618 1236 738 

1793 1386 847 

1963 1584 941 

2153 1681 1026 

2314 1772 1120 

3110 2406 1490 

3670 2746 1694 

3675 2721 1409 

2967 2032 1138 

2493 1719 995 

2115 1570 872 

Table 6, Experimental Results 
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Experimental Results Cont. 
Average Throughput for 5000 Time Units 

1530 818 1120 

2059 1110 1490 

2369 1125 1694 

2399 848 1409 

Table 7, Experimental Results 
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Statistical Analysis 

The data listed in each cell in Table 6 is a mean of 20 simulation 

replications. 20 replications was chosen in order to have a high enough n to show 

statistical significance. 

Two statistical procedures were applied to the data to determine if the 

throughput for a given level of contention is statistically different from all others. 

A cursory view of the data would seem to indicate that significance would result 

and indeed it did. The procedures were applied to the data despite the seemingly 

obvious differences between contention levels because the variances were larger as 

the throughput increased. 

The two procedures applied to the data are the Student-Newman-Keuls 

(SNK) and the Duncan test. These procedures were chosen because: 

1. The means are ordered and are ranked from lowest to highest. In 

this procedure we tested the means from 1 active transaction to 10 

active transactions for all 3 mixes. 

2. They allow us to do a comparison of each mean with every other 

mean at a given level of confidence. The level of confidence used in 

these tests was a = .01. 

3. The fact that variances increase as the means increase is taken into 

account in both these procedures. 
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The SNK procedure is an appropriate test for analyzing the data in this 

experiment because it relies on the number of steps between a pair of sample 

means in determining the significance of a sample difference. In other words, the 

error rate is dependent on the number of steps between the means. 

The following is a more technical explanation of the SNK procedure from 

[OTT88]. 

1. Rank the sample means from smallest to largest. 

2. For two means Yi and Yj that are r steps apart, we declare /-li and /-lj different 
if 

where Wr = CJa (r, v) J S2 win, n is the number of observations per 
sample, 
S2w is the mean square within samples from the AOV table, v is the degree of 
freedom 

for S2 wJ and qa(r,v) is the critical value of the Studentized range. The values for 

qa(r,v) are usually given for a = .05 and .01 and are usually located in a statistics 

book appendix. 

The SNK procedure showed significance between the means listed in Table 

6 from 1 to 10 active transactions. In other words, we can say at the 99% 

confidence level that for a given mix of transactions, a change in the contention 

level is directly correlated with a change in the mean throughput. After viewing 
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Figure 9, this seems reasonable as there is definitely an upward sloping trend in 

an transaction mixes from 1 to 10 active transactions. 

The main difference between the Duncan procedure and the SNK 

procedure is that the protection level decreases with an increasing r. r is the 

number of steps apart between the means and the protection level is specified as 

(1 - a y -I. The probability of falsely rejecting Ho is 1 - the protection level and 

thus is 1 - (1 - ay-I. The net effect of these assumptions is that the Duncan test 

is very powerful in detecting differences in population means [OTT88]. The 

following is a description of the Duncan procedure which is similar to the SNK 

procedure and is taken from [OTT88]. 

1. Rank the sample means from smallest to largest. 

2. Two population means are declared significantly different if the absolute 

value of their sample differences exceeds 

W" = q" (r V)Js2 In r a' w' 

where n is the number of observations in each sample mean, S2w is the 

mean square within samples from the AOV table, v is the degree of freedom for 
2 

s w' 

and q"a(r,v) is the critical value of the Studentized range required for Duncan's 

procedure when the means being compared are r steps apart. The values for 
qa(r,v) 



are usually given for a = .05 and .01 and a variety of r and v combinations and 
are 

usually located in a statistics book appendix. 

The Duncan procedure like the SNK procedure showed significance 

between the means listed in Table 6 from 1 to 10 active transactions. Like the 
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SNK procedure, we can say at the 99% confidence interval that for a given mix of 

transactions, a change in the contention level is directly correlated with a change 

in the mean throughput. Again, after viewing Figure 9, this seems reasonable as 

there is definitely an upward sloping trend in all transaction mixes from 1 to 10 

active transactions. 

In summary, both procedures give us the same findings concerning 

increased throughput occurring with an increase in the level of contention. We 

also could have applied the same procedures to ensure that there is a statistical 

difference between transaction mixes with a given level of contention. After 

examining the data, it became obvious that a statistical measure was not needed to 

see that significant difference exists between transaction mixes. Examining the 

distance between the 3 lines in figure 9 and viewing the data in table 6 leads the 

reader to the same conclusion. 

Contributions 

In this study, several major contributions have been offered. First, a 

method of simulating CC in an object-oriented database was offered. This 
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included extending prior studies that dealt only with reading or writing a single 

data item without implications to the rest of database. A meth<?d of logically 

simulating a standard 0-0 database to test CC mechanisms has been needed for 

some time to compare alternative CC mechanisms. Important considerations for 

this "typical" 0-0 database is the number of levels in the hierarchy, the number of 

subclasses per superclass (perhaps this should be a distribution instead of a 

constant), the number of methods per class, the number of instances per class, etc. 

Thus, this study provides the first simulation model of an 0-0 database to test 

and refine for the purpose of examining CC mechanisms. This contribution is 

primarily theoretical but indirectly benefits the practical by providing the means to 

test 0-0 CC mechanisms. 

The second major contribution has both theoretical and practical 

implications and it is that an original CC mechanism was developed that is based 

partially on the features of existing mechanisms with the rest being devised to 

overcome current shortcomings. One advantage of this mechanism is that it 

further differentiates operations based upon the type of object in question. CC 

based on object type is one path that must be pursued in order to increase the 

concurrency degree in 0-0 databases. 

Another theoretical and practical contribution is that the simulation 

demonstrates some intuitive, yet important properties about CC in 0-0 databases. 

One is that as the mix of transactions progresses from one operating mostly with 
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instance objects to one operating with more class and method definitions, 

throughput decreases. Implications for these results include making these system 

changes during off-peak hours so that throughput can be increased. 

A fourth contrIbution is a confirmation of prior studies related to more 

simple data models. In these studies, throughput increased to a point as the 

number of active transactions increased and after that point, increased data 

contention resulted thrashing. This confirmation demonstrates that the proposed 

mechanism produces predictable results with regards to the shape of the 

throughput curve (figure 9). 
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CONCLUSION 

Limitations 

Most of the limitations of these experiments has to do with the 

generalizability of the model. The 0-0 database model developed in this 

simulation is admittedly simple. The limited number of levels in the hierarchy and 

the simplifying assumptions regarding a constant number of subclasses per 

superclass are two areas that might impact the· generalizability of the study. 

However, the idea of a simulation study is to abstract away complexities to 

examine the essential properties of a model. 

A limitation of 02C2 is that it is more complex to program compared to 

other CC mechanisms that have fewer lock types. There are of course going to be 

tradeoffs and the increased complexity of development must be viewed in light of 

a higher degree of Cc. 

Future Research 

There are a number of other areas of study in CC of OODBMS's that 

warrant future research. This is an exciting area of research that must be 

examined one step at a time. As such, each set of experiments will provide 

direction for the next set of experiments until a much more complete picture is 

formed. Research concerning CC in 0-0 databases is in its infancy and 

accordingly, several areas need to be examined. The CC mechanism proposed in 



this research needs to be compared to existing ones using simulation to 

demonstrate where each has advantages so that future systems can be built with 

an eye towards optimal levels of concurrency. 

Future research in this area needs to include many variations on the 

experiments that are reported in this dissertation. Several variations became 

apparent after the initial experiments were conducted. 
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Some of the variables that were held constant in this experiment will be 

interesting to examine in future research. Specifically, the percent of class 

definition transactions and method transactions was always equivalent in these 

experiments. For example, the standard mix was the highest instance mix and was 

made of 90% instance transactions, 5% class definition transactions, and 5% 

method transactions. The burdensome mix was 80% 10% 10% and the third mix 

was 60% 20% 20%. A future experiment will make the mix of class definition and 

method transactions not equivalent. As listed in Appendix F, the first future 

experiment will be examining this nonequivalence of the two transaction types. 

Specifically, the first future experiment will be a 60% instance, 30% class 

definition, 10% method mix. Also, like all the experiments in this dissertation, the 

percentage of transactions that are reads and updates will be held constant at 75% 

reads and 25% updates. This experiment will be replicated for 5, 10, 15, 20, and 

25 active transactions. 
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The next future experiment (as listed in Appendix F) will be a 60% 

instance, 10% class definition, 30% method mix. The percentage of transactions 

that are reads and updates will still be held constant at 75% reads and 25% 

updates. This experiment will also be replicated for 5, 10, 15, 20, and 25 active 

transactions. Conclusions can then be drawn as to which has more of an affect on 

the concurrency degree between class definition transactions and method 

transactions. 

Another set of experiments are going to be conducted that examines the 

mix of 50% instance transactions, 25% class definition transactions, and 25% 

method transactions. The percentage of transactions that are reads and updates 

will still be held constant at 75% reads and 25% updates. This experiment will 

also be replicated for 5, 10, 15, 20, and 25 active transactions. The purpose of 

these experiments is to show that the effects shown in Figures 9 and 10 will extend 

to an even lower mix of instances. 

The rest of the experiments listed in Appendix F are quite different than 

the others that have been performed or discussed above. The focal point of the 

rest experiments involve manipulating the read and write percents for instances, 

class definitions, and method transactions. 

The first experiment in this area includes a 90% instance level, 5% class 

definitions, and 5% method definitions. The instance transaction will be 100% 

read operations, 0% updates and the standard 75% reads and 25% updates for 
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class definitions and method transactions. All experiments from this point on will 

be conducted with 10 active transactions. The second experiment will be identical 

to the first except that instance transactions will be 90% reads and 10% updates. 

The third experiment will be 80% reads and 20% updates and the fourth will be 

70% reads and 30% updates. 

This same progression continues until the instance read percent is 0 and 

the update percent is 100. We expect to see that as the percent of update 

transactions increases, throughput decreases. The interesting findings of these 

experiments will be to see the magnitude of the effects of updates. 

This set of experiments is replicated identica]]y except that a mix of 80% 

10% 10% is used to examine the effects of increased class definitions and method 

transactions along with and increasing percent of update transactions. 

Another set of experiments is proposed that includes and 80% 10% 10% 

mix but that holds constant the reads and updates for both instance transactions 

and method transactions at 75% reads and 25% updates. This time however, the 

class definition reads and updates are varied from 100% reads and 0% updates to 

0% reads and 100% updates. Like the experiments described above and listed in 

Appendix F, the update percent will be increased by 10% in successive 

experiments. 

The next set of experiments is similar and includes an 80% 10% 10% mix 

but holds constant the reads and updates for both instance transactions and class 
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definitions at 75% reads and 25% updates. This time however, the method 

transaction reads and updates are varied from 100% reads and 0% updates to 0% 

reads and 100% updates. Like the experiments descnbed above and listed in 

Appendix F, the update percent will be increased by 10% in successive 

experiments. 

The rest of the experiments listed in Appendix F are a replication of the 

80% 10% 10% mix just described but with mixes of 60% 20% 20% and 50% 25% 

25% respectively. 

Variations of the original experiments described in this section and listed in 

Appendix F results in 125 additional experiments that will shed additional light 

not only concerning the performance of this proposed mechanism, but on the 

methods and factors important to examining the performance of CC in 0-0 

databases. 

Along with examining variations of mixes, it will also be interesting to 

perform experiments with more complex 0-0 database models to determine the 

generalizability of the results of these experiments. 

Another variation along the same lines is varying hardware resources with 

different transaction mixes to see which transaction types are the most sensitive to 

hardware limitations. Thus, examining the case where many and then few CPU's 

and disks are available might provide insight to hardware needs related to CC in 

an 0-0 database environment. 
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Another avenue that must be pursued further is CC based on object-type 

(instance, method, class). If the specific object-type is known ex-ante, higher 

levels of CC can be achieved. This of course follows the line of research 

concerning the exploitation of semantic knowledge of transactions to increase 

concurrency [GM83]. The research in this dissertation scratches the surface of the 

semantic knowledge that can be examined to increase concurrency. 

An obvious extension to this research is to consider the case of distributed 

0-0 databases. If the mechanism proposed in this dissertation is adapted to a 

distributed environment, will it remain a viable alternative, or will simulation 

results demonstrate its impracticability? Considering the fact that distributed 

databases are a major area of interest, this seems like a natural area to pursue. 
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1 12 

1 13 

1 14 

1 15 

1 16 

1 17 

1 18 

1 19 

1 20 

Mean 

Minimum 

Maximum 

Standard Dev 

APPENDIX A 
Standard Mix 

4.593 248 

4.245 220 

4.211 206 

4.180 250 

4.492 234 

4.213 243 

4.685 223 

4.470 186 

4.678 232 

4.234 235 

4.330 209 

4.017 243 

4.672 207 

4.455 213 

4.372 197 

4.336 239 

4.362 282 

4.206 208 

4.299 204 

4.613 229 

4.383 225.4 

4.017 186 

4.685 282 

0.187 21.95 
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2 1 5.035 635 

2 2 4.873 625 

2 3 4.716 588 

2 4 5.003 639 

2 5 4.910 652 

2 6 4.790 633 

2 7 4.826 693 

2 8 5.011 576 

2 9 4.851 661 

2 10 5.276 572 

2 11 4.837 529 

2 12 5.028 703 

2 13 4.734 572 

2 14 4.847 713 

2 15 4.915 645 

2 16 4.798 566 

2 17 4.950 623 

2 18 4.975 704 

2 19 4.860 628 

2 20 4.935 518 

Mean 4.908 623.75 

Minimum 4.716 518 

Maximum 5.276 713 

Standard Dev 0.124 55.22 
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3 1 5.053 929 

3 2 4.988 1047 

3 3 5.133 821 

3 4 5.180 970 

3 5 5.251 917 

3 6 5.088 919 

3 7 5.194 819 

3 8 5.253 837 

3 9 5.205 777 

3 10 5.243 938 

3 11 4.934 857 

3 12 4.994 772 

3 13 5.059 954 

3 14 5.125 820 

3 15 5.070 945 

3 16 5.001 788 

3 17 5.050 899 

3 18 4.964 878 

3 19 5.167 984 

3 20 5.059 829 

Mean 5.101 885 

Minimum 4.934 772 

Maximum 5.253 1047 

Standard Dev 0.097 74.68 
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4 1 5.302 ll56 

4 2 5.217 ll53 

4 3 5.386 1091 

4 4 5.246 ll93 

4 5 5.430 1246 

4 6 5.285 1024 

4 7 5.326 ll09 

4 8 5.554 ll94 

4 9 5.ll8 990 

4 10 5.368 ll14 

4 II 5.578 1222 

4 12 5.381 1310 

4 13 5.378 ll29 

4 14 5.338 1124 

4 15 5.384 1043 

4 16 5.252 993 

4 17 5.310 ll29 

4 18 5.443 1088 

4 19 5.465 lll3 

4 20 5.315 1011 

Mean 5.354 1121.6 

Minimum 5.ll8 990 

Maximum 5.578 1310 

Standard Dev 0.107 83.01 
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5 1 5.616 1440 

5 2 5.733 1927 

5 3 5.418 1324 

5 4 5.498 1358 

5 5 5.922 1433 

5 6 5.527 1249 

5 7 5.557 1260 

5 8 5.632 1509 

5 9 5.704 1492 

5 10 5.701 1556 

5 11 5.531 1580 

5 12 5.455 1539 

5 13 5.596 1229 

5 14 5.651 1309 

5 15 5.597 1249 

5 16 5.394 1221 

5 17 5.611 1430 

5 18 5.597 1251 

5 19 5.527 1344 

5 20 5.602 1193 

Mean 5.594 1394.65 

Minimum 5.394 1193 

Maximum 5.922 1927 

Standard Dev 0.116 171.41 
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6 1 5.804 1821 

6 2 5.740 1757 

6 3 5.546 1570 

6 4 5.774 1546 

6 5 6.065 1575 

6 6 5.788 1496 

6 7 5.765 1505 

6 8 5.680 1613 

6 9 5.641 1804 

6 10 5.833 1720 

6 11 5.700 1606 

6 12 5.637 1448 

6 13 5.700 1608 

6 14 5.744 1418 

6 15 5.686 1642 

6 16 5.820 1541 

6 17 5.681 1607 

6 18 5.806 1593 

6 19 5.910 1758 

6 20 5.989 1735 

Mean 5.765 1618.15 

Minimum 5.546 1418 

Maximum 6.065 1821 

Standard Dev 0.119 112.30 
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7 1 5.8614 1807 

7 2 6.0577 1661 

7 3 6.0684 1644 

7 4 5.8677 1907 

7 5 5.6914 1697 

7 6 5.9969 1676 

7 7 6.2852 1980 

7 8 5.9317 1657 

7 9 5.6881 1715 

7 10 5.9678 1785 

7 11 5.7519 1577 

7 12 6.0115 1783 

7 13 5.8181 1714 

7 14 5.8942 1790 

7 15 6.0171 2038 

7 16 6.0431 1826 

7 17 6.0368 1708 

7 18 5.8524 2068 

7 19 5.9041 1980 

7 20 5.8397 1844 

Mean 5.929 1792.85 

Minimum 5.688 1577 

Maximum 6.285 2068 

Standard Dev 0.140 135.99 
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8 1 5.987 1923 

8 2 6.090 2274 

8 3 6.253 2041 

8 4 6.171 1940 

8 5 6.204 1760 

8 6 6.167 2043 

8 7 6.151 1999 

8 8 6.154 2001 

8 9 6.041 1805 

8 10 6.181 2057 

8 11 5.985 1871 

8 12 6.149 1896 

8 13 6.136 1997 

8 14 6.416 2241 

8 15 6.197 1809 

8 16 5.929 1870 

8 17 5.925 1859 

8 18 6.006 2131 

8 19 6.038 1884 

8 20 5.942 1869 

Mean 6.106 1963.5 

Minimum 5.925 1760 

Maximum 6.416 2274 

Standard Dev 0.121 135.45 
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9 1 6.148 2041 

9 2 6.278 2018 

9 3 6.298 1970 

9 4 6.355 2472 

9 5 6.350 1972 

9 6 6.551 2312 

9 7 6.446 2435 

9 8 6.560 2593 

9 9 6.271 2114 

9 10 6.194 2065 

9 11 6.350 2248 

9 12 6.072 2008 

9 13 6.404 2144 

9 14 6.026 2057 

9 15 6.380 2033 

9 16 6.120 2033 

9 17 6.312 2067 

9 18 6.183 2087 

9 19 6.375 2202 

9 20 6.288 2192 

Mean 6.298 2153.15 

Minimum 6.026 1970 

Maximum 6.560 2593 

Standard Dev 0.140 171.80 
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10 1 6.371 2351 

10 2 6.488 2153 

10 3 6.619 2352 

10 4 6.662 2314 

10 5 6.494 2172 

10 6 6.514 2262 

10 7 6.466 2116 

10 8 6.202 2184 

10 9 6.724 2330 

10 10 6.618 2631 

10 11 6.573 2322 

10 12 6.786 2201 

10 13 6.506 2570 

10 14 6.451 2375 

10 15 6.274 2185 

10 16 6.334 2479 

10 17 6.294 2205 

10 18 6.497 2349 

10 19 6.420 2378 

10 20 6.360 2357 

Mean 6.483 2314.3 

Minimum 6.202 2116 

Maximum 6.786 2631 

Standard Dev 0.149 132.94 
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15 1 7.169 2996 

15 2 7.497 3230 

15 3 7.200 3182 

15 4 7.360 3114 

15 5 7.261 3478 

15 6 7.035 2801 

15 7 7.181 2893 

15 8 7.306 3140· 

15 9 7.528 3291 

15 10 7.220 3386 

15 11 7.391 3020 

15 12 7.269 3136 

15 13 7.186 2887 

15 14 7.312 3124 

15 15 7.216 3127 

15 16 7.329 3064 

15 17 7.122 2861 

15 18 7.446 3063 

15 19 7.434 3306 

15 20 7.183 3106 

Mean 7.282 3110.25 

Minimum 7.035 2801 

Maximum 7.528 3478 

Standard Dev 0.127 170.91 
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20 1 8.258 3359 

20 2 8.142 3761 

20 3 7.888 3378 

20 4 7.949 3623 

20 5 8.077 3531 

20 6 8.256 3858 

20 7 8.082 3369 

20 8 8.093 3899 

20 9 8.049 4128 

20 10 7.894 3940 

20 11 7.918 3345 

20 12 8.115 3680 

20 13 8.010 3445 

20 14 8.270 3608 

20 15 8.107 3596 

20 16 8.027 3868 

20 17 7.816 3837 

20 18 7.921 3563 

20 19 8.244 3893 

20 20 8.100 3714 

Mean 8.061 3669.75 

Minimum 7.816 3345 

Maximum 8.270 4128 

Standard Dev 0.131 220.08 



157 

25 1 9.461 3731 

25 2 9.250 4043 

25 3 9.192 3382 

25 4 9.350 3379 

25 5 9.343 3083 

25 6 9.446 3392 

25 7 9.340 3917 

25 8 9.077 4291 

25 9 9.089 3639 

25 10 9.355 3570 

25 11 9.276 3993 

25 12 9.116 3976 

25 13 9.230 3507 

25 14 9.171 3387 

25 15 9.232 3713 

25 16 9.343 3396 

25 17 9.358 4102 

25 18 9.105 3914 

25 19 9.430 3560 

25 20 9.440 3519 

Mean 9.280 3674.7 

Minimum 9.077 3083 

Maximum 9.461 4291 

Standard Dev 0.122 304.31 
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30 1 11.524 3169 

30 2 10.619 2435 

30 3 11.525 3203 

30 4 12.098 3176 

30 5 10.987 2756 

30 6 10.951 3449 

30 7 11.560 2579 

30 8 11.462 2823 

30 9 11.307 3103 

30 10 11.480 3051 

30 11 11.292 3008 

30 12 11.326 2903 

30 13 11.578 2956 

30 14 11.389 3210 

30 15 11.656 3007 

30 16 12.014 2701 

30 17 11.551 3087 

30 18 10.888 2861 

30 19 11.021 2944 

30 20 11.306 2914 

Mean 11.377 2966.75 

Minimum 10.619 2435 

Maximum 12.098 3449 

Standard Dev 0.351 230.56 
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35 1 14.385 2595 

35 2 13.429 2735 

35 3 13.609 2831 

35 4 13.938 2453 

35 5 14.122 2427 

35 6 14.090 2564 

35 7 12.514 2227 

35 8 13.483 2514 

35 9 14.637 2552 

35 10 14.688 2503 

35 11 14.344 2337 

35 12 13.857 2684 

35 13 13.452 2461 

35 14 14.243 2097 

35 15 12.454 2810 

35 16 15.682 2107 

35 17 14.385 2367 

35 18 14.325 2386 

35 19 13.336 2734 

35 20 13.127 2475 

Mean 13.905 2492.95 

Minimum 12.454 2097 

Maximum 15.682 2831 

Standard Dev 0.742 202.84 
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40 1 17.999 2105 

40 2 16.425 2191 

40 3 19.922 1865 

40 4 17.237 2264 

40 5 17.986 2142 

40 6 17.560 2106 

40 7 17.729 2113 

40 8 15.623 2158 

40 9 15.383 2261 

40 10 18.383 1958 

40 11 18.435 1985 

40 12 18.450 2215 

40 13 16.949 2088 

40 14 17.237 2012 

40 15 16.660 2112 

40 16 15.721 1896 

40 17 12.685 2077 

40 18 14.728 2635 

40 19 12.911 2037 

40 20 15.593 2083 

Mean 16.681 2115.15 

Minimum 12.685 1865 

Maximum 19.922 2635 

Standard Dev 1.797 158.80 



1 1 

1 2 

1 3 

1 4 

1 5 

1 6 

1 7 

1 8 

1 9 

1 10 

1 11 

1 12 

1 13 

1 14 

1 15 

1 16 

1 17 

1 18 

1 19 

1 20 

Mean 

Minimum 

Maximum 

Standard Dev 

APPENDIXB 
Burdensome Mix 

4.665 148 

5.443 152 

4.400 119 

4.568 101 

5.018 125 

5.020 124 

4.735 149 

4.397 129 

4.412 136 

5.060 130 

5.249 126 

4.626 145 

4.528 130 

4.555 111 

4.713 98 

4.824 136 

5.047 149 

4.574 112 

4.584 122 

4.368 140 

4.739 129.1 

4.368 98.0 

5.443 152.0 

0.298 15.4 
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2 1 5.541 535 

2 2 5.427 448 

2 3 5.475 522 

2 4 5.423 438 

2 5 5.361 459 

2 6 5.342 539 

2 7 5.129 492 

2 8 5.665 379 

2 9 5.389 405 

2 10 5.547 515 

2 11 5.396 472 

2 12 5.699 416 

2 13 5.342 444 

2 14 5.452 484 

2 15 5.401 536 

2 16 5.817 456 

2 17 5.451 471 

2 18 5.367 531 

2 19 5.837 450 

2 20 5.089 450 

Mean 5.458 472.1 

Minimum 5.089 379.0 

Maximum 5.837 539.0 

Standard Dev 0.186 45.3 
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3 1 5.797 628 

3 2 5.435 600 

3 3 5.280 607 

3 4 5.663 558 

3 5 5.689 748 

3 6 5.490 692 

3 7 5.690 618 

3 8 5.751 628 

3 9 5.939 782 

3 10 5.832 648 

3 11 5.656 617 

3 12 5.927 690 

3 13 5.663 625 

3 14 5.734 649 

3 15 5.944 670 

3 16 5.774 658 

3 17 5.494 690 

3 18 5.568 757 

3 19 5.492 613 

3 20 6.104 688 

Mean 5.696 658.3 

Minimum 5.280 558.0 

Maximum 6.104 782.0 

Standard Dev 0.196 55.6 



164 

4 1 6.066 872 

4 2 5.699 847 

4 3 5.763 762 

4 4 6.320 961 

4 5 5.997 889 

4 6 5.785 808 

4 7 6.023 806 

4 8 5.754 815 

4 9 5.706 798 

4 10 5.785 781 

4 11 6.036 964 

4 12 6.068 841 

4 13 5.919 781 

4 14 5.985 831 

4 15 5.809 869 

4 16 6.177 959 

4 17 5.832 806 

4 18 5.920 755 

4 19 6.128 852 

4 20 5.884 844 

Mean 5.933 842.1 

Minimum 5.699 755.0 

Maximum 6.320 964.0 

Standard Dev 0.165 61.1 
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5 1 6.044 1021 

5 2 6.297 908 

5 3 6.200 931 

5 4 6.251 959 

5 5 5.986 954 

5 6 5.854 949 

5 7 6.256 1050 

5 8 5.940 874 

5 9 6.108 1012 

5 10 6.138 956 

5 11 6.190 1103 

5 12 6.179 1065 

5 13 5.992 958 

5 14 6.172 1066 

5 15 6.470 1129 

5 16 6.439 1168 

5 17 5.905 1064 

5 18 6.222 1074 

5 19 6.237 980 

5 20 6.133 948 

Mean 6.151 1008.5 

Minimum 5.854 874.0 

Maximum 6.470 1168.0 

Standard Dev 0.159 76.7 
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6 1 6.370 1233 

6 2 6.329 1084 

6 3 6.268 1068 

6 4 6.210 1291 

6 5 6.552 1192 

6 6 6.542 1126 

6 7 6.385 1089 

6 8 6.488 1296 

6 9 6.429 1477 

6 10 6.300 1136 

6 11 6.343 1330 

6 12 6.434 1525 

6 13 6.405 1053 

6 14 6.760 1443 

6 15 6.579 1298 

6 16 6.183 1119 

6 17 6.355 1232 

6 18 6.433 1077 

6 19 6.574 1430 

6 20 6.479 1211 

Mean 6.421 1235.5 

Minimum 6.183 1053.0 

Maximum 6.760 1525.0 

Standard Dev 0.135 143.4 
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7 1 6.328 1315 

7 2 6.232 1301 

7 3 6.401 1288 

7 4 6.536 1339 

7 5 6.446 1497 

7 6 6.285 1235 

7 7 6.588 1430 

7 8 6.449 1326 

7 9 6.693 1443 

7 10 6.428 1374 

7 11 6.503 1339 

7 12 6.473 1346 

7 13 6.404 1437 

7 14 6.436 1274 

7 15 6.696 1519 

7 16 6.667 1296 

7 17 6.937 1559 

7 18 6.712 1474 

7 19 6.718 1503 

7 20 6.495 1433 

Mean 6.521 1386.4 

Minimum 6.232 1235.0 

Maximum 6.937 1559.0 

Standard Dev 0.169 91.2 
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8 1 6.551 1518 

8 2 6.788 1669 

8 3 6.806 1782 

8 4 6.541 1408 

8 5 6.395 1436 

8 6 6.824 1696 

8 7 6.901 1525 

8 8 6.900 1752 

8 9 6.811 1549 

8 10 7.057 1757 

8 11 7.058 1640 

8 12 6.663 1681 

8 13 6.712 1455 

8 14 6.714 1463 

8 15 7.077 1474 

8 16 6.904 1560 

8 17 6.627 1633 

8 18 6.934 1725 

8 19 6.806 1439 

8 20 6.572 1522 

Mean 6.782 1584.2 

Minimum 6.395 1408.0 

Maximum 7.077 1782.0 

Standard Dev 0.182 118.9 
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9 1 6.615 1565 

9 2 6.897 1767 

9 3 6.923 1668 

9 4 6.587 1683 

9 5 7.127 1487 

9 6 6.665 1548 

9 7 7.026 2042 

9 8 6.825 1571 

9 9 6.746 1702 

9 10 6.946 1718 

9 11 6.893 1646 

9 12 6.878 1795 

9 13 7.026 1565 

9 14 6.994 1688 

9 15 7.125 1792 

9 16 7.034 1555 

9 17 6.957 1614 

9 18 7.129 1752 

9 19 6.775 1861 

9 20 6.865 1596 

Mean 6.902 1680.8 

Minimum 6.587 1487.0 

Maximum 7.129 2042.0 

Standard Dev 0.158 127.6 



170 

10 1 6.845 1790 

10 2 7.181 2032 

10 3 6.945 1819 

10 4 7.323 1924 

10 5 7.154 1629 

10 6 7.052 1749 

10 7 7.093 1573 

10 8 6.963 1631 

10 9 7.147 1690 

10 10 6.878 1663 

10 11 7.286 2344 

10 12 7.091 1595 

10 13 7.020 1690 

10 14 6.546 1666 

10 15 6.838 1622 

10 16 7.116 1874 

10 17 6.903 1649 

10 18 7.064 1789 

10 19 7.262 1596 

10 20 7.251 2114 

Mean 7.048 1772.0 

Minimum 6.546 1573.0 

Maximum 7.323 2344.0 

Standard Dev 0.183 195.6 



171 

15 1 7.633 2406 

15 2 7.461 2298 

15 3 8.038 2723 

15 4 7.939 2692 

15 5 7.921 2833 

15 6 7.739 2563 

15 7 7.711 2187 

15 8 7.786 2309 

15 9 7.807 2208 

15 10 7.743 2197 

15 11 7.758 2443 

15 12 7596 2365 

15 13 7.622 2196 

15 14 7.729 2661 

15 15 7.453 2199 

15 16 7.892 2396 

15 17 7.714 2363 

15 18 7.728 2417 

15 19 7.539 2379 

15 20 7.772 2283 

Mean 7.729 2405.9 

Minimum 7.453 2187.0 

Maximum 8.038 2833.0 

Standard Dev 0.148 189.0 



172 

20 1 8.600 2909 

20 2 8.767 3037 

20 3 8.574 2735 

20 4 8.263 2577 

20 5 8.728 2630 

20 6 8.427 2643 

20 7 8.567 2570 

20 8 8.505 2531 

20 9 8.659 2519 

20 10 8.587 2821 

20 11 8.426 2845 

20 12 8.511 2759 

20 13 8.656 3035 

20 14 8.634 2768 

20 15 8.680 3112 

20 16 8.596 2530 

20 17 8.681 2590 

20 18 8.409 2559 

20 19 8.506 2812 

20 20 8.579 2928 

Mean 8.568 2745.5 

Minimum 8.263 2519.0 

Maximum 8.767 3112.0 

Standard Dev 0.119 183.0 



173 

25 1 10.199 2532 

25 2 9.946 2800 

25 3 10.108 2401 

25 4 10.224 2441 

25 5 9.742 3083 

25 6 9.640 3220 

25 7 9.831 2790 

25 8 10.123 2804 

25 9 9.987 2600 

25 10 9.534 2796 

25 11 9.991 2531 

25 12 9.930 2984 

25 13 9.738 2447 

25 14 10.151 2373 

25 15 10.130 2616 

25 16 10.069 2887 

25 17 9.943 2616 

25 18 9.937 2845 

25 19 9.932 3033 

25 20 9.918 2612 

Mean 9.954 2720.6 

Minimum 9.534 2373.0 

Maximum 10.224 3220.0 

Standard Dev 0.181 235.6 



174 

30 1 11.653 2427 

30 2 12.322 2134 

30 3 11.990 2021 

30 4 12.387 1704 

30 5 13.018 2050 

30 6 14.415 1730 

30 7 12.323 2349 

30 8 12.705 1760 

30 9 12.193 1964 

30 10 12.705 2052 

30 11 11.358 1865 

30 12 12.746 2002 

30 13 11.826 2065 

30 14 12.587 2124 

30 15 11.819 2004 

30 16 11.814 1848 

30 17 13.157 1898 

30 18 11.649 1837 

30 19 12.158 2299 

30 20 12.184 2511 

Mean 12.350 2032.2 

Minimum 11.358 1704.0 

Maximum 14.415 2511.0 

Standard Dev 0.665 220.8 



175 

35 1 16.291 1650 

35 2 14.597 1781 

35 3 13.982 1977 

35 4 15.339 1797 

35 5 15.826 1841 

35 6 15.703 1596 

35 7 13.795 1678 

35 8 16.083 1655 

35 9 13.261 1472 

35 10 15.188 1825 

35 11 15.011 1623 

35 12 12.724 1650 

35 13 12.833 2027 

35 14 16.451 1642 

35 15 15.394 1825 

35 16 15.466 1599 

35 17 14.794 1542 

35 18 15.336 1880 

35 19 14.927 1474 

35 20 15.586 1840 

Mean 14.929 1718.7 

Minimum 12.724 1472.0 

Maximum 16.451 2027.0 

Standard Dev 1.063 151.9 



176 

40 1 17.908 1639 

40 2 15.581 1314 

40 3 18.033 1578 

40 4 18.203 1680 

40 5 18.586 1508 

40 6 21.540 1435 

40 7 17.857 1711 

40 8 20.564 1682 

40 9 19.401 1532 

40 10 18.528 1573 

40 11 16.634 1759 

40 12 16.971 1480 

40 13 21.369 1863 

40 14 15.903 1515 

40 15 17.792 1262 

40 16 18.762 1442 

40 17 18.318 1607 

40 18 16.050 1630 

40 19 18.910 1605 

40 20 19.207 1585 

Mean 18.306 1570.0 

Minimum 15.581 1262.0 

Maximum 21.540 1863.0 

Standard Dev 1.600 139.4 



1 1 

1 2 

1 3 

1 4 

1 5 

1 6 

1 7 

1 8 

1 9 

1 10 

1 11 

1 12 

1 13 

1 14 

1 15 

1 16 

1 17 

1 18 

1 19 

1 20 

Mean 

Minimum 

Maximum 

Standard Dev 

APPENDIX C 
Extreme Mix 

7.607 38 

4.986 46 

6.633 47 

5.669 35 

4.971 36 

6.607 60 

7.146 53 

6.309 48 

5.580 50 

6.755 37 

8.452 39 

5.231 61 

5.774 50 

6.042 55 

6.693 54 

5.852 30 

6.176 46 

5.402 59 

5.659 42 

5.191 56 

6.137 47.1 

4.971 30.0 

8.452 61.0 

0.884 8.9 
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178 

2 1 6.569 258 

2 2 7.095 235 

2 3 6.749 277 

2 4 6.198 297 

2 5 6.691 256 

2 6 6.975 311 

2 7 6.348 305 

2 8 6.039 256 

2 9 7.068 274 

2 10 6.431 280 

2 11 7.303 273 

2 12 6.720 222 

2 13 7.730 236 

2 14 6.981 283 

2 15 5.936 259 

2 16 6.714 280 

2 17 6.297 279 

2 18 6.688 280 

2 19 6.912 242 

2 20 7.115 232 

Mean 6.728 266.8 

Minimum 5.936 222.0 

Maximum 7.730 311.0 

Standard Dev 0.432 24.1 



179 

3 1 6.899 369 

3 2 6.918 439 

3 3 7.071 390 

3 4 6.987 377 

3 5 6.558 364 

3 6 6.795 441 

3 7 7.051 395 

3 8 6.811 442 

3 9 6.861 347 

3 10 7.032 431 

3 11 7.325 350 

3 12 6.896 396 

3 13 7.097 373 

3 14 7.071 438 

3 15 6.867 409 

3 16 6.808 375 

3 17 6.509 393 

3 18 7.381 413 

3 19 7.236 416 

3 20 7.015 400 

Mean 6.959 397.9 

Minimum 6.509 347.0 

Maximum 7.381 442.0 

Standard Dev 0.214 29.5 



180 

4 1 7.057 492 

4 2 6.768 492 

4 3 6.686 461 

4 4 7.479 546 

4 5 7.428 532 

4 6 7.346 617 

4 7 7.250 531 

4 8 7.189 585 

4 9 6.985 601 

4 10 7.532 495 

4 11 7.335 526 

4 12 6.760 433 

4 13 7.133 511 

4 14 7.122 537 

4 15 7.503 454 

4 16 7.158 502 

4 17 7.031 496 

4 18 7.323 468 

4 19 7.452 526 

4 20 7.028 473 

Mean 7.178 513.9 

Minimum 6.686 433.0 

Maximum 7.532 617.0 

Standard Dev 0.247 47.0 



181 

5 1 7.248 655 

5 2 7.077 668 

5 3 7.757 590 

5 4 7.599 643 

5 5 7.484 741 

5 6 7.442 580 

5 7 7.314 683 

5 8 7.140 595 

5 9 7.324 651 

5 10 7.540 597 

5 11 7.594 639 

5 12 7.549 713 

5 13 7.459 687 

5 14 7.254 635 

5 15 7.419 689 

5 16 7.487 675 

5 17 7.397 589 

5 18 7.214 550 

5 19 7.343 668 

5 20 7.549 644 

Mean 7.409 644.6 

Minimum 7.077 550.0 

Maximum 7.757 741.0 

Standard Dev 0.166 47.7 



182 

6 1 7.765 759 

6 2 7.722 725 

6 3 7.493 884 

6 4 7.409 771 

6 5 7.858 739 

6 6 7.330 662 

6 7 7.450 745 

6 8 7.490 655 

6 9 7.341 750 

6 10 7.352 728 

6 11 8.305 718 

6 12 7.926 709 

6 13 7.925 831 

6 14 7.604 796 

6 15 7.131 789 

6 16 7.619 722 

6 17 8.233 653 

6 18 7.338 743 

6 19 7.912 682 

6 20 7.268 697 

Mean 7.623 737.9 

Minimum 7.131 653.0 

Maximum 8.305 884.0 

Standard Dev 0.315 56.6 



183 

7 1 7.454 7BB 

7 2 7.407 910 

7 3 8.095 978 

7 4 7.587 828 

7 5 7.587 969 

7 6 7.887 900 

7 7 7.787 761 

7 8 7.497 . 866 

7 9 7.902 815 

7 10 7.864 752 

7 11 7.831 839 

7 12 8.154 81B 

7 13 7.606 B03 

7 14 7.940 820 

7 15 7.802 877 

7 16 7.739 795 

7 17 7.485 736 

7 18 7.B40 906 

7 19 7.808 904 

7 20 7.746 865 

Mean 7.751 846.5 

Minimum 7.407 736.0 

Maximum 8.154 978.0 

Standard Dev 0.201 66.0 



184 

8 1 7.841 921 

8 2 7.858 1046 

8 3 7.794 858 

8 4 8.008 919 

8 5 7.894 900 

8 6 7.782 1001 

8 7 7.770 971 

8 8 8.170 1007 

8 9 7.865 915 

8 10 8.354 1134 

8 11 7.814 888 

8 12 7.626 940 

8 13 8.015 1022 

8 14 8.000 864 

8 15 7.695 867 

8 16 8.350 875 

8 17 7.668 941 

8 18 8.004 857 

8 19 7.960 1091 

8 20 7.601 806 

Mean 7.903 941.2 

Minimum 7.601 806.0 

Maximum 8.354 1134.0 

Standard Dev 0.206 83.7 



185 

9 1 7.804 964 

9 2 7.923 903 

9 3 8.146 1056 

9 4 7.988 1147 

9 5 7.778 1083 

9 6 7.934 959 

9 7 8.073 1016 

9 8 8.280 980 

9 9 8.091 1051 

9 10 7.970 928 

9 11 7.682 1009 

9 12 7.772 1027 

9 13 8.099 1114 

9 14 8.063 931 

9 15 7.841 922 

9 16 8.060 1181 

9 17 7.760 1023 

9 18 7.852 1080 

9 19 7.922 1060 

9 20 7.768 1085 

Mean 7.940 1026.0 

Minimum 7.682 903.0 

Maximum 8.280 1181.0 

Standard Dev 0.154 75.6 



186 

10 1 7.814 1023 

10 2 8.001 1101 

10 3 8.223 1324 

10 4 8.310 1003 

10 5 8.151 1014 

10 6 8.115 1065 

10 7 8.382 1141 

10 8 8.464. 1206 

10 9 8.306 1120 

10 10 8.284 1055 

10 11 8.210 1149 

10 12 8.047 1117 

10 13 7.813 1058 

10 14 8.366 1253 

10 15 8.233 1135 

10 16 8.127 1159 

10 17 7.987 1077 

10 18 8.057 1063 

10 19 8.135 1050 

10 20 8.589 1289 

Mean 8.181 1120.1 

Minimum 7.813 1003.0 

Maximum 8.589 1324.0 

Standard Dev 0.194 87.8 



187 

15 1 8.629 1558 

15 2 8.473 1353 

15 3 9.021 1591 

15 4 8.916 1562 

15 5 8.731 1334 

15 6 8.465 1330 

15 7 9.030 1432 

15 8 9.065 1378 

15 9 8.484 1466 

15 10 9.017 1704 

15 11 9.074 1627 

15 12 8.869 1360 

15 13 9.001 1606 

15 14 9.076 1353 

15 15 8.757 1542 

15 16 9.060 1502 

15 17 8.504 1519 

15 18 9.050 1442 

15 19 8.942 1512 

15 20 8.692 1636 

Mean 8.843 1490.4 

Minimum 8.465 1330.0 

Maximum 9.076 1704.0 

Standard Dev 0.223 111.1 



188 

20 1 10.068 1733 

20 2 10.142 1748 

20 3 9.639 1619 

20 4 9.288 1692 

20 5 9.735 1491 

20 6 9.912 1733 

20 7 9.641 1878 

20 8 9.563 1579 

20 9 9.616 1728 

20 10 9.373 1859 

20 11 9.710 1581 

20 12 9.846 1479 

20 13 9.692 1696 

20 14 9.906 1846 

20 15 9.738 1737 

20 16 9.897 1729 

20 17 9.861 1509 

20 18 9.707 1646 

20 19 9.913 1734 

20 20 9.643 1860 

Mean 9.745 1693.9 

Minimum 9.288 1479.0 

Maximum 10.142 1878.0 

Standard Dev 0.203 118.1 



189 

25 4 11.412 1694 

25 5 10.788 1487 

25 6 11.327 1371 

25 7 12.031 1155 

25 8 12.594 1424 

25 9 10.458 1212 

25 10 11.021 1340 

25 11 11.087 1443 

25 12 10.924 1435 

25 13 11.332 1348 

25 14 11.075 1457 

25 15 11.240 1418 

25 16 11.166 1228 

25 17 11.384 1370 

25 18 11.204 1748 

25 19 10.400 1317 

25 20 11.623 1322 

Mean 11.226 1409.3 

Minimum 10.400 1155.0 

Maximum 12.594 1748.0 

Standard Dev 0.490 145.2 



190 

30 1 14.099 1251 

30 2 11.858 945 

30 3 14.255 1069 

30 4 13.428 1289 

30 5 13.261 1031 

30 6 13.768 1081 

30 7 13.687 1046 

30 8 15.430 1071 

30 9 14.224 1230 

30 10 12.544 1208 

30 11 14.215 1267 

30 12 13.513 1254 

30 13 14.498 1383 

30 14 14.688 1200 

30 15 12.226 1072 

30 16 13.769 1018 

30 17 14.350 1057 

30 18 12.425 1094 

30 19 14.327 1181 

30 20 20.193 1017 

Mean 14.038 1138.2 

Minimum 11.858 945.0 

Maximum 20.193 1383.0 

Standard Dev 1.660 113.2 



191 

35 1 12.589 1087 

35 2 16.784 954 

35 3 21.603 1041 

35 4 12.083 1005 

35 5 18.614 960 

35 6 17.479 931 

35 7 16.048 971 

35 8 13.318 979 

35 9 14.520 1079 

35 10 12.447 787 

35 11 19.800 879 

35 12 14.272 1057 

35 13 12.191 948 

35 14 16.200 1018 

35 15 17.235 1189 

35 16 13.441 1021 

35 17 19.546 1018 

35 18 19.172 836 

35 19 13.242 1108 

35 20 14.304 1023 

Mean 15.744 994.6 

Minimum 12.083 787.0 

Maximum 21.603 1189.0 

Standard Dev 2.845 91.3 



192 

40 1 17.552 1030 

40 2 23.275 977 

40 3 10.991 697 

40 4 18.425 861 

40 5 26.905 790 

40 6 20.118 978 

40 7 19.729 823 

40 8 17.952 844 

40 9 22.035 1062 

40 10 10.694 793 

40 11 24.109 897 

40 12 17.973 845 

40 13 18.777 862 

40 14 13.058 858 

40 15 13.007 833 

40 16 23.876 899 

40 17 24.297 914 

40 18 16.545 942 

40 19 22.047 856 

40 20 20.852 671 

Mean 19.111 871.6 

Minimum 10.694 671.0 

Maximum 26.905 1062.0 

Standard Dev 4.456 95.2 



5 1 

5 2 

5 3 

5 4 

5 5 

5 6 

5 7 

5 8 

5 9 

5 10 

5 11 

5 12 

5 13 

5 14 

5 15 

5 16 

5 17 

5 18 

5 19 

5 20 

Mean 

Minimum 

Maximum 

Standard Dev 

APPENDIX D 
Uneven Mixes 

60%1 10%C 30%M 

7.683 824 

7.873 806 

8.098 886 

7.822 1008 

7.774 767 

7.593 826 

8.142 892 

7.493 768 

7.501 802 

7.968 885 

7.809 845 

7.780 866 

7.780 934 

7.644 859 

7.654 944 

7.753 843 

7.712 799 

8.048 772 

7.833 828 

8.362 838 

7.816 849.6 

7.493 767.0 

8.362 1008.0 

0.213 60.8 
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194 

10 1 8.287 1496 

10 2 8.288 1557 

10 3 8.186 1531 

10 4 8.101 1485 

10 5 8.284 1507 

10 6 8.417 1574 

10 7 7.978 1444 

10 8 8.376 1413 

10 9 8.509 1536 

10 10 8.342 1381 

10 11 8.078 1603 

10 12 8.172 1442 

10 13 8.503 1580 

10 14 8.193 1512 

10 15 8.519 1736 

10 16 8.202 1569 

10 17 8.203 1620 

10 18 8.266 1749 

10 19 8.307 1383 

10 20 8.244 1492 

Mean 8.273 1530.5 

Minimum 7.978 1381.0 

Maximum 8.519 1749.0 

Standard Dev 0.141 97.1 



195 

15 1 8.635 2115 

15 2 8.879 1974 

15 3 8.580 2053 

15 4 8.640 1960 

15 5 8.470 2103 

15 6 8.734 2314 

15 7 8.555 2032 

15 8 8.418 2129 

15 9 8.943 2267 

15 10 8.411 1880 

15 11 8.546 2039 

15 12 8.885 1951 

15 13 8.985 2225 

15 14 8.749 1975 

15 15 8.620 2035 

15 16 8.982 1831 

15 17 8.838 2010 

15 18 8.666 2046 

15 19 9.251 2258 

15 20 8.758 1991 

Mean 8.727 2059.4 

Minimum 8.411 1831.0 

Maximum 9.251 2314.0 

Standard Dev 0.211 125.3 



196 

20 1 9.593 2282 

20 2 9.222 2440 

20 3 9.056 2327 

20 4 9.357 2453 

20 5 9.371 2410 

20 6 9.355 2330 

20 7 9.187 2430 

20 8 9.018 2316 

20 9 9.192 2262 

20 10 9.390 2256 

20 11 9.594 2238 

20 12 9.325 2237 

20 13 9.488 2356 

20 14 9.578 2473 

20 15 9.293 2595 

20 16 9.549 2213 

20 17 9.668 2501 

20 18 9.524 2643 

20 19 9.393 2535 

20 20 9.132 2091 

Mean 9.364 2369.4 

Minimum 9.018 2091.0 

Maximum 9.668 2643.0 

Standard Dev 0.184 136.7 



197 

25 1 10.943 2387 

25 2 11.019 2268 

25 3 11.219 2131 

25 4 10.704 2177 

25 5 10.928 2363 

25 6 10.825 2339 

25 7 10.931 2608 

25 8 10.931 2585 

25 9 10.577 2506 

25 10 10.75.1 2284 

25 11 11.052 2134 

25 12 10.582 2580 

25 13 10.883 2530 

25 14 10.669 2438 

25 15 10.655 2486 

25 16 10.547 2454 

25 17 10.622 2352 

25 18 10.954 2544 

25 19 10.934 2505 

25 20 11.036 2312 

Mean 10.838 2399.2 

Minimum 10.547 2131.0 

Maximum 11.219 2608.0 

Standard Dev 0.184 145.0 



198 

60%1 30%C lO%M 

5 1 7.019 512 

5 2 7.476 423 

5 3 7.193 391 

5 4 7.897 547 

5 5 6.967 415 

5 6 6.620 415 

5 7 7.397 469 

5 8 7.238 524 

5 9 7.091 495 

5 10 6.634 406 

5 11 7.022 530 

5 12 7.275 498 

5 13 6.687 467 

5 14 7.470 567 

5 15 7.133 455 

5 16 6.725 409 

5 17 7.757 528 

5 18 6.926 393 

5 19 6.888 409 

5 20 6.985 448 

Mean 7.120 465.1 

Minimum 6.620 391.0 

Maximum 7.897 567.0 

Standard Dev 0.344 55.0 



199 

10 1 8.120 777 

10 2 7.700 741 

10 3 8.199 800 

10 4 8.420 890 

10 5 8.598 933 

10 6 8.627 955 

10 7 8.379 887 

10 8 8.045 727 

10 9 8.366 725 

10 10 8.141 809 

10 11 8.264 889 

10 12 8.287 784 

10 13 7.971 804 

10 14 8.285 878 

10 15 8.476 835 

10 16 7.767 750 

10 17 8.405 856 

10 18 8.186 783 

10 19 8.356 702 

10 20 8.463 836 

Mean 8.253 818.1 

Minimum 7.700 702.0 

Maximum 8.627 955.0 

Standard Dev 0.240 70.1 



200 

15 1 B.922 1011 

15 2 9.033 1160 

15 3 B.B93 1113 

15 4 9.316 1004 

15 5 B.94B 1141 

15 6 B.932 11B5 

15 7 B.945 1019 

15 B 9.192 1206 

15 9 9.079 1075 

15 10 9.253. 1131 

15 11 B.B41 1071 

15 12 B.961 1132 

15 13 9.102 1058 

15 14 B.939 1108 

15 15 B.BB1 10B3 

15 16 9.203 11B7 

15 17 9.1B2 1139 

15 1B 9.045 128B 

15 19 B.B32 1024 

15 20 B.672 1066 

Mean 9.008 1110.1 

Minimum 8.672 1004.0 

Maximum 9.316 1288.0 

Standard Dev 0.158 71.6 



201 

20 1 10.185 1118 

20 2 9.655 1017 

20 3 10.304 1407 

20 4 10.220 lO37 

20 5 10.020 lO30 

20 6 lO.549 lO76 

20 7 10.112 1107 

20 8 10.189 1165 

20 9 10.069 1171 

20 10 9.954 1168 

20 11 10.118 1211 

20 12 lO.019 1028 

20 13 10.346 1217 

20 14 10.165 1099 

20 15 10.034 988 

20 16 10.047 1114 

20 17 10.146 lO45 

20 18 lO.258 1192 

20 19 lO.009 1158 

20 20 9.939 1157 

Mean 10.117 1125.3 

Minimum 9.655 988.0 

Maximum lO.549 1407.0 

Standard Dev 0.178 93.3 



202 

25 1 12.028 856 

25 2 11.628 765 

25 3 12.245 840 

25 4 11.019 935 

25 5 12.319 831 

25 6 12017 891 

25 7 10.610 875 

25 8 13.286 788 

25 9 12.843 679 

25 10 11.038 907 

25 11 12.382 836 

25 12 11.723 969 

25 13 12.071 874 

25 14 11.153 832 

25 15 11.673 965 

25 16 11.990 829 

25 17 12.024 878 

25 18 11.679 825 

25 19 11.057 813 

25 20 12417 772 

Mean 11.860 848.0 

Minimum 10.610 679.0 

Maximum 13.286 969.0 

Standard Dev 0.645 67.6 



100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

100 

Mean 

Minimum 

Maximum 

APPENDIX E Standard Mix 
Read / Write Manipulation 

5 Active Transactions 

5 1 10.349 

5 2 10.259 

5 3 10.684 

5 4 10.668 

5 5 10.258 

5 6 11.126 

5 7 10.488 

5 8 10.891 

5 9 10.096 

5 10 9.988 

5 11 10.611 

5 12 11.123 

5 13 10.269 

5 14 10.545 

5 15 10.287 

5 16 10.405 

5 17 10.869 

5 18 9.740 

5 19 10.844 

5 20 10.606 

10.505 

9.740 

11.126 

Standard Dev 0.355 

203 

261 

197 

341 

279 

244 

328 

260 

283 

182 

154 

190 

274 

269 

241 

210 

161 

184 

140 

272 

162 

231.6 

140.0 

341.0 

57.1 



204 

90 5 1 9.606 280 

90 5 2 9.395 258 

90 5 3 10.322 297 

90 5 4 9.424 235 

90 5 5 9.548 275 

90 5 6 10.407 315 

90 5 7 10.060 264 

90 5 8 9.763 258 

90 5 9 9.898 296 

90 5 10 10.314 399 

90 5 11 10.014 264 

90 5 12 10.372 214 

90 5 13 9.689 197 

90 5 14 10.271 268 

90 5 15 10.000 285 

90 5 16 9.490 302 

90 5 17 9.671 256 

90 5 18 10.306 402 

90 5 19 10.218 291 

90 5 20 9.948 265 

Mean 9.936 281.1 

Minimum 9.395 197.0 

Maximum 10.407 402.0 

Standard Dev 0.334 48.6 
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80 5 1 9.078 330 

80 5 2 9.582 527 

80 5 3 9.267 312 

80 5 4 8.861 317 

80 5 5 8.728 296 

80 5 6 9.252 315 

80 5 7 9.459 323 

80 5 8 9.461 350 

80 5 9 9.354 336 

80 5 10 8.704 348 

80 5 11 9.215 222 

80 5 12 9.433 384 

80 5 13 10.102 554 

80 5 14 8.809 301 

80 5 15 9.372 477 

80 5 16 8.585 360 

80 5 17 9.976 390 

80 5 18 9.325 336 

80 5 19 8.514 264 

80 5 20 9.476 349 

Mean 9.228 354.6 

Minimum 8.514 222.0 

Maximum 10.102 554.0 

Standard Dev 0.418 79.3 
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70 5 1 9.078 359 

70 • 5 2 8.231 418 

70 5 3 8.657 470 

70 5 4 9.100 390 

70 5 5 8.658 345 

70 5 6 8.924 396 

70 5 7 8.536 419 

70 5 8 9.436 554 

70 5 9 8.454 350 

70 5 10 9.049 494 

70 5 11 8.761 392 

70 5 12 8.496 371 

70 5 13 8.565 370 

70 5 14 8.273 434 

70 5 15 8.656 360 

70 5 16 8.590 370 

70 5 17 9.030 434 

70 5 18 9.180 466 

70 5 19 9.482 552 

70 5 20 8.983 458 

Mean 8.807 420.1 

Minimum 8.231 345.0 

Maximum 9.482 554.0 

Standard Dev 0.346 61.2 
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60 5 1 8.220 605 

60 5 2 8.226 523 

60 5 3 7.765 474 

60 5 4 8.751 495 

60 5 5 8.409 718 

60 5 6 8.052 619 

60 5 7 8.285 528 

60 5 8 7.710 560 

60 5 9 8.416 673 

60 5 10 8.317 588 

60 5 11 7.661 474 

60 5 12 7.621 452 

60 5 13 8.657 748 

60 5 14 7.805 527 

60 5 15 8.094 516 

60 5 16 8.021 486 

60 5 17 8.351 627 

60 5 18 8.058 440 

60 5 19 8.498 528 

60 5 20 7.693 440 

Mean 8.130 551.1 

Minimum 7.621 440.0 

Ma'<imum 8.751 748.0 

Standard Dev 0.331 87.7 
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50 5 1 7.471 601 

50 5 2 7.308 657 

50 5 3 7.327 611 

50 5 4 7.419 594 

50 5 5 7.414 621 

50 5 6 7.613 722 

50 5 7 7.789 590 

50 5 8 7.174 683 

50 5 9 7.185 583 

50 5 10 7.619 739 

50 5 11 7.485 707 

50 5 12 7.321 605 

50 5 13 7.592 815 

50 5 14 7.268 827 

50 5 15 7.260 621 

50 5 16 7.406 693 

50 5 17 7.472 794 

50 5 18 7.373 614 

50 5 19 7.416 693 

50 5 20 7.421 750 

Mean 7.417 676.0 

Minimum 7.174 583.0 

Maximum 7.789 827.0 

Standard Dev 0.150 76.5 
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40 5 1 6.922 929 

40 5 ·2 6.755 810 

40 5 3 7.029 835 

40 5 4 6.974 867 

40 5 5 6.459 891 

40 5 6 7.046 1124 

40 5 7 6.628 927 

40 5 8 6.643 791 

40 5 9 6.523 893 

40 5 10 6.430 820 

40 5 11 7.029 1113 

40 5 12 6.431 928 

40 5 13 7.206 1171 

40 5 14 6.516 896 

40 5 15 6.646 830 

40 5 16 7.033 1326 

40 5 17 6.690 751 

40 5 18 6.398 802 

40 5 19 6.389 856 

40 5 20 6.539 957 

Mean 6.714 925.9 

Minimum 6.389 751.0 

Maximum 7.206 1326.0 

Standard Dev 0.257 143.7 
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30 5 1 6.024 1226 

30 5 2 6.032 1070 

30 5 3 5.720 1054 

30 5 4 5.640 1221 

30 5 5 5.895 1176 

30 5 6 5.912 1046 

30 5 7 5.850 1052 

30 5 8 6.011 1047 

30 5 9 5.997 1259 

30 5 10 5.788 1190 

30 5 11 6.024 1216 

30 5 12 5.975 1223 

30 5 13 5.841 1230 

30 5 14 6.285 1446 

30 5 15 6.141 1262 

30 5 16 6.043 1169 

30 5 17 5.756 1080 

30 5 18 5.944 1400 

30 5 19 5.920 1223 

30 5 20 6.179 1353 

M 

Mean 5.949 1197.2 

Minimum 5.640 1046.0 

Maximum 6.285 1446.0 

Standard Dev 0.154 113.5 
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1_---". 
20 5 1 5.192 1962 

20 5 2 5.125 1555 

20 5 3 5.087 1625 

20 5 4 4.958 1444 

20 5 5 5.207 1923 

20 5 6 5.166 1720 

20 5 7 5.155 1635 

20 5 8 5.010 1540 

20 5 9 5.143 1457 

20 5 10 5.012 1518 

20 5 11 5.273 1630 

20 5 12 5.110 1576 

20 5 13 5.066 1453 

20 5 14 5.385 1362 

20 5 15 5.174 1605 

20 5 16 5.160 1485 

20 5 17 5.243 1893 

20 5 18 5.163 1660 

20 5 19 5.145 1787 

20 5 20 5.259 1556 

Mean 5.152 1619.3 

Minimum 4.958 1362.0 

Maximum 5.385 1962.0 

Standard Dev 0.096 161.3 
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10 5 1 4.366 2248 

10 5 2 4.403 2302 

10 5 3 4.353 2304 

10 5 4 4.280 2353 

10 5 5 4.474 2160 

10 5 6 4.339 2119 

10 5 7 4.358 2265 

10 5 8 4.298 2064 

10 5 9 4.289 2188 

10 5 10 4.317 2173 

10 5 11 4.368 2111 

10 5 12 4.297 2156 

10 5 13 4.360 2069 

10 5 14 4.476 2616 

10 5 15 4.350 2065 

10 5 16 4.329 2169 

10 5 17 4.488 2103 

10 5 18 4.199 2216 

10 5 19 4.369 2259 

10 5 20 4.315 2084 

Mean 4.351 2201.2 

Minimum 4.199 2064.0 

Maximum 4.488 2616.0 

Standard Dev 0.069 127.4 
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0 5 1 3.644 3231 

0 5 2 3.782 3184 

0 5 3 3.721 3077 

0 5 4 3.608 3240 

0 5 5 3.651 3174 

0 5 6 3.626 3176 

0 5 7 3.635 3126 

0 5 8 3.656 3122 

0 5 9 3.646 3119 

0 5 10 3.600 3239 

0 5 11 3.678 3123 

0 5 12 3.635 3183 

0 5 13 3.570 3265 

0 5 14 3.660 3148 

0 5 15 3.569 3354 

0 5 16 3.628 3073 

0 5 17 3.609 3349 

0 5 18 3.663 3249 

0 5 19 3.619 3170 

0 5 20 3.565 3216 

Mean 3.638 3190.9 

Minimum 3.565 3073.0 

Maximum 3.782 3354.0 

Standard Dev 0.050 76.1 



60 30 10 75 

60 30 10 75 

60 30 10 75 

60 30 10 75 

60 30 10 75 

60 10 30 75 

60 10 30 75 

60 10 30 75 

60 10 30 75 

60 10 30 75 

50 I 25 I 25 75 

50 I 25 I 25 75 

50 I 25 I 25 75 
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25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

25 75 25 

75 

75 

75 

75 

75 

75 

75 

75 

75 

75 

75 

75 

75 
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25 I 5 

25 I 10 

25 I 15 

25 I 20 

25 I 25 

25 I 5 

25 I 10 

25 I 15 

25 I 20 

25 25 

25 5 

25 10 

25 I 15 
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50 25 25 75 25 75 25 75 25 20 

50 25 25 75 25 75 25 75 25 25 

90 5 5 100 0 75 25 75 25 10 

90 5 5 90 10 75 25 75 25 I 10 

90 5 5 80 20 75 25 75 25 I 10 

90 5 5 70 30 75 25 75 25 I 10 

90 I 5 I 5 I 60 40 75 25 75 I 25 I 10 

90 I 5 I 5 I 50 I 50 75 25 75 I 25 10 

90 5 5 40 60 75 25 75 I 25 10 

90 5 5 30 70 75 25 75 I 25 10 

90 5 5 20 80 75 25 75 I 25 10 

90 5 5 10 90 75 25 75 I 25 10 

90 5 5 0 100 75 I 25 I 75 I 25 10 

80 10 10 100 0 75 I 25 I 75 I 25 10 

80 10 10 90 10 75 I 25 I 75 I 25 10 

80 10 10 80 I 20 I 75 I 25 I 75 I 25 10 

80 I 10 10 70 I 30 I 75 I 25 I 75 I 25 10 
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80 I 10 I 10 I 60 I 40 I 75 25 75 J 25 I 10 

80 I 10 I 10 I 50 I 50 I 75 25 75 I 25 I 10 

80 I 10 I 10 I 40 I 60 I 75 25 75 25 10 

80 I 10 I 10 I 30 I 70 I 75 25 75 25 10 

80 I 10 I 10 I 20 I 80 I 75 25 75 25 10 

80 I 10 I 10 I 10 I 90 75 25 75 25 10 

80 I 10 I 10 I 0 100 75 25 75 25 10 

80 I 10 I 10 I 75 25 100 0 75 25 10 

80 I 10 I 10 I 75 25 90 10 75 25 10 

80 I 10 I 10 I 75 I 25 I 80 20 75 25 10 

80 I 10 I 10 I 75 I 25 I 70 30 75 25 10 

80 I 10 I 10 I 75 25 60 40 75 25 I 10 

80 I 10 I 10 I 75 25 50 50 75 25 I 10 

80 I 10 I 10 75 25 40 60 75 25 l 10 

80 I 10 I 10 75 25 30 70 75 25 I 10 

80 I 10 I 10 75 25 20 I 80 I 75 I 25 I 10 

80 I 10 I 10 75 25 I 10 I 90 I 75 I 25 I 10 
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80 10 10 75 25 0 100 75 25 10 

80 10 10 75 25 75 25 100 0 10 

80 10 10 75 25 75 25 90 10 10 

80 10 10 75 I 25 I 75 I 25 I 80 20 10 

80 10 10 75 I 25 I 75 I 25 I 70 30 10 

80 10 10 75 25 75 25 60 40 I 10 

80 10 10 75 25 75 25 50 50 I 10 

80 10 10 75 25 75 25 40 60 10 

80 10 10 75 25 75 25 30 70 10 

80 10 10 75 25 75 25 20 80 10 

80 10 10 75 25 75 25 10 90 10 

80 10 10 75 25 75 25 I 0 I 100 10 

60 20 20 100 0 75 25 75 25 10 

60 20 20 90 10 75 25 75 25 10 

60 20 20 80 20 75 25 75 25 10 

60 20 20 70 30 75 25 75 25 10 

60 20 20 60 40 75 25 75 25 10 
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60 20 20 50 50 75 25 75 I 25 10 

60 20 20 40 60 75 25 75 I 25 10 

60 20 20 30 70 75 25 75 I 25 10 

60 20 20 20 80 I 75 I 25 I 75 I 25 10 

60 20 20 10 90 I 75 1 25 I 75 I 25 10 

60 20 20 0 100 75 I 25 I 75 I 25 10 

60 20 20 75 25 100 I 0 I 75 I 25 10 

60 20 20 75 25 90 I . 10 I 75 I 25 10 

60 20 20 75 25 80 20 I 75 I 25 10 

60 20 20 75 25 70 30 I 75 I 25 10 

60 20 20 75 25 60 40 75 I 25 10 

60 20 20 75 25 50 50 75 25 10 

60 20 20 75 25 40 60 75 25 10 

60 20 20 75 25 30 70 75 25 10 

60 20 20 75 25 20 80 I 75 I 25 10 

60 20 20 75 25 10 90 I 75 I 25 10 

60 20 20 75 25 0 100 I 75 I 25 10 
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60 20 20 75 25 75 25 I 100 J 0 10 

60 20 20 75 25 75 25 I 90 J 10 10 

60 20 20 75 25 75 25 I 80 i 20 10 

60 20 20 75 25 75 25 I 70 I 30 10 

60 20 20 75 25 75 25 I 60 I 40 10 

60 20 20 75 25 75 25 I 50 I 50 10 

60 20 20 75 25 75 25 I 40 I 60 10 

60 20 20 75 25 75 25 I 30 I 70 10 

60 20 20 75 25 75 25 I 20 J 80 10 

60 20 20 75 25 75 I 25 I 10 I 90 10 

60 20 20 75 25 75 I 25 I 0 I 100 10 

50 25 25 100 0 75 25 75 25 10 

50 I 25 I 25 90 10 75 25 75 25 10 

50 J 25 I 25 80 20 75 25 75 I 25 10 

50 I 25 I 25 70 30 75 25 75 I 25 10 

50 I 25 25 60 40 75 25 75 I 25 10 

50 I 25 25 50 50 75 25 75 I 25 10 
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50 I 25 25 40 60 75 25 75 25 10 

50 I 25 25 30 70 75 25 75 25 10 

50 I 25 25 20 80 75 25 75 25 10 

50 I 25 25 10 90 75 25 75 25 10 

50 I 25 25 0 100 75 25 75 25 10 

50 I 25 25 75 25 100 0 75 25 10 

50 I 25 25 75 25 90 10 75 25 10 

50 I 25 25 75 25 80 20 75 25 10 

50 I 25 25 75 25 70 30 75 25 10 

50 I 25 25 75 25 60 40 J 75 I 25 I 10 

50 I 25 25 75 25 50 50 I 75 I 25 I 10 

50 25 25 75 25 40 60 75 25 I 10 

50 25 25 75 25 30 70 75 25 I 10 

50 25 25 75 25 20 80 75 25 I 10 

50 I 25 I 25 75 25 10 90 75 25 I 10 

50 I 25 I 25 75 25 0 100 I 75 I 25 I 10 

50 I 25 I 25 75 25 75 25 I 100 I 0 I 10 
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50 I 25 I 25 I 75 I 25 I 75 I 25 I 90 10 10 

50 I 25 25 75 25 75 25 80 20 10 

50 I 25 25 75 25 75 25 70 30 10 

50 I 25 25 75 25 75 25 60 40 I 10 

50 25 25 75 25 75 25 50 50 I 10 

50 25 25 75 25 75 25 40 60 10 

50 25 25 75 25 75 25 30 70 10 

50 25 25 75 25 75 25 20 80 10 

50 I 25 25 75 25 75 25 10 90 10 

50 I 25 25 75 25 75 25 0 100 10 
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