
Discrete event simulation on a massively parallel computer.

Item Type text; Dissertation-Reproduction (electronic)

Authors Wang, Yung-Hsin.

Publisher The University of Arizona.

Rights Copyright © is held by the author. Digital access to this material
is made possible by the University Libraries, University of Arizona.
Further transmission, reproduction or presentation (such as
public display or performance) of protected items is prohibited
except with permission of the author.

Download date 16/05/2023 14:54:57

Link to Item http://hdl.handle.net/10150/185913

http://hdl.handle.net/10150/185913


INFORMArnON TO USERS 

This manuscript has been reproduced from the microfilm master. UMI 

films the text directly from the original or copy submitted. Thus, some 

thesis and dissertation copies are in typewriter face, while others may 

be from any type of computer printer. 

The quality of this reproduction is dependent upon the quality of the 

copy submitted. Broken or indistinct print, colored or poor quality 

illustrations and photographs, print bleed through, substandard margins, 

and improper alignment can adversely affect reproduction. 

In the unlikely event that the author did not send UMI a complete 

manuscript and there are missing pages, these will be noted. Also, if 

unauthorized copyright material had to be removed, a note will indicate 

the deletion. 

Oversize materials (e.g., maps, drawings, charts) are reproduced by 

sectioning the original, beginning at the upper left-hand corner and 

continuing from left to right in equal sections with small overlaps. Each 

original is also photographed in one exposure and is included in 

reduced form at the back of the book. 

Photographs included in the original manuscript have been reproduced 

xerographically in this copy. Higher quality 6" x 9" black and white 

photographic prints are available for any photographs or illustrations 

appearing in this copy for an additional charge. Contact UMI directly 
to order. 

U·M·I 
University Microfilms International 

A Bell & Howell Information Company 
300 North Zeeb Road. Ann Arbor. M148106-1346 USA 

313/761-4700 800/521-0600 





Order Number 9234908 

Discrete-event simulation on a massively parallel computer 

Wang, Yung-Hsin, Ph.D. 

The University of Arizona, 1992 

V·M·I 
300 N. Zccb Rd. 
Ann Arbor, MI 48106 





DISCRETE-EVENT SIMULATION ON A 

MASSIVEL Y PARALLEL COMPUTER 

by 

Yung-Hsin Wang 

A Dissertation Submitted to the Faculty of the 

DEPARTMENT OF ELECTRICAL AND COMPUTER ENGINEERING 

In Partial Fulfillment of the Requirements 
For the Degree of 

DOcrOR OF PHILOSOPHY 
WITH A MAJOR IN ELECTRICAL ENGINEERING 

In the Graduate College 

THE UNIVERSITY OF ARIZONA 

1 992 



THE UNIVERSITY OF ARIZONA 
GRADUATE COLLEGE 

As members of the Final Examination Committee, we certify that we have 

2 

read the dissertation prepared by _______ Y_u_n~g~-H __ si_n_VV __ a_n~g ________________ ___ 

entitled DISCRETE-EVENT SIMULATION ON A MASSIVELY PARALLEL 

COMPU1ER 

and recommend that it be accepted as fulfilling the dissertation 

requirement for the Degree of Doctor of Philosophy 

Date i I 

Date 

Date 

Final approval and acceptance of this dissertation is contingent upon 
the candidate's submission of the final copy of the dissertation to the 
Graduate College. 

Dissei'riition Director nenar<:n:ZCigIC 



3 

STATEMENT BY AUTHOR 

This dissertation has been submitted in partial fulfillment of requirements for an 
advanced degree at The University of Arizona and is deposited in the University Library to 
be made available to borrowers under the rules of the Library. 

Brief quotations from this dissertation are allowable without special permission, 
provided that accurate acknowledgement of source is made. Requests for permission for 
extended quotation from or reproduction of this manuscript in whole or in part may be 
granted by the head of the major department or the Dean of the Graduate College when in 
his or her judgement the proposed use of the material is in the interests of scholarship. In 
all other instances, however, permission must be obtained from the author. 

SIGNED: 



4 

ACKNOWLEDGMENTS 

I would like to thank my advisor, Professor Bernard P. Zeigler, for his invaluable 
guidance and assistance during my research period. I would also like to thank my other 
committee members, Professor Jerzy W. Rozenblit and Professor Michael M. Marefat. for 
their time and suggestions concerning the dissertation. 

Special thanks go to professor Robert S. Maier, Department of Mathematics. for his 
constant help and patience in answering my questions through this research work. 

Finally, I wish to express my gratitude to my parents for their love. encouragement. 
and emotional support. 



5 

TABLE OF CONTENTS 

Page 

LIST OF FIGURES........................................................................... 7 

LIST OF TABLES.............................................................. ........ ... .... 9 

ABSTRACT .................................................................................... 10 

1. INTRODUCTION..... ...................... .................................................. 11 

1.1 Background and Motivation....................................................... 11 

1.2 Objective............................................................................. 17 

1.3 Organization of the Dissertation ............................. , . . . . . . . . . . . . . . . . . . . . . 17 

1.4 Contributions ........................................................................ 18 

2. DEVS FORMALISM, ABSTRACT SIMULATOR, AND DEVS-SCHEME.......... 20 

2.1 DEVS Fornlalisrn ............. , .................................................. '" 20 

2.2 Abstract Simulator .................................................................. 25 

2.3 External and Internal Event Parallelism ..................... ..................... 30 

2.4 DEVS-Scheme ...................................................................... 31 

2.4.1 DEVS-Scheme Classes................................................. 32 

2.4.2 Model Specification in DEVS-Scheme ................................ 34 

3. PARALLEL PROCESSING AND THE CONNECTION MACHINE................. 36 

3.1 Parallel Processing; General View .................................. , . . .. . . .. . . .. . 36 

3.2 Control and Data Parallelisms ..................................................... 38 

3.3 The Connection Machine System ................................................. 39 

3.3.1 Hardware Overview ..................................................... 40 

3.3.2 Programming Model and Software Environment. ................... 42 

4. THE EXTENDED CELLULAR DEVS FORMALISM............. ................ ...... 44 

4.1 Extended Cellular DEVS........................................................... 44 

4.2 TI1e Abstract Simulator..... .... ... ........... ...................................... 46 

4.3 A First Attempt of the Implementation ........................................... 47 

5. PARALLEL DEVS FORMALISM AND BROADCAST MODEL 

IMPLEMENTATION ......................................................................... 57 



6 

5.1 Extended DEVS for Broadcast Models.......................................... 57 

5.2 Abstract Simulator of a Parallel DEVS .................... , . .. ... .. . .... . . .. . . . . . 61 

5.3 Simulation Realization of the Broadcast Model ....... . . . . . . . . .. . . . .. . . . . . . . . . . . 64 

5.4 Example 1: Mapping Word to Numerical Value................................ 68 

5.4 Example 2: Parallel Processor Broadcast Architecture......................... 74 

6. EXPERIMENTAL RUNS AND RESULTS............................................... 83 

6.1 Simulation Output Results......................................................... 83 

6.2 Execution Time Results .............. , ........ ........ ... ........ ............... ... 86 

7. CONCLUSIONS.............................................................................. 92 

7.1 Contributions........................................................................ 93 

7.2 Future Work Directions .............. , ............................................. 95 

APPENDIX A: PARALLEL COMPUTER DESIGN CONSIDERATIONS .......... 96 

A.I Interprocessor Communication ............. , .... . . ... ... . . .. .... .... . ... . . .. . . .. . 96 

A.2 Processor Granularity............................................................. 98 

A.3 SIMD Versus MIMD .............................................................. 100 

APPENDIX B: THECM-2 HARDWARE AND DATA PARALLEL 

PROGRAMMING .......................................................... 104 

B.l CM-2 Hardware .................................................................... 104 

B.2 Data Parallel Programming Approaches ......................................... 108 

B.3 *Lisp Overview .................................................................... 113 

B.3.1 *Lisp Concepts ......................................................... 114 

B.3.2 *Lisp Interpreter and Compiler ....................................... I 16 

APPENDIX C: *LISP IMPLEMENTATION OF A BROADCAST MODEL 

SIMULATION ENVIRONMENT ........................................ 118 

C.I Abstract Simulator Implementation .............................................. 124 

C.2 Templates for User-Defined Module ............................................. 128 

C.2.1 The Atomic-Model Specification ...................................... 129 

C.2.2 The Coupling Specification ............................................ 130 

REFERENCES ................................................................................. 135 



7 

LIST OF FIGURES 

Figure Page 

1.1 Distributed Simulation Methodology .................................................. 16 

2.1 Entities and Relations of Modelling and Simulation ................................. 21 

2.2a A Coupled Multicomponent DEVS Model............................................ 26 

2.2b The Abstract Simulator for Model Mo ........................ ......................... 26 

2.3 Abstract Simulator for Atomic DEVS Model ......................................... 27 

2.4 Abstract Simulator for Coupled DEVS Model ........................................ 29 

2.5 Class Hierarchy of DEVS-Scheme ..................................................... 33 

3.1 Connection Machine System Diagram ................................................. 41 

4.1 Abstract Simulator for Extended Cellular DEVS Model............................. 48 

4.2 Model of the Connection Machine Data Processors. . . . . . . .. . . . .. . . . . . . . . . . . . . . . . . . . . 50 

4.3 The Abstract Simulator for CM-2 Architecture Model............................... 50 

4.4 DEVS-Scheme Atomic-Model Specification of Cellular Model.................... 51 

4.5 "'Lisp Implementation of Cellular Model on the CM-2 .............................. 52 

5.1 Cellular Model Components Have Single Input...................................... 60 

5.2 Broadcast Model Components Have Multiple Input ................................. 60 

5.3 Algorithms for a Simulator of Parallel DEVS Atomic Model ............. , . . . . . . . . . 62 

5.4 Algorithms for a Coordinator of Parallel DEVS Broadcast Coupled Model...... 63 

5.5a ModelfFrame Pair for Broadcast Model............................................... 65 

5.5b The Hierarchical Abstract Simulator for EF-BR.......................... ............ 66 

5.6 The Alternative Abstract Simulator Structure for EF-BR ............................ 66 

5.7 Diagram of a Simple Broadcast Model with Experimental Frame.................. 70 

5.8 Coupling Specification of Example 1 .................................................. 70 



8 

5.9 Atomic-Model Specification of Example 1 to Run *Lisp Interpreter .............. 71 

5.10 ModellFrame Pair for Broadcast Architecture ................... .... ............. .... 78 

5.11 Coupling Specification of Broadcast Architecture... .......... ...... .. ... .. . .. . .. . ... 78 

5.12 Atomic-Model Specification of Broadcast Architecture ............................. 79 

6.1 Execution Time vs. Number of Processors........................................... 91 

A.l SIMD Architectures ...................................................................... 103 

A.2 MIMD Architectures ..................................................................... 103 

B.l Connection Machine CM-2 System Organization .................................... 105 

B.2 Associating Processors with Elements of Data ....................................... 110 

B.3 Establishing Linkages Between Elements of Data .................................... 110 

B.4 Establishing Scalar Data ................................................................. III 

B.5 Conditional Operations .................................................................. 112 

C.1 *Lisp Implementation of the Abstract Simulator for the Broadcast Modd ........ 119 

C.2 Template for Atomic-Model Definition in *Lisp ...................................... 132 

C.3 Tern plate for Broadcast Coupled Model Definition .................................. 134 



9 

LIST OF TABLES 

Table Page 

6.1 Performance Statistics of Model br-SIPS .... ..... .................................... 85 

6.2 Performance of *Lisp Interpreter/Compiler on Different Front Ends...... ........ 87 

6.3 Performance Comparison Between DEVS-Scheme and *Lisp Implementation.. 87 

6.4 Each Function's Contribution in Execution Time ..... ......... ...................... 88 



10 

ABSTRACT 

Discrete-event simulation appears to be an ideal candidate for parallel processing 

not only because many large-scale simulations take extremely long execution times on 

conventional computers but also because the systems being modelled often contain 

considerable amounts of intrinsic parallelism. Ability to simulate large models in a 

reasonable time is the motivation for seeking speed advantages offered by parallel computer 

systems. The Connection Machine is an example of a massively parallel computer with a 

general communications network in which any processor can communicate with any other 

that is well suited for the DEVS (Discrete Event System Specification) broadcast models 

simulation. However, a new approach is required to mapping the DEVS abstract simulator 

onto a SIMD architecture such as that of the Connection Machine CM-2. 

This dissertation extends the DEVS formalism to allow the exploitation of data 

parallelism afforded by a massively parallel SIMD architecture. A broadcast model 

simulation environment is implemented in *Lisp on the Connection Machine CM-2. Two 

examples of parallel processor models are presented for demonstration. Several runs are 

made on the implementation using the Parallel Processor Broadcast Architecture model. 

The experimental results are compared to those from DFVS-Schemc running on sequential 

machines such as the Sun-4 workstation and the Motorola Delta 88K MultiPersonal 

Computer using the same model. The results show that simulations on the CM-2 are 

approximately 150 times faster. In addition, to get some insight on the effect of increasing 

the number of processors of a SIMD architecture (i.e., the size of the broadcast model 

simulated), runs were made to measure the execution times. The execution results contirm 

our analysis pointing to imitations in the SIMD architecture for exploiting DEVS intemal 

event parallelism. 
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Distributed simulation, the execution of a discrete-event model on a network of 

microprocessors, has attracted increasing interest as commercial multiprocessors become 

widely available in recent years. It is sometimes called parallel discrete event simulation 

(Fujimoto, 1990; Nicol, 1988), thus refers to the execution of a single discrete-event 

simulation program on a parallel computer. Discrete-event simulation appears to be an ideal 

candidate for parallel processing. Not only because many large-scale simulations take 

enormous amounts of execution time on conventional computers, but because the systems 

being modelled often contain considerable amounts of intrinsic parallelism. To harness this 

parallelism to obtain maximum speedup, however, has become a challenging problem to be 

explored. 

1.1 Background and Motivation 

Over the last decade, the study of distributed simulation has been motivated by the 

increasing demands for real time applications. Several simulator architectures were 

developed to exploit the computing power of a network of multiprocessors for distributed 

simulation. Examples are: the Delft Parallel Processor (Dekker et aI., 1979). the Keio 

Discrete System Simulator (Yamamoto. 1982). the Discrete Event Simulation Computer 

(Barel. 1982), the ICE Simulator (Pimentel. 1983), the Hierarchical Multi-Bus 

Multiprocessor Architecture (Concepcion, 1985a), the Hierarchical Multiport Simulator 

Architecture (Baik, 1985). and the Virtual Time Machine Architecture (Fujimoto. 19R9b). 
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The exploitation of the natural parallelism in distributed simulation requires careful 

synchronization of processes in order to ensure the execution's correctness. In other 

words, synchronization and intercommunication mechanisms are required in the execution 

of distributed simulation in order to maintain global and local causality (Zeigler, 1990). 

Much of the research work has been undertaken to deal with the overhead problem 

concerning synchronization and intercommunication inherent in multiprocessing and 

distributed processing (Bain and Scott, 1988; Bryant, 1979; Chandy and Misra, 1981; 

Fujimoto, 1989a; Jefferson and Sowizral, 1985; Peacock et aI., 1979; Reynolds. 1983). 

In what follows we provide a brief overview of existing parallel discrete event simulation 

approaches and their performances. 

Distributed simulation mechanisms are classified broadly into two categories: 

conservative and optimistic. Some of the first distributed simulation algorithms developed 

independently by Chandy and Misra (1981), and Bryant (1977 and 1979) were based on 

conservative approaches. Conservative approaches strictly avoid the possibility of any 

event time conflict. These approaches must determine when it is "safe" to execute an event. 

A logical process does not accept a message for processing until it is certain that no 

message with an earlier timestamp can ever arrive. However, a logical process must wait 

or block if it cannot determine this safety condition. It often turns out that much of this 

blocking is unnecessary and the simulation is susceptible to a deadlock situation. Deadlock 

avoidance, and deadlock detection and recovery are some solutions to the deadlock problem 

(Bain and Scott, 1988; Chandy and Misra, 1981; Dijkstra and Scholten. 1980; GroscIj and 

Tropper, 1989; Misra, 1986; Su and Seitz, 1989). 

The degree to which processes can look ahead and predict future events plays a 

critical role in the performance of conservative distributed simulation mechanisms 

(Fujimoto, 1990). Fujimoto (1989a) and Nicol (1989) all demonstrated that conservative 
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strategies can achieve good perfonnance by effectively exploiting the lookahead properties 

of the simulation. Thus, conservative algorithms appear to be poorly suited for simulating 

applications with poor lookahead properties, even when there is a large amount of 

parallelism available. 

Optimistic mechanisms detect and recover from causality errors rather than strictly 

avoid them. As opposed to conservative mechanisms, optimistic approaches need not 

detennine when it is safe to proceed. A logical process can execute ~very event as soon as 

it arrives; however, when an error occurs, the logical process must roll back its state to the 

time of earlier message and re-execute from that point. This may require the cancellation of 

message that has been sent by the logical process. The Time Warp mechanism. based on 

the Virtual Time paradigm, is the most well known optimistic protocol (Jefferson. 1985; 

Jefferson and Sowizral, 1985; Jefferson et aI., 1987). Two basic types of the message 

cancellation strategies are employed in the Time Warp mechanism: aggressive and lazy. 

Empirical evidence suggests that lazy cancellation tends to perform as well as. or hetter 

than, aggressive cancellation in practice (Lorn ow et aI., 1988; Reiher et aI., 1990). 

Depending on what is assumed about the cost of rollback, performance of Time 

Warp from extremely good to extremely poor can be predicted. Lin and Lazowska (1990) 

identify situations where Time Warp will always outperfonn the Chandy/Misra algorithms. 

assuming zero overhead for both mechanisms. Although supporters of optimism claim that 

Time Warp can transparently exploit whatever parallelism is available in the simulation 

model without requiring extensive information (e.g., lookahead) from the user. it should hl! 

pointed out that state saving overheads can significantly degrade perfonnance. To achil!ve 

good performance, one must ensure that the size of the event computations is significantly 

larger than the overhead to save state (Fujimoto, 1990), or use hardware support for state 

saving (Fujimoto et aI., 1988). 
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Neither of the foregoing approaches has provided a modelling formalism, such as 

the DEVS (Discrete Event System Specification) (Concepcion and Zeigler, 1983; Zeigler, 

1976; Zeigler, 1984), for formalizing the models being simulated. Therefore it is difficult 

to judge for which class of models the simulation algorithm is correct and to what class of 

models each algorithm is applicable, let alone its efficiency in solving the overhead problem 

within this class. 

Previously, Melman and Livny (1984) proposed a simulation modelling and 

programming methodology for distributed system simulation. Their methodology based on 

the process concept of SIMSCRIPT 11.5 was an attempt to integrate distributed simulation 

but failed to cover all design phases particularly the model formalism and the mapping of 

the model onto a distributed simulator. A methodology encompassing all aspects of the 

distributed simulation areas: models specification, overhead problem and simulator 

architecture was offered by Concepcion (1985a), and Concepcion and Zeigler (1985). 

As shown in Figure 1.1, the methodology consists of five layers (the ones within 

the square boxes) and four steps. It proceeds as follows: 

1) Using a formalism for model specification to describe real system as a distrihuted 

model. 

2) Transfonning the model specification into abstract simulator. 

3) Applying the synchronization and intercommunication schema to form the 

distributed simulator. 

4) Mapping the distributed simulators onto a network of processors which carry out 

the simulation. 

This work shows how to specify and design a distributed model so that it can be efficiently 

and correctly executed by a distributed simulator. The last step in the methodology also 

serves as a convenient starting point in studying a variety of alternative physical simulator 



15 

implementations. For example, a realization of the hierarchical abstract simulator on a 

commercial multiprocessor was presented in (Concepcion et al., 1985; Concepcion, 

1985b). It was shown that how the hierarchical abstract simulator can be implemented on 

the HEP (Heterogeneous Element Processor) computer. Similar work by (Wang, 1987) 

implemented the hierarchical abstract simulator on the Intel iPSC Hypercube computer. 

More recently, some distributed simulation environments based on the DEVS 

formalism have been developed. Kim (1988) extended the DEVS-Scheme environment 

for hierarchical modelling and simulation (Zeigler, 1986 and 1987) to facilitate the 

specification of models that are suited to model massively parallel computer architectures. 

The environment serves as a medium for developing distributed simulation architectures for 

hierarchical, modular discrete-event models. Based on this work, an optimistic hierarchical 

distributed simulation environment was implemented by Christensen (1990). The 

environment combines the DEVS formalism and its associated abstract simulators with the 

Time Warp mechanism. 

Theoretical analysis based on the DEVS hierarchical, modular formalism has 

indicated that significant speedup, of an exponential nature, is possible by em ploying 

hierarchical multiprocessor architectures as opposed to uniprocessor simulation 

(Concepcion, 1985; Zeigler and Zhang, 1990). The advantage offered by the hierarchical 

abstract simulator is the exploitation of the parallelism inherent in the distributed model, 

i.e., the external events sent by a model component to its intluencees can all be processed 

concurrently. The parallelism is facilitated by the hierarchical model decomposition and 

may thus grow exponentially with the number of levels of a hierarchical DEVS model. 

Unfortunately, such gains from parallelism cannot always be fully and easily realized. 

Exploiting this parallelism, as mentioned earlier, has proven to be challenging, and 

therefore is our major concern of this study. 
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1.2 Objectives 

Our research seeks to develop a DEVS-based environment on a massively parallel 

computer such as the Connection Machine CM-2 for performing the simulation of 

distributed models, especially the broadcast model class of DEVS-Scheme. The objectives 

of this dissertation are outlined as follows: 

a) to extend the DEVS formalism to exploit the data parallelism afforded by a 

massively parallel SIMD architecture. 

b) to extend the abstract simulator concepts for the implementation of the extended 

DEVS formalism. Our approach to distributed simulation can be characterized as 

"conservative"; however, in contrast to other approaches which attempt to maximize 

parallelism by loosening up on the strict timing requirements of simulation, our 

approach aims for simplicity and uniformity of design, with guaranteed deadlock 

prevention and is suitable for parallel discrete event simulation. 

c) to develop an approach to mapping the abstract simulator onto a SIMD architecture 

such as that of the Connection Machine CM-2. 

d) to port the DEVS-Scheme simulation primitives to the CM-2 (i.e., the 

implementation of abstract simulation on the Connection Machine hardware by 

using the "'Lisp parallel programming language). 

e) to run some experimental results of the broadcast model implemented so that 

performance of the CM-2 in our application can be assessed. 

1.3 Organization of the Dissertation 

Chapter 2 provides an overview of the Discrete Event System Specification 

(DEVS) formalism and its associated abstract simulator concepts (Zeigler, 1976; Zeigler. 

1984; Zeigler, 1990) which serves as a basis for our implementation. The ability of the 
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DEVS formalism to specify the parallelism inherent in a discrete event model is discussed. 

The chapter also briefly reviews the DEVS-Scheme modelling and simulation environment. 

In chapter 3, a general overview of parallel processing is presented. This is followed by an 

introduction to the Connection Machine system and its data parallel hardware and software. 

Chapter 4 describes the extended cellular DEVS formalism and its abstract simulator. The 

extension is to allow the exploitation of data parallelism afforded by a massively parallel 

SIMD architecture. Chapter 4 then presents an example to illustrate this extended concept. 

A discrete event cellular model example is implemented informally on the Connection 

Machine CM-2 which paves the way for our broadcast model implementation in subsequent 

chapters. Chapter 5 further extends the DEVS formalism and abstract simulator concepts 

for broadcast models simulation on a massively parallel computer. The implementation in 

*Lisp is described. Then, two examples are used for demonstration. Several experimental 

runs are performed and the results are presented and analyzed in Chapter 6. The 

performance of our experimental simulation studies on the Connection Machine is 

measured and discussed. Finally, Chapter 7 concludes the dissertation by summarizing the 

results and contributions and providing some future research directions. Appendix A 

discusses some parallel computer design issues. Appendix B provides more informations 

of the CM-2 hardware. An overview of the *Lisp parallel programming language is also 

presented. The *Lisp is a data parallel dialect of Common Lisp and is the implementation 

language in our study here. Appendix C contains the implementation details for 

construction of a broadcast model class simulation in *Lisp. 

1.4 Contributions 

The results of this dissertation are expected to contribute to both the discrete-event 

simulation and parallel processing disciplines. Signiiicant contributions are as follows: 
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a) Develop a user friendly simulation environment for distributed model simulation, 

i.e., implementation of DEVS-Scheme generated broadcast model on the 

Connection Machine CM-2. 

b) Extend the DEVS formalism and its associated abstract simulator for both the 

discrete event cellular model and the broadcast model to allow the exploitation of 

more parallelism afforded by a massively parallel SIMD architecture. 

c) Design and implement an approach to mapping the extended abstract simulator onto 

the Connection Machine CM-2. 

d) Model and simulate the broadcast architecture for the test of the DEVS-Scheme like 

simulation environment developed. 



CHAPTER 2 

DEVS FORMALISM, 

ABSTRACT SIMULATOR, AND DEVS-SCHEME 
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This chapter briefly reviews the DEVS fonnalism and its associated abstract 

simulator concepts, as well as DEVS-Scheme simulation environment. The chapter also 

discusses the ability of DEVS to identify the parallelism inherent in the discrete event 

system being modelled. 

2.1 DEVS Formalism 

The DEVS (Discrete Event System Specification) fonnalism developed by Zeigler 

(1976 and 1984) is a set-theoretic fonnalism that provides a formal basis for specifying 

discrete-event models expressible within simulation languages. Within the formalism. 

discrete-event models can be specified in a modular and hierarchical fonn (Concepcion and 

Zeigler, 1988; Zeigler, 1987; Zeigler, 1990). To shed some light on the DEVS formalism. 

a conceptual framework underlying the formalism is first described. As shown in Figure 

2.1, modelling and simulation involves three basic objects (Zeigler, 1984; Zeigler 1990): 

• 

• 

• 

the real system, proposed or in existence, which is regarded as fundamentally a 

source of data. 

the model, which is a set of instructions for generating data comparable to the data 

observable in the real system (the structure of the model is this set of instructions). 

the simulator, which is a device that carries out the model instructions to generate 

actual data (i.e., the behavior of the model). 



Real 
System 

Model 

Simulator 

Figure 2.1 Entities and Relations of modelling and Simulation 
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Also can be seen in Figure 2.1, the three basic objects are related by two relations: 

modelling deals with the relationships between real systems and models, and simulation 

refers to the relationships between models and simulators. The modelling relation concems 

the validity of the model as a representation of the real system. Generally a model can be 

considered valid if the model data agrees with the real system data. The simulation relation 

concems the faithfulness with which the simulator executes the instructions of the model. 

The structure of the model may be expressed in a mathematical language called a 

formalism. Two types of models can be specified in the DEVS formalism: I) atomic 

models - basic models from which larger ones are built, and 2) coupled models - how 

these models are connected together in a hierarchical fashion. In this formalism, an atomic 

model is defined by the structure (Zeigler, 1984): 

M = < X, S, Y, Dint, Dext, ,1" ta > 



where 

X is the set of external (input) event types 

S is the set of sequential states 

Y is the set of external output event types 

Oint: S -7 S, is the internal transition function 

Oext : Q x X -7 S, is the external transition function, 

where Q is the total state set 

Q = { (s, e) I s E S, 0 ~ e ~ tar s) } 

A. : S -7 y, is the output function 

ta : S -7 R+ 0,00' is the time advance function, 

where the R+o,oo is the non-negative reals with 00 adjoined. 
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An interpretation of the DEVS and a full explication of the DEVS semantics arc given in 

(Zeigler, 1976; Zeigler, 1984). We describe here how the DEVS formalism is realized in 

the DEVS-Scheme environment (Zeigler, 1986) to specify modular discrete event models. 

As with modular specitications in general, we must view the model as possessing input and 

output ports through which all interaction with the external world is mediated. In the 

discrete event case, events determine values are appearing on such ports. To be more 

specific, when external events are arriving outside the model and received on its input 

ports, the model description must decide how to respond to them. In addition, internal 

events arising within the model, change its state and reveal themselves as events on the 

output ports to be transmitted to other model components. 

The atomic model in DEVS contains the following information (Zeigler, 1990): 

• the set of input ports through which external events are received; 

• the set of output ports through which external events are received; 
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• the set of state variables and parameters: phase and sigma are two state variables 

usually present; 

• the internal transition function, which specifies the next state to which the system 

will transit after the time given by sigma has elapsed; 

• the external transition function, which specifies how the system changes state when 

an input is received - the effect is to place the system in a new phase and sigma 

(the next state is computed on the basis of the present state, the elapsed time, and 

the content of the external input event); 

• the output function, which generates an external output just before an internal 

transition occurs; 

• the time advance function, which controls the timing of internal transitions -

usually it returns the value of sigma. 

Several atomic models may be coupled in the DEVS formalism to form a 

muIticomponent model, called coupled model, which is defined in modular form by the 

structure (Zeigler, 1984): 

DN = < D, {Mi}, {I;}, {Zi,j}' Select> 

Where 

D is a set of component names; 

for each i in D, 

Mi is a component basic model 

Ii is a set of intluencees of i 

and for each} in Ii, 

Zj,j is a function, the i-to-} output translation 

and 

Select is a function, the tie-breaking selector. 
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Closed under coupling, a coupled model DN can be expressed as an equivalent 

atomic model in the DEVS fonnalism. Such model can itself be employed as a component 

in a larger coupled model, thus leading to hierarchical construction. 

A coupled model contains the following infonnation (Zeigler, 1990): 

• the set of components and for each component, its influencees; 

• the set of input ports through which external events are received; 

• the set of output ports through which external events are sent; 

• the external input coupling, which connects the input ports of the coupled model to 

one or more input ports of the components - this directs inputs received by the 

coupled model to designated component models; 

• the external output coupling, which connects output ports of the components to 

output ports of the coupled model- when an output is generated by a component it 

may be sent to a designated output port of the coupled model and then be 

transmitted externally; 

• the internal coupling, which connects output ports of the components to input ports 

of other components - when an output is generated by a component it may be sent 

to the input ports of designated components (in addition to being sent to an output 

port of the coupled model); 

• the select function, which embodies the rules employed to choose from the 

imminent components (those having the minimum next event time) - the component 

then is allowed to execute its next event transition. 
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2.2 Abstract Simulator 

The simulation of DEVS models is based on the abstract simulator principles 

developed as part of the DEVS theory (Zeigler, 1984; Concepcion and Zeigler, 1988). The 

abstract simulator was dermed as the interpretation of the dynamics specified by the DEVS 

formalism. Essentially, it is an algorithmic description of how to carry out the instructions 

implicit in DEVS models to generate their behavior. There are two types of the abstract 

simulator: simulators for atomic DEVS models and co-ordinators for coupled DEVS 

models. As shown in Figure 2.2, simulators and co-ordinators are assigned to handle 

atomic models and coupled models in an one-to-one manner, respectively. In addition. 

there is a root-co-ordinator, the top element in any simulation configuration, with which 

only the top-level co-ordinator is initialized in running the simulation. 

The operation of an abstract simulator involves handling four types of messages: 

("', t), (x, t), (y, t), and (d, tN). Here, t is global timing and tN is time-of-next-event. The 

"'-message carries out the internal event notice and is transmitted to the imminent 

component, the one with minimum tN, at each level. The x-message carries out the external 

event information with a set of destinations that are the influencees or receivers. The y

message carries out the output information from either a simulator or a co-ordinator. which 

is sent to the parent co-ordinator or the root-co-ordinator. The (d, tN) message contains the 

done notice with the time tN. These messages are exchanged among the abstract simulator 

processors. Figure 2.3 shows the abstract simulator for atomic DEVS model and its 

corresponding algorithm. The abstract simulator has five variables: 1) s - sequential slate 

of the DEVS component, 2) tL - time of the last event. 3) tN- time of the next event. 4) e -

elapsed time since the last event. 5) cr - remaining time to the next event. These fivc 

variables realize the dynamics of the atomic DEVS model and carry out its simulation 

process. 
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(x,t) 

or (*,t) 

t@@} 

Simulator 
forM 

when receive an input (x, t) 

if tL <= t <= tN then 

e := t - tL 

s := Ocxt (s e x) 

tL := t 

tN :=- tL + ta (s) 

send (d, tN) to co-ordinator 

else error 

end when receive 

when receive an input (*, t) 

if tL = tN then 

y := I..(s) 

send (y, t) to co-ordinator 

s := Oint (S) 

tL := t 

tN := tL + ta (s) 

send (d, tN) to co-ordinator 

else error 

end when receive 

Figure 2.3 Abstract Simulator for Atomic DEVS Model 
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The algorithm for the atomic DEVS simulator is divided into two parts: when 

receive an input (x, t) and when receive an input (*, t). In Zeigler (1984), the abstract 

simulator was shown to satisfy the criterion of correct simulation of DEVS systems. Also, 

a coupling of such simulators, each responsible for a DEVS component, was proved to 

correctly simulate a multicomponent DEVS model in modular fonn. The abstract simulator 

for such coupled (multicomponent) DEVS model is shown in Figure 2.2. As was the case 

in the atomic DEVS simulator, the algorithm for the coupled DEVS simulator is also 

divided into two phrases of when receive ••• parts as shown in Figure 2.4. These 

algorithms define the procedure in computing the state of the DEVS component, updating 

the simulation time and scheduling next internal events. The following gives a summary of 

the actions taken by the components of the abstract simulator when receiving a message. 

When a simulator receives a (*, t) message, it checks whether the simulation time t 

is equal to tN. If not, an error is detected and the simulation should be halted. Otherwise. 

the simulator sends its output (y, t) to its co-ordinator. Simultaneously, the simulator 

computes its new state s by means of the internal transition function, updates tL to t. and 

detennines a new tN. At the end of computation, the simulator sends a done message (d. L'I) 

to the co-ordinator. Notice that the output (y. t) is detennined by the state just before the 

internal transition. 

When a simulator receives an (x, t) message. it checks whether the global time t is 

within the range of tL and tN. If unsuccessful. it is an error. Otherwise. the simulator 

changes the value of elapsed time e and computes its new state s from the external transition 

function. Then tL is updated to t and a new tN is detennined. At termination. the simulator 

sends done message (d, tN) to the co-ordinator. 



when receive an input (x, t) 

if tL <= t <= tN then 

send input (Xit t) to all the affected simulators i 

via an external input coupling scheme 

wait for all simulators i's done 

tL := t 

tN := minimum of component tNs 

send (d, tN) to parent co-ordinator 

else error 

end when receive 

when receive an input (*, t) 

if t = tN then 

fmd the imminent simulators {i I tNi = tN} 

SELECT one, i*, and send the input (*, t) to it 

when receive an input Y sent by i* 

if Y is used in the same level 

send (y, t) as (x, t) to each i*'s influencees 

via an internal coupling scheme 

wait for i*'s influencees' done 

if Y is used by next level co-ordinator 

send (y, t) to the next level co-ordinator 

via an external output coupling scheme 

end when receive 

wait for i*'s done 

tL := t 

tN := minimum of component tNs 

send (d, tN) to parent 

else error 

end when receive 

Figure 2.4 Abstract Simulator for Coupled DEVS Model 
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When a co-ordinator receives a (*, t) message, it performs a check on the 

simulation time and then sends the (*, t) message to the imminent component, i*, which 

chosen by SELECT function has minimum tN. Note that if there are more than one 

component with the same minimum tN, the SELECT function determines exactly one. The 

co-ordinator then waits for done message from the imminent component. At this time, 

when the co-ordinator receive a (y, t) message sent by i*, it concurrently executes the 

following tasks: (1) if the message is used within its enclosure, (y, t) is sent as (x, t) to 

each influencee of i* by an internal coupling scheme. Then the co-ordinator waits for all 

i*'s influencees are done; (2) if the message is used outside of the enclosure, (y, t) is sent 

to the next higher level co-ordinator by an external coupling scheme. After which the co

ordinator proceeds to update IL to t and determine the new tN and i*. Also, it sends Cd, L'i) 

to its parent co-ordinator or root-co-ordinator at tinal. 

When a co-ordinator receives an (x, t) message, it checks the simulation time first. 

then it sends the (x, t) message to all the affected subordinates by an external input coupling 

scheme. The co-ordinator then waits for all affected components' done messages. Upon 

receipt of all done messages, the co-ordinator proceeds to update tL to 1. Then minimum t:-; 

among all subordinates is determined and (d, iN) is sent to its parent co-ordinator. 

2.3 External and Internal Event Parallelism 

From this brief overview of DEVS formalism and its associated abstract simulator 

concepts, we are able to identify the existing parallelism within the DEVS models. Tn the 

DEVS formalism an output will be produced by an internal event only. The output 

produced by a single internal event in a model may then be sent as an external event 

simultaneously to one or more model components (i.e., the influencees). The arriving 

external events may then be processed in parallel if the models are assigned to processors. 



31 

Christensen (1990) called this parallelism external event parallelism and distinguished it 

from internal event parallelism that occurs when there are more than one abstract simulator 

component with the same minimum tN. In this case, the SELECT function determines only 

one component, as we have mentioned earlier. In other words, a *-message can be sent to 

only one simulator at a time thereby forcing sequential execution of the simulation. 

However, with the extension to the DEVS formalism the so-called internal event parallelism 

is possible, i.e., for those components having equal minimum tN, internal events arc 

allowed to be carried out simultaneously. This will be further discussed later in Chapter 4. 

2.4 DEVS-Scheme 

DEVS-Scheme, developed by Zeigler (1986) and extended by Kim (1988), is an 

environment for modelling and simulation of discrete event system that realizes the DEVS 

formalism in a Lisp-based, object-oriented framework. DEVS-Scheme is written in 

Scheme language. It runs under PC-Scheme (TI, 1987) on DOS compatible 

microcomputers and under a Scheme interpreter on the Texas Instruments Explorer II. It 

also runs under Elk on the SUN workstations and under Chez Scheme on the Motorola 

MultiPersonal Computer. Since DEVS-Scheme is implemented as a shell that sits upon 

Scheme in such a way that all of the underlying Lisp-based and object-oriented 

programming language features are accessible to the user, the result of DEVS-Schcme is a 

medium capable of combining AI and simulation techniques. 

The architecture of the DEVS-Scheme simulation system is derived from the 

modular, hierarchical abstract simulator concepts. Indeed, the implementation in DEVS

Scheme actually realizes a "virtual multiprocessor architecture", i.e., simulation is carried 

out by a hierarchical composition of processor objects. If each of the processor objects 
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were realized by a physical processor, the simulation architecture would represent one 

possible implementation of a DEVS model on a multiprocessor system. This illustrates that 

models developed in DEVS-Scheme are readily transportable to distributed simulation 

systems designed according to such principles (Zeigler, 1990). 

2.4.1 DEVS-Scheme Classes 

The class specialization hierarchy which current DEVS-Scheme supported is 

shown in Figure 2.5. All classes in DEVS-Scheme are subclasses of the universal class 

entities. The main subclasses of entities are models and processors which provide the 

basic constructs needed for modelling and simulation. On one hand. class processors has 

three specializations: simulator, co-ordinators, and root-co-ordinators. In essence. this is a 

class of abstract simulators which will serve to handle all the simulation needs. The 

abstract simulation process concerning message passing has been stated earlier in previous 

section. On the other hand. models is specialized into atomic-models and coupled-models. 

which in turn are further specialized into more specific classes. a process which could 

continue indefinitely, as the user develops a specific model base. 

For our distributed simulation purpose, we will focus on the kernel-models. 

especially its subclass broadcast-models. which as has been mentioned. are suited to model 

massively parallel computer architectures. The idea of broadcasting is that all 

subcomponents of a broadcast model communicate directly with each other and with the 

outside world. The further details of broadcast architecture will he descrihed latcr in our 

implementation. Also. for the details of DEVS-Schcme features and its implemcntation. 

one may refer to (Kim. 1988; Zeigler. 1990). 
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2.4.2 Model Specification in DEVS-Scheme 

The class definitions for atomic-models and coupled-models closely realize atomic 

DEVS and coupled DEVS, respectively. We provide here a brief overview of how the 

DEVS formalism is implemented in DEVS-Scheme. The atomic-model and coupled-model 

specifications are given as below which will be useful later on. 

As presented earlier atomic-models are basic models and are defined in set

theoretic form as M = < X, S, Y, Oint, Oext, A, ta >. The specification of atomic-models in 

DEVS-Scheme adheres to the forms as follows: 

• internal transition function -

(define (int s) ... ), which returns same type as s; 

• external transition function -

(define (ext sex) ... ), which returns same type as s; 

• output function -

(define (out s) ... ), which returns a content structure (a polt-value pair): 

• time advance function -

(define (ta s) ••• ), which returns a non-negative number or 'inf (symbol 

for infinity). 

The ••• represent function body definitions expressed in Scheme. 

The four basic functions are expected to receive and return arguments consistent 

with the DEVS formalism as indicated above. The external transition function is delined in 

terms of s (the current state). e (the elapsed time in this state), and x (the external input 

event). The internal transition function. output function. and time advance function are 

defined in terms of s. 
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Coupled-models are defined as multicomponent models and expressed in set

theoretic form as DN = < D, {Mil, {Id, {Zi,jl, Select >. The specification of coupled

models in DEVS-Scheme includes the following: 

• The specification of component models, which may be atomic component models, 

coupled component models or their combination. 

• The specification of the coupling relations which establish the desired 

communication links. 

The coupling is expressed as either internal or external coupling. Internal 

coupling is required to couple a component model to its influencees. External coupling 

includes external input coupling and external output coupling which are required to couple 

the outside world to the model and to couple the model to the outside world, respectively. 

Note that any specialization of coupled-models is expected to supply four methods in 

DEVS-Scheme: get-children, get-influencees, get-receivers, and translate. The 

specialization of the kerneL-models is based on the coupling scheme of the models; different 

models have different internal and external coupling schemes. 
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CHAPTER 3 

PARALLEL PROCESSING AND THE CONNECTION MACHINE 

Parallel processing has been a popular approach to improving system performance 

through several generations of computer system design. On one hand, the progress in 

scientific and engineering applications has brought about a tremendous jump in 

computational need. On the other hand, sequential computers are approaching a 

fundamental physical limits on their potential computational power (Louri, 1991). 

Increasing interest in parallel processing has given an impetus to the development of a 

variety of parallel computers. One such massively parallel processor that has received 

much attention in recent years is the Connection Machine (Thinking Machines 

Corporation). Although a coherent account of all major aspects of parallel processing is 

beyond the scope of our study, it is useful to consider a crude overview. This chapler also 

provides a brief introduction to the Connection Machine system, on which our simulalion is 

realized. 

3.1 Parallel Processing: General View 

In (Hwang and Briggs, 1984), parallel processing was defined as an efficient 

form of information processing which emphasizes the exploitalion of concurrent evenls in 

the computing process. Where information processing including data, information, 

knowledge, and intelligence processing is the mainstream usage of computer systems and 

has been observed with high degrees of concurrency. Concurrency implies parallelism, 

simultaneity, and pipelining. Parallel events may occur in multiple resources during lhe 

same time interval; simultaneous events may occur at the same time instant; and pipelined 



37 

events may occur in overlapped time spans. Parallel processing, in contrast to sequential 

processing, requires concurrent execution of many programs in the computer. 

Most present-day computers are serial computers; that is, they carry out 

programmed instructions, one after another, but they never ever execute two instructions 

simultaneously. Although even an ordinary desktop computer may be able to perform 

several million such instructions per second, this still represents only a tiny fraction of the 

speed and precision of the human brain. 

One reason that computers are slow is that their hardware is not used efficiently 

(Hillis, 1985; Hillis, 1987). Conventional computers are based on the von Neumann 

model of computer architecture: that is, they consist of an input and output device, a single 

memory for storing data and instructions, and a central processing unit which consiSL<; of a 

single control unit for interpreting the instructions and a single arithmetic logic unit for 

processing data. In such a design the memory and the central processing unit are separate 

entities. For a computation to be performed, a single stream of instructions is processed 

sequentially, transfers data from memory to the central processor, and returns the results to 

the same memory. No matter how fast the processor is made, the inefficiency remains 

because the length of the computation becomes dominated by the time required to move 

data between processor and memory (Hillis, 1985). This is the so-called von Neumann 

bottleneck (Backus, 1978). 

An introduction of parallelism to machines which depart from the traditional von 

Neumann architecture is likely to achieve better performance. Recently, a great deal of 

effort has been directed towards developing parallel computers and algorithms to run on 

them. A number of parallel processing mechanisms to overcome the von Neumann 

bottleneck have been developed in uniprocessor computers. They are the following 

(Hwang and Briggs, 1984; Louri, 1991): 
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• Multiplicity of functional units; 

• Parallelism and pipelining within the CPU; 

• Overlap CPU operations with I/O operations; 

• Use of a hierarchical memory system to reduce access time; 

• Balancing of subsystem bandwidths; 

• Multiprogramming and time sharing; 

• Optimization of the instruction set design. 

In principle, parallel processing is a combined field of studies and requires a broad 

knowledge of, and experience with, all aspects of algorithms, programming languages, 

operating system, hardware, software, performance evaluation, and computing alternatives 

(Hwang and Briggs, 1984). This section does not try to cover all these aspects of parallel 

processing. Rather, in Appendix A we shall discuss some key issues of parallel 

multiprocessor computers design. 

3.2 Control and Data Parallelisms 

Most computer programs consist of a stream of instructions (the control sequence) 

and a steam of data elements. Both control sequence and data are potential sources of 

parallelism. Many of the instructions in the control sequence are independent and may in 

fact be executed in parallel by multiple processors. This is called control parallelism. On 

the other hand, large amounts of data elements are also independent; operations on these 

data elements may be carried out in parallel by multiple processors. This is called data 

parallelism, which takes advantage of the parallelism inherent in large data set'). 

If the ratio of program to data is low, data parallelism gained by concurrently 

operating on large amounts of data elements will work better than control parallelism gained 

by concurrently executing lines of program (Hillis and Steele, 1986). When the ratio of 
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program to data is high, it is often more efficient to use control parallelism involving 

mUltiple streams of control. The primary problems with control parallelism are the 

accompanied difficulty of identifying and synchronizing these independent threads of 

control (Tucker and Robertson, 1988). 

A number of massively parallel machines support a programming model for data 

parallelism. These include Goodyear's Massively Parallel Processor (MPP) (Batcher, 

1980), ICL's Distributed Array Processor (DAP) (Flanders, et al., 1977; Hockney and 

Jesshope, 1981), Columbia University's Non-Von (Shaw, 1982), and others (Haynes. et 

al., 1982). Such systems contain tens of thousands or even millions of parallel processors. 

each of which has local memory and the ability to execute instructions broadcast from a 

control processor. But their programming model lacks of the characteristics like that of the 

Connection Machine programming model such as general communication. and virtual 

processors. 

The Connection Machine system from Thinking Machines Corporation is the first 

commercially available computer to implement data parallelism in a general purpose way. 

We now proceed to introduce the system and its data parallel programming model. 

3.3 The Connection Machine System 

The Connection Machine is a SIMD, fine-grain. massively parallel 

supercomputer. It combines a large number of processors with the communications 

capability necessary to match data topologies exactly. This section provides a hrief 

overview of the CM hardware, software. and the extensions made to the programming 

language to facilitate paralIel computing on the Connection Machine. A further description 

of the Connection Machine Model CM-2 is contained in Appendix B. 
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3.3.1 Hardware Overview 

Like most machines of its type, the Connection Machine is not a stand-alone 

machine, but requires a host computer to serve as its interface to the outside world for 

program development, resource management, and external network access. Figure 3.1 

shows that the Connection Machine operates in association with a host computer, which is 

called the front end, and is a distinguished processor from which all instructions are issued. 

All the other processors constitute the processor array, and are called data processors; each 

processor has its own local memory. 

All instructions, whether serial instructions for the front end or parallel 

instructions for the data processors, reside in front-end memory. Serial code is executed 

directly by the front end in the usual manner. Parallel instructions are fetched by the front 

end from its memory, and then broadcast through a special instruction bus to the data 

processors. 

Data may reside in the front-end memory or in the local memories of the data 

processors. There is a memory bus that allows the front end to access the memories of the 

data processors. In effect, the local memories are in the address space of the front-end 

computer. 

The front end is a standard serial computer and is the user's geteway to the 

Connection Machine system. It provides the development and execution environments for 

the system software. A user of the system interacts with the front end by means of a 

conventional computer language moditied for parallel programming. From the user's point 

of view, the Connection Machine environment appears to be an extension of the normal 

environment of the front-end computer. Currently available front ends for the Connection 

Machine are: SUN-4 workstation, Symbolics 3600-series Lisp Machine, and DEC VAX 

8000-series computer with a Front-End Bus Interface (FEBI). 
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3.3.2 Programming Model and Software Environment 

The programming model for the Connection Machine is called data parallel 

computing, in which many processors can perform the same operation on many data 

elements simultaneously; each data element is associated with a processor. This kind of 

computing takes advantage of the natural computational parallelism inherent in problems 

with large data sets. As an example, a text retrieval program might store articles one-per

processor and then have each processor search its article for a keyword (Stanfill and Kahle, 

1986). In another example, a stereo image program might store pixels one-per-procesor 

and then have each processor calculate the difference-of-Gaussians convolution for its 

pixel, all at the same time (Dramheller and Poggio, 1986). The result can be a dramatic 

decrease in the execution time of such programs developed with the data parallel model. 

Data-parallel applications, however, are not restricted to data sets that match the 

physical size of the machine. The Connection Machine software supports a virtllal

processor mechanism, allowing users to easily handle data sets with potentially millions of 

clements. When we initialize the Connection Machine system, the number of virtual 

processors required by the application is specified. If this number exceeds the number of 

available physical processors, the local memory of each processors splits into as many 

regions as necessary, with the processors automatically time-sliced among those regions. 

For example, to process a 1,024 x 1,024 image data (220 points), we might request V= 220 

virtual processors; each of the CM-2's processors (P = 216) would simulate VIP (this is 

called virtual processor ratio, or VP-ratio) = 16 virtual processors. Then each virtual 

processor would have 1/ 16 of physical processor's memory and 1/ 16 the speed of a 

physical processor. The maximum number of virtual processors is limited by the available 

memory. In fact, because of pipelining and other optimizations, virtual processors often 

exceed the expected execution rate. Note that the virtual processor ratio may be set under 
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software control; once the front end has established the VP-ratio, it need not be further 

concerned with the fact that virtual processors are in use. 

The Connection Machine system software uses existing programming languages 

and environments as much as possible. The languages are based on well-known standards; 

minimal extensions has been made to support data parallel constructs so that users need not 

to learn a new programming style. The Connection Machine system provides several high

level languages for data parallel programming. They are: 

• CM Fortran, an implementation of the standard Fortran 77, extended with array

handling facilities from the Fortran 8x standard; 

• C*, a data parallel extension of the C programming language; 

• *Lisp and CM-Lisp, data parallel dialects of Common Lisp. 

In addition, the Connection Machine provides a lower-level parallel instruction set called 

Paris. User interfaces to the Paris instructions are provided for Fortran, C, and Lisp; a 

program that is "written in Paris" must actually be written in these sequential languages for 

the front end. The instructions can also be called from any of the high-level data parallel 

languages. Paris calls can sometimes provide programming efficiencies beyond those 

available in the high-level language. 

Note that the high-level data parallel languages are extensions of standard serial 

languages. Data Parallel programs are generally similar to conventional sequential 

programs. They are both using a single sequence of instructions; yet. in the data parallel 

case, some of these instructions cause operations to be performed on many data c1emenL'i at 

once. In Appendix B, we will describe about writing programs that operate on all the data 

at once in the Connection Machine. 
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CHAPTER 4 

THE EXTENDED CELLULAR DEVS FORMALISM 

As indicated in Chapter 2, the DEVS formalism is able to represent external event 

parallelism within a model. However, the exploitation of internal event parallelism is not 

possible. That is to say, the external events can be processed in parallel by a 

multiprocessor but model components scheduled for the same next-internal-event time are 

not allowed to be activated simultaneously. This chapter aims to extend the DEVS 

formalism, and its realization in DEVS-Scheme, a modelling and simulation environment 

which we described earlier, to support efficient simulation of distributed models on state

of-the-art parallel computers, specifically on the Connection Machine CM-2. An example 

of discrete event cellular model implemented in "'Lisp is provided to illustrate the extended 

DEVS formalism and its associated abstract simulator concepts. 

4.1 Extended Cellular DEVS 

In essence, the Connection Machine architecture is based on cellular automata; the 

basic idea is that a regular locally-connected cellular array can be made to behave as if the 

processing cells are connected in any desired topology (Hillis, 1984). This is a way of 

connecting together millions of tiny processing cells and working on a problem in parallel. 

If the topology of the machine matches that of the application program, the result is a fast, 

powerful computing engine 

The Connection Machine operates in a highly parallel fashion when acting as a 

cellular automaton. According to the usual definition, a cellular automaton is an artificial 

universe consisting of an n-dimensional rectangular array of cells, a set of initial values for 

these cells, and a local rule by which these values are updated. Each cell is in one of a 
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finite number of possible states, and all cell states are updated concurrently at discrete time 

intervals. In such a case, the sequencer, which controls groups of processors within the 

parallel processing unit, enforces a cycle of two phases: 1) all processors simultaneously 

collect data from their neighbors, and 2) they simultaneously carry out their next state 

transitions. 

The DEVS formalism was extended to cellular automata by retaining the 

discreteness of space but changing the discreteness of time to discrete event time flow 

(Zeigler, 1984). The result was a discrete event cellular model. The essentials oC 

multicomponent discrete event system specification were evident in its definition. 

However, this was done in the context of conventional simulation. As in the 

multicomponent DEVS model (viz., coupled model) described in Chapter 2, a select 

function provides the desired tie-breaking rules when more than one transition event is 

scheduled for activation at the same time. This means that at most one event is scheduled at 

any time, thereby taking no advantage of the highly parallel computation embedded in the 

above two-phase cycle. For this reason, we must extend the DEVS formalism to exploit 

the data parallelism afforded by the Connection Machine. 

The basis for extension is simply stated: for those components having equal 

minimum times-of-next-event, their internal events are allowed to be carried out 

simultaneously. In other words, it is not required to have a select function in a 

multicomponent model specification to choose among imminent components. The 

extended cellular DEVS is thus defined by a structure as follows: 

CELL = < D, {Md, {Ii}, {Zi,j} > 

where, the parameters are the same as those in the structure DN defined in Chapter 2 Cor the 

multicomponent DEVS model with the exception that there is no select function here. The 

structure is subject to the following constraints: 
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Ii : a subset of D 

Zi,j : Yi -7 Xj 
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To reflect the geometry of the cellular space, we require that for each i, Ii = {Ili}, 

a singleton, and that for all i :;C j, ni:;C nj. This corresponds to a one-dimensional cellular 

automaton. The Connection Machine processor treats an n-dimensional, where n :::; 2, 

cellular automaton as a parallel composition of 2n one-dimensional cellular automata, two 

for each dimension (see further discussion later). 

As was discussed in Zeigler (1984), a multicomponent model can itself be 

expressed as an equivalent atomic model in the DEVS formalism. The extended cellular 

DEVS, CELL is also a DEVS component defined within the DEVS framework, < X, S, Y, 

0, A, fa >. In what follows, we show the abstract simulator associated with the extended 

cellular DEVS formalism and distinguish it from the original abstract simulator described in 

Chapter 2. 

4.2 The Abstract Simulator 

To implement the extended DEVS formalism. we will first extend the abstract 

simulator concepts that formed the basis for simulation architectures for the original DEVS 

formalism (Zeigler. 1984; Concepcion and Zeigler. 1988). Such extension will not alter 

the basic structure of the abstract simulator but will exploit the internal event parallelism 

exploitable in the Connection Machine implementation. Accordingly, interaction between 

the coordinator of a coupled model and its subordinates must he such as to allow the 

subordinates to proceed concurrently when all have the same next-event time. 
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In essence, the algorithm of abstract simulator for atomic DEVS model shown in 

Figure 2.3 will remain unchanged. However, retrospecting Figure 2.4, the algorithm for 

abstract simulator for coupled DEVS model will need to be modified. In the portion under 

"when receive an input (>I<, t)", the phrase "SELECT one, i >1<, and send the input (>I<, t) to it" 

can now be replaced by "send the input (>I<, t) to all imminent components". After sending 

the (>I<, t) message to all imminent components, the coordinator collects the output events 

produced by each imminent simulator and waits for all simulators to finish their internal 

transitions. For each imminent simulator, the output event (y, t) is sent as external event 

(x, t) to its unique influencee. Note that by assumption no simulator receives more than 

one such external event. Then, the coordinator waits until all influens::ees are done with 

their external transitions. The extended abstract simulator for the cellular DEVS model is 

illustrated in Figure 4.1. 

In next section, we shall present an example to verify the extended simulator 

concepts. A simulation of the example DEVS model based on cellular automata is realized 

on the Connection Machine CM-2. 

4.3 A First Attempt of the Implementation 

As have been discussed in previous chapter, the Connection Machine hardware 

and software provide us the ability of selecting a subset of processors for parallel 

execution. We now show an example to implement the extended DEVS formalism on the 

Connection Machine in a straight-forward manner. 

The Connection Machine CM-2, operating as a cellular automaton, contains the 

sequencer and the data processors. We require each processor in the data processors, to be 

modelled by a two-phase cycle as described earlier in this chapter. 



when receive an input (x, t) 

if tL <= t <= tN then 

send input (Xi. t) to all the affected simulators 

via an external input coupling scheme 

wait for all simulators i's done 

tL := t 

tN := minimum of component tNS 

else error 

end when receive 

when receive an input (*, t) 

if t = tN then 

find the imminent simulators {i I tNi = tN} 

send (*, t) to all imminent simulators 

collect all outputs (y, t) from each i 

wait for all i's done 

when receive an input Yi sent by i 

for each imminent simulator i 

send (Yi. t) as (Xi, t) to its innuencee 

where Xi = Zi (Yi) 

wait for the int1uencee's done 

end when receive 

tL := t 

tN := minimum of component tNs 

else error 

end when receive 

Figure 4.1 Abstract Simulator for Extended Cellular DEVS Model 
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To simulate the discrete event cellular model (Figure 4.2) on the Connection 

Machine CM-2, consider its abstract simulator illustrated in Figure 4.3. An approach will 

be used for mapping the abstract simulator onto the Connection Machine CM-2. Since this 

is only a single-level model, it would be most natural to map the overall co-ordinator C:PS 

into a program for the actual sequencer (i.e., the controller). Then each of the simulators 

for the processing elements S:P will be mapped onto a processor. We shall further discuss 

this shortly. 

In this example, the model of each processor is described in a DEVS-Scheme 

atomic-model specification (Figure 4.4). It is operating in a cycle of two phases as we 

required: (1) all processors send outputs to their neighbors (this is simulated by transferring 

data between two state variables mycur and yourcur), and (2) they all compute their stale 

transitions (this is done within the internal transition function as illustrated in Figure 4.5). 

With the DEVS formalism extended to allow the exploitation of the internal event 

parallelism inherent in these operations on the CM-2 implementation. lhe outputs may cause 

all processors to be scheduled for the same next-event time and allow them to be activated 

concurrently. Because the CM-2 supports N-dimensional grid communication, outputs can 

be sent to each processor's nearest neighbor (North, East, West, or South) in the same 

direction simultaneously by using the 2-dimensional NEWS grid interconnection topology. 

As already indicated, the Connection Machine processor treats a 2-dimensional cellular 

automaton as a parallel composition of four one-dimensional cellular automata. Although 

the abstract simulator shown in Figure 4.1 describes the procedure for sending output to 

the intluencee in one direction only, we implement a 2-dimensional cellular automaton by 

sending output to the four neighbors sequentially (as can be seen in the external transition 

function in Figure 4.5). 



PS 
eM data processors 

• 

Figure 4.2 Model of the Connection Machine Data Processors 

Simulator 
S:PI 

Simulator 
S: P2 

Simulator 
S: P3 

Simulator 
S: Po 

Figure 4.3 The Abstract Simulator for CM-2 Architecture Model 
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;;;;;;;; make a pair for the processor and its simulator 
(make-pair atomic-models 'p) 

;;;;;;;; set up additional state variables 
(send p def-state 

'(mycur yourcur) 
) 

;;;;;;;; initialize state variables 
(send p set-s 

) 

(make-state 'sigma 

) 

'phase 
'mycur 
'yourcur 

0.5 
'exchange 
1 
1 

;;;;;;;; defme the external transition function 
(define (ex-f sex) 

) 

(case (content-port x) 

) 

('in (set! (state-yourcur s) (content-value x» 
(continue) ) 

;;;;;;;; define the internal transition function 
(define (in-f s) 

) 

(case (state-phase s) 

) 

(,transit (set! (state-mycur s) (* 4 (state-yourcur s») 
(hold-in 'exchange 0.5» 

('exchange (hold-in 'transit D.5» 

;;;;;;;; define the output function 
(define (out-f s) 

) 

(case (state-phase s) 

) 

('exchange (make-content 'port 'out 'value (state-mycur s) ) ) 
(else (make-content» 

;;;;;;;; assignment to the model 
(send p set-ext-transfn ex-t) 
(send p set-int-transfn in-I) 
(send p set-outputfn out-t) 

Figure 4.4 DEVS-Scheme Atomic-Model Speciticalion of Cellular Model 
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(in-package '*lisp) 

;;; defme and initialize the state variables 
(*defvar ti (!! 0.5» 
(*defvar tN (!! 0.5» 
(*defvar tL (!! 0» 
(*defvar phase (front-end!! 'exchange» 
(*defvar mymess (front-end!! '* _msg) ) 
(*defvar outport) 
(*defvar mycur (!! 1» 
(*defvar yourcur_n (ll 1) 
(*defvar yourcur_e (!! 1) 
(*defvar yourcucw (!! 1) 
(*defvar yourcucs (!! 1) 

;;; the main function for simulation 
(defun cell () 

) 

(do () « = (*min tN) 10) tN) 

) 

(*when (eq!!! mymess (front-end!! '* _msg) ) 

) 

(*if (=!! tN ti) 
(out_f) 
(intj) 
(*set tL ti) 

) 

(*when (eq I!! mymess (front-end!! 'x_msg» 
(*if «=!! tL ti tN) 

(exef) 
(*set tL ti) 

) 
) 

(*set ti (!! (*min tN») 
(*set mymess (front-end!! '* _msg) ) 

;;; these printing jobs are optional for message tracing 
(pppdbg tN :mode :grid :end '(8 4» 
(pppdbg ti :mode :grid :end '(8 4» 
(pppdbg tL :mode :grid :end '(8 4» 
(pppdbg phase :mode :grid :end '(8 4» 
(pppdbg mycur :mode :grid :end '(8 4» 
(pppdbg yourcur-n :mode :grid :end '(8 4» 
(pppdbg yourcur-e :mode :grid :end '(8 4» 
(pppdbg yourcur-w :mode :grid :end '(8 4» 
(pppdbg yourcur-s :mode :grid :end '(8 4» 

Figure 4.5 *Lisp Implementation of Cellular Madelon the CM-2 
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;;; defme the output function 
(defun ouef () 

("'cond 
«eq!!! phase (front-end!! 'exchange» 

("'set outport mycur mymess (front-end!! 'x_msg») 
) 

) 

;;; defme the internal transition function 
(defun intj () 

) 

("'cond 

) 

«eq!!! phase (front-end!! 'transit» 
("'set mycur (+ll yourcur-n yourcur-e yourcur-w yourcur-s) 

phase (front-end!! 'exchange) tN (+!l tL (ll 0.5»» 

«eq!!! phase (front-end!! 'exchange» 
("'set phase (front-end!! 'transit) tN (+!! tL (!! 0.5»» 

;;; define the external transition function 
(defun extj () 

) 

("'when (not!! (off-grid-border-relative-p!! (!! 0) (!! -1») 
("'self (pref!! yourcur_n (grid-relative!! (!! 0) (!! -1») outport» 

("'when (notl! (off-grid-border-relative-p!! (!! 1) (!! 0») 
("'setf (pref!! yourcur_e (grid-relative!! (!! 1) (! I 0») outport» 

("'when (not!! (off-grid-border-relative-p!! (!! -1) (II 0») 
("'setf (pref! I yourcur_ w (grid-relative!! (!! -1) (I I 0») outport» 

("'when (not!! (off-grid-border-relative-p!! (II 0) (Ill») 
("'self (pref!! yourcur_s (grid-relative!! (!! 0) (!! 1)) outport» 

Figure 4.5 (Continued) 
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Figure 4.5 presents our first attempt at the simulation realization on the 

Connection Machine. Note that currently we are using the CM-2 hardware. which contains 

up to 32K data processors (8K processors per sequencer). through the use of the 

Connection Machine Network Server (CMNS) Pilot Facility. The *Lisp code in Figure 4.5 

is developed and executed under the programming environment provided by the CM-2 

front end. Because the front end is a serial computer. this can be done in the same way one 

would normally develop and execute Lisp code. 

According to the mapping approach mentioned above. the task of the overall co

ordinator is embedded in the program and are controlled by the front-end computer. Every 

processor simulator. mapped onto a CM-2 processor. is performing an identical task. This 

is what the Connection Machine data parallel programming required - executing the same 

function on different data set. 

The algorithm of the abstract simulator for atomic model shown in Figure 2.3 

serves as the basis for our implementation. Some of the important variables used in the 

algorithm are still required; only they are now detined to parallel variables (pvars for short) 

allowing each processor to have its own copy. These are the simulation clocks: ti (glohal 

input time). tN (time of next event). and tL (time of last event). To start a simulation run, 

they need to be initialized appropriately. 

Another parallel variable mymess is used to record the type of message each 

processor received. Then, according to the message type the main simulation program will 

be divided into two categories: 1) when mymess = *_,nsg, and 2) when mymess = :ClI1sg. 

Each selected processor will do what it is supposed to do, namely, carrying out the internal 

transition function when receives a * _msg or executing the external transition function 

when receives an x_msg. For correct simulation, the execution order of these two 
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categories must maintain the way as shown in Figure 4.5. Because that outputs generated 

in the first category might be used in the second category (in most cases, output from one 

component would be treated as an external input to its influencees). 

In this parallel simulation program, concurrent processing is achieved by the 

activated processors (i.e., the simulators which have the same next-event time) 

simultaneously carrying out their internal events. That is, they simultaneously send outputs 

if required (depending on the value of state variable phase) and simultaneously execute their 

internal transition functions. In this way, we exploit the internal event parallelism 

encouraged by the extended DEVS formalism. In addition, all processors simultaneously 

collect data from their neighbors in the same direction during the execution of external 

transition functions increasing the degree of parallelism. Also notice that this simulation is 

verified by tracing the debug messages. The user can display any state variable's value 

contained in each processor by calling the "'Lisp macro (e.g., pppdbg) during each 

sim ulation cycle. 

In summary, we have so far implemented the extended DEVS formalism and its 

associated abstract simulator concepts on the Connection Machine CM-2 in the form of a 

discrete event cellular model. However, the implementation is not good enough for our 

distributed simulation purposes. It is immature for the following reasons: 

• As opposed to the DEVS-Scheme implementation, this implementation does not apply 

the concepts of modularity, one of the important properties in the software system 

design. In a modular system, model specifications have input and output ports 

through which all interaction with the environment is mediated. These ports also 

provide a level of delayed binding which needs to be resolved only when models arc 

coupled together (Zeigler, 1990). Our current simulation is not doing like this. 
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o It is not a user friendly simulation environment. The implementation puts together the 

abstract simulators and user defined model specifications into a single program. 

Although the output, internal transition, and external transition functions are separately 

specified as in the DEVS-Scheme atomic-model specification (cf. Figure 4.4 and 

Figure 4.5), we prefer to have the information hiding feature where the user does not 

need to be concerned with the structural detail of the internal implementation. 

• It is not a general implementation. It is implemented for a specific model example in 

which the coupling scheme is not explicitly specified (as in the digraph model). Also, 

the implementation is restricted to a model structure with only one level. Actually, we 

tried to do more than one level but failed due to the SIMD machine features of the 

Connection Machine CM-2. Indeed, the Connection Machine is a data parallel 

computer and is typically programmed in a data parallel style rather than the control 

parallel style. Thus, it is suited for simulating a single-level model structure with all 

isomorphic components performing the same function but not a hierarchical model 

structure which may allow multiple-function execution. 

As a consequence, we now turn to a broadcast model implementation seeking to 

extract greater parallelism in a single-level model structure. We shall discuss further 

implementation details in the next chapter. 



CHAPTER 5 

PARALLEL DEVS FORMALISM AND 

BROADCAST MODEL IMPLEMENTATION 
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This chapter discusses the design and implementation of a broadcast model 

simulation environment on the Connection Machine CM-2. The environment is developed 

to attempt extract the maximum amount of parallelism possible in the DEVS formalism. In 

the preceding chapter, we have extended the DEVS formalism to allow the exploitation of 

internal event parallelism and have seen how the Connection Machine system works for our 

distributed simulation application. However, the extension is restricted to a cellular DEVS 

model having only one influencee for each imminent component. This chapter further 

extends the DEVS formalism and the abstract simulator concepts to continue to support the 

exploitation of parallelism that arises due to simultaneous internal events, as well as allow 

each imminent simulator to have arbitrary numbers of influencees in the broadcast model 

class simulation. The chapter also presents two examples to illustrate how to develop and 

simulate a broadcast coupled DEVS model in *Lisp on the Connection Machine CM-2. 

5.1 Extended DEVS for Broadcast Models 

As can be seen in Figure 2.5, broadcast-models is a subclass of kernel-models. 

All components (children) of a broadcast coupled model communicate directly with each 

other and with the outside world. For all components to communicate directly with each 

other, the intluencees of any child of a broadcast model are all children of the broadcast 

model except itself. Likewise, for all components to communicate directly with the outside 

world, all components are directly connected to the broadcast model, i.e., the receivers of a 

broadcast model are all the children of the broadcast model. 
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The reasons for choosing class broadcast-models to be simulated on the 

Connection Machine are as follows: 

1) There are highly significant external-event parallelism and internal-event parallelism 

inherent in broadcast models described above. 

2) The Connection Machine, with a general communications network in which any 

processor can communicate with any other, is well suited for the broadcast-models 

class simulation. 

3) Since the Connection Machine CM-2 is of SIMD machine type, it is natural for the 

Connection Machine front end (or more precisely, the sequencer) to broadcast problems 

to all data processors for parallel execution. 

The DEVS formalism has been extended to a discrete event cellular model in the 

previous chapter. We now further extend the formalism to a broadcast coupled DEVS 

model. The former extension allowed simultaneous internal events to be carried out at the 

same next-event time. Thus, as we have indicated, the tie-breaking select function is no 

longer needed in the DEVS formalism to choose among imminent components. The basis 

for such extension is retained here in the extended DEVS formalism for broadcast models. 

However, the effects due to simultaneous internal events for cellular models and broadcast 

models are different. 

According to the DEVS formalism, a single internal event in a model may produce 

an output that is sent as an external event to one or more model components 

simultaneously. When more than one component is scheduled for the same next-event 

time, the select function chooses only one imminent component to be activated and each 

influencee of this selected component will receive no more than one external event at a timc. 

But if model components having the same next-event time are allowed to be activatcd 

simultaneously, several internal events may simultaneously produce outputs and send 
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external events to each other; therefore, some components (influencees) may receive more 

than one external event at the same time. For cellular models, since each cell has exactly 

one influencee and distinct components have distinct influencees, outputs sent from each 

imminent component will then be received by their nearest neighbors without collision 

(Figure 5.1). But for broadcast models, as just mentioned, the influencees of any 

component are all members of the broadcast model except itself. Simultaneous internal 

events will cause influencees to receive multiple external event at the same time (Figure 

5.2). This means a single model component may receive more than one input at a time. 

The incoming external events of each influencee then can not be processed in parallel and 

need to be queued. Accordingly, an order to execute those external events has to be 

specified. 

The extended DEVS formalism for broadcast models, henceforth termed "Parallel 

DEVS", can be defined by the following structure: 

PARA = < D, {Md, {Id, {2ij}, Order> 

Where parameters D, Mi' Ii, and 2ij have the same meaning as those defined before. 

Order is a function to determine the execution order of all queuing external events for each 

model component. The structure is subject to the constraints: 

Mi = < X" Si' Yi, 8" Ai' tai > 

Ii {;;; D - {i} 

2ij: Yi -t Xj 

Similar to that in the coupled DEVS model, DN and the extended cellular DEVS, CELL,the 

result, M pARA, of coupling broadcast DEVS model components in the above manner can 

itself be specified by a DEVS, i.e., MpARA = < X, S, Y, 8, A, ta >. With this extended 

DEVS formalism, we now proceed to develop its associated abstract simulator. 
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• 
• 

Figure 5.1 Cellular Model Components Have Single Input 

I i: J represents an activated component 

Figure 5.2 Broadcast Model Components Have Multiple Input 
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5.2 A bstract Simulator of a Parallel DEVS 

Having extended the DEVS formalism for broadcast coupled models, our next 

step is to extend the abstract simulator concepts associated with the original DEVS 

formalism. As was the case with the extended cellular models described in last chapter, the 

extension retains the basic structure of the abstract simulator and allows the exploitation of 

the internal event parallelism, i.e., the interaction between the coordinator of a broadcast 

coupled model and its subordinates allows all model components to proceed simultaneously 

when they have the same next-event time. Additionally, since multiple inputs (external 

events) may occur at any single component due to simultaneous internal events, the 

simulator should be able to take care of these parallel events correctly in the prescribed 

sequential order. 

The algorithms for the abstract simulator of a Parallel DEVS broadcast model are 

shown in Figure 5.3 and Figure 5.4. For simulators, the algorithm is partitioned into two 

parts as before: when receive an external input (x,t) and when receive an internal input 

(* ,t). However, the external input here is an event list Xqueue instead of a single event. 

The event list may contain one or more external events. The external transition function 

will then be carried out sequentially for each input event in Xqueue according to the 

prescribed order. Since these external events arrive at the same instant, the simulation time 

(e.g., the remaining time) will be updated only once in spite of multiple entry to the external 

transition function. This will be further discussed in our implementation example. The rest 

of the algorithm is just the same as that presented in Chapter 2. 

For coordinators, the algorithm is also divided into two parts: when (x,t) arrives 

and when (* ,t) arrives. Basically, the algorithm shown in Figure 5.4 is similar to that for 

extended cellular DEVS models illustrated in Figure 4.1. However, as already indicated in 



when receive an input (Xqueue. t) 

if tL <= t <= tN then 

e := t - tL 

for each x in the event list, Xqueue 

in the specified DEVS Order 

s := Oext (s e x) 

tL := t 

tN := tL + ta (s) 

send (d, tN) to co-ordinator 

else error 

end when receive 

when receive an input (*, t) 

if tL = tN then 

y := A.(s) 

send (y, t) to co-ordinator 

s := Oint (S) 

tL := t 

tN := tL + ta (s) 

send (d, tN) to co-ordinator 

else error 

end when receive 

Figure 5.3 Algorithms for a Simulator of Parallel DEVS Atomic Model 
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when receive an input (x, t) 

if tL <= t <= tN then 

send input (Xi. t) to all components of the broadcast 

model via an external input coupling scheme 

wait for all simulators done 

tL := t 

tN := minimum of component tNs 

else error 

end when receive 

when receive an input (*, t) 

if t = tN then 

fmd the imminent simulators {i I tNi = tN} 

send (*, t) to all imminent simulators 

collect all outputs (Yi, t) from each imminent i 

wait for all i's done 

for each imminent simulator i 

if (Yi, t) is used within the broadcast model 

insert (Xi, t) in each event list Xqueue of i's intluencecs, 

where Xi = Zi (Yi) 

send (Xqueue,i, t) to each simulator i 

wait for all simulators done 

if (Yi, t) is used outside the broadcast model 

put Yi in an output list Y queue 

send (Y queue, t) to the external environment 

tL := t 

tN := minimum of component tNs 

else error 

end when receive 

Figure 5.4 Algorithms for a Coordinator of Parallel DEVS Broadcast Coupled Model 
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the preceding section, simultaneous internal events will cause different effects between 

cellular models and broadcast models due to different number of influencees. In contrast to 

cellular models, after sending the (* ,t) message to all imminent components, the 

coordinator for broadcast coupled models will collect all outputs from each imminent 

simulator i and put their translations in event lists of i' s influencees. As an example, 

consider MI, M2, and M3 as the influencees of imminent simulator i. Output (Yj,t) sent 

from i will be translated to an external event (Xj,t) and inserted in Xqueue,l, Xqueue,2 and 

Xqueue,3 which are the event list of MI, M2 and M3 respectively. If another imminent 

simulator j's influencees are M2 and M4, (Xj,t) will be put in Xqueue,2 and Xqueue,4. 

Notice that Xqueue,2 now contains two external events for M2 to execute. The coordinator 

then proceeds to send the event list (Xqueue,i,t) to each simulator i E D. The coordinator 

waits for all simulators to finish their external transitions. Note that if (Yj,t) is not used 

within the broadcast model, it will be sent out to the external world of the broadcast model 

via an external output coupling scheme. Similarly, if there are more than one imminent 

simulators, this output will be a queuing list containing multiple outputs instead of a single 

one. 

5.3 Simulation Realization of the Broadcast Model 

The extended DEVS formalism and its associated abstract simulator concepts 

developed in the previous sections serve as the basis for parallel simulation of hroadcast 

coupled DEVS models. It remains to show how such a basis can be implemented in *Lisp 

on the Connection Machine CM-2. A full explication of the implementation details is 

contained in Appendix C. In this section, we will provide an overall view of the simulation 

realization. 
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The implementation is currently restricted to a single-level model structure for the 

reason discussed earlier in last chapter. Actually we are not implementing a broadcast 

model alone. A model does not come to life until it is coupled with a module capable of 

providing it input and observing its output (Zeigler, 1990). Thus, to experiment with the 

broadcast model, BR, we couple it together with the experimental frame component, EF, to 

form the coupled model EF-BR (Figure 5.5a). The experimental frame EF consists of a 

generator, GENR and transducer, TRANSD which are required to generate input and to 

collect output data for BR respectively. (See Zeigler (1984, 1990) for more details on 

experimental frames.) Nevertheless, instead of implementing its corresponding hierarchical 

model structure (Figure 5.5b), we are dealing with a single-level abstract simulator 

structure as shown in Figure 5.6. As a matter of fact, mapping all coordinators into a 

program controlled by the Connection Machine front end automatically tlattens the 

hierarchical model structure down to a single level. Then all simulators of the broadcast 

model, generator, and transducer are mapped onto physical processors on the Connection 

Machine. 

EF·BR 

BR 
I I 

EF 
MI out in I GENR I 

I M2 I result out 

i!! out 
ITRANSDI I Mn I 

Figure 5.5a ModelfFrame Pair for Broadcast Model 
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Figure 5.5b The Hierarchical Abstract Simulator for EF-BR 

Figure 5.6 The Alternative Abstract Simulator Structure for EF-BR 
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In essence, the algorithms of abstract simulator represent how to carry out the 

instructions implicit in DEVS models to generate their behavior. Hence the implementation 

of the extended DEVS fonnalism on the Connection Machine CM-2 consists of translating 

the algorithms for a coordinator and a simulator (see Figure 5.3 and Figure 5.4) into a 

*Lisp program. As can be seen in Appendix C, the *Lisp implementation consists of two 

parts: 

1) the abstract simulator module, which carries out the actual simulation process, performs 

the tasks of a coordinator and a simulator. The main program contains two sections 

within a loop, one each for handling internal events (* _msg) and external events 

(x_msg). The implementation here is fairly straightforward. It follows quite directly 

from the procedures defined in abstract simulators for computing the state of each 

DEVS component, passing messages among processors, updating the simulation time 

and scheduling new internal events. 

2) the user-defined module, which provides the coupling information and atomic model 

specification needed during the simulation, is defined by the modeller. A user also can 

detennine the number of processors to be simulated in the broadcast model. Similar to 

the DEVS-Scheme implementation, our implementation provides templates (sec Figure 

C.2 and Figure C.3) for providing atomic model and broadcast coupled model 

definitions (Zeigler, 1989). The coupling scheme of a broadcast model is quite simple 

as has been stated. The only information required for the coupling scheme of broadcast 

models is how to translate output ports to input ports. We allow the modeller to specify 

such pairs of ports for internal coupling by inserting the pairs in an internal coupling 

table. For atomic model specification, the modeller must set up additional state 

variables and parameters to sigma and phase, initialize state if desired, as well as deline 

the model's internal transition function, external transition function, and output 
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function. Note that there is no time-advance function specified because sigma holds the 

time-advance value required. 

The simulation process is started by initializing the states of all atomic models, 

thereby also determining each component's next-event time, tN. These times are used to 

determine the imminent simulators (Le., by computing the minimum of tN). Parallel 

processing is achieved by the activated processors (the imminent simulators) 

simultaneously carrying out their internal events; this includes simultaneously generating 

output and then simultaneously executing their internal transitions. Also, the queues of 

external events accumulated at each processor can be executed in paralleL Note however 

that the events in the queue of each processor will be executed sequentially. As can be 

seen, we use an array to keep the incoming external events for each processor. The 

external transition function is executed in an ascending order of the array index. 

More details of the program description is given in Appendix C. To illustrate, we 

shall present two examples of broadcast model simulation in the subsequent sections. 

5.4 Example 1: Mapping Word to Numerical Value 

We consider alternative architectures to map words to corresponding numerical 

values, e.g., "ace" maps to I + 3 + 5 = 9, "zoo" maps to 26 + 15 + 15 = 56, etc. On one 

hand, a uniprocessor does the following: for each letter in the incoming word, look up its 

value in a table, add this value to a running sum, and output the final sum. A 

multiprocessor architecture, on the other hand, consists of 26 copies of a simple processor 

and a summer. Concurrently, each copy of the processor will count the number of 

occurrences of its letter in the word and output this count times the value of this letter to the 

summer. The summer has a buffer (queue) so that it does not lose any input sent to it. 
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Figure 5.7 shows a diagram of a simple broadcast model with experimental frame 

for simulating the latter architecture. Since we are focussing on the broadcast model 

simulation, we simply let the transducer play a role of the summer to fit it into the 

simulation environment developed earlier. 

The coupling specification of the example is quite simple as shown in Figure 5.8. 

As can be seen from Figure 5.7, there is no internal coupling within the broadcast model, 

BR. Thus, we only have to specify the port coupling between GENR (generator) and BR, 

as well as that between BR and TRANSD (transducer). The external-output coupling of 

EF-BR does not need to be defined. It only makes the transducer output available at the 

port 'result. Also, apparently the number of processors, num-of-proc, in BR should be 

specified as 26. 

In the DEVS-Scheme sequential simulation, the modeller provides three 

independent atomic-model specifications, one each for generator, transducer, and each 

processor of the broadcast model for this example. While in our parallel simulation, the 

homogeneity of CM-2 forces us to combine all atomic-model specifications into one. 

Parallel variables are then used to determine which components (processors) are to he 

activated. Phase variables are the primary means for such activation. For instance, in the 

output function of current example if the phase equals 'active, the generator (which is the 

only processor selected) will generate an output on the port named 'out with value equals 

"thisisastring". If the phase equals 'send, all 26 processors in the broadcast model might 

be selected and for each selected processor it will send its own value to the port called' val. 

If the pJzase equals' done, the transducer will make the output result available at the port 

'result. Furthennore, this result can be sent to the Connection Machine front end, i.e., set 

it either to a parallel variable or a scalar variable. 
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~---EF-BR------------------------------------------~ 

oUl in 
GENR 

l-___ sullllm~ TRANSD result outJlut 

Figure 5.7 Diagram of a Simple Broadcast Model with Expetimental Frame 

;;; define # of processors in the broadcast model 
(defconstant num-of-proc 26) 

;;; add the port pairs to the coupling table if desired 

;;; --- specify the external-input coupling (GENR -7 Broadcast-Modd) 
(add-part-pair 'ext-in 'out 'in) 

;;; --- specify the external-output coupling (Broadcast-Model -7 TRANSD) 
(add-part-pair 'ext-out 'val 'sum) 

Figure 5.8 Coupling Speciticalion of Example 1 



;;; initialize state variables 
(*set sigma (if!! (=!! (self-address!!) (!! gen_id» 

(ll 0) 
(!! int))) 

(*set phase (if!! (=!! (self-address!!) (!! gen_id)) 
(front-end!! 'active) 
(front-end!! 'passive))) 

;;; set up additional state-vars & parameters; initialize if desired 
(*defvar vaCeach_proc!!) 
(*defvar count!! (!! 0)) 
(*defvar word_string) 
(*defvar result (!! 0) 
(*defvar my_letterll) 
(array-to-pvar "abcdefghijklmnopqrstuvwxyz" my_letter!! :cube-address-start 1 

:cube-address-end 27) 

;;; define the output function 
(de fun ouef 0 

(*cond 
«eq!! phase (front-end!! 'active» 

(make30ntent (front-end!! 'out) 
) 

;; GENR generates output 
(front-end!! "thisisastring") 
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«eq!! phase (front-end!! 'send» ;; broadcast model components send outputs 
(make_content (front-end!! 'val) val_each_proc!!) 

) 
); *cond 

); defun ouef 

;;; define the external transition function 
(defun exef (e!! x!!) 

(*cond 
;; when broadcast model components receive an input 
«eq!! (content-port!! x!!) (front-end!! 'in» 

(*cond 
«eq!! phase (front-end!! 'passive» 

) 
) 

) 

(*set word_string (content-value!! x! I»~ 
(hold-in 'check (!! 0.1) 

;; when the transducer receives an input 
«eq!! (content-port!! x!!) (front-end!! 'sum» 

(*set result (+!! result (content-value!! x!!») 
(hold-in 'done (!! 0.5» 

) 
); *cond 

); defun ext_f 

Figure 5.9 Atomic-Model Specification of Example 1 to Run *Lisp Interpreter 



;;; defme the internal transition function 
(defun inef 0 

(*cond 
;; forGENR 
«eq!! phase (front-end!! 'active» (passivate» 

;; for broadcast model components 
«eq!! phase (front-end!! 'check» 

) 

(setq time! (get-internal-run-time» 
(if (*or tIl) 

(let «word_list (coerce (pref word_string 1) 'list») 
(dolist (char word_list) 

) 
) 

) 

(*when (equalp!! my_Ietter!! (I! char» 
(*set count!! (1+!! count!!» 

) 

(setq time2 (get-internal-run-time» 
(setq ta (I (- time2 timel) WOOD» 
(hold-in 'mult (!! ta» 

«eq!! phase (front-end!! 'mult» 

) 

(setq time3 (get-internal-run-time» 
(*set cal_each_proc!! (*!! count!! (self-address! !») 
(setq time4 (get-intemal-run-time» 
(setq ta (I (- time4 time3) 10000» 
(hold-in 'send (!! ta» 

«eq!! phase (front-end!! 'send» (passivate» 

;; for TRANSD 
«eq!! phase (front-end!! 'done» (passivate» 

);* cond 
); defun inef 

Figure 5.9 (continue) 
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Likewise, the internal transition function first checks the phase of each processor. 

For the generator, if its phase equals 'active, the function passivate is called to set its 

phase to 'passive and sigma to infmity. Note that this internal transition takes place right 

after the generator generates an output Since at initialization all the processors are passive 

except the generator, they will not have an internal transition until an external transition 

occurs due to input from the generator. For the processors in the broadcast model which 

have the phase equals 'check, they concurrently count the number of occurrences of their 

own particular letter in the word. Note that a parallel variable my-letter!! is used to store a 

distinct alphabetical letter for each processor. This pvar is initially defined for this purpose 

by using array-to-pvar, a function which can move data from the front-end computer 

array to the Connection Machine pvar efficiently. The modeller can still initialize my

letter!! in a brute force manner by assigning the letter to each processor one by one and will 

not affect the simulation result. Afterwards, their phases are set to 'mull. Also in this 

example we utilize the Common Lisp function get-internal-run-time to obtain the value 

of processing time for sigma. 

Continuing, if the phase equals 'mult the following actions are taken: First. the 

output value of each processor is computed~ second. the phase is set to 'send and sigma is 

set to the processing time in the above manner. For the case of phase equals 'send all 

selected processors are passivated. Finally for the transducer. if the phase equals' done. it 

is passivated too. 

The external transition function starts by looking at the coment-port!! of input x!!. 

For each processor, if the input port equals 'in, ito; phase must be checked. If the phase 

equals 'passive, the content-value appearing on port 'in is set to the pvar word-sIring 

followed by the updating of phase and sigma. We should be aware that the port 'sum 

belongs to the transducer, thus when this port is showing at the input xl!, the value on this 
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port must be added to the state variable result. Since the external transition function is 

called recurrsively during simulation, all input values accumulated in the queue (an array of 

the transducer) will be summed up as required. 

After specifying the coupling relations and the atomic-model definition, we are 

ready to test and simulate the example broadcast model. These model specifications are 

generated following the templates presented in Appendix C. The *Lisp code is written 

without type declarations and is supposed to run the *Lisp interpreter instead of the *Lisp 

compiler. In next section, we shall present a more sophisticated example model in which 

the internal coupling of broadcast model is provided. Moreover, type declarations will he 

included in its atomic-model specification to run the *Lisp compiler. Note that a *Lisp 

program which compiled will run many times faster than that interpreted (see Appendix B 

for the discussion). 

5.5 Example 2: Parallel Processor Broadcast Architecture 

For more illustration, we now give a broadcast model for the multi-processor 

architectures involving selectable numbers of processors of the same type. Figure 5.1 () 

depicts a model/frame pair for such broadcast architecture. The model/frame pair consists 

of an experimental frame, EF and a broadcast model, br-SIPS. The "kernel" model of br

SIPS is the atomic model SIP (which stands for the selective interruptible processor and 

will be described shortly). When coupled in the broadcast model br-SIPS, such processors 

will carry out controlled recirculation of problems. In such recirculation, jobs never gel 

stuck in queues. As stated in (Zeigler, 1990), the problem in designing such a system. to 

be investigated with simulation, is how to take advantage of the speed in searching for free 

processors afforded by broadcasting, while minimizing the overhead of problems solved 

more than once and also not at all. The experimental frame module here contains a 
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generator (for sending problems to the broadcast model) and a transducer (which keeps 

perfonnance statistics: problem solution time, throughput, per-cent unsolved problems, and 

per-cent multiply solved problems). 

Given the above model, what we have to do is to provide the model specifications 

for the abstract simulator module implemented to run on the Connection Machine. This 

includes the coupling relations and atomic-model specification. As a matter of fact, our 

implementation is based on the foregoing broadcast architecture. Thus, according to the 

developed template (Figure C.3), the coupling specification for the current example is 

straightforward and is clear as shown in Figure 5.11. In contrast to the coupling 

specification in Example 1, the internal coupling of broadcast model is established here. 

Whenever a value appears on output port 'unsolved of any processor, it will be sent to the 

input port 'in of all other processors currently in the model br-SIPS. Additionally, the 

generator sends out a problem on port' out not only to the' in port of br-SIPS but also to 

the' gen port of the transducer simultaneously. Again, note that the number of processors 

in the broadcast model can be arbitrarily selected. 

Figure 5.12 depicts the atomic-model specification of the broadcast architecture. 

As was the case in our implementation (also Example 1), we must incorporate all atomic

model specifications (i.e., which for GENR, TRANSD, and SIPS) into a single one. Let's 

examine the role of each selective interruptible processor first. As specified in Figure 5.12, 

if SIP is busy, it will allow itself to be interrupted, and also under certain conditions 

transfer the incoming problem to the output port 'unsolved. The problem acceptance 

conditions are based on the level of the problem and the level of the processor. 

In the external transition function, when in phase PASSIVE the processor will 

accept an incoming problem only if the problem level is not lower than the processor level. 

If the arriving job is accepted, its id will be stored and time-remaining will be saved for 
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recovery from interruptions. When in phase BUSY, the current problem's remaining 

processing time is reduced by the elapsed time. To prevent reducing time-remaining by e 

more than once, we first call the function continue (which update sigma to a new value 

only in its first call within the external transition function; see discussions in Appendix C) 

then reduce time-remaining by the difference of sigma-prime (which is used to store the 

current sigma value each time we call the external transition function) and sigma (note that 

sigma-prime minus sigma equals e or 0). An incoming problem can interrupt processing 

only if its level is equal to that of the processor. Note that use of the elapsed time 

component enables us to resume the processing of the interrupted job from the point it was 

interrupted. In TRANSFER, sigma and time-remaining are both updated. 

The internal transition function is called in the following cases: when each SIP has 

finished processing (in phase BUSY), it should passivate (phase is set to PASSIVE); when 

finished transferring the interrupting problem (in phase TRANSFER), it resumes 

processing. 

Recall that the output function is called just before the internal transition occurs. 

Thus, in phase BUSY, the id of the solved problem is placed on port 'solved. In phase 

TRANSFER, the interrupted problem packet (Le., a list of job id, processing time, and 

problem level) is placed on port 'unsolved with its level increased so as to enahle it to he 

accepted by more processors; if its level has reached a too high value, max-level, it is sent 

out on port 'special. 

With this model specification, we now describe br-SIPS in more detail. At 

initialization, the generator start outputing a stream of jobs with prohlem levcJ set to 1. In a 

basic configuration of br-SIPS, successive processors are assigned level starting with 1 

and successively increasing by I (in a convenient way, we just set processor-level to the 

self-address of each processor). In such a configuration, the first arriving job will he 
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accepted by the level 1 processor. The second job will be transmitted by the level 1 

processor (if it is busy) to the level 2 processor for execution. The third job will find its 

way to the level 3 processor if the lower level processors are busy; and so forth. As 

processors finish they are immediately available for work. Thus as a job increases in level 

it may be recirculated down to more than one lower level processor and so be solved more 

than once. It is also possible that a job is dropped from circulation if there are no 

processors able to process it or retransmit it. Accordingly, we have state variables to keep 

the record of the unsolved and multiply solved jobs. 

The definitions of GENR and TRANSD are specified in the same way as those in 

the previous section. In the output function and internal transition function, only the 

generator is selected in phase ACTIVE while the only transducer is selected in phase ACT 

and TEMP. In the external transition function, the transducer is activated when the input 

appears on port' gen (it will deal with the arriving jobs from the generator) or on port' proc 

(it will deal with the solved jobs from br-SIPS; the performance statistics can be obtained 

then). 

Finally, we note again that the atomic-model specification illustrated in Figure 

5.12 is written for *Lisp compiler and must be compiled with the abstract simulator in 

Figure C.I to run the abstract simulation on the Connection Machine CM-2. As already 

indicated, there is a trade-off between tlexibility and efficiency in the *Lisp interpreter and 

the *Lisp compiler (see Appendix B). In next chapter, we will evaluate the performance of 

the implemented simulation environment with the example model devcloped in this section. 
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Figure 5.10 ModeUFrame Pair for Broadcast Architecture 

;;; define # of processors in the broadcast model 
(defconstant num-of-proc integer-number) 

;;; add the port pairs to the coupling table if desired 
;;; --- specify the internal coupling within broadcast model 
(add-port-pair 'br-int 'unsolved 'in) 

;;; --- specify the external-input coupling (GENR -7 Broadcast-Model) 
(add-port-pair 'ext-in 'out 'in) 

;;; --- specify the external-output coupling (Broadcast-Model -7 TRANSD) 
(add-port-pair 'ext-out 'solved 'proc) 

;;; --- specify the internal coupling within experimental frame (GENR -7 TRANSD) 
(add-port-pair 'exp-int 'out 'gen) 

Figure 5.11 Coupling Specification of Broadcast Architecture 



;;;****** Note: in this program the content structure is redefmed as follows ****** 
(*defstructure content 

) 

(port nil :type symbol :cm-type (pvar front-end» 
(vall nil :type symbol :cm-type (pvar front-end» 
(val2 0 :type (unsigned-byte 13» 
(val3 0 :type (unsigned-byte 13» 

... ******************** 
'" ;;; initialize state variables 
(*set sigma (cond!! «=!! (self-address!!) (!! gen_id» (!! 0)) 

«=!! (self-address!!) (!! transd_id» (!! 0)) 
(t!! (!! inf)) 

(*set phase (cond!! «=!! (self-address!!) (ll gen_id» (front-end!! 'active» 
« =!! (self-address!!) (!! transd_id)) (front-end!! 'act)) 
(t!! (front-end!! 'passive»» 

;;; set up additional state-vars & parameters 
;;; initialize if desired 
(*proclaim '(type (unsigned-byte-pvar *) sigma-prime time-remaining transfer-time 

interarrival-time processing-time» 
(*proclaim '(type (unsigned-byte-pvar 13) processor-level max-level problem-level» 
(*proclaim '(type (pvar front-end) job-id» 
(*proclaim '(type (pvar content) temp» 

(*defvar job-id) 
(*defvar temp) 
(*defvar sigma-prime) 
(*defvar time-remaining (!! 0» 
(*defvar transfer-time (!! 1) 
(*defvar interarrival-time (!! 10» 
(*defvar processing-time (!! 2000» 
(*defvar max-level (!! 20» 
(*defvar problem-level (!! 1» 
(*defvar processor-level (self-address!!)) 

;;; defme variables for transducer 
(*proclaim '(type unsigned-byte clock total-ta report-time 

observation-lime observation-packet» 
(*proclaim '(type list arrived-list solved-list mult-solved-list» 

(defparameter clock 0) 
(defparameter total-ta 0) 
(dcfparameter arrived-list nil) 
(dcfparameter solved-list nil) 
(defparameter mult-solved-list nil) 
(defparameter report-time 500) 
(defparameter observation-lime 10(00) 
(defparameter observation-packet 10(0) 

Figure 5.12 Atomic-Model Specification of Broadcast Architecture 
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;;; define the output function 
(*defun outj 0 

(*cond 
;; GENR generates output 
«eq!! phase (front-end!! 'active» 

) 

(*set outport (make-content!! :port (front-end!! 'out) 
:vall (front-end!! (gensym» 
:val2 processing-time 
:val3 problem-level» 

;; Check phases for br-SIPS model components 
«eq!! phase (front-end!! 'busy» 

(*set outport (make-content!! :port (front-end!! 'solved) :vall job-id») 
«eq!! phase (front-end!! 'transfer» 

) 

(*let «port!! (if!! «!! (content-val3!! temp) max-level) 
(front-end!! 'unsolved) 
(front-end!! 'special»))) 

(declare (type (pvar front-end) port!!» 
(*set outport (make-content!! :port port!! 

); *let 

:vall (content-vall!! temp) 
:val2 (content-val2!! temp) 
:val3 (1+!! (content-val3!! temp)))) 

;; Check phases for TRANSD 
«eq!! phase (front-end!! 'act» 

) 

(if (*or t!!) (setq result (list 

) 
) 

(if (eq nil solved-list) nil (/ total-ta (length solved-list») 
(if (= clock 0) nil (I (length solved-list) clock» 
(if (eq nil arrived-list) nil (I (- (length arrived-list) 

(length solved-list» (length arrived-list») 
(if (eq nil solved-list) nil (/ (- (length mult-solved-list) 

(length solved-list»))) 

«eq!! phase (front-end!! 'temp» 

) 

(if (and (*or t!!) (or (> clock observation-time) 

) 

(> (length arrived-list) observation-packet») 
(break "simulation terminated") 

(t!! (*set outport (make-content! I»~) 
);*cond 

); *defun outj 

Figure 5.12 (continue) 
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;;; defme the internal transition function 
(*defun intj 0 

(*cond 
;; ForGENR 
«eq!! phase (front-end!! 'active» (hold-in 'active interarrival-time» 

;; For Broadcast Model br-SIPS 
«eq!! phase (front-end!! 'busy» (passivate» 
«eq!! phase (front-end!! 'transfer» (hold-in 'busy time-remaining» 

;; For TRANSD 
«eq!! phase (front-end!! 'act» 

(if (*or t!!) (setq clock (+ clock (pref sigma transd_id»» 
(hold-in 'temp (!! 0») 

«eq!! phase (front-end!! 'temp» (hold-in 'act (!!ti report-time») 
(t!! (passivate» 

);* cond 
); *defun inef 

;;; define the external transition function 
(*defun ext_f (e!! x!!) 

(declare (type (pvar unsigned-byte-pvar *) e!!» 
(declare (type (pvar content) x! I»~ 
(*set sigma-prime sigma) ;; store the current sigma value 
(*cond 

;; When br-SIPS model components receive an input on port 'in 
«eq!! (content-port!! x!!) (front-end!! 'in» 
(*set processing-time (content-vaI2!! x!!) problem-level (content-val3!! x!!» 
(*cond 

«eq!! phase (front-end!! 'passive» 
(*when (>=!! problem-level processor-level) 

(*set job-id (content-vall!! x! I»~ 
(*set time-remaining processing-time);; time-remaining will be saved 
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(hold-in 'busy processing-time) ;; for recovering from interruptions 
) 

) 
«eq!! phase (front-end!! 'busy» 

(continue) ;; this function causes sigma-prime - sigma = e or 0 
(*set time-remaining (-!! time-remaining (-!! sigma-prime sigma») 
(*when (=!! problem-level processor-level) 

(*set temp x!!) 
(hold-in 'transfer transfer-time» 

) 
«eq!! phase (front-end!! 'transfer» 

(continue) ;; same as above 
(*set time-remaining (-!! time-remaining (-!! sigma-prime sigma») 

) 
); *cond 

) 

Figure 5.12 (continue) 



;; When the transducer receives an input on port 'gen or 'proc 
«eq!! (content-port!! x!!) (front-end!! 'gen)) 

) 

(continue) 
(if (*or t!!) 

(let «problem-id (pref (content-val1!! x!!) transd_id))) 

) 
) 

(setq clock (+ clock (pref (-!! sigma-prime sigma) transd_id))) 
(setq arrived-list (cons (list problem-id clock) arrived-list)) 

«eq!! (content-port!! x!!) (front-end!! 'proc» 
(continue) 

) 

(if (*or t!!) 
(let «problem-id (pref (content-vall!! x!!) transd_id») 

(setq clock (+ clock (pref (-!! sigma-prime sigma) transd_id») 
(cond «member problem-id mult-solved-list) '0) 

); cond 
); let 

); if 

«member problem-id solved-list) 
(setq mult-solved-list (cons problem-id mult-solved-list») 

«assoc problem-id arrived-list) 
(setq total-ta (+ total-ta (- clock (cadr 

(assoc problem-id arrived-list»») 
(setq solved-list (cons problem-id solved-list») 

); *cond 
); *defun excf 

Figure 5.12 (continue) 
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CHAPTER 6 

EXPERIMENTAL RUNS AND RESULTS 
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Once the broadcast model simulation environment discussed in Chapter 5 and 

Appendix B is established, we are ready to examine how well our implementation is able to 

exploit the parallelism afforded by the Connection Machine. In this chapter, we evaluate 

the performance of the implemented simulation environment on the Connection Machine 

CM-2 based on the Parallel Processor Broadcast Architecture model presented in the 

previous chapter. The results of several experimental runs are discussed. A compalison of 

the performance measures using *Lisp interpreter and *Lisp compiler with different 

Connection Machine front ends is made. Also, some experimental results are compared to 

those from DEVS-Scheme running on the SUN-4 and the Motorola MultiPersonal 

Computer (MPC) using the same example. Finally, the chapter evaluates the increase in the 

execution time of our example model as the number of processors (the size of the broadcast 

model) increases. 

6.1 Simulation Output Results 

The broadcast architecture model which used in our experimentation is described 

in previous chapter. Recall that the model consists of a broadcast model br-SIPS. a 

generator (for sending problems to br-SIPS). and a transducer (which calculates and keeps 

the record of performance statistics). Although the focus of our simulation study is the 

performance (in terms of execution time) of the implemented simulation environment. we 

present here some statistical results to illustrate the model behavior and give evidence that 

the model simulations were correctly performed. In model verification. as mentioned in 

Chapter 4. the user can choo:;e 10 have a message trace and display the values of slate 
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variables (e.g. phase, sigma, outport, inport, etc.) during each simulation cycle. However, 

this consumes CPU times and should not be included in the runs for performance 

evaluation discussed later. 

Table 6.1 presents results obtained by simulating the broadcast architecture 

model/frame pair (see Figure 5.10). Key parameters and their associated values used in 

this experimentation are listed below: 

num-of-proc 

processing-time 

transfer-time 

interanival-time 

max-level 

observation-time 

40, 80, 120, 160, 200, 300, 400 

2000 

10 

num-of-proc 

4500 

As expected, the average turnaround time of jobs is greater than the processing 

time because of the interruptions. Assume that at time x the first job will be solved by 

processor 1, x - processing-time::::: transfer-time'" x / interarrival-time; 

Solving gives x :::: 2,223. 

The results show that the average turnaround time is slightly greater than this value (x) as it 

supposed to be (since x is the minimum turnaround time, average time should be greater 

than x). Also, the average turnaround time increases as the number of processors 

increases. This is because more processors are busy in processing jobs as well as 

transferring the unsolved johs to higher level processors. The throughput increases 

proportionally to the number of processors. However, it does not increase from :lO() 

processors to 400 processors due to the short observation interval. Ohviously, the 

percentage of unsolved jobs is decreased when more processors are available. There are no 

multiply solved jobs due to a relatively large ratio of processing time to interarrival time. 
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Number of Average 
Percentage of Percentage of 

Throughput unsolved multiple-solved 
processors turnaround time problems problems 

40 2239.54 46/4500 89.77% 0 

80 2259.06 86/4500 80.88% 0 

120 2278.88 126/4500 72.00% 0 

160 2298.79 166/4500 63.00% 0 

200 2318.73 206/4500 54.22% 0 

300 2322.72 214/4500 52.44% 0 

400 2322.72 214/4500 52.44% 0 

Table 6.1 Performance Statistics of Model br-SIPS 

Note that we are using the Connection Machine Network Server (CMNS) Pilot 

Facility. All simulations were executed under the programming environment provided by 

the CM-2 front end. In addition. several runs were made using the same model and 

parameters in DEVS-Scheme on the SUN-4 workstation and the Motorola MPC. The 

output results were identical (i.e .• equal average turn-around time. throughput. per-cent 

unsolved problems. and per-cent multiply solved problems) to that obtained from our *Lisp 

implementation. 
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6.2 Execution Time Results 

As we have mentioned earlier, compiled *Lisp code runs more efficiently than 

interpreted *Lisp code. This is because the *Lisp Compiler generates Lisp/Paris object 

code that in several respects is more efficient than that produced by the interpreter. But in 

order for *Lisp code to compile completely, it must be properly declared. Although this 

makes the programming more complicated and less general, it will run many times faster. 

Table 6.2 shows execution time results for total run time including the front end run time 

and CM busy time. The parameters used for the model simulated are as follows: 

processing time 10 

transfer time 

interarrival time 

max level 

observation time 

5 

20 

25 

As the results in Table 6.2 show, there are significant differences between compiled and 

interpreted runs. Table 6.2 also shows that simulation runs on the cmns-sun front end arc 

over 10 times faster than that on the cmns-vax front end. For this reason, the perfonnance 

evaluations of our implementation discussed later are all based on the runs on the cmns-sun 

front end. 

Table 6.3 shows the difference in execution times based on the runs using 40() 

processors with other parameters as listed in the previous section. A comparison of the 

performance between DEVS-Schcme (run under Elk on the SUN-4 and under Chez 

Scheme on the Motorola MPC) and our *Lisp implementation on the CM-2 is made in this 

table. The result shows that simulations o/" the same model take hours or days of CPU time 
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Number of Run time (sees) 

processors interpreter/cmns-vax compiler/cmns-vax compiler/cmns-sun 

20 180 68 5.3 

30 241 73 5.6 

40 263 79 6.6 

60 349 90 8.8 

100 515 153 13.2 

200 919 281 23.1 

300 1325 368 32.3 

400 1729 490 42.7 

500 2138 603 52.2 

Table 6.2 Performance of "'Lisp Interpreter/Compiler on Different Front Ends 

CPU Time 

Observation 
Lime SUN-4 Motorola MPC CM-2 

(DEVS-Scheme) (DEVS-Scheme) (*Lisp) 

500 98 hrs. 7 hrs. 3 mins. 

10000 N/A 150 hrs. 74 mins. 

Table 6.3 Performance Compat;son Between DEVS-Scheme and *Lisp Implementation 
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on sequential machines while simulations on the Connection Machine CM-2 are 

approximately 150 times faster. We believe that this better performance is due to the 

parallelism inherent in the broadcast model being simulated. The CM hardware is not the 

reason as its processing element is the ultimate reduced instruction set computer (RISC) 

with an extremely simple but overly general (designed at a cost in speed) instruction (Hillis, 

1984) while SUN-4 and Motorola MPC are more powerful RISCs. 

To gain some insight on the effect of increasing the number of processors (the size 

of the broadcast model simulated), several runs were made to measure how much time the 

entire program and each function (the output function, transport function, internal transition 

function, and external transition function) take to execute on the Connection Machine. The 

results are summarized on Table 6.4. Note that all performance measuremenl<; were made 

with Paris safety checking turned otT. Since safety checking increases program execution 

time by detecting run-time errors, we only turned it on while debugging the code. 

Number of CM Busy Time (sees) 

processors out-f lransport int-f ext-f total 

40 5.40 19.07 5.38 448 493 

80 5.63 36.98 5.76 913 998 

120 5.29 55.16 5.96 1402 1504 

200 5.97 63.86 5.84 2246 2372 

300 6.04 XX.58 6.64 3518 3689 

400 6.38 108.43 6.62 4811 5028 

Table 6.4 Each Function's Contribution in Execution Time 
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As shown in Table 6.4. CM busy time spent in the output function and internal 

transition junction is fairly constant as the number of processors increases. This indicates 

that the increase of intercommunication and phase checking did not have much effect on the 

execution time. This is due to the internal event parallelism inherent in the abstract 

simulator and the ability of the Connection Machine to concurrently check phases. send 

outputs, or execute internal transition functions for each processor. With the original 

DEVS formalism. if there are N internal events scheduled at the same time. the simulation 

would require N(internal-execution-time + external-execution-time). While with the 

extended DEVS formalism our parallel simulation takes only (internal-execution-time + N 

external-execution-time). The speed advantage of executing simultaneous internal events in 

parallel is obvious. 

As we can see, the execution time spent in the transport function grows 

signiticantly as the number of prlH.:essors increases. Recall that transport includes the 

translate function which sequentially checks the coupling table then performs port-to-port 

translation in parallel. Also, when more than one processor is active due to simultaneous 

internal events. the ollfporf to inpoJ'f mapping is done sequentially to avoid collision (sec 

Appendix C for details). Thus, the more processors in the broadcast model, the longer is 

the execution time due to more simultaneous internal evenl'i. 

The most significant increase in execution times is for the external transition 

function. Recall from Chapter 5 that the queues of external events accumulated at each 

processor can be executed in parallel. while the events in the queue of each processor arc 

executed sequentially. As can he seen in ollr implementation (Figure C.l), we sequentially 

execute the external transition hy calling a do loop N times (this takes N external-execution

time as mentioned ahove), where N equals total number of processors, and perform the 

execution at each call of the external transition function in parallel for N processors. Thus. 
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we expect the execution time to be O(N) and indeed Figure 6.1 demonstrates that the 

execution time increases approximately linearly with the number of processors. The curve 

of total run time is similar to that of external transition function, since the execution time 

spent in external transition almost fully contributes to the total run time. 

Note that there are N2 elements in the array structure pvar, inport. Each array 

element may contain an external event for execution. Unfortunately, there is no general 

way to search the array pvar for an incoming event to be executed without examining every 

element in the array. On a sequential machine (on which DEVS-Scheme runs), the external 

transition would be executed in time O(N2). Also, the array pvar inport uses a lot of 

memory if its dimension (i.e., total number of processors. N) is large. For example, if N 

equals 1000 then memory usage of the array pvar inport is 58,000 bits for each processor 

(In our example, the content structure pvar takes 58 bits for the memory). With 64K bits 

per CM-2 processor, a larger number of processors will exceed capacity. Therefore, 

although the CM-2 we used may he configured to contain up to 32K processors, the 

number of processors in the broadcast model heing simulated is restricted to 1000. 
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CONCLUSIONS 
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Discrete-event simulation is good candidate for parallel processing not only due to 

the extremely long times necessary to execute large-scale simulations but also due to the 

considerable amounts of parallelism inherent in the systems being modelled. Ahility lO 

simulate large models in a reasonable time is the motivation for seeking speed advantages 

offered by parallel processing systems. In this dissertation. we have developed and 

constructed a distributed simulation environment for simulating the DEVS broadcast modd 

class that take advantage of the exploitation of data parallelism afforded by a massi vdy 

parallel computer. the Connection Machine. The Connection Machine CM-2. with a 

general communications network in whit:h any processor can communil:ate wilh any olher. 

plays a vital role in concurrent computing and our broadcast model simulation. Two 

examples of hroadcast models have been successfully run in the environmelll. therehy 

illustrating how the implementation of the extended DEVS formalism and ilS associated 

abstract simulator can exploit the intrinsic external and internal event parallelism. 

Perfonnance in terms of execution times has been measured on several experimental runs 

of the implementation. The experimental results are summatized as follows: 

• Compiled "'Lisp code runs more efficiently than interpreted *Lisp code. Also. 

experimentations on the cmns-sun front end are many times faster than those on lhe 

cmns-vax front end. 

• Simulation runs on the CM-2 are over I ()() times faster than those on the scqucntial 

machines such as the SUN-4 workstation and the Motorola Delta XXK 

MultiPersonal Computer. 
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• The increase of CPU time spent in the simulation of the Parallel Processor 

Broadcast Architecture is approximately linear with the number of the processors. 

The O(N) increase due to queuing in the external transition function is responsible 

for this. 

7.1 Contributions 

The contributions of this dissertation made to the fields of discrete-event 

simulation and parallel processing are summarized as follows: 

a) Implementation of a DEVS-based broadcast model simulation environment - Many 

researchers in distributed simulation do not distinguish between a model and a 

simulator (Figure 2.1) such as the DEVS. Our work provides a user friendly 

distributed simulation environment with the information hiding feature where the 

user does not need to be concerned with the structural detail of the internal 

implementation (i.e., the abstract simulator module discussed in Appendix C). 

Two templates are provided for the modeller to specify the atomic model and 

coupling specification for the broadcast model simulation. In particular, with the 

similarity to that of DEVS-Scheme atomic-model specification, DEVS-Scheme 

users can easily translate DEVS-Scheme generated broadcast models into a *Lisp 

code that can be run on the Connection Machine. 

b) Extension of the cellular DEVS formalism - Previously, the DEVS formalism was 

able to represent external event parallelism within a model but the exploitation ot' 

internal event parallelism was not possible. Although the DEVS formalism was 

extended to cellular automata and the essentials of multicomponent DEVS were 

evident in the definition of discrete event cellular model, it was done in the context 
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of conventional simulation. We have extended the formalism to allow the 

exploitation of internal event parallelism, i.e., for those components having equal 

minimum next-event times, their internal events are allowed to be carried out 

simultaneously. 

c) Extension of the DEVS formalism for broadcast models - The foregoing extension 

is restricted to a cellular DEVS model having only one influencee for each imminent 

component The extended DEVS formalism, Parallel DEVS, for broadcast models 

continues to support the exploitation of internal event parallelism and also allows 

each imminent simulator to have arbitrary numbers of influencees in the broadcast 

model simulation. The extension offers a possibility to exploit the highly significant 

external event parallelism and internal event parallelism inherent in the DEVS 

broadcast models. 

d) Designing and implementing an approach to mapping the extended abstract 

simulators onto the Connection Machine CM-2 - The abstract simulator concepts 

associated with the original DEVS formalism have been extended according to the 

extended DEVS formalism. This provides a means to implement the extended 

formalism for both the cellular model and the broadcast model. 

e) Modelling and simulating a massively parallel computer architecture on the 

Connection Machine CM-2 - We have developed and simulated the Parallel 

Processor Broadcast Architecture model in our *Lisp implementation on the CM-2. 

The speedup and convenience provided by our simulator demonstrate iL'i superiority 

over a sequential machine as simulation platform. This provides a hetter 

approximation to the parallel architecture under study (Zeigler, 1991). 
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7.2 Future work Directions 

a) Measuring the speedup over a sequential implementation. Currently in our parallel 

simulation, the actual speedup cannot be measured, although the performance 

results (execution times) showed that the *Lisp implementation on the CM-2 is 

many times faster than DEVS-Scheme running on the sequential machines (the 

SUN workstation and the Motorola MPC). We suggest to implement a sequential 

version of the broadcast model simulation on the CM-2 by forcing the simultaneous 

external and internal events to be executed sequentially. Then the actual speedup 

offered by the Connection Machine data level parallelism can be obtained. 

b) Expanding the current implementation to a multiple-level model structure. This will 

provide a more general distributed simulation environment 

c) Developing an interface or translator that would allow DEVS-Scheme users to 

construct models using only the Scheme dialect. The interface or translator would 

then translate the Scheme dialect model specification into the appropriate *Lisp codl! 

that can be run on the Connection Machine. 
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APPENDIX A 

PARALLEL COMPUTER DESIGN CONSIDERATIONS 

The design issues discussed in this appendix follow the taxonomy introduced in 

Schwartz (1983): 1) interprocessor communication, 2) processor granularity, and 3) 

multiple versus single instruction streams. 

A.1 Interprocessor Communication 

Interprocessor communication is a very critical issue in the design of 

multiprocessor computers. The design of the interconnection network through which the 

processors communicate has been considered a difficult technical problem. The 

communications network represents most of the cost of the multiprocessor computer. most 

of the power dissipation, most of the physical wiring, and most of the performance 

limitations. The choice of a particular interconnection network depends on the application 

needs, technology supports, and cost-effectiveness. In what follows we would like to 

discuss two important issues in the design of interprocessor communications network: 

(1) Network topology. The autonomous switching elements from which the 

interconnection network is constructed are called routers. The routers are wired in some 

relatively sparse pattern, called the network topology. In most cases. not every router is 

connected to every other. Processors communicate with one another through the routers. 

There are a lot of choices of possible interconnection topologies: the ring, star, grid. tree. 

hypercube, n-cube, completely connected. shuffle-type. crossbars and clos network, 

banyan and delta network. butterfly network, and so forth. The question is how do we 

choose from them? Some interesting factors need to be taken into account from the 

viewpoint of performance and cost (Denning and Tichy, 1990; Hillis. 1985): 
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• Short diameter. The diameter is the maximum number of times that a message can be 

transferred between routers, e.g., the hypercube, which connects each of the N = 2k 

nodes to k others, has diameter k. Processors are likely to be able to communicate 

more quickly with small diameter. O(logN) for N processors is reasonable. 

• Scalability. The number of wires and switch points should be lower than O(N2) for N 

processors. O(NlogN) is reasonable. The cost is likely to be small if the number of 

wires is small. Crossbar network contains N2 switch points and becomes unwieldy for 

more than a few hundred processors. For large amount processors, this is beyond the 

range of current technology. 

• Extendability. It should be possible to build an arbitrarily large version of the network. 

• Short wires. If the physical distance between routers can be small, then infonnation 

can propagate quickly between routers. 

• Fixed degrees. If each router connects to a fixed number of others, then one router 

design can serve for all sizes of the communications network. 

• Fit to available technology. If the topology can be built easily with current availahle 

components, it will keep the cost down 

The alternative to a fixed-topology network is a general communications network 

that allows any processor to communicate with any other processor. The primary 

advantage of fixed-topology machines is simplicity. Also the hardwired pattern is well 

matched to the application problem, speed-up is better than for general communications 

network. Examples of fixed topology are the use of a two-dimensional grid pattern for 

image processing and a shuffle-exchange pattern for Fast Fourier Transforms. The 

potential advantages of general communications machines are their ability to be easily 

programmed for a wide range of problems and to change connection pattern dynamically lO 

optimize for particular data sets. 
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(2) Routing algorithm. Along with choosing a network topology, we must 

choose an algorithm for moving information through it. This is called the routing algorithm 

(or switching methodology). There are two major algorithms: circuit switching and packet 

switching. In a circuit-switched system, a communication link is actually established 

between a source and a destination; this is like in the telephone system, two users establish 

a connection and are then free to communicate for as long as the connection remains 

established. In a packet-switched system like the post office, users of the network 

communicate by transmission of addressed packets; there is no need for establishing a 

physical connection link. The primary advantage of circuit switching is that the routing 

algorithm is executed relatively rarely, so the routing overhead may be less. In general, it 

is much more suitable for bulk data transmission. The primary advantage of packet 

switching is that a connection consumes network resources such as wires and routers only 

when a message is actually being sent. It is then more efficient for many short data 

messages transmission. 

A.2 Processor Granularity 

The granularity is the size of an individual computational task to he executed on a 

parallel processor. It determines the size of the processors of the parallel machine and also 

affects the total number of processors. One important issue in the design of the parallel 

machine is making a reasonable trade-off between the numher and the size of the 

processors. That is making a decision between coarse grain and fine grain. In coarse grain 

mode, the computer system consists of a small number (usually less than 10) of very large. 

powerful processors. The conventional uniprocessor von Neumann machine is the extreme 

case of this coarse-grain machine. In fine grain mode, more parallelism is achieved hy 

using very large number (tens of thousands to millions) of small processors. An 
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intennediate mode between these two extremes is that of medium grain. The medium-grain 

parallel machines have a potential price-perfonnance advantage over the other two modes in 

that they require fewer custom parts (Heath et al., 1991). 

The fine-grained machines have the potential to achieve higher performance 

because of the larger degree of parallelism. But more parallelism does not necessarily mean 

greater speed. Although there are more processors and more operations can be perfonned 

simultaneously, the operations of a fine-grained processor are generally less powerful than 

those of the coarse-grained one. Therefore, the total time required for the computation 

might not be less. L,e., no speed advantage at all. For this reason, fine-grained 

architectures are usually designed to be used in conjunction with a conventional 

uniprocessor host machine. 

The other important issue here is one of programming style. The technology for 

programming coarse-grained machines, such as the sequential uniprocessor machines. is 

better understood. However, if the algorithm is designed with parallel processing in mind 

at the beginning. it might be naturally divided into the processors of a fine grained machine. 

Thus, the questions are: 1) how to partition a given problem into thousands of parts that 

can be independently executed on different processors, and 2) how to design algorithms so 

that interprocessor communication delays can be kept to a small fraction of the computation 

time? In (Denning and Tichy, 1990), the importance of grain size which may affect the 

efficiency of parallel algorithms was presented. There are two ways a processor can spend 

its time: one is computation and the other is communication. Although all algorithms have 

communication time for input and output, the communication time due to synchronization 

in a parallel algorithm is a cost that is not present in sequential algorithms. Denning and 

Tichy also indicated that if the cost ratio of a communication step to a computation step is 
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high, the algorithm designers will favor coarse grains; if the cost ratio is low, the algorithm 

designers can then afford fine grains, and the grain size will be proportional to problem 

size. 

A.3 SIMD Versus MIMD 

In a SIMD (Single Instruction stream, Multiple Data stream) machine, one control 

processor broadcasts a single instruction stream to all the other processors simultaneously 

for execution on different data streams. In general, there are two slightly different 

configurations (Figure A.I) for SIMD machines in which data are stored either in local 

memory or in shared memory. Each instruction calls for an operation on data in local 

memory or a set of memories or for an exchange of data over the interconnection network. 

The action of the processors is in lockstep or synchronized mode, in that they all perform 

the same instruction only using different data. Although each processor is presented with 

the same instruction stream, it has the option of either executing or ignoring the broadcast 

instruction, depending on its own internal state. In other words, each processor may be 

either active or disabled during an instruction cycle; masking mechanisms are used to 

control the status of each processor. 

A MIMD (Multiple Instruction stream, Multiple Data stream) machine is an 

ensemble of connected autonomous computers, each of them is allowed to execute its own 

program. As shown in Figure A.2, generally there also are two kinds of MIMD 

computers: distributed-memory and shared-memory. In a distributed-memory MIMD 

machine, each processor has access only to its local memory and must exchange data with 

other processors via an interconnection network; in a shared-memory MIMD machine, each 

processor can access alllhe computational memory. Note that both SIMD and MIMD are 

part of a taxonomy proposed in Flynn (1966 and 1972). 
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Choosing between a SIMD and a MIMD architecture has been a big issue in the 

design of parallel computers. One important consideration here is ease of programming. 

Under the MIMD machine, each processor has its own independent program instruction 

stream. The programs which are not necessarily identical will interact and affect each 

other's progress. Usually, the MIMD machine must include mechanisms for 

synchronizing operations between processors. The programmer must use the 

synchronization algorithms appropriately and carefully. This increases the programming 

effort and incurs errors that arise when programming improperly in MIMD machine. 

Synchronization is straightforward in a sequential programming environment. where 

instructions are executed one at a time and each instruction is executed without interference 

by the other instructions of the program. A SIMD machine which has instructions 

broadcast one at a time to all processors can be treated as a direct extension of sequential 

uniprocessor for mUltiprocessing, where each instruction is simultaneously obeyed by all 

the processors. To put it another way. we can think of SIMO programming as sequential 

programming in which each operation applies simultaneously to sets of data instead or 
individual data elements. It is clear that the SIMO machine does not have the 

synchronization problems associated with the MIMD machine. Programs for SIMD 

machines are easy to understand. 

SIMO machines with general communication can simulate MIMO machines hy 

applying parallel combinator reduction concepts (Hillis and Steele. 1986; Turner. 1979). or 

by executing an interpreter which interprets each processor's data as instructions (Hillis. 

1985). Similarly, MIMO machines can simulate SIMO machines. Although these 

simulations mayor may not be desirable, it at least is possible that a SIMD machine can do 

anything that a MIMD machine can and vice versa. The question is which one can perfonn 

better for a given amount of hardware? 
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A good choice will depend on the application. For well-structured problems with 

regular control patterns, SIMD architecture has the advantage of MIMD architecture. 

Because in SIMD machines more of the hardware is utilized on the data operations. In 

applications where the control flow required of each processor is complex and data 

dependent, MIMD Machines have the edge. This is because in SIMD machines the 

instructions are broadcast one at a time so that each possible branch of the code must be 

executed in sequence, whereas the disabled processors are idle; as a result, processors may 

sit idle much of the time. 

Furthermore, the SIMD architecture with its restriction that all processors must 

execute the same instruction, is well suited for single-function problems in which a simple 

procedure is applied uniformly across a large amount of data elements. These problems are 

common paradigms for data parallel algorithms because their parallelism comes from 

simultaneous operations across large numbers of data. In contrast, multiple-function 

problems which involve many functions composed together, e.g., finite clement analysis 

over nonhomogeneous rigid structures, and multidisciplinary models, are well suited to the 

MIMD architecture. This is because a MIMD architecture is able to execute distinct 

programs in parallel. 
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interconnection network 

(a) Contiguration I (local memory) (b) Configuration II (shared memory) 

Figure A.I SIMD Architectures 

• • • 

interconnection network 

(a) Configuration I (local memory) (b) Configuration II (shared memory) 

Figure A.2 MIMD Architectures 
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APPENDIX B 

THE CM-2 HARDWARE AND DATA PARALLEL PROGRAMMING 

This appendix provides a complete description of the CM-2 hardware 

components. Since a knowledge of some machine features helps in the explanation of 

some of the programming, a broad hardware overview, at a very elementary level, will be 

given. The appendix then describes the data parallel programming approach to writing 

programs that operate on all the data at once in the Connection Machine. Finally, a brief 

overview of the *Lisp programming concepts will be provided. For more details of the 

CM hardware and software, refer to the Connection Machine User's Guide (TMC. 1989a). 

B.1 CM-2 Hardware 

The major hardware components in the Connection Machine CM-2 are shown in 

Figure B.1. A fully configured CM-2 system consists of a parallel processing unit 

containing thousands of data processors. one to four front-end computers. and an I/O 

system that supports Data Vault mass storage systems and a graphic display system. All 

Connection Machine systems contain a parallel processing unit and at least one front-end 

computer; other parts of the system are optional. 

The parallel processing unit is the heart of the CM-2. which contains the foIlowing 

system components: 

• up to 64K data processors 

• an interprocessor communications network 

• one to four sequencers 

• one to four front-end computer interfaces 
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• Data processors and menwry. The CM-2 parallel processing unit can have one, two, 

or four 16,384-processor modules, four providing a full configuration of 64K 

(65,536) data processors. Each data processor has 64K bits (8 kilobytes) of local 

memory. The data processors are implemented using four chip types. A proprietary 

custom chip contains the ALU, flag bits, and communications interface for 16 data 

processors, and part of the Hypercube network controller. The memory consists of 

commercial dynamic RAM chips. The floating-point accelerator consists of a custom 

floating-point interface chip and a floating-point execution chip; one of each is 

required for 32 data processors. Therefore, a fully configured 64K-processor CM-2 

system contains 4,096 processors chips, 2,048 floating-point interface chips, 2,048 

floating-point execution chips, and 512 Megabytes of RAM. Note that currently the 

larger machine can have 256K bits or 1M bits per processor; the total memory is up to 

several gigabytes. 

• Interprocessor communications network. The interconnection scheme for processors 

in the CM-2 is an N-dimensional hypercube. The hardware supports two Corms a/" 

communication within the parallel processing unit. First, general communication is 

performed by the router, which allows any processor to communicate with any other. 

All processors may send and receive messages simultaneously through the router. 

Alternatively, one may think of the router as allowing all processors make memory 

accesses simultaneously within the parallel processing unit. As a result a/" such 

t1exibility the programmer is free to choose the appropriate algorithm for prohlem 

solving without having to worry about the limits imposed by the wiring pattern. A 

fully configured CM-2 has 4,096 (Le., 212) 16-processor chips which arc wired 

according to a Boolean n-cube topology. That is, each 16-processor chip lies at the 

vertex of a 12-cube; the routing device on each chip is connected to 12 other routers in 
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the system. Thus, it takes a maximum of 12 steps to move from any chip to any other 

chip. In other words, no processors in the 12-cube is more than 12 wires away from 

any other, that facilitates communication in the network. 

The second communication mechanism is the NEWS grid which provides a 

direct way to perform nearest-neighbor communication. The CM-2 supports high

level-language concepts with n-dimensional grid communication over the hypercube 

wires. Thus, programmers can employ one-to-sixteen-dimensional nearest-neighbor 

grid communication according to their task requirements. This mechanism is faster 

than the router because that no address part of the message needs to be explicitly 

specified and local messages get delivered directly. 

• Sequencer and nexus. The individual processors within a parallel processing unit arc 

controlled by a device called a sequ.encer. The task of the sequencer is to decode 

commands by breaking down each Paris instruction (parallel instruction set issued 

from the front end) into a sequence of low-level instructions, and to broadcast them to 

the data processors for parallel execution. A Connection Machine contains from one to 

four sequencers. The CM-2 data processors may be divided into sections to increase 

the flexibility of program development and execution. For example, a parallel 

processing unit with 64K processors can be divided into four sections of 16K 

processors each. Each of these sections can be treated as a complcte parallel 

processing unit with its own sequencer, router and NEWS grid, or Lhey can be ganged 

so that more physical proccssors are available to the user. The CM-2 Nexus provides 

this partitioning mechanism. It is a programmable, 4 x 4 crossbar SWiLch thaL allows 

multiple front-end computers to be attached to a single parallel processing unit. Under 

front-end software control, the Nexus can connect any type of front end to any 

section, or valid combination of sections, in the CM-2 parallel processing unit. 



108 

The CM-2 I/O system provides a means for moving large amounts of data into and 

out of the parallel processing unit at high speeds. Its hardware consists of the I/O 

channels, the CM I/O bus, the Data Vault mass storage system, a VME I/O interface, and 

an Ethernet local area network. Each I/O channel may connect either one high-resolution 

graphics display framebuffer module or one general I/O controller supporting an I/O bus to 

which several Data Vault mass storage devices may be connected. The front end controls 

I/O transfers in exactly the same way that it controls the data processors, by issuing Paris 

instructions to the sequencer. 

One way to view the relationship of the CM-2 parallel processing unit to the other 

parts of the system is to consider it as an intelligent extension to the memory of the front

end computer. In effect, the flow of control is handled entirely by the front end, including 

storage and execution of the program and interaction with the user and/or programmer. 

One of the benefits to maintaining program control only on the front end is that the program 

is developed and executed within the familiar programming environment. The front end 

interacts with the system parallel processing unit using an integrated instruction set, and 

thereby the programming languages, debugging environment, and its operating system 

remain relatively unchanged. It serves three main functions in the Connection Machine 

system: 

• To provide an environment for developing and debugging applications. 

• To run applications and transmit instructions and associated data to the parallel 

processing unit. 

• To provide maintenance and operations utilities for controlling the Connection Machine 

and diagnosing problems. 
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B.2 Data Parallel Programming Approaches 

The data parallel style of programming associates a processor with every element 

of a program's data. There are very few differences between a data parallel program and a 

conventional serial program. Although data parallel programming requires a different 

approach towards computation, programmers quickly adapt. The Connection Machine 

system provides parallel processing without requiring the applications programmer to 

indicate synchronization explicitly in programs. In general, the data parallel programming 

approach for the Connection Machine can be summarized in five steps: 

1. Establish parallel data structures. Data parallel programs can be expressed in terms of 

the same data structures used in serial programs. The difference is that the individual 

elements of a composite data structure, such as an array, are spread across processing 

elements, so that each data element has an associated processor (Figure B.2). Since each 

processing element has its own dedicated memory, the task of associating processing 

elements with data elements is simply the task of assigning memory locations across 

processors. This assignment is done by the compilers when the array is first declared or 

created. 

2. Establish linkages among data elements. During program execution, data from different 

problem elements are used together. As illustrated in Figure B.3, data parallel programs 

use pointers or array subscripts to establish connections between processors and hence 

between their data elements. An array of pointers, i.e., a parallel data structure in itself. 

establishes an arbitrary intercommunication pattern for general communications. If the 

required patterns are regular and local, such as processors sharing data with their nearest 

neighbor, then no explicit array of pointers is needed because each processor can easily 

calculate the address of its neighbors as needed. 
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3. Establish scalar data. Scalar data, either constant or variable, is not parallel. It is 

wasteful to place a copy of this data in every processor's memory since scalar data can be 

efficiently broadcast to processors as needed. For this reason, scalar data is declared and 

held in the front end. Figure BA represents an example for doing this. 

R·= I,J 
parallel data 

Connection Machine 

Figure BA Establishing Scalar Data 

4. Computing on all the data at once. This involves two kinds of operations: 

a) operations on parallel data structures - In a data parallel program, a single operation can 

affect all the elements of a parallel data structure at once, since each data element has its 

own processor. Three types of this computation are as follows: 

• local memory operations, e.g., C = A + B, using Figure B.2(b). 

• regular communications, c.g., C(N) = A(N) + B(N + 1), using Figure B.3(a). 

• irregular communications, c.g., C = A(P) + B, using Figure B.3(b). 

Thc operations of the first type are totally local to individual processors: the required data 

elements are all in the proccssing element's memory and the result is to be stored there. 

The parallel operations of the other two types have implicit communications cycles 
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imbedded in them since some or all of the required data resides in other processors' 

memories. 

b) operations on mixed data - There are two operations that use scalar and parallel data. 

• replication operation, e.g., adding a constant to every element of an array; a scalar 

value participates in such operation that yields a parallel result. The scalar value is 

replicated by broadcasting it to all processors at once. 

• reduction operation, e.g., fmding the sum of all of the array elements; the parallel data 

participates in this operation that yields a scalar result. 

5. Select processors. Data parallel programs implement conditionals by limiting the impact 

of operations to a certain subset of processors, and hence to a subset of the elements of a 

parallel data structure. The if ... then operation first tests a specified condition in all 

elements of a parallel data structure and then performs the indicated actions only in 

processors where the conditional was true (Figure B.S). As in serial programs. 

conditionals may be nested in very general ways. 

0 
B(1) ····D 
C(l) 

38 

B(2) HB C(2) IF (A :;1:0) 

-9 

B(3) KB 
C(3) 

THEN C= BIA 

0 

B(4) ···0 
C(4) 

Figure B.S Conditional Operations 
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B.3 *Lisp Overview 

The *Lisp language is an extension of Common Lisp for programming the 

Connection Machine in a data parallel style. Generally, *Lisp has the same syntax and 

style as Common Lisp with a small amount of new syntax. It is intended for people who 

wish to write Connection Machine programs in Lisp that map simply onto Connection 

Machine hardware features. In fact, the *Lisp language is significantly "closer to the 

hardware" than the other three high-level programming languages, namely Fortran. C*, 

and CM-Lisp as mentioned in Chapter 3; it allows the programmer access to nearly all the 

hardware features of the Connection Machine system within a framework offering all the 

convenience and power of the Lisp language. 

Typical applications use data types that have components spanning many 

Connection Machine processors. *Lisp provides the means for creating and manipulating 

these parallel types. For most Common Lisp functions, *Lisp provides a corresponding 

parallel function that can execute in many processors (either all processors or some selected 

subsets) simultaneously. In addition, the language provides Lisp-level operators for 

interprocessor communication in both irregular patterns through pointers and regular 

patterns. Sequential Common Lisp code, running on the front end. can be freely 

intermixed with the parallel code executed on the Connection Machine. Note that the *Lisp 

implementation consists of an interpreter and a compiler; both are written in Common Lisp 

and are transportable to any front end that supports Common Lisp. Thus, *Lisp programs 

can be either compiled or interpreted. 

*Lisp was selected as the language for our simulation implementation due to its 

similarity to Scheme. Its simplicity leads to a quick understanding of how to program the 

CM-2 efficiently. As an extension of Common Lisp. it is easily learned by those who 

already know Lisp. We continue to explain the language's basic concepts. For complete 
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information on *Lisp, refer to the volumes programming ill *Lisp (TMC, 1989b) and 

*Lisp Dictionary (TMC, 1990) in the CM documentation set. 

B.3.1 *Lisp Concepts 

The primary concepts of the *Lisp language follow: 

• *Lisp programs execute on a front-end computer; as a side effect of running the *Lisp 

program, the front-end computer generates Paris instructions for the Connection 

Machine processors to execute. Every so often, the front end transfers data or results 

of computations to or from the Connection Machine. 

• *Lisp programs refer to and manage memory in the Connection Machine processors 

through Lisp objects called pvar (parallel variables). These objects contain information 

about memory locations in the Connection Machine processors and the possible types 

of values stored at those locations. A pvar represents the concepts of a value stored in 

the memory of each processor. There are two ways of viewing a pvar. In one model. 

each processor is simultaneously running the same Common Lisp program. and the 

pvar represents a variable that exists in all processors and gets operated upon 

simultaneously in there. In the other model, the pvar is equivalent to an array whose 

size is equal to the number of processors in the machine and the processor's cuhe 

address is equivalent to the array index; the elements of the array are located in 

consecutive processors. The individual elements of a pvar may contain different lypes 

of data. As with Common Lisp, the *Lisp programmer need not be concerned with 

type coercion, since it is done automatically. A simple example illustrates this: 

(*defvar a (!! 3.0» 

(*defvar b (!! 5.0» 

(*defvar c) 

(*set c (-!! b (*!! a (n 2»» ; this sets c to the difference of band 2 times u. 



115 

• "'Lisp programs control the selection of Connection Machine processors. When the 

Connection Machine is initialized, every processor will be in a state to execute all 

"'Lisp instructions in parallel. However, it may be necessary to execute instructions in 

some subset of the Connection Machine processors. The selected set may range from 

all processors in the machine to none of the processors. The processors selection can 

be done with "'WHEN, *IF, IF!!, "'COND, COND!!, and *ALL, etc. Note that 

COND!! and IF!! return a pvar that must be stored into some destination, whereas 

"'COND and "'IF are executed only for side effect. Using the previous example in 

Figure B.5, we can write the expression in *Lisp as: 

(*when (/=!! A (!! 0» 

(*set C (I!! B A») 

; if non-zero 

; set pvar C to the result of B/ A 

• "'Lisp programs cause the Connection Machine processors to communicate with one 

another. The high-speed Connection Machine router network provides global memory 

references from many processors in parallel. The basic functions that perform 

communication are prem, the parallel version of pref, and *pset. By using prem, 

any processor can get a value from any other processor, while by using *pset, any 

processor can set a value in any other processor. As an example shown in Figure 

B.3(a), for computing C(l: N) = A(l: N) + B(2: N+ 1), the "'Lisp code is like: 

("'set C (+!! A (pref!! B (1+!! (self-address!!»») 

or equivalently, 

("'let (temp) 

("'when «=!! (!! I) (self-address!!) (!! N» 

("'pset : no-collisions B temp (I-!! (self-address!!») 

("'set C (+!! A temp»» 

Consider another example in Figure B.3(b), the "'Lisp code follows: 

("'set C (+!! (pref!! A P) B» 

Where the pointers array P is a cube-address-pvar for pvar A. 
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"'Lisp also supports general n-dimensional NEWS communication. For example, 

in a two-dimensional grid configuration each processor has a neighbor on the north, east, 

west, and south (NEWS for short). It is possible to read the value contained in source

pvar in the four neighbors of each selected processor, as well as operate on them: 

(news!! source-pvar 0 1) ; north of selected processors 

(news!! source-pvar 1 0) ; east of selected processors. 

(news!! source-pvar -1 0) ; west of selected processors. 

(news!! source-pvar o -1) ; south of selected processors. 

Similarly, given a three-dimensional configuration, 

("'set dest-pvar (news!! source-pvar 3 1 8» 

causes each selected processor to read the value of source-pvar from the processor that is 

(3, 1, 8) steps away in grid address space. 

B.3.2 *Lisp Interpreter and Compiler 

*Lisp is implemented as an interpreter/compiler combination for the Connection 

Machine hardware. *Lisp programs can be either compiled or interpreted. An interpreted 

*Lisp program executes as a sequence of calls to a set of built-in *Lisp functions, 

collectively called the *Lisp interpreter. These functions interpret their arguments and, 

depending on the arguments' types, execute appropriate Lisp forms and Paris instructions. 

The *Lisp interpreter does not require that the programmer declare the type of a pvar's 

contents, nor does it require that all of a given pvar's values be of the same type. This 

l1exibility comes at the cost of decreased efficiency. Type declarations are a method to 

reduce run-time overhead for *Lisp code running either interpreted or compiled. Using 

pvars of defined types results in faster interpreted code and allows the *Lisp code to he 

compiled. 
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The "'Lisp compiler is an extension to the Common Lisp compiler as implemented 

in the Connection Machine front-end development environment. "'Lisp programs are 

written and compiled no differently from Common Lisp programs. Invoking the Common 

Lisp compiler on any *Lisp file or function definition automatically invokes the "'Lisp 

compiler. Notice that not all *Lisp operations can be compiled; those that cannot be 

compiled run interpreted. For *Lisp code that is compiled, the "'Lisp compiler translates it 

into Common Lisp code with calls to Paris. Then the Common Lisp compiler translates the 

code into native machine instruction. As a result, compiled "'Lisp runs more efficiently 

than interpreted "'Lisp. But in order for "'Lisp code to compile completely, it must be 

properly declared. Developing a *Lisp program which compiled by judicious use of type 

declarations has become more complicated; and it has become less general (since it will 

work only for arguments of declared type), but it will run many times faster than that 

interpreted. In summary, there is a trade-off between tlexibility and efficiency in the *Lisp 

interpreter and the "'Lisp compiler. 
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This appendix discusses the implementation details of a broadcast coupled DEVS 

model in the *Lisp parallel programming language on the Connection Machine CM-2. Our 

fIrst concern in this implementation is correct simulation. As already indicated in Chapter 

5, we are actually implementing a closed, input free model/frame pair (Figure 5.5a) instead 

of a broadcast model itself. Also note that we choose to implement the single level model 

structure (Figure 5.6) rather than implement the hierarchical model structure (Figure 5.5b) 

albeit both structures are behaviorally equivalent 

Recall that DEVS-Scheme implementation (Kim, 1988; Zeigler, 1990) is based on 

the abstract simulator concepts (Concepcion and Zeigler, 1988). Since such a scheme is 

naturally implemented by multiprocessor architectures, models developed in this form are 

readily transportable to the distributed simulation systems designed according to such 

principles (Zeigler, 1990). Our implementation based on the extended abstract simulator 

principles developed in Chapter 5 will allow DEVS-Scheme generated broadcast models to 

be transported to and simulated on the Connection Machine. In DEVS-Scheme, classes 

models and processors provide the basic constructs needed for modelling and simulation. 

Similarly, our implementation in *Lisp provides a user-specified module and abstract 

simulator module for modelling and simulation. The user-specified module requires 

modellers to specify atomic-model and coupled-model definitions. On the other hand, the 

abstract simulator module implicitly contains a coordinator and a simulator which serve to 

handle all the simulation needs. Figure C.1 shows the *Lisp implementation of the abstract 

simulator and some functions required. We now proceed to discuss it in some detail. 



(in-package '*lisp) 

;;; define global constants and variables 
(defconstant transd_id (1+ num-of-proc» 
(defconstant total-procs (1+ transd_id» 
(defconstant inf 100000) 
(defconstant gen_id 0) 

(*defstruct content 
(port nil :type symbol :cm-type (pvar front-end» 
(val-fe nil :type symbol :cm-type (pvar front-end)) 
(val 0.0 :type single-float) 

) 

(*proclaim '(type (pvar (structure content» outport» 
(* defvar outport (make-con tent! !» 
(*proclaim '(type (pvar (array content (total-procs») in port)) 
(*defvar inport (make-array!! total-procs :element-type 'content 

:initial-element (make-content») 

;;;****** MACROS FOR TYPE DECLARATION ****** 
(defmacro !!ti(x) '(!! (the integer ,x») 
(defmacro !!tsf(x) '(!! (tbesingle-float,x») 

;;;****** FUNCTIONS FOR BROADCAST COUPLING ****** 
(*proclaim '(type list in-in-coup exp-out-in-coup br-out-in-coup out-out-coup» 
(*proclaim '(function translate (t t) (pvar front-end») 

(defparameter in-in-coup nil) 
(defparameter exp-out-in-coup nil) 
(defparameter br-out-in-coup nil) 
(defparameter out-out-coup nil) 

(defun add-port-pair (cpl port I port2) 
(cond 

«eql cpl 'exp-int) (push (list portl port2) exp-out-in-coup)) 
«eql cpl 'br-int) (push (list portl port2) br-out-in-coup» 
«eql cpl 'ext-in) (push (list portl port2) in-in-coup» 
«eql cpl 'ext-out) (push (list port 1 port2) out-out-coup))) 

(defun translate (coup port) 

) 

(*let «temp_in_port!! (front-end!! nil») 
(declare (type (pvar front-end) temp_in_port! !» 
(do «table coup (cdr table») 

«eql nil (car table» temp_in_port!!) 
(*when (eq!!! (the (pvarfront-end) port) (front-end!! (caartable») 

(*set temp_in_port!! (front-end!! (cadar table»))) 

Figure C.l *Lisp Implementation of the Abstract Simulator for the Broadcast Model 
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(defun transport (outport!!) 
(declare (type (pvar content) outport! I»~ 
(*let* «port!! (content-port!! outport!!» 

(port I (translate (append in-in-coup br-out-in-coup) port!!» 
(port2 (translate (append out-out-coup exp-out-in-coup) port! I»~) 

(declare (type (pvar front-end) port!! portI port2» 
(*unless (eq!!! portI (front-end!! nil» 

(do-for-selected-processors (proe) 
(declare (type fIxnum proc» 
(let «ouccont (pref outport!! proc» 

(port (pref port I proc))) 
(declare (type content ouccont» 
(declare (type symbol port» 
(setf (content-port ouccont) port) 
(*all 

(*when (and!! (/=!! (self-address!!) (!! proc» 
«=!! (!! 1) (seICaddress!!) (!! num-of-proc») 

(*set mymess (front-end!! 'x_msg» 
(*setf (aref!! inport (! !proe» (!! ouccont» 

);when 
);all 

);let 
);do-for 

);*unless 

(*unless (eq!!! port2 (front-end!! nil» 
(if (*or t!!) ;; prevent the execution when there is no processor selected 

(*setf (pref mymess transd_id ) 'x_msg) 
) 
(do-for-selected-processors (proc) 

(declare (type tixnum proe» 
(let «ouccont (pref outport!! proe» 

(port (pref port2 proc))) 
(declare (type content ouCcont» 
(declare (type symbol port» 
(setf (content-port out_cont) port) 
(*all 

(*when (=!! (self-address!!) (!! transd_id» 
(*setf (aref!! inport (! !proe» (!! out_cont» 

);when 
);all 

);let 
);do-for 

);*unless 
);*let* 

);defun 

Figure C.l (continue) 
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;;; I proclaim the following a general pvar because it returns either front-end pvar 
;;; or single-float pvar when content-value!! is defined with defun. 
;;; *defun redefining it as a macro. 
(*proclaim '(function content-value!! (t) (pvar t») 

... N . th . (·f" ( 1" ( . ·1 d '" ote. e expreSSlOn 1 '. eq.. content- ... IS not compi e 

.. , since it combined front-end pvar with other type of pvar. 
(defun content-value!! (pv! I»~ 

(declare (type (pvar content) pv! I»~ 
(compiler-let «*compiIep* nil» 
(cond!! 

) 
);defun 

«eql!! (content-val-fe!! pv!!) (front-end!! 'dontcare» 
(content-val!! pv!!» 

«=!! (content-val!! pv!!) (!! int) 
(content-val-fe!! pv! 1)) 

(de fun make30ntent (port!! val!!) 
(declare (type (pvar front-end) port!!» 
(cond «typep val!! '(pvar front-end» 

(*set outport (make-content!! :port port!! :val (!! int) 
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:val-fe (the (pvar front-end) val!!») 
) 
« typep val!! '(pvar single-float» 

(*set outport (make-content!! :port port!! 

) 
); defun 

) 

;;;****** ABSTRACT SIMULATOR ****** 

(*proclaim '(type (pvar boolean) sigma-flag» 

:val (the single-float pvar val!!) 
:val-fe (front-end!! 'dontcarc») 

(*proclaim '(type (unsigned-byte-pvar *) sigma ti tN tL e» 
(*proclaim '(type (pvar front-end) mymess phase» 
(*proclaim '(ftype (function (t t) (unsigned-byte-pvar *» add! I»~ 
(*proclaim '(*defun exct)) 
(*proclaim '(*defun inc!)) 
(*proclaim '(*defun ouCt) 

(*defvar mymess (front-end!! '* _msg» 
(*defvar sigma) 
(*defvar phase) 
(*defvar ti) 
(*defvar tN) 
(*dcfvar tL (!! 0» 
(*defvar e (!! 0» 

Figure C.1 (continue) 



(defun starcsim () 
(*set tN (add!! tL sigma» ; compute time-of-next-event 
(do 0 «> (*min tN) 5(0) 

(fonnat nil "The result is -D." result» 
(*set ti (l!ti (*min tN») ; initialize/reset the input time 
(*when «!! (self-address!!) (!! total-procs» 

) 

(*when (equalp!! mymess (front-end!! '* _msg» 

) 

(*when (=!! tN ti) 
(out_O 

) 

(transport outport) 
(incO 
(*set tL ti tN (add!! tL sigma» 

(*when «!! (self-address!!) (ll total-procs» 

) 

(*when (equalp!! mymess (front-end!! 'x_msg» 

) 

(*when (and!! «=!! tL ti) «=ll ti tN» 
(*set e (-!! ti tL» 

) 

(*set sigma-flag nil!!) 
(if (*or t!!) ;; this is used to prevent the execution of extj 

;; when there is no processor selected here 
(dotimes (array-index (1+ num-of-proc» 

(extJ e (aref!! inport (ll array-index»» 
) 
(*set tL ti tN (add!! tL sigma» 

(*set mymess (front-end!! '* _msg» ;; initiate the next round of simulation 

;;;*** The following printing jobs are provided for message tracing *** 
(pppdbg tN : per-line 10 : end total-procs) 

, 

(pppdbg ti : per-line 10 : end total-procs) 
(pppdbg tL : per-line 10 : end total-procs) 
(pppdbg sigma : per-line 10 : end total-procs) 
(pppdbg phase : per-line 5 : end total-proes) 
(pppdbg outport : per-line I : end total-proes) 
(ppp (aref!! in port (ll 0» : title "0" : per-line 
(ppp (aref!! in port (!! 1» : title "1" : per-line 
(ppp (aref!! inport (!! 2» : title "2" : per-line 

: end total-proes) 
: end total-procs) 
: end total-procs) 

;;;*** Clearing the input ports is necessary *** 
(*set inport (make-array!! totai-procs :element-type 'content 

:initial-element (make-content») 
); do 

); defun stracsim 

Figure C.l (eontimue) 
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(defun add!! (nl n2) 
(min!! (+!! (the (unsigned-byte-pvar *) nl) 

(the (unsigned-byte-pvar *) n2)) (!! int)) 
) 

(defun hold-in (ph time) 
("'set phase (front-end!! ph)) 
("'set sigma (the (unsigned-byte-pvar "') time) 

) 

(defun passivate 0 

) 

("'set phase (front-end!! 'passive)) 
("'set sigma (!! int)) 

(defun continue 0 

) 

;;; Note: a flag is set to prevent reducing sigma by e more than once 
(*when (and!! (eq!! sigma-flag nil!!) (/=!! sigma (!! int))) 

(*set sigma (-!! sigma e)) 
(*set sigma-flag t!!) 

) 

Figure C.l (continue) 
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C.l Abstract Simulator Implementation 

The implementation of the broadcast model on the Connection Machine includes 

the mapping of its abstract simulator onto the CM-2 system. Since we are implementing a 

single-level model structure, there is only one overall coordinator which will be mapped 

into a program controlled by the Connection Machine front end. Each of the remaining 

simulators will then be mapped onto a processor within the Connection Machine parallel 

processing unit. 

The *Lisp implementation shown in Figure C.l follows quite directly from the 

algorithms of the abstract simulator stated earlier. The main program starcsim is simply a 

do loop to implement the simulation cycle. As we can see, there are two main sections 

within the loop as in the abstract simulator algorithms, viz, when receive an internal event 

message and when receive an external event message. Simulation proceeds by means of 

messages passed among processors that carry information concerning internal and external 

events, as well as data needed for synchronization. The following are the variables used 

for message passing and synchronization: 

• mymess, which is a parallel variable used to store the type of message each processor 

may receive. For each processor, this variable contains either an x_msg (external 

message) or a * _msg (internal message). Checking this variable tells each selected 

processor to begin executing the appropriate function. Note that the variahle is 

initialized with a * _msg for each processor since there is no input at the beginning. 

Actually, only the generator should start the execution of the simulation by responding 

a * _msg. 

• fL, this is a parallel variable that contains time of last event for each processor. 

• tN, this is a parallel variable that contains next-event time for each processor. 
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• ri, which is a parallel variable for global time. Since it is a constant across processors, 

it can be defined as a scalar variable. However, because it is often computed or 

communicated with other parallel variables (e.g., tN and tL), we would rather define it 

as a parallel variable for programming convenience. 

• e, this is also a parallel variable that contains elapsed time in current state for each 

processor. 

Additionally, two parallel state variables sigma and phase are created by default 

for each atomic model. Sigma holds the time remaining to the next internal event and is 

exactly the time-advance value to be produced by the time-advance function. Phase 

corresponds to what is often called state. Similar to that in DEVS-Scheme, several 

functions where implemented help manipulate sigma and phase. They are: 

• (hold-in' <phase> <time», which sets state variable phase to (front-end!! '<phase» 

and sigma to <time>. This causes each model to stay in the given phase for the 

specified time. 

• (passivate), which sets phase to (front-end!! 'passive) and sigma to (!! int), where inf, 

defined as a very large number, plays the role of infinity in our program. 

• (continue), which updates sigma by subtracting it from the elapsed time e. This allows 

the next internal event to occur at the same time it was scheduled despite an external 

event interruption. As can be seen in Figure C.l, a nag is set to prevent reducing 

sigma by e more than once. 

Note that we do not have the function (passivate-in' <phase» in DEVS-Scheme. 

In fact, it is equivalent to (hold-in' <phase> (!! inf)) and can be easily defined. Also i L 

should be noted that in *Lisp (ll scalar-vahe) returns a pvar (parallel variable) containing 

the result of scalar-value (such as a number) in each processor while (!! scalar-object) (such 

as a literal) is not currently implemented in *Lisp and will cause an error. Thus, we use 
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(front-end!! scalar-object) to create a pvar of front-end type. The front-end type is 

provided to allow "'Lisp to manipulate front-end objects that cannot be represented on the 

Connection Machine. Only the use of front-end pvars is sensible with certain type of "'Lisp 

operations: Those which access, move, or compare data, but do not combine or compute 

with it. The state variable phase is defined as front-end pvar so is the variable mymess. 

We have no problem in using these variables because they are only used for communication 

and comparison. 

Recall that in the DEVS-Scheme realization, the DEVS formalism is refined so that 

both the input and output sets X, Y consist of port-value pairs. Our implementation 

preserves this modular structure. As a first attempt, port-value pairs are specified by using 

the "'Lisp structure pvar definition: 

("'defstruct content 

) 

(port nil: type front-end) 
(value 0.0: type single-float) 

The constructor function make-content!! makes a content structure pvar of type 

(pvar content). Calling this function creates, in each processor, a content instance 

composed of slots port and value. 

The slot pvars port and value can be accessed by using the accessor function 

content-port!! and content-value!!. Note that the :type slot option is mandatory in 

the current "'Lisp implementation. Since port name is just a symbol, we defined it as front

end pvar type. However, value could be a symbol or number. To make it more general, 

we allow pvar value to have two different types by adding one more slot as can be seen in 

Figure C. I. Therefore, slot pvars val-fe and val together will represent only one value 

actually used. Functions content-value!! and make_content (be aware that this is 

different from the constructor make-content created by "'defstruct) are defined especially 

for this reason. The former returns a right, useful value pvar by checking the dummy value 
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preset. The latter makes a correct content structure depending on the type of the value pvar. 

These two functions will be useful in atomic-model specification discussed later. 

After defining the content structure, we can now define two important parallel 

variables inport and outport which are required to keep the input and output during the 

simulation. All elements of inport and outport in each processor are of content structure 

type. The difference is that inport is an array pvar containing one array per processor. 

This array plays the role of the input event queuing list as discussed in Chapter 5. Indeed, 

we would like to use a "list" instead of an "array" but the current *Lisp implementation 

does not support "list pvar" (i.e., for each processor to contain a list). In addition, array 

pvars of variably sized elements are not currently implemented in *Lisp. We define the 

array dimension as the number of processors in the model being simulated since the length 

of each event list can not exceed this number (an extreme case is one component receiving 

input from every other component in the model at once). 

Function translate provides port-to-port translation. It queries the coupling to 

translate a given port pvar into another port pvar consisting of a corresponding port name in 

each processor. When more than one processors have the same port name in the given port 

pvar, their ports are translated in parallel. For processors having different port names, 

ports are translated sequentially. 

Function transport plays an important role of port coupling and message passing 

among processors. It provides a means of sending the translated port-value pair (actually 

the modified content-structure) to the right destination, i.e., the intluencees or receivers. 

This function takes pvar outport as its argument and sets the translated content-structure to 

array pvar inport. When there are more than one processor selected (i.e., marc than one 

processor try to send output at the same time), they will send output sequentially to avoid 

collision. Inputs sent to inport will be in an ascending order of the sending processor's 
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self-address. As we have seen the coupling scheme of broadcast models is uniquely 

detennined. Thus, when the output port appears in the external-input or internal coupling 

table, the output of the generator will be translated and broadcast to all children of the 

broadcast model; if any child of the broadcast model is selected, the translated output will 

be sent to all other processors of the broadcast model. When the output port appears in 

external-output table or internal coupling table of the experimental frame, all translated 

outputs will be sent to the transducer. It should be pointed out that all these inputs are sent 

to array pvar inport with its array index set to the self-address of sending processor. 

With the understanding of how the inport is generated to store the arriving external 

input events, we can now easily see why the external transition function needs to be 

executed recurrsively within a do loop. The advantage of doing this is parallel execution 

(though not fully parallel) of the external transition. A loss in efficiency due to the array is 

that there might be many empty spaces in the inport array pvar which will cost us execution 

tim~ in checking them. 

Finally, at the end of each simulation cycle we should clear the illport to make sure 

no external events are left which may cause an error in the next round of simulation. Also 

note that the printing jobs at the end of our main program are provided for message tracing. 

This is useful in model verification but should not be included in performance evaluation. 

C.2 Templates for User-Defined Module 

Two templates are provided for the modeller to specify respectively. the atomic 

model definition and the coupling information for a broadcast model. They are illustrated 

in Figure C.2 and Figure C.3. We shall describe them separately in the following 

subsections. 
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C.2.1 The Atomic-Model Specification 

As already mentioned, all atomic models have state variables sigma and phase 

upon creation by default. These variables have been defined in the abstract simulator 

module discussed in the previous section. The user (modeller) should be aware of this and 

initialize both parallel variables in particular. Usually, sigma and phase are initialized with 

zero and 'active respectively for the generator to start the simulation. For rest of the 

processors, they are set to inf and 'passive indicating that their model will not have internal 

transition unless an external event arrives. 

The "'Lisp macro *defvar is used to set up additional pvars required for the 

broadcast model. The initial-value must be a fonn that evaluates to a pvar and is optional. 

The modeller may need to set up additional variables or parameters for the transducer and 

generator. A Common Lisp macro defvar or defparameter can be used for this 

purpose. One can use "'defvar to define variables of the transducer and generator only it 

will take more memory. It is more meaningful to define parallel variables for a broadcast 

model with isomorphic components. Moreover, since some Common Lisp primitives do 

not have parallel equivalent *Lisp primitives, for a single independent processor it will 

make programming easier by not using pvar. 

What is left in the atomic-model definition is to specify the model's external 

transition function, internal transition function, and output function by using function 

definitions (*defun ext (e!! x!!) ••• ), (*defun inef 0 ... ), and (*defun out_f () 

••• ), respectively. These functions can also be defined using the Common Lisp defun 

operator. For more infonnation on how *defun differs from defun see the volume *Lisp 

Dictionary (TMC, 1990). 
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Every external transition function must be defined by taking e!! and x!! as 

arguments (Actually, any name can be used; the suffIx!! is just used to remind us that they 

should be parallel variables). The external transition function begins by examining each 

processor's content-port of input x!!. For each selected processor, the phase must be 

checked. Then, depending on their phases, the input will be handled and transition will be 

made appropriately. 

The internal transition function and output function take no arguments. They 

check the phase of each processor first and then respond appropriately. The output mUSl 

always return a content structure generated by function make_content. Again notice that 

this function is different from the constructor make-content created by *defstruct. 

It should be pointed out that within the transition and output functions pvars 

(content-port!! x!!) and phase play an important role of selecting processors to be activated. 

Be careful in defining the phase and port names for model specification. This template is 

similar to that of DEVS-Scheme atomic-model specification. DEVS-Scheme users with a 

basic knowledge of using *Lisp can easily translate DEVS-Scheme generated models into a 

*Lisp code that can be test and simulated on the Connection Machine. 

C.2.2 The Coupling Specification 

As we have seen, the influencees of any component of a broadcast model are all 

children of the broadcast model except itself. The receivers of a broadcast model are all 

children of the broadcast model. The only information required for the coupling scheme of 

broadcast models is how to translate output ports to input ports. Function add-port-pair 

is provided for specifying pairs of ports for internal coupling by inserting the pairs in an 

internal coupling table. Since we are just implementing a broadcast model, the coupling 

relations between the experimental frame and broadcast model also have to be specilied. 
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Thus, aside from the internal coupling within a broadcast model, the following coupling 

information may be required: 

• coupling from the generator to the broadcast model. 

• coupling from the broadcast modei to the transducer. 

• coupling from the generator to the transducer. 

There is no external-input coupling in the model/frame pair, EF-BR (Figure 5.5a). 

The external-output coupling makes the transducer output available at the port 'result of EF

BR. This output result is then set to a variable and can be accessed by the Connection 

Machine front end. 

An important point to note is that we allow the modeller to arbitrarily select the 

number of processors of the broadcast model. Once this parameter value is specified, the 

transd_id (self-address of the transducer), and total number of processors can he 

determined. 



;;; initialize state variables 
(*set sigma init-value) 
(*set phase init-value) 

;;; set up additional state variables and parameters for broadcast model 
;;; initialize if desired 
(*defvar state-variables or parameters initial-value) 

;;; set up variables and parameters for transducer 
(defparameter state-variables or parameters init-scaIar-vaIue) 

;;; defme the output function 
(*defun out_f 0 

(*cond 

) 
) 

«eq!! phase (front-end!! 'phaseI» 
statements 

) 

(make30ntent (front-end!! 'output-portI) (front-end!! 'value I» 
or 
(make30ntent (front-end!! 'output-portI) value-pvarl) 

«eq!! phase (front-end!! 'phase2» 
statements 
(make30ntent (front-end!! 'output-port2) (front-end!! 'valuc2» 

) 

Figure C.2 Template for Atomic-Model Definition in *Lisp 
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;;; define the internal transition function 
(*defun inef 0 

(*cond 

) 
) 

«eq!! phase (front-end!! 'phase!» 
statements 

) 
«eq!! phase (front-end!! 'phase2» 

statements 
) 

;;; define the external transition function 
(*defun exef (e!! x!!) 

(*cond 

) 

«eq!! (content-port!! x!!) (front-end!! 'in-portl) 
(*cond 

) 

«eq!! phase (front-end!! 'phase1» 
statements 

) 
«eq!! phase (front-end!! 'phase2» 

statements 

«eq!! (content-port!! x!!) (front-end!! 'in-por(2» 

) 

Figure C.2 (continued) 
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;;; define the number of processors in the broadcast model 
(defconstant num-of-proc integer-number) 

;;; add the port pairs to the coupling table if required 
", 
;;; --- specify the internal coupling within broadcast model 
(add-part-pair 'br-int 'out-port2 'in-portI) 
", 
;;; --- specify the external-input coupling (GENR -7 Broadcast-Model) 
(add-part-pair 'ext-in 'out-portl 'in-portI) 
", 
;;; --- specify the external-output coupling (Broadcast-Model -7 TRANSD) 
(add-part-pair 'ext-out 'out-port3 'in-port2) 
", 
;;; --- specify the internal coupling within experimental frame (GENR -7 TRANSD) 
(add-part-pair 'exp-int 'out-portl 'in-port3) 

Figure C.3 Template for Broadcast Coupled Model Definition 
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