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ABSTRACT 

The tools of sensitivity analyses are old, well known, and used in diverse 

engineering and non-engineering fields, yet few papers include them. Perhaps this is 

because of the subtle tricks and customizations that have to be done to make them work. 

The first section of this dissertation, chapters 2 through 4, is a review of sensitivity 

analysis history, techniques, uses and terminology from different fields. These chapters 

show how to overcome some of the difficulties of performing sensitivity analyses. They 

draw examples from a broad range of fields: physics, systems theory, physiology, artificial 

intelligence, bioengineering, control theory, simulation, queuing theory and system design. 

This section summarizes and generalizes many of the important points that can be 

extracted from literature covering diverse fields and long time spans. The second section 

of this dissertation, chapters 5 through 8, consists of four examples of sensitivity analysis 

as applied to projects that I have worked on in the Systems and Industrial Engineering 

Department. These examples will attempt to show the working tricks as well as the 

benefits of sensitivity analysis in the development, refinement, validation and use of 

system models. 
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I. INTRODUCTION 

The world we live in is in constant motion and is therefore constantly changing. 

Early man noticed the change and tried to measure it. He was thus able to make his life 

better in spite of the changing world. He created calendars (models) that could track and 

predict gross weather conditions and seasons. These calendars allowed him to predict the 

weather and the growth of flora and movements of fauna. He also did quite well tracking 

and predicting the movements of the lights in the sky. Again the models allowed him to 

predict events. Events such as an eclipse of the sun or moon might be l!seful for 

controlling less informed popUlations or for terrifying an enemy with poorer models. 

As the human race has progressed through the twentieth century it has created 

many of its own changing systems and has sought to create models to track and predict 

the changes. These changing systems vary from new varieties of crops with pest and 

climate resistance to computer controlled aircraft operating at supersonic speeds. In the 

case of crops, the models suggest programs of fertilizing and watering that maximize 

return on investment and perhaps minimize environmental impact. The models may take 

into account present and past crops, soil conditions, weather conditions and predictions, 

and prevailing markets. The models are difficult to validate since experimental factors 

such as sun and rain are impossible to control and experiments require years to complete. 

The time scale for use of the model is relatively slow. It must answer questions on the 

order of, "Should I water this week?" For the aircraft, experiments are expensive to carry 
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out and errors can be extremely expensive, often in terms of human life. The model is 

used to fly the plane and make adjustments to the control surfaces of the plane many 

times a second. In more advanced aircraft presently coming into use, the pilot no longer 

has control of the plane, but makes requests of the flight computer that decides the best 

action to carry out. 

For both the crops and the plane, the model designers and users must use 

sensitivity analysis to assist them in the creation, validation, modification and 

implementation of the models. Most disciplines that attempt to model the real world use 

a sensitivity analysis in one form or another. Engineers and scientists will refer to studies 

of changes of models and systems as sensitivity analysis while other fields may use field 

specific terms. For example, economists refer to the "elasticity" of a model response to 

a parameter change (Nicholson, 1978). 

A. Dissertatioll Goal 

The goal of this dissertation was to find the techniques used for sensitivity analysis 

in a large number of diverse fields. The way the techniques are used was examined with 

the goal of finding common threads across all fields. In addition, the sensitivity analysis 

used in various fields was examined for completeness and level of development to see if 

a cross pollination between fields may be beneficial to one or more fields. 

It is the author's experience that researchers in one field are often unaware of 

developments in another even when there are tremendous similarities between the tools 

used in the two fields. This results from the need of researchers to specialize in a narrow 
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field in order to achieve recognition and status and the use of different tenninologies for 

the same procedures. These factors compound the general lack of cross communication 

between researchers of different fields. The lack of communication should not be 

declared completely detrimental. The separate development of similar ideas within 

different intellectual frameworks. often will lead to insights that are not possible when 

ideas are examined under a single intellectual framework. 

For instance, electrical engineers often treat signals and their frequency analysis 

in a deterministic manner. Their concern is usually the rapid evaluation of estimators for 

real applications ignoring noise. Operations researchers carrying out frequency domain 

experiments of discrete event simulations primarily are concerned with the randomness 

of the signals and attempt to process it for maximum information or minimum noise 

without regard to computational complexity. Both groups tend to use the Power Spectrum 

of the signal but calculate it quite differently. Both groups have benefitted from learning 

the techniques of the other. The electrical engineers learned better estimators of the 

signal spectrum while the operations researcher learned faster implementations and new 

understanding of filtering (Oppenheim, Will sky & Young, 1983; Schruben, 1986). 

B. Importance of Sensitivity Analysis 

A sensitivity analysis shows how a model changes with variations in its 

parameters. The results of a sensitivity analysis can be used to (1) validate a model, (2) 

warn of strange or unrealistic model behavior, (3) suggest new experiments or guide 

future data collection efforts, (4) point out important assumptions of the model, (5) 
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suggest the accuracy to which the parameters must be calculated, (6) guide the 

formulation of the structure of the model, and (7) adjust numerical values for the 

parameters. The sensitivity analysis tells which parameters are the most important and 

most likely to affect predictions of the model. Following a sensitivity analysis, values of 

highly sensitive parameters can be refined while parameters that have little effect can be 

simplified or ignored. If the sensitivity coefficients are calculated as functions of time, 

it can be seen when each parameter has the greatest effect on the output function of 

interest. This can be used to adjust numerical values for the parameters. The values of 

the parameters should be chosen to match the physical data at the times when they have 

the most effect on the output. 

Sensitivity functions can be used to set system design specifications. In the 

manufacturing environment they can be used to allocate resources to critical parts 

allowing casual treatment of less sensitive parts. In one modeling study submitted in one 

of Dr. Bahill's classes, the student expended great time computing an optimal control 

input to minimize a complex performance criterion. A subsequent sensitivity analysis 

showed that the computed control signal was meaningless, because normal environmental 

variations in one of the model parameters swamped the effects of variations in the control 

signal. Systems engineers selecting the best design amongst several feasible designs do 

sensitivity analyses to ensure that the decision about the best design is not extremely 

sensitive to any particular performance requirement. 

Sensitivity analyses have been used to validate social models (Ford & Gardiner, 

1979), engineering models (Frank, 1978), physiological models (Bahill, Latimer & Troost, 
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1980; Hsu, Bahill & Stark, 1976; Lehman & Stark, 1979), numerical computations 

(Yakowitz & Szidarovszky, 1989), expert systems (Buchanan & Shortliffe, 1984; Jafar 

& Bahill, 1991), and discrete event simulations, where the techniques are called response 

surface methodology (Kleijnen, 1974), frequency domain experiments (Morrice & 

Schruben, 1989; Sanchez & Schruben, 1990; Schruben & Cogliano, 1987), and 

perturbation analysis (Ho & Li, 1988; Rubinstein & Szidarovszky, 1988). When changes 

in the parameters cause discontinuous changes in system properties the sensitivity analysis 

is called that of singular perturbations. Kokotovic and Kahalil (1986) include over 60 

papers on singular perturbations spanning the 1960's, 70's and 80's. 

C. Dissertation Organization 

This dissertation has 2 main sections. The first, chapters 2 through 4, is a review 

of sensitivity history, analysis techniques, uses and terminology from many different 

fields. I will to explore the development of sensitivity analysis using examples from 

diverse fields and relate it back to a standard set of techniques and terminology. One 

aspect of standard literature makes this difficult. Sensitivity analysis is one of those 

unsung heroes of research. Computer software is another. It does not matter that of the 

actual hours spent on a research project, the lion's share may go to the development of 

software that makes new discoveries possible, the new discoveries get reported and the 

software is mentioned only briefly. 

Sensitivity analysis suffers from much the same problem. If a modeler spends a 

week collecting data and 10 weeks analyzing it and carrying out a sensitivity analysis, the 
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data and the end result of the analysis get reported. Only techniques used in the final 

analysis get reported and the sensitivity analysis used to verify the final analysis, or 

suggest it, gets only slight mention. 

The second section of this dissertation, chapters 5 through 8, contains four 

examples of sensitivity analysis as applied to projects that I have worked on in the 

Systems and Industrial Engineering Department. These examples will attempt to show 

the benefits of sensitivity analysis in the development, refinement, validation and use of 

system models. The models will cover a range of subjects, from the biological to the 

abstract mathematical. They are all moderately large systems that required non-trivial 

expenditures of effort to refine and use in real applications. 
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II. A BRIEF HISTORY OF SENSITIVITY ANALYSIS 

Historically, sensitivity analysis is a modem development. A brief review of 

science, starting with the time of the ancient Greeks, shows this. The ancient Greeks 

(primarily the sophists) believed anything you could argue true, was true. Each new truth 

could then be used as a fact to logically build new truths. Aristotle (384-322 Be) 

proposed the two part "Scientific Method." The first part involves using induction to make 

statements about nature based on observations. The second part involves making 

deductive statements based on these inductive statements that are true for new and 

untested instances. The deductions were to be tested by more observations of nature, but 

active experimentation was not advocated. Robert Grosseteste (c. 1168-1253) and Roger 

Bacon (c. 1214-1292) actually proposed controlled experimentation (in the sense of herbs 

as purgatives). The untested nature of science was a product of the divinity bestowed 

upon many facts making them beyond question (Losee, 1980). It was not until the 16th 

and 17th century that scientists used experimentation such as the work of Galileo Galilei 

(1564-1642) (Kirby, Withington, Darling & Kilgor, 1956). At the same time Francis 

Bacon (1561-1626) is quoted to have been " ... urging men to trust no statements without 

verification, to test all things with the utmost vigor (Keeton, 1967)." Mendel's 

experiments reported 1865 and published 1866 are the first controlled experiments that 

we have noted where the effects of individual factors are rigorously examined. In a sense 

this is the first example we have of sensitivity analysis or experimentation to find the 
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effects of system inputs and parameters on system response. This sensitivity analysis is 

in the form of a factorial experiment. Modern analysis of such an experiment would take 

the form of an Analysis of Variance that would analyze the statistical validity of the test 

results. 

Modern sensitivity analysis, by this name, is the result of interest in dynamic 

systems. These systems are described by differential equations or systems of differential 

equations. The sensitivities of these equations with respect to their parameters (or 

coefficients from a mathematical stand point) have been of great interest for many years. 

For small systems whose solutions can be expressed in closed form, these sensitivities are 

straight forward. For larger systems, or systems with complex inputs, the sensitivities 

themselves are dynamic equations. The size and complexity of the equations needed to 

determine the sensitivities quickly on made sensitivities analysis a daunting task. 

As time progressed the size of systems under study grew as well as the need for 

extremely stable systems. The complexity increased with the introduction of feedback 

systems that were created to meet the small sensitivity requirements of new systems, such 

as long-distance telephone transmission. The use of feedback reduced the system's 

sensitivity to variations of some component. Further use of sensitivity analysis helped 

started modern control theory with its optimization and adaptation of a system. The 

sensitivities of these dynamic systems to parameters was no longer simple, but a complex 

system of differential equations. The sensitivities are naturally functions of time or 

frequency as well as other system parameters and inputs. Considerable effort was 
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expended on developing single value sensitivity measures and solving the problems 

arising from using them in optimal control systems (Frank, 1978). 

The complexity of the sensitivity analysis of systems of differential equations has 

been quite daunting to researchers for years. Even after techniques for the solution of 

sensitivity equations were developed, they were not well known. For example, (Bahill, 

Latimer & Troost, 1980) chose to carry out an empirical sensitivity analysis of an eye 

movement model claiming an analytic study was not possible. This was clearly in error 

as Wilkie and Perkins (1969a, b) had clearly demonstrated the techniques for the 

derivation of sensitivities for such linear systems of differential equations. By the time 

Frank (1978) was published, the technique had been extended to non-linear systems of 

equations. 

Note that most literature on sensitivity analysis, by that name, has been 

concentrated on the application of parametric sensitivity of dynamic systems described 

in the time and frequency domain. Other names have been used for sensitivity analysis. 

The areas of discrete event simulation and experimental design have dealt with systems 

that are described by polynomial equations of parameters and inputs where the 

coefficients of the equations are of interest. Here the primary research has been in the 

minimization of noise. The application of sensitivity analysis in these fields used tools 

such as regression analysis, ANOVA (Montgomery, 1984) or Perturbation analysis (Ho, 

1987). These tools are of no less importance to the field of sensitivity analysis than the 

more traditional dynamic systems sensitivity analysis. 
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Some fields outside of dynamic systems do use the tenn sensitivity analysis. The 

field of nonlinear mathematical programming uses the term sensitivity analysis when 

referring to program parameter derivatives of the optimal value function. These math 

programs are complex systems of equations that are usually only solvable by computer. 

The processes used for reaching solutions are easily augmented to give sensitivities as 

well and the literature promotes this idea (Fiacco, 1983). 

An area of mathematics used for sensitivity analysis is interval analysis (Alefeld 

& Herzberger, 1983; Moore, 1979; Neumaier, 1990). Interval analysis is easily explained 

as a generalization of exact value arithmetic or the arithmetic commonly taught. Instead 

of considering numbers as a single value, each "number" is considered an interval of 

values. Exact value arithmetic is merely a special case of interval arithmetic where the 

intervals are degenerate. Although the ideas are similar to fuzzy numbers and Taguchi 

variance testing, it tries to only bound the interval of functions of intervals and is not 

concerned with the distribution within the interval. 

The strength of interval analysis is the simplicity of application to explicit 

functions. The use of interval analysis when considering a system for a particular 

application where parameter variation ranges are known cannot be under stressed. The 

weakness of interval, analysis is that the bounds for result intervals may be needlessly 

large (Neumaier, 1990). This can lead to overly conservative systems that are not 

competitive with systems designed using more accurate methodologies. 

In summary, interval analysis is not applicable to unmodth;J systems and gives 

infonnation for the extent of effect of system parameters, but not of the effect itself. In 
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the simplest case, the problem is that an interval analysis does not reveal the sign of 

changes caused by a change in a parameter. In analyzing the performance of a model the 

direction of change is often far more important than the extent of a change. This 

dissertation will not attempt to examine interval analysis as used for sensitivity analysis. 
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m. SURVEY OF SENSITIVITY ANALYSIS USE 

A. Levels of Sensitivity Analysis Use 

Three levels of sensitivity analysis have evolved in the literature. At the first 

level, a sensitivity analysis is performed and the results are shown. This level of 

sensitivity analysis is usually seen in the literature when sensitivity analysis is not 

commonly used as a model analysis tool in the discipline. The sensitivity is used to 

determine effects of parameters, but not to evaluate the system. For example the authors 

take a data-set or a model and carry out a regression analysis or another sensitivity 

analysis and report the results (Heinen & Lyon, 1989; Stegmean, Schatz & Gardner, 

1990). But this type of publication is becoming unusual in engineering journals. The 

development of models is central to engineering and so the sensitivity analysis of models 

is acceptable to journals when accompanied with model development. For example the 

authors develop a mathematical model of a physical system, do a sensitivity analysis by 

plotting pole-zero trajectories produced by parameter changes and tune the system 

performance based on the plots (Mehrabi & Hemami, 1989). In another example of the 

first level, the authors develop a mathematical model, report the sensitivity analysis and 

use the sensitivity analysis to determine the values of parameters that have little 

experimental basis (Bahill, 1981; Bahill, Latimer & Troost, 1980). 

By the second level, a sensitivity analysis of a system or model is no longer of 

interest, but sophisticated techniques for calculating sensitivities are regularly published. 
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A typical example from electrical engineering shows an improved sensitivity calculation 

leading to a faster solution to switching-mode circuit simulations (Wong, 1987). In the 

field of control engineering the efficient calculation of parameter sensitivities of high

order linear dynamic systems is a continuing area of publication with each paper 

extending the techniques to broader classes of linear dynamic systems. In a good 

example series, the first paper (Wilkie & Perkins, 1969a) lays the groundwork for 

determining the sensitivity function of all parameters of a system of linear equations by 

running the original system and a second system of equal size. Dennery (1971) extends 

the techniques to systems with multiple inputs and non-zero initial conditions. Following 

papers carry out further simplifications in the system requirements and the transformations 

necessary (Bingulac. Chow & Winkelman. 1988; Hafez. Loparo, Rasmy & Hashish, 

1989). 

An example paper of general interest is a method for determining the sensitivity 

of the output variance of a general mathematical model to the variance of its parameters 

(Genrich & Sommer, 1989). Other papers get very specialized and give very detailed and 

sophisticated methods of calculating sensitivities in models with real and imaginary 

parameters (Bandler & EI-Kady, 1981; Wojciechowski, 1988). The methods at the second 

level tend toward application specificity. Although they may be useful outside of the field 

for which they are developed, the notation and terminology inhibits the wide spread use 

of the techniques developed for niche areas. Cases in point are the specialized notation 

used in the presentation of the analysis of power generators (Sanchez, Bridenbaugh, 

Bowler & Edmonds, 1988), fluid flows (Koda, 1988), or mechanical descriptions and 
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finite element analysis (Arczewski, 1986; Cheli & Collin a, 1989; Hagiwara, Arai & 

Nagabuchi, 1989; Kumar, Lee & German, 1989; Saigal, Aithal & Dyka, 1990). 

At the third level of sensitivity analysis the techniques that use sensitivities or 

minimize sensitivities to reach some other goal are emphasized. The authors expect 

sensitivity analysis to be a tool the reader uses on a regular basis. For example sensitivity 

functions are used in the design of adaptive controllers (Bahill, 1983; Ioannou & 

Kokotovic, 1983). And sensitivity analyses are used as tools in Robust Quality 

Engineering as championed by Taguchi. The methods are well explained in English and 

both the positive and negative aspects of the methods are reviewed (Phadke, 1989; 

Pignatiello & Ramberg, 1991). Taguchi' s method follows a fairly simple progression. 

First, the designer decides on the quality measure, chooses an objective value and then 

tries to minimize the variability of the objective. This is accomplished by running 

factorial experiments on the system to determine the sensitivity of the both product design 

and manufacturing design. The dollar value of the variability reduction is taken as a 

quadratic function of variation from the objective. This is the primary difference with 

traditional quality control practices that only worry about variability beyond a threshold. 

A value is given to the variability reduction, or increase in quality, and is used to decide 

which improvements are worth while. 
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B. Area Specific Uses of Sensitivity Analysis 

I have found sensitivity analyses used in many fields but with greatly differing 

levels of sophistication between and within fields. The following list is meant to be a 

sampling of fields and is clearly not exhaustive. 

In the agricultural field authors carried out a regression analysis of their soybean 

yield data (Stegmean, Schatz & Gardner, 1990). They calculated the slopes of the 

regression lines as the sensitivities of the factors in the model. The regression was 

perfonned on a linear model ignoring all interaction effects of parameters. This was 

rather surprising since the extra work required is minimal using computer statistical 

packages. If more sophisticated models were evaluated and rejected, they should have 

been mentioned. 

Another example showing an incomplete study was the sensitivity analysis of a 

satellite image rating system for wildlife habitats (Heinen & Lyon, 1989). The particular 

model had the problem of using a large number of discrete weightings for input aspects 

that were used to classify an input. The analysis of these weightings has not had a body 

of sensitivity literature to use a guide and was done rather clumsily. The authors of the 

particular article did not attempt to find the sensitivities of all available parameters. This 

analysis was quite similar to the Pinewood Derby system design analysis in chapter 7. 

It was a hard problem that tends to be computationally intensive. The complexity of the 

program developed and used for analyzing the Pinewood Derby will show the largeness 

of this problem. 
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A rather poor analysis has been presented in the biological data modeling literature 

where the parameter sensitivity of only one parameter was considered (Cheng & 

O'Shaughnessy, 1989). This goes against the grain of this dissertation since the 

sensitivity analysis should be carried on all possible parameters to decide the parameters 

of interest. 

Counter examples exist in the biological area. A good one carried out a sensitivity 

analysis of a biological system to optimize a system model (Lutchen, 1988). The author' 

was interested in investigating a biological system and sought the minimum number of 

ideally placed tests of the physical system. He used the sensitivity of the model to decide 

which tests were necessary and then analyzed the quality of the system model parameters 

estimated from the tests. 

Some sensitivity analysis were carried out simply by graphing the response of a 

system to its parameters (Roat, Moore & Downs, 1988). The ideal operating point for 

a distillation column was found by such a process. Although not mathematical, the 

sensitivities were clearly visible and useful. 

Of course the elegant use of sensitivity analysis by one researcher in a field is no 

indication of what her colleagues were doing. Two authors have attempted to use model 

sensitivity to drive the estimation of parameters of a mathematical model of an electrical 

cell (Evans & White, 1989). There was no clear mathematical model presented for the 

cell and empirical as well as analytic methods were used to find the model's sensitivities. 

The reason for this was never made clear. The determination of important versus 

unimportant parameters appeared to be made arbitrarily. 
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The economic field has had a clear cut definition of elasticity (Nicholson, 1978) 

that is identical to relative sensitivity used in control theory and is used to describe the 

effects of market demand parameters on demand. When dealing with other economic 

models, some authors reverted to the terminology of control sensitivity analysis and lost 

the sophistication otherwise shown (Gustafsson & Karlsson, 1989; West, Mills & 

Randhawa, 1989). The sensitivity analysis of these models tended to be cause and effect 

listing and ignored the power of concepts such as elasticity. 

In the area of hydrologic design the use of sensitivity analysis is emphasized 

(Bogardi & Szidarovszky, 1974). Here the effects of unknown or random parameters 

dominate the research (Davis, Duckstein & Szidarovszky, 1985). Although the use of a 

sensitivity analysis of a final decision is suggested, the ways of carrying out the 

sensitivity analysis or the parameters that should be considered are not discussed. 
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IV. INTRODUCTION TO SENSITIVITY ANALYSIS 

There are many common ways to do sensitivity analyses. A traditional root-locus 

plot graphically displays the results of a sensitivity analysis: it shows the movement of 

the system's closed-loop poles as a function of the system's gain. Spread sheets, like 

Lotus 1-2-3, are convenient for doing sensitivity analyses of systems that are not 

described by equations. A partial derivative can be a sensitivity function. In a system 

described by mathematic functions, for example, calculating partial derivatives constitutes 

a sensitivity analysis. This dissertation explores many techniques for doing sensitivity 

analyses. The examples in this chapter come from a wide variety of fields. The reader 

may skip unfamiliar examples without loss of continuity. This chapter constitutes a 

tutorial of sensitivity analysis, but contains no new theorems. Each section comes from 

different field of the literature. 

There are two classes of sensitivity functions: analytic and empirical. Analytic 

sensitivity functions are used when the system under study is relatively simple, well 

defined, and mathematically well behaved (e.g. continuous derivatives). These generally 

take the form of partial derivatives. They are convenient because once derived, they can 

often be used in a broad range of similar systems and are easily adjusted for changes in 

other parameters. They also have an advantage in that the sensitivity of a system to a 

given parameter is given as a function of all the other parameters, including time or 
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frequency (depending on the model of the system), and can be plotted as functions of 

these variables. 

Empirical sensitivity functions are often just point evaluations of a system's 

sensitivity to a given parameter(s) when other parameters are at known, fixed values. 

Empirical sensitivity functions can be functions estimated from the point sensitivity 

evaluations over a range of a parameter(s). They are generally detennined by observing 

the changes in output of a computer simulation as model parameters are varied from run 

to run. Their advantage is that they are often much simpler (or feasible) to detennine 

than their analytic counterparts or can be determined for an unmodeled, physical system. 

If the physical system is to be studied, the system output is monitored as the parameters 

are changed from their nominal values. 

A. Analytic Sensitivity Functions 

This section will explain three different analytic sensitivity functions. They are 

all based on finding the partial derivative of a mathematical system model with respect 

to some parameter. A short example is then given for each functional form of sensitivity 

function. 

J. The Absolute Sensitivity Function 

The absolute sensitivity of the function F to variations in the parameter a is given by 

SF = aFI 
ex aa NOP 
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The partial derivative is evaluated at the Normal Operating Point (NaP) where all the 

parameters have their nominal values. In this chapter, the function F may also be a 

function of other parameters such as time, frequency or temperature. Absolute-sensitivity 

functions are useful for calculating output errors due to parameter variations and for 

assessing the times at which a parameter has its greatest or least effect. They are also an 

important part of adaptive control systems (this use of sensitivity functions is illustrated 

in Bahill, 1983; Landau, 1979 but is not addressed in this dissertation because of its 

complexity). The absolute sensitivities of the optimal solution of an LP problem to its 

constraints (some of its parameters) are given by the values of the dual variables 

associated with each constraint. These values are referred to as the marginal value or 

shadow price of each constraint and are interpreted as the increase in the optimal solution 

obtainable by each additional unit added to the constraint (Chatal, 1983). 

The following two examples show the use of absolute sensitivity functions. The 

first shows how to use an absolute sensitivity function to calculate output errors due to 

parameter variations. And the second shows how to use an absolute sensitivity function 

to see when a parameter has its greatest effect. 

Example 1. A pendulum clock (based on Frank, 1978). 

The period of oscillation of a pendulum clock is given by P = 2rcJI/g where 

I is the length of the pendulum and g is the gravitational acceleration, 9.8 m/sec2
• From 

this equation it can be seen that a one meter pendulum will have the typical 2-sec period. 

The clock keeps good time at the normal operating point, i.e. at temperature To where the 
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length is 10• However, if you increase the temperature so that T = To + IlT then the length 

becomes I = lor 1 + kilT) where k = 2 x 1005 
/ °C for a brass rod. Let us use the absolute 

sensitivity function of P with respect to T, S~, to calculate how many seconds per day the 

clock will lose if the temperature rises by 10 °C. First we calculate the sensitivity 

function, then we evaluate it at the nominal operating point, and finally we multiply it by 

the change in the parameter value to get the change in the output value. 

1t 10 k 
= 
Ii .1100 + kilT) V NOP 

at the normal operating point IlT = 0 so 

k7tJljg 
= 2 x 10-5 secre 

Therefore, the change in the period, 

So the number of seconds lost per day will be 2 x 10-4 sec/period (0.5 period/sec) (60 

sec/min) (60 min/hr) (24 hr/day) = 8.64 seconds per day. 

Example 2. A single-pole system with a time-delay. 

Next I will show an example of using an absolute sensitivity function to determine 

when a parameter has its greatest effect. For this example I will use the transfer function 



31 

M(s) "" Y(s) "" Ke -as 
R(s) 'ts + 1 

and find when the parameter K has its greatest effect on the step response of the system. 

The step response of the system is 

Ke -as 
Ysr(s) = ---:----:::7" 

s('ts + 1) 

where the subscript sr stands for step response. The absolute sensitivity function of the 

step response with respect to K is 

which transforms into 

This tells us that the parameter K has its greatest effect when the response reaches steady 

state, which is what our intuition also tells us. 

2. The Relative Sensitivity Function 

If we want to compare the effects of different parameters we should use relative 

sensitivity functions. The relative sensitivity of the function F to the parameter a 

evaluated at the normal operating point is given by 

s: "" % change in F = aF/F = aFI ao 

% change in a aa/a aa NOP Fo 
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where CXo is the value of the parameter a. at the normal operating point, and Fo is the 

function evaluated at the normal operating point (Bode, 1945). NOP means that the 

partial derivative is evaluated at the normal operating point. Relative-sensitivity functions 

are formed by mUltiplying the partial derivative (the absolute sensitivity function) by the 

nominal value of the parameter and dividing by the nominal value of the function. 

Relative-sensitivity functions are ideal for comparing parameters, because they are 

dimensionless, normalized functions. In the field of economics the lack of dimensions 

of the relative sensitivity function is exploited to allow easy comparison of parameters' 

changes on model outputs even though the parameters may describe widely varying 

aspects of the model and have different units. Economists refer to the relative sensitivity 

function S~ as the elasticity of B with respect to A, and denote it as En. A (Nicholson, 

1978). 

Example 3. A double-pole system with a time-delay (based on Stark, 1968). 

Let me now show how to use relative sensitivity functions to compare parameters. 

Consider the transfer function 

Ke-9s 

M(s) = -_---:
('ts + 1)2 

Which of the parameters is most important? To answer this question let us compute the 

relative sensitivity functions. 
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§M = SMI Ko = 1 
K K NOP M 

o 

§M = s MI 80 = -s8 
9 9 NOP M 0 

o 

§M = S!ofl 'to = 
1: 1: NOP M 

o 

The magnitudes of these three relative sensitivity functions are plotted in Figure 1 using 

their nominal values of 32, 1 and 2 for Ko, 80 , and 'to' respectively (from a crayfish model 

in Stark (1968)). By looking at these plots we can see that 

for low frequencies, e.g., (.t) < 0.3, K has largest magnitude, 

for mid range frequencies, e.g., (.t) :::: 1, 't has largest magnitude, 

and for high frequencies, e.g., (.t) > 2, 8 has largest magnitude. 

Now, of course this was a simple example. Everyone's intuition says that the gain 

is the most important parameter for low frequencies (i.e. steady state) and the time-delay 

is the most important parameter for high frequencies. But it was still nice that this 

sensitivity analysis gave us a quantitative justification for our intuition. 

Example 4. An expert system (from Bahill, 1991). 

Most sensitivity functions are functions of time or frequency. But this is not 

mandatory. For example, let us compute the relative sensitivity functions for an expert 

system that uses Mycin style certainty factors (Buchanan & Shortliffe, 1984). Assume 

we have a rule of the following form. 
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Figure 1 
Relative sensitivity functions as a function of frequency for the transfer 
function M(s) = 32 e·J·os/(2s + ii. 

If premisel = true (CF1) 

and premise2 = true (CF2) 

or premise3 = true (CF 3) 

then conclusion = true CF4, 

10 
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In a Mycin style system the certainty of the rule involves the minimum of the certainties 

of the AND clauses. Therefore, only one of CF1 and CF2 can have an effect on the final 
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certainty. That is if CFt < CF2 then 

SCF, = 0 

Whereas if CFt > CF2 then 

CF, • And if CFt = CF2 then 
gCF, = gCF, 

CF, CF. • Therefore, for simplicity, we 

will assume that CFt < CF2 and that changes are small enough so that this inequality is 

not violated. The final certainty factor becomes 

CFtCF
4 

CF3CF
4 

100 104 

The relative sensitivity functions are 

gCF, = [1 
CF, 

It is now time to plug in some numbers and see what we can learn. Assume CF2 = CF3 

= CF4 = 80, and CF) = 79.9. Then from the above Equation the nominal value of the 

final certainty becomes 

and 

CFF = 87 
o 

g~;, = 0.26 , 
SCF, = 0 

CF. 

g~:, = 0.26 , 
g;;, = 0.53 

• 
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This means that changes in CF4 are twice as important as changes in either CF1 or CF3• 

And that increases in CFz will have no affect on the final certainty. In general this is an 

odd effect. Changing a value for some certainty factor may produce no effect on the 

output for reasons that are unrelated to that particular certainty factor. 

Certainty factors are usually assigned by the domain expert based on gut level 

feelings. Often experts say this is difficult and frustrating. After all the certainty factors 

are assigned, the knowledge engineer often tweaks the certainty factors looking for 

changes in output certainty. Note that this technique, in general, will not work. For 

example, if there is a rule with many conjunctive premises (AND clauses), the certainty 

factor of only one of them will affect the certainty of the output. 

What if the certainty factors are not all equal? What is the effect of their 

magnitude on their sensitivities? Let CF1 = 50, CF2 = 60, CF3 = 70, and CF4 = 80. 

CFF = 74 
o 

And the sensitivities become 

g::, = 0.24 
I 

gCF, = 0 
CF, 

g:2 = 0.46 , g::, = 0.70 
• 

This means that the premises with bigger certainty factors are more important, e.g. 

changing the certainty of premises 1 would have about half the effect of changing the 

certainty of premise 3. 
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In summary, the certainty factor assigned by the knowledge engineer to the 

conclusion of a rule, is more important than the certainty factors derived for the premises 

during the consultation. Clauses with larger certainty factors are more important than 

clauses with smaller certainty factors. The final certainty, the output of the system, is 

often completely insensitive to many premises. 

3. Limitations of the Relative Sensitivity Function 

The relative sensitivity function is limited in usefulness in analytic studies since 

it has different meanings in the time and frequency domains. This is the result of the 

relative sensitivity function being the product of two functions (the partial derivative and 

the original function), and the Laplace transform of a product is not the product of the 

Laplace transforms, e.g. L [x(t) x y(t)] ¢ L x(t) x L y(t). Therefore, the frequency 

domain relative sensitivity function is often difficult to compute in the time domain 

(requiring convolutions) and a similar problem arises in computing the time domain 

relative sensitivity function in the frequency domain. One way to overcome this difficulty 

is to define two different relative sensitivity functions; one for the time domain and one 

for the frequency domain. 

The time-domain relative sensitivity function of f(t) for the parameter a is defined 

to be 

sftt> = df(t)If(t) _ dj(t) I ao 

a dala - da NOP f(t)o 
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where an is the value of the parameter ex. at the nominal operating point, f(t)o is the 

function evaluated at the normal operating point. The frequency-domain relative 

sensitivity function (sometimes called the Bode Sensitivity Function (Frank, 1978» of 

F(s) for the parameter ex. is defined to be 

§F(S) = aF(s)/F(s) = aF(S)/ ex.o 

IX arx/ex. aex. NOP F(s)o 

where an is the value of the parameter ex. at the normal operating point, F(s)o is the 

function evaluated at the normal operating point. 

These two relative sensitivity functions produce different results. For example, 

consider a simple closed loop system with unity feedback and G = Kis. The closed loop 

transfer function is 

M(s) = Y(s) = K 
R(s) s + K 

The time-domain step response of the system is 

y.,(t) = 1 - e -Kt 

where the subscript sr stands for step response. The time-domain relative sensitivity 

function of the step response with respect to the gain K is 

K Kote -Kot 
SY" = te -Ktl ___ 0--:,:,,_ = 

K NOP K -l--~-K:-t 
l-e- ot -e 0 

For most systems the time-domain behavior is the most important. Usually we only use 

the frequency domain to help understand the time domain behavior. However, let us now 
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calculate the frequency-domain relative sensitivity function of the step response Ysl s) with 

respect to the gain K. First, 

Then 

K y (s) = sr ----
S(S + K) 

S" Y, = S 
K ---

S + K0 

To make it obvious that this is not the same as the time-domain relative sensitivity 

function of the step response of the system, let us take the inverse Laplace transform of 

this function to get 

where 8 represents the unit impulse. As can be seen from Figure 2 this is not the same 

at the time-domain relative sensitivity function of the step response of the system. This 

is one of the reasons for using the semirelative sensitivity function. 

4. The Semirelative Sensitivity Function 

We have used the absolute sensitivity function to see when a parameter had its 

greatest effect on the step response of a system, and we have used the relative sensitivity 

function to see which parameter had the greatest effect on the transfer function. Now 

suppose we wish to compare parameters, but we want to look at the step response and not 

the transfer function. What happens if we try to use the relative sensitivity function to 

compare parameters effects on the step response? We get into trouble. For a step 
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Figure 2 
Time-domain (top) and transformed frequency-domain (bottom) relative sensitivity 
function with respect to the gain K for the step response of a negative-feedback 
control system. 
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response the nominal output value Yo varies from 0 to 1 and division by zero is frowned 

upon. Furthermore, the relative sensitivity function gives undue weight to the beginning 

of the response when Yo is small. Therefore, let us investigate the use of the semirelative 

sensitivity function, which is defined as 
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where <Xo is the value of the parameter a at this normal operating point. 

As can be seen by the definition, semirelative sensitivity functions will have the 

same shape as absolute sensitivity functions. They are just multiplied by the constant 

parameter values. But this scaling allows comparisons to be made of the effects of the 

various parameters. 

Example 2 (revisited). A single-pole system with a time-delay. 

Let us use the same example we used for the absolute sensitivity function. 

Namely 

The step response becomes 

M(s) = Y(s) = 
R(s) 

Ke -es 

(ts + 1) 

Ke-es 
Y (s) = ---

sr s(ts + 1) 

Now calculating the absolute sensitivity function we get 

Therefore the semirelative sensitivity function becomes 

K e -elf 
SY, = SY" I K = __ o __ _ 

K K NOP 0 S('toS + 1) 

Which is identical to the step response given above. This transforms to 
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Second, 

Which transforms to 

Finally, 

_ y -K 'te-e~ s " = 0 0 
't ----

('toS + 1? 

Which transforms to 

These three semirelative sensitivity functions are plotted in Figure 3 using the nominal 

values previous used, namely 32, 1 and 2 for K0, 80, and 't0, respectively. This sensitivity 

analysis gives us a wealth of information. It says that if our model does not match the 

physical response early in the rise, then we should adjust the time-delay of the model, 

because in the beginning the time-delay has its greatest effect, but the sensitivity functions 

of the gain and the time constant are still zero. If we wish to affect the steady state 

behavior of the model, change the gain, because the effects of the time-delay and the time 

constant will have decayed to zero. It also tells us that the time constant will have its 

greatest effect right in the middle of the movement. Sometimes a sensitivity analysis like 
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Semi-relative sensitivity functions with respect to K, e, and 't for 
M(s) = 32eos/(2s + 1). 
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this will show parameters that have their peaks at the same time, these parameters can be 

treated as a group with trade offs between their individual values. 

Once again the results of the sensitivity analysis agree with our intuitions: the 

time-delay has its greatest effect in the beginning of the movement, the time constant has 

its greatest effect in the middle of the movement, and the gain has its greatest effect at 

the end of the movement. 

B. Empirical Sensitivity Functions 

For many models, calculating analytical sensitivity functions is difficult or 

impossible, so the sensitivity functions are derived empirically from models. This 

procedure is called simulation, and usually takes the form of "running" a mathematical 

model of a system on a computer. Various methods are deployed to vary parameters 

across or during runs of the simulation, so that the output(s) of the system will yield 

useful information about how the parameters affect the system output or performance. 

In the Direct Observation approach (employed in factorial type experiments), in different 

runs of the model each parameter is given a different value from its normal range of 

values. A more sophisticated method is Sinusoidally Varied Parameters, which attempts 

to determine (or at least identify) the effects of many parameters in a single run. 

Direct Observation can be used to estimate any of the previously defined 

sensitivity functions by properly choosing the simulation and parameters varied. The 

absolute sensitivity of the period of a pendulum with respect to temperature (an extension 

of the first example) is calculated in the first example of the next section while the 
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semirelative sensitivity of an eye movement with respect to one specific parameter is 

shown in the second example of the next section. Both simulations were perfonned by 

running the model at (l) the normal operating point, and (2) with slightly higher 

parameter values. In this case, the sensitivity determined is valid only near the NOP. By 

using many parameter values from the range of interest for the runs, an equation for the 

sensitivity over a range of the parameter may be estimated. This defines a surface for the 

response of the system with respect to its parameter(s) and is consequently referred to as 

Response Surface Methodology (RSM) (Kleijnen, 1974). One problem with using Direct 

Observation in practice is that the number of runs increases geometrically with the 

number of factors being studied. 

A second empirical sensitivity technique has grown out of the complexity of 

determining a multi-dimensional response surface for non-deterministic systems. This 

method uses one or few simulations of a stochastic system where the parameters of 

interest have been sinusoidally modulated during the simulation. By the proper choice 

of parameters and modulation frequencies, a qualitative measure of the effects of 

parameter variations can be seen by analysis of the simulation output(s). A simple 

transfer function and a well studied non-deterministic system will be presented. 

1. Direct Observation of Simulations 

The Direct Observation method is easy to use and evaluate. For many systems 

it is the only alternative if the analytic sensitivity functions cannot be calculated. In 

non-deterministic applications where the model is small and parameter interactions are not 
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a concern, it is probably the best empirical method of evaluating sensitivity of a system 

to parameter changes. 

The primary objective of Direct Observation is to eliminate the analytic evaluation 

of the (partial) derivatives of the 3 previously defined sensitivity functions. This is done 

by referring back to the definition of a derivative. By definition: 

aF = lim F(a + h) - F(a) 
aa h-+O h 

This derivative can be estimated for small h by: 

aF _ F(a + h) - F(a) 
aa - h 

This estimate is good for small h, in most circumstances. If the function, F, has a 

non-constant slope around n, then h must be small. ILF has a discontinuity near n, it 
aF 

may be a terrible approximation. In cases where aa is fairly constant around the 

NOP, this approximation is not only good, but valid over a wide range. 

Example I (continued). The pendulum clock. 

In this case we wish to determine the sensitivity of a pendulum clock to 

temperature by Direct Observation (a simulation). We will use the same sensitivity 

function for the sensitivity of the period with respect to temperature, S~, but will 

approximate the partial derivative with respect to temperature, with the difference in 

period due to a small temperature change, divided by the small temperature change, so 
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This is a good approximation for small changes in temperature. If the values for all 

parameters are substituted into the equation for the period at the nominal temperature, the 

period is found to be 2.00709 seconds. Increasing the length of the pendulum by 2 x 10.5 

for aloe increase for a 1 meter rod, the period becomes 2.00711 seconds. Substituting 

these numbers into the above equations yields 

s p - 2.00711 - 2.00709 sec 
T - 10C 

= 2 X 10-5 secfDC , 

which is the same as the analytic answer. This same answer could also have been found 

by experimenting with the actual pendulum, but it would require measuring time with five 

decimal places of precision. This answer does not lead us to know over what temperature 

ranges or changes it is valid, or if it is transferable to different lengths pendulum, etc. 

Example 5. A bioengineering model (from BahiIl, Latimer & Troost, 1980). 

Figure 4 shows the results of such a sensitivity study of the linear homeomorphic 

model for human eye movements (Bahill, Latimer & Troost, 1980). This model was a 

linear sixth-order biomechanical model, with 18 parameters specifying force generators, 

springs, masses, and dashpots. So many parameters were needed because the model was 

homeomorphic, that is, each parameter corresponded to a physical component, or the 

results of a particular physiological experiment. The high order and large number of 

parameters, made it quite difficult to compute the sensitivity functions. So they were 

derived by running the model. For small parameter changes in this linear system the 

semirelative sensitivity function became 



s = IlYa 
Ila 0 
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To perfonn the sensitivity analysis, a ten-degree movement was simulated (line labeled 

100% in the top graph of Figure 4). Then, one parameter was changed, in this case a 

dashpot, BAG' and the model was run again, producing a perturbed movement (the other 

lines in Figure 4, each for a different value of BAG)' To compute the sensitivity function, 

the difference between the nominal and perturbed movements (Ily) was calculated for 

each millisecond and this difference was divided by the change in the parameter value 

(Ila). This ratio was then multiplied by the nominal parameter value (ao). The center 

graph of Figure 4 shows the sensitivity functions corresponding to the lines in the top 

graph. This process was repeated for each of the 18 parameters in the model. The 

bottom graph of Figure 4 shows the maximum value of the semirelative sensitivity of e 

with respect to BAG when this parameter took on values of 10%, 50%, 100%, 150%, 

200%, 250%, 300%, 350%, 400%, 450%, 500%, 550%, and 600% of its nominal value. 

Although the model was linear this does not mean that the parameter sensitivity 

functions were linear. In fact for real world models, the peak value of any sensitivity 

function is seldom a linear function of the size of the parameter perturbation. Only one 

of the 18 parameters in this model showed this type of linearity. 

Bahill et al. (1980) used only one perturbation size, +5% because they claimed the 

model was linear. However a linear system is defined as one where superposition holds 

for the inputs. Superposition states if input Xl gives output YI , and input Xz gives output 

Yz, then combining the inputs yields a similar combination of the outputs, or aX} + bX2 
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gives output aYJ + bY2• It does not say that doubling a parameter doubles its effect on 

the output. Figure 4 shows that it does not. The sensitivity of the output, e, to the 

parameter BAG decreases with increasing BAG as can be seen in the top graph of Figure 4 

where the output curves get closer together and in the bottom graph of Figure 4. 

The peak value of the sensitivity function of the output with respect to BAG' a 

dashpot, decreases in magnitude and moves to the right in time as the perturbation gets 

bigger. This makes intuitive sense. A dashpot has its greatest effect when the velocity 

is the greatest, which is just about in the middle of the movement. However, as the value 

of the dashpot gets bigger the peak velocity of the movement decreases and moves to the 

right. Therefore, the time when this parameter has its greatest effect also shifts to the 

right. Also, with a smaller peak velocity the effect of the dashpot is smaller and the 

magnitude of the sensitivity function decreases. 

The results of this sensitivity analysis allowed the authors to discover which 

parameters were important and which were not. Consequently they devoted their 

modeling efforts to the important parameters, and treated the nonimportant parameters 

simply. This sensitivity analysis also showed that several elements had their peak 

sensitivities at the same point in time, so trade offs could be made between these 

parameters without forcing changes to be made in other parameters. 

Example 4 (continued), An expert system. 

The parameters of an expert system knowledge base can be varied and the output 

behavior observed. When this was done in (Bahill, 1991) it was found that changing 
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some attributes changed the output. However, changing other attributes did not change 

the output. When this analysis was presented to the expert, she noticed that one attribute 

had no effect on the output. Therefore, she recommended the authors delete this attribute 

from the knowledge base. This simplified the expert system proving that this sensitivity 

analysis was valuable. The problem with this technique is that there is no good way to 

evaluate the results of such an sensitivity analysis. The analysis is ad hoc, hit or miss. 

2. Sinusoidal Variation of Parameters 

Direct Observation works well with small systems, but when the number of 

parameters, test values, or sets of possible parameter interactions becomes large, the 

number of necessary runs of the model becomes impractical. The number of necessary 

runs increases combinatorically as the number of parameters and interactions increases. 

For example, in a five parameter system, trying five values per parameter would require 

25 runs for the simple case. If pairwise interactions are also considered, the required 

number of runs jumps to 

25 + 5(;) = 75. 
Compounding the problem for non-deterministic models is the need to make multiple runs 

(or very long runs) to get reasonable estimates of the output for each (set of) parameter 

setting(s). The computational difficulty can become prohibitive. 

To ameliorate this problem, the parameters can be modulated sinusoidally during 

a simulation so that the sensitivity to many parameters and their interactions can be 
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evaluated simultaneously. This technique is usually called Sinusoidal Variation of 

Parameters; in the simulation literature it is called Frequency Domain Experiments 

(Morrice & Schruben, 1989; Sanchez & Schruben, 1990; Schruben & Cogliano, 1987). 

In this approach two runs of the simulation are performed. The first run has all 

parameters set at their nominal values. A second run is then performed with each 

parameter modulated sinusoidally throughout the simulation. The output sequences of the 

simulations are then transformed into a frequency domain representation (e.g. a power 

spectrum). The two spectra are compared by taking their ratios at each frequency. 

Differences that are attributable to factor modulation will manifest as ratios that are 

greater than one. Differences will be observed at the modulation frequencies and at 

frequencies related to non-linear and product effects. This analysis yields an estimate of 

the importance of each parameter. 

So far Sinusoidal Variation of Parameters has been used primarily with 

non-deterministic systems (Morrice & Schruben, 1989; Sanchez & Schruben, 1990; 

Schruben & Cogliano, 1987). However, it can be used with deterministic systems to 

evaluate the effects of parameters on the steady state response to noisy (random) inputs 

and periodic inputs when the periodic input is considered in the output analysis. The 

output of such studies is often used to guide the design of further simulation experiments 

using Direct Observation by specifying the interactions and maximum order of parameter 

effects needed. 
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Example 6. A negative feedback loop around a single-pole. 

A simple first order system 

G(s) = K 
s + A 

was simulated in a negative feedback system with feedback gain H. The simulation was 

carried out by numerical solution of the differential equation (in the time domain) of the 

total system 

M(s) = yes) = K 
R(s) s + A + HK 

using Runge-Kutta integration techniques. For all simulations I used an input signal of 

a one-Hertz (Hz), unit-amplitude sinusoid. The simulation was one second long and 

consisted of 2048 evenly spaced samples. This can be analyzed for a spectrum with 1 

Hz resolution from 0 to 1024 Hz. The parameters were modulated at 5, 30 and 170 Hz. 

These frequencies were chosen (1) to be away from 0, (2) to go through several cycles 

during the simulation, and (3) be spread far enough apart so that the product terms and 

higher order terms would not conflict. In this type of sensitivity study if a parameter is 

modulated at COo we expect to see power at coo. If there is a parabolic nonlinearity we 

expect to see power at 2coo• (Because of the trigonometric identity 2sin2x = 1 - cos2x.) 

Finally, if the function of interest is sensitive to the product of two parameters modulated 

at COo and COb' then we also expect power at 0)0 ± COb. (Because 2 sinx siny = cos(x-y) -

cos(x+y).) These are often called interaction terms. One final consideration was that I 

wanted integer frequencies so that an FFT would yield sharp frequency peaks without the 

use of windowing functions, which tend to blur the spectrum. 
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The simulation was run twice. The first run was with the three parameters, A, K, 

and H, set to their nominal values of 0.1, 1, and 50, respectively, without modulation: this 

was the baseline run. In the second run, the signal run, the parameters were modulated 

according to the following equations. 
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Figure 5 
Spectral ratio from M(s) - K!(s +A + HK) when the parameters A, H and K 
were modulated sinusoidally. 

The power spectrum of the output sequence of each run was estimated by the squared 

magnitude of an FFf. A plot was made by taking the ratio at each frequency of the 

signal spectrum to the baseline spectrum. A plot of this spectrum ratio is shown in 

Figure 5. 
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Looking at this plot of the spectrum ratio, we see peaks corresponding to the 

modulation frequencies plus and minus 1 Hz. The dual peaks are due to the modulation 

effect of the 1 Hz input sine wave on the modulation frequency of each parameter. The 

peaks around 5 Hz, due to parameter A, are small. The highest peaks appear around 30 

Hz, the modulation frequency of the parameter H. In addition to the 3 primary effects 

around 5, 30 and 170 Hz, there are significant product effects, because the transfer 

function contains the product HK. These are the peaks around the frequencies that are 

the sum and difference of the modulation frequencies of Hand K, e.g. 140 and 200 Hz. 

These product effects are even more important than the direct effect of K. The plot also 

shows that the parameter H has substantial second order effects. These are the peaks at 

60 Hz, which is twice the modulation frequency of H. The second order effect of H also 

interacts with K, these are the peaks at twice the modulation frequency of H plus and 

minus the modulation frequency of K, i.e. 110 and 230 Hz. The first order and product 

effects in the simulations show what we expected from looking at the transfer function 

and the parameter values. The higher order effects of the parameters are a little surprising 

at first. However, they can be explained by remembering that the inverse Laplace 

transform of the simulated transfer function is 

m(t) = Ke -(A+Kml 

= K[ 1-(A +KH)t + 
(A +KH)2t 2 

2 
-... ]. 

In this simulation the higher order terms did show significant output. 

Note that we can obtain similar information about the sensitivities of the transfer 

function with respect to H, K and A from the semirelative sensitivity functions below. 
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-/.1 Ko(s + Ao) (s + 0.1) S = = K 
(S + Ao + KrfIo? (s + 50.!? 

-M -K;Ho -50 S = = H 
(s + Ao + KrfIo? (s + 50.1? 

-M -KoAo -o.! S = = A 
(S + AO + KrfIO? (S + 50.1)2 

First of all, just as in Figure 5, it shows that the transfer function is not very sensitive to 

A. Next comparing the sensitivities of the transfer function to Hand K shows the well 

known fact that negative feedback transfers sensitivity from the plant (K), which may be 

big, dirty, and inflexible, to the feedback elements (H), which are precise computer 

components. Looking at these sensitivity functions also shows why the product effects 

-M 
are called interactions in the sinusoidal variation of parameters literature: SK depends 

-M 
on the value of Hand SH depends on the value of K. We note once again that 

superposition does not hold for a sensitivity analysis. A 10% change in both K and H 

will not be the same as a 10% change in H plus a 10% change in K. 

Example 7. An MIMI! queue. 

The waiting time in an MIMI! queue was analyzed with respect to the arrival and 

service rates using Sinusoidal Variation of Parameters. This is a simple stochastic 

simulation and has been examined thoroughly in analytic and simulation studies in fact 

it is often used as a benchmark problem. The analytic result is well known, so this 

sensitivity analysis provides us with a chance to look at an old problem in a new light. 
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I chose the waiting time in the service queue as the output of interest. The 

waiting time was calculated at the end of service for each simulated user. The end of 

service also served as the indexing event for the frequency modulation of the arrival and 

service rates. By indexing event it is meant that on every departure the modulation 

"time" was incremented and new values were calculated for the service and arrival rates 

according to this new modulation time. 

The frequencies of modulation for the arrival and service rates were chosen to be 

very low so that the effects of each parameter change would be more observable. By 

using low frequencies each parameter also passed through more values from its range than 

it would have at higher frequencies. Note that a time-delay between the change of a 

parameter and its observable effect is not detectable or important when carrying out this 

analysis. Therefore it is not a factor in deciding frequencies. 

The frequency analysis was carried out by simulating 33,000 waiting times with 

the service and arrival rates at their nominal values of 0.8 and 0.4 respectively. A second 

run of 33,000 waiting times was made with 

service rate = J.1 = 0.8 + 0.2 sin (46/4096 x 21tt) 
arrival rate = A = 0.4 + 0.2 sin (4/4096 x 27tt) 

where t is the number of customers served. Since it is a stochastic simulation, longer 

output sequences were needed than for the transfer function example above. The 

autocorrelations of the sequences were calculated, truncated, windowed with a Tukey 

window, fit with a cosine transform, and the ratio of the nominal and perturbed runs were 

calculated (Schruben, 1986). The interesting part of this spectrum ratio is plotted in 
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Figure 6 
Spectral ratio for MIMI1 queue when parameters were modulated sinusoidally: 
(top) A modulated low and ~ high and (bottom) ~ modulated low and A high. 
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Figure 6 (top). There are distinct peaks (labeled A and ~) at the modulation frequencies 

of the arrival rate and service rate. Smaller but still distinct peaks (labeled ~A.) are visible 

at the sum and difference of these frequencies, corresponding to interaction (product) 
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terms. No other peaks appear to be significant. The fact that the peak labeled A. is larger 

than the peak labeled p does not mean that A. is more important than p in this system. 

Instead the relative peak sizes are the result of the queue acting as a low pass filter. 

Parameters modulated at lower frequencies have larger peaks, all else being equal. This 

effect is clearly shown in Figure 6 (bottom) where the modulation frequencies for A. and 

p were interchanged and as a result the relative sizes of their spectral peaks were also 

interchanged. Comparison of the top and bottom spectra of Figure 6 enables us to state 

that A. and p are equally important in this queue. 
I 

The expected waiting time for a M/M/l queue is: p - A. ,where p is the 

service rate and A. is the arrival rate. Note that in these experiments p can equal A, which 

would create infinite expected waiting time. This was not a problem here since it 

happened rarely and then only for short periods. 

In other trials applying Sinusoidal Variation of Parameters to this problem I have 

found that the size of the spectral peaks are dominated by frequency dependency and 

extremely low frequencies are necessary to get distinct peaks as shown in Figure 6. This 

result suggests caution in interpreting results derived from the current method for 

implementing this technique. Often frequencies several orders of magnitUde higher have 

been used for Sinusoidal Variation of Parameters on this and similar problems in order 

to maximize the separation of response peaks in the spectrum (Sanchez & Schruben, 

1990). My experiments with such modulation frequencies gave very poor results. In fact 

the frequencies and simulation length chosen were a trade off between the computation 

required and the visible responses. By lowering the modulation frequencies further and 
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lengthening the simulation, higher order responses can be made significant. This makes 

intuitive sense. The waiting time in a queue for a customer is governed by the number 

of people in the queue ahead and the time necessary to service the present customer. If 

the modulation frequencies are high, then the conditions necessary to build or empty the 

queue are present for a short time only and do not get a chance to affect the waiting time 

of following customers. The queue can be thought of as acting as a low pass filter, and 

in this case perhaps a leaky integrator (Morrice & Schruben, 1989). 

The Sinusoidal Variation of Parameters technique seems to be model dependent. 

It works best for models that act as bandpass filters. The modulation frequencies are then 

chosen to be in the flat region of the frequency response. If the frequency response of 

a model is known to be flat in the region of the parameter modulation frequencies, the 

size of the response peaks may be useful for estimating the importance of parameters. 

Models which are this well characterized generally do not require analysis by Sinusoidal 

Variation of Parameters thus limiting the use of the size of the frequency response peaks. 

C. Discussion of Sensitivity Analyses 

Sensitivity analyses are important tools for validating models in many diverse 

fields. The types and methods of sensitivity analysis presented in this chapter have 

ranged from precise mathematical definitions yielding exact sensitivity, to empirical 

methods for determining qualitative sensitivity. Each has its purposes, advantages and 

drawbacks. 
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The precIse mathematically defined sensitivity functions yield the maximum 

information about the sensitivity of a system to its inputs and parameters at the expense 

of requiring a differentiable set of system equations. The equations could be written in 

terms of time or frequency. The resulting sensitivities would be functions of all other 

inputs and parameters (interactions) as well as time or frequency. Relative sensitivity 

functions are difficult to compute correctly, because mUltiplication in the time domain 

requires convolution in the frequency domain. Consequently, of the analytical sensitivity 

functions, the semi-relative sensitivity functions tend to be the most useful in these cases. 

When the system is not defined with a set of differentiable equations or is perhaps 

not even modeled, the Direct Observation approach yields the sensitivity of the system 

to a particular parameter about the normal operating point. If experiments are carried out 

over a range of normal operating points, the system sensitivity can be approximated as 

a simple function of inputs and parameters. The result is the Response Surface of the 

system and the gradients with respect to inputs and parameters are the sensitivities. The 

designs of the experimental procedures necessary to perform such analyses can be found 

in Montgomery (1984). These estimated sensitivities may suffer from lack of accuracy 

and limited range of validity. For discrete event simulations of queuing systems, 

Perturbation Analysis is a technique that allows the accurate calculation of sensitivities 

with a single run of the simulation (Ho, 1987). 

Determining the Response Surface grows in complexity geometrically for systems 

with many inputs, parameters and parameter interactions, that compound the effort 

necessary when working with non-deterministic and noisy systems. This leads to the use 
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of Sinusoidally Varied Parameters for obtaining qualitative sensitivities of a system. The 

results of Sinusoidally Varied Parameters experiments are only qualitative, but can be 

much simpler to obtain than the equivalent Direct Observation results. The results of the 

Sinusoidally Varied Parameters sensitivities can be used to guide the design of Direct 

Observation experiments for determining more accurate sensitivities to important 

parameters. 

Both analytic and empirical methods for performing sensitivity studies are 

susceptible to pitfalls if only the fIrst order sensitivities are investigated. In the case of 

analytic sensitivities, if the normal operating point happens to be at zero of the derivative 

function, the observer could be fooled into believing that the system has zero sensitivity 

at that point. In the case of empirical sensitivities, if the normal operating point and the 

perturbed point have the same value, perhaps due to an inflection of the system response 

in that range, the derivative will be wrongly estimated as zero. In both cases, the solution 

is to examine the second derivative of the model. This requires considerable work, either 

in caITying out the calculations for the analytic case or a third observation in the empirical 

case. For many studies, this is not carried out and must be recognized as a potential 

problem. 

Once the sensitivities of a system to its inputs and parameters are determined they 

can be used to guide future research and design. If the sensitivities of a model are 

quantitatively similar to the sensitivities of the physical system the validity of the model 

is enhanced. Discrepancies can be used to direct improvements of the model or further 

testing of the physical system. For example, the field of chaotic systems arose from 
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observations that some complex, nonlinear systems, which were well defined, exhibited 

extreme sensitivity to initial conditions. 

The examples in this chapter were chosen to be simple in nature but have one of 

two properties. They either allowed me to perform multiple types of sensitivity analysis 

on the same problem or else they were well known problems that could be examined for 

new information by using sensitivity analysis. One interesting point that showed up was 

that the sensitivity (a linear function) of a linear system parameter is not necessarily 

linear. This can take the form of interaction with other parameters or non-linear direct 

effects. In examples 2 and 3 the time-delay e had no effect on the amplitude of the step 

response. So doubling or quadrupling its value had no effect. However, the settling time 

of the step response did depend on the value of the time-delay, but not in a linear manner. 

The principle of superposition applies to inputs and not parameters. In most cases the 

effects of changing two parameters independently are different than changing those same 

two parameters simultaneously. Some of the examples in this chapter were not textbook 

polished. The Sinusoidally Varied Parameters examples demonstrate a relatively new 

technique that seems to have promise in the field of simulation, but it has some problems 

that still have to be resolved. 

In general, we do not say that a model is most sensitive to a certain parameter. 

Rather we must say that a particular facet of a model is most sensitive to a particular 

parameter at a particular frequency or point in time. For example, the transfer functions 

of examples 2 and 3 were most sensitive to the gain K at low frequencies, while their step 

responses were most sensitive to the time-delay e at the beginning of the movement. 
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This chapter has shown the basic techniques used for determining the sensitivity 

analysis of systems. Each of these techniques had been applied in detail to an example 

to show how it is used in actual practice. None of the techniques discussed here was 

previously unknown, but nowhere else have they all been discussed and demonstrated in 

a single document. The sources included books and papers spanning 48 years. None of 

which has had the breadth of techniques or examples. The depth of the sources was often 

far greater, and if that depth should be needed to apply a particular technique to a 

problem at hand, the reference is easily found. 

In the examples it has been attempted to show what was learned by the sensitivity 

analysis beyond the mathematical answer. Often the use of a sensitivity analysis will 

show the weaknesses and strengths of a system or where a model is and is not 

appropriate. This part of the sensitivity analysis is not generally emphasized in the 

literature and so is a major contribution of this chapter. 
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v. RISING FASTBALL 

The rising fastball project started out simply with creating a model for how a 

baseball player decides where and when to swing a bat to hit a pitched baseball. The use 

of the model was stated as explaining why the baseball batters claim to see a phenomena 

known as the "rising fastball." Others on the field, in stands, and behind cameras don't 

see this phenomena. The general hypothesis was that the batter makes an error in 

judgement of the ball's speed that causes him to misestimate the height at which the ball 

will cross the plate. He explains this misestimation by claiming that the ball makes an 

impossible rapid up or down motion depending on the type of misestimation. 

In the final published paper (Appendix A) the sensitivity analysis plays a minor 

role. A sensitivity analysis is presented for the final model of how a player predicts the 

height of a baseball crossing the plate and for a simple model for the trajectory of the 

pitched baseball itself. The role of the sensitivity analysis in the final paper is much 

larger than is apparent. 

A. Early Model Development 

Very early in the development of the model, we were looking at the sensitivities 

of the batter's visual clues with respect to a perturbation in the speed of a pitched 

baseball. In order to calculate the changes on these clues, some method of "aligning" the 

two pitches had to be decided. Namely, we had to decide what clue the batter decided 
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was not changing (by misestimating the pitch speed). We then looked at the changes in 

the clues between the two pitches at points where the chosen reference clue was the same 

in both. An obvious example of such a reference clue would be time elapsed since the 

ball was released. The faster pitch tended to be closer to the player at any given time 

after the pitch was released so there were changes in the clues the player perceived such 

as the ball's angular diameter and angle down from horizontal. Other clues could have 

been used as the reference such as time to impact, angular diameter of the ball, gaze 

angle with respect to the horizontal. 

The idea of a reference clue drove us into an in-depth study of the batter's 

available clues, their accuracies, their perceptions and how well they could be used. 

Although the information found while doing this study was interesting, the model that was 

evolving did not work. The idea of a reference clue did not withstand a sensitivity 

analysis. The accuracy needed for a reference clue was beyond that of the human visual 

system. It also required the batter to have a mental picture on hand for every pitch with 

every slight variation that she could perfectly match to the reference clue. 

B. Fillal Model Development 

We were looking at the problem from the view point of what information was 

available about the ball, and not what information the batter could use. When we started 

looking at the clues the batter receives and how she can use them to predict where the 

ball crosses the plate the model evolved quite differently. Our model changed from trying 

to show that the subtle differences in clues due to error in estimating pitch speed are 
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imperceptible to showing that the misestimation itself causes the illusion of the rising 

fastball. The model became a description of the calculations the batter performs while 

watching the pitch in order to predict the height of the ball as it crosses the plate. This 

is a much simpler and, it appears, a much more supportable argument. The primary 

sensitivity analysis we perform for this model is the effect of batter's available clues on 

the estimate of where the ball crosses the plate using our model. In this sensitivity 

analysis, the clues associated with estimating pitch speed are most sensitive, which lends 

credence to the model. Another sensitivity analysis of the model is the verification that 

the batter can perceive the clues needed by the model. The model uses only visual inputs 

that are reported in the literature and have tested thresholds. 

The final sensitivity analysis presented is of our model of a simplified trajectory 

of a pitched baseball. We need a model for the flight of the baseball toward the batter 

in order to test the performance of our model of the batter. In this case the sensitivity 

analysis merely provides support for the model of the pitch. In the model we assume 

parameters for the position of the batter's head, point of bat-ball contact, pitch speed, 

release point, release angle and such. The sensitivity analysis shows that the parameters 

not associated with speed have little effect on the flight of the ball or the clues the batter 

perceives. This frees us from expending the effort to try and find accurate values for 

these parameters from real baseball players and the much worse task of trying to 

customize the model for each individual batter and pitcher considered. The insensitivity 

of the model to the individual parameters of the pitch also frees us from needing to use 
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a more sophisticated model for the pitch that includes such items as wind resistance and 

the effects of spin. 

The paper, as included in Appendix A, has been accepted for publication. It is not 

without contest. The primary objecting reviewer is not satisfied with the model since he 

has published alternative models. The editor of the journal is allowing him to write a 

rebuttal to our paper to be published in the same volume. The sensitivity analysis in our 

paper will be one of our defenses to his criticisms. We will be allowed a short defense 

to his rebuttal, also to be included in the same volume. 
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VI. THE IDEAL BAT WEIGHT 

For years baseball players and scientists have been searching for the perfect 

baseball bat. Two physicists claimed that the optimal weight of a baseball bat was 15 

ounces for a professional baseball player (Brancazio, 1987; Kirkpatrick, 1963). This went 

against all beliefs of professional players using 31 to 34 ounce bats who earn large 

salaries doing what the physicists cannot. The authors were mathematically correct and 

had properly stated all their assumptions. Their errors were in their assumptions on the 

nature of the optimal bat (one that "requires the least energy input to impart a given 

velocity to the ball") and the physiology of the human being (the "batter generates a fixed 

quantity of energy in a swing"). Bahill and Kamavas (1989) have presented a simpler 

model for the bat-ball collision but included a model of the human being swinging the 

bat and assumed that the optimal baseball bat weight gives a batter the greatest batted ball 

speed. They have tested their model on professional baseball players and found good 

agreement. 

In this chapter I am going to present a brief description of the model for the bat

ball collision, the model of the human swinging the bat and how the parameters for the 

human model are determined. Next I will carry out a sensitivity analysis for the ideal 

recommended baseball bat with respect to the parameters of the model that are subject 

to variability. Part of this sensitivity analysis will be dealing with the effects of testing 
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noise. At the end I will be able to draw some conclusions on the usefulness of the ideal 

bat weights recommended based on this sensitivity analysis. 

A. Model Description 

There are two principle parts to the model used in (Bahill & Karnavas, 1989). 

The fIrst part describes the physics of the bat-ball collision. The model is that of two 

objects in linear motion colliding at their centers of mass. This is obviously a 

simplification of the actual situation that involves a bat swinging about multiple centers 

of rotation, a ball with spin and a point of impact that rarely coincides with the centers 

of mass. The effects of this simplification have been studied before and will not be dealt 

with here (Brancazio, 1987). The conservation of momentum equation for the bat and 

ball before and after the collision is 

WIV lb + W Zv2b = WIV la + W Zv2a 

where WI and w2 are the weights of the ball and bat respectively (the distinction between 

mass and weight is not important here so weight will be used), V lb and V2b are the ball and 

bat velocities before the collision and VIa and v2a are the ball and bat velocities after the 

collision. The weights are the known weights of the ball and bat. The weight of the 

hands and arms holding the bat are not considered since they are assumed to have no 

effect in the collision. 

Since the batted ball speed, VIa' is desired, WI' W z and Vlb are known, and V2b can 

be measured, the term v2a must be eliminated. This can be done using the coefficient of 

restitution of the bat-ball collision. The coefficient of restitution of the ball is defined as 



71 

the relative speed after the collision divided by the relative speed before the collision. 

The definition is 

By solving this for v2a and putting this into the conservation of momentum equation and 

solving for the batted ball speed 

The second part of the model is the characterization of the human being swinging 

the bat. This gives the value for V2b as a function of bat weight. Physiologists know that 

speed of contraction of a muscle decreases with increased load (Fenn & Marsh, 1935; 

Hill, 1938; Jewell & Wilke, 1960; Wilke, 1950). The energy imparted to the load is 

maximum somewhere between the point where the muscle no longer moves the load and 

the unloaded condition. Rather than make an assumption of how the human being reacts 

to bats of differing weight, the human is measured swinging bats of various weights. The 

linear speed of the bat is measured at the center of mass as the bat breaks a pair of light 

beams. After having a subject swing bats with a wide range of weights, an equation can 

be fit to the data. In their paper, Bahill and Karnavas (1989) fit straight lines, hyperbolas, 

and exponentials to the bat swing data. I will only discuss the straight line fit here. The 

other fits give similar results as the straight line but are not as well behaved in many 

cases. When testing large number of batters, the straight line is the fastest and therefore 

the fit used in most applications. 
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The equation for bat speed as a function of bat weight is substituted into the 

conservation of momentum equation to get 

(wl-ewZ)v1b +(WZ +ewz)(A Wz +B) 
vIa = -----------

W1+WZ 

where A and B are the slope and intercept of the line fit to the bat swing speed data. 

This equation can be differentiated and solved to find a bat weight yielding maximum 

batted-ball speed. The is called the maximum-batted-ball-speed bat weight (W2mbbs). 

w = -wIA-JwIZA Z-Awl(B-V1b) 
2mbbs A 

The batted-ball speed can also be plotted as a function of bat weight. If this is 

done as in Figure 7, it is quickly seen that there is very little difference in batted ball 

speed as the weight is varied about wZmbbs' The value of wZmbbs is also seen to be a bit 

higher than that used by most baseball players. This lead to the definition of the Ideal 

Bat Weight. The Ideal Bat Weight is the greatest weight less than wZmbbs where the batted 

ball speed is 99% of the maximum. In practice a program fits a straight line to the bat 

swing data and calculates the batted ball speeds for bats of 0 to 70 ounces. The 

maximum-batted-ball-speed bat weight is found by finding the peak. The Ideal Bat 

Weight is found by searching toward lighter bats till the 99% of maximum ball speed is 

found. Although an analytic solution is possible for the straight line fit, it is not simple 

and an analytic solution is not possible for the other fits, so the software solves all three 

fits the same way. The Bat Chooser Instrument is a hardware and software system for 
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measuring the speed of a batter's swings, fitting an equation to the data and using that 

to recommend and Ideal Bat Weight. 
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Figure 7 
Bat speed and Batted ball speed for a typical baseball player. 

B. Sensitivity Analysis 

Three parameters of the baseball bat weight recommendation showed a need for 

a sensitivity analysis. The first is the pitch speed. In (Bahill & Kamavas, 1989) a plot 

of Ideal Bat Weight as a function of pitch speed for one professional player is included, 
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but a study of the effects for different players or groups of players was not performed. 

The second is the arbitrarily chosen value of 99% for the Ideal Bat Weight. It was 

acknowledged that this might be a sensitive parameter, but an actual sensitivity study was 

not carried out. The third parameter is not obvious from the previous short description 

of the system but is the placement of the batter in the Bat Chooser. When testing a 

baseball player, it is difficult to position the batter so the center of mass is swung through 

the light beams. The difficulty lies in trying to see the position of the center of mass of 

the swinging bat relative to the detectors, and, for young batters, getting them to stand 

in the same position for each swing. Carrying out a sensitivity analysis of the first two 

items seemed to be a straight forward matter of finding the effects of changing these 

parameters on the data collected from a large number of batters. 

The sensitivity of the batter position in the Bat Chooser was not an easy problem 

to solve. An attempt was made to assess this sensitivity by testing a pair of batters daily 

for several weeks perturbing their positions. The noise of day to day variability far out 

weighted any effect from position perturbations. The reason the tests were done on a 

daily basis was that the testing fatigues the subject. Tests after the first in a single day 

would be quite biased. Without doing a large study with many batters tested many days, 

a direct measurement of the sensitivity of position was not possible because of the noise. 

Instead, two batters were tested using a single bat but with perturbed positions. 

The effect on the bat speed was then larger than the noise. This effect, converted into 

a percentage change in bat speed for each inch of position perturbation was then used to 

estimate the effect of position perturbations on all swings of a test. One of the batters 
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tested was an adult and the other was Little League age. Their position effects were 

significantly different, so the factor from the child was used for all the children while the 

adult's factor was used when analyzing the data of all adults. The adult factor was 0.028 

per inch and the child's factor was 0.04 per inch. To estimate the effect of a two inch 

movement for an adult, the measured bat speeds would be multiplied by 1 + 2 inches * 

0.028 per inch = 1.056. 

I wrote a program that ran the sensitivity analyses on all the data collected to date 

from baseball players. The program used the same baseball analysis libraries used by the 

Bat Chooser system. This made the sensitivity analysis program easier to write and 

guaranteed that the sensitivity analysis calculated the Ideal Bat Weight the same way. 

The pitch speed used for each file was chosen to be appropriate for each group. For 

instance, the Ideal Bat Weight for professional baseball players was calculated assuming 

a pitch speed of 90 mph. 

The sensitivity analysis itself was carried out on each data set by calculating the 

Ideal Bat Weight for the nominal data. The routine that does this also returns the bat 

weight where the batted-ball speed drops to 98% of maximum. This is a remnant from 

development efforts. The sensitivity program also finds the percent standard deviation 

for each bat in the data set. This number is the sample standard deviation of the speeds 

measured for each bat divided by the mean speed times 100. It is calculated as a check 

of how much noise there is in the bat speed measurements. If the input to a system is 

extremely noisy, effort expended to make a system more accurate may be meaningless. 

In this case, if the variations in bat swings of each batter are much greater than the effects 
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of positioning, the users of Bat Chooser will know not to waste time trying to position 

the batter perfectly (a non-trivial task). The maximum-batted-ball-speed bat weight and 

the Ideal Bat Weight are saved for later use. The pitch speed is then increased by 5 mph 

and the Ideal Bat Weight calculated again. This perturbed Ideill Bat Weight minus the 

nominal Ideal Bat Weight divided by 5 mph yields the sensitivity to pitch speed. 

The pitch speed is then returned to the nominal value and the speed of each bat 

swing is then perturbed by multiplying it by the factor estimating a two inch change in 

position of the batter. The maximum-batted-ball-speed bat weight and the Ideal Bat 

Weight are calculated again and then the sensitivities are calculated for both bat weights. 

The database of baseball batter tests includes 200 good data sets. The program 

wrote a report for each data set to a file as well as the mean values of the sensitivities for 

each group tested as well as the all the data sets. The total run time was a couple 

minutes on a PC/AT clone computer. Table I lists the mean results of the sensitivity 

analysis for each group and for all tested batters. The first column is the name of the 

group and the number of subjects whose data are shown in that row. Little League are 

children 7 to 12 years old. Juniors are children 13 to 14. College are college men's 

baseball and women's softball team members. Pros are professional baseball players. 

Others are assorted college students, professors and visitors to the laboratory. The last 

row is the cumulative mean of all the data sets. 

The second column, labeled Max-Speed, is the sensitivity of the maximum-batted

ball-speed bat weight (in ounces) with respect to position (in inches outward from proper 

position) in the Bat Chooser. These numbers show the change in calculated maximum-
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batted-baIl-speed bat weight if a batter were moved one inch out from the correct 

position. The third column, labeled Ideal, is similar to the second but for the Ideal Bat 

Weight The size of the numbers in these two columns show that the errors resulting 

from small (a couple inches) errors in position result in bat weight errors of less than an 

ounce. The fourth column, labeled Pitch Speed, is the sensitivity of the Ideal Bat Weight 

to an increase in pitch speed of 1 mph. This shows the counter intuitive result that the 

Ideal Bat Weight increases with pitch speed. Traditional wisdom suggests using lighter 

bats for fast pitchers. This is explained as a subjective trade off of batted-ball speed for 

increased control of the bat. 

The fifth column, labeled 99 vs. 98%, is not actually a sensitivity. Instead it is 

the perturbation (in ounces) caused by changing from the Ideal Bat Weight definition 

from the 99% of maximum speed point to the 98% point. I could never decide if this is 

a change of lout of 99 or from 1 to 2 (taking a 1 % decrease in ball speed versus a 2% 

decrease). Rather than confuse the issue, I have just shown the change which results 

from this perturbation. Finally the sixth column, labeled Swing Std% is the standard 

deviation as a percentage of the mean of the measured speed of each bat for each batter. 

This number is an estimate of the noise inherent in the batter testing. For all groups the 

noise is approximately the same as a 2 to 3 inch error in position of the batter in the Bat 

Chooser. 



Table I 
Results of sensitivity analysis of Ideal Bat Weights 
, *. 54 MEW 

Group Max-Speed Ideal Pitch Speed 
(n) (oz/in) (oz/in) (oz/mph) 

Little League -0.2531 -0.3031 0.1363 
(80) 

Juniors -0.1250 -0.2500 0.1500 
(1) 

College -0.2734 -0.3203 0.1188 
(32) 

Pros -0.2931 -0.3750 0.1276 
(29) 

Others -0.1078 -0.1142 0.1750 
(58) 

Average -0.2194 -0.2613 0.1435 
(200) 

c. Benefits of the Sensitivity Analysis 
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99% vs. Swing 
98% (oz) Std% 

-0.7742 11.98 

-0.9883 9.94 

-1.2348 6.22 

-1.4199 5.81 

-0.8746 6.12 

-0.9717 8.00 

The primary benefit of the sensitivity analysis is that it shows the robustness of 

the recommended Ideal bat Weight. If the batter is positioned an inch off the proper 

location, the error is only about a quarter ounce. The effect is also on the same order of 

magnitude as the noise in the data collection. For example, the professional baseball 

players have a standard deviation of about 5.8% and the adult I tested with perturbed 

positions has a 5.6% increase in bat speed for a 2 inch movement. Either of these 
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changes causes about a half ounce change in Ideal Bat Weight. A half ounce error is 

rather insignificant in these numbers. Brancazio has calculated the effect of where the 

ball hits the bat and found a 2 ounce difference for a Little League batter and a 3 ounce 

difference for a professional batter (Brancazio, personal communications). The Little 

League batters have even more variability in their swings so there is less motivation to 

get perfect positioning. This is good since they are a real challenge to position 

accurately. 

The sensitivity to pitch speed is also reasonably small. For all the batters except 

for the Others group, a 10 mph change in pitch speed results in only a one ounce change 

in Ideal Bat Weight. In this case, the recommendation is to not change bats since the 

batted ball speed increases with pitch speed for a given bat weight. The frequent 

changing of bats is discouraged. The Others group had higher sensitivity to pitch speed 

since their nominal pitch speed is only 20 mph. They are assumed to be playing slow 

pitch softball. The recommendations for bat weights are very close for both games since 

the balls weigh the same and the coefficient of restitution does not appear in the 

maximum-baIl-speed bat equation above. 

Finally, the perturbation resulting from a change for 99% to 98% clearly make this 

the most important parameter in the Ideal Bat Weight. It is also the most arbitrary. Since 

the perturbation is rather large, it is clear that changes toward value less than 99% will 

recommend significantly lighter bats. It also shows that the batted ball speed is 

insensitive to bat weight. This was one of the errors made by (Brancazio, 1987; 

Kirkpatrick, 1963) in their analysis. They blindly found the "optimal" bat without doing 
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a sensitivity analysis of the value being optimized. They would have found the value is 

insensitive to bat weight so that the other factors governing the weight of a baseball bat 

were more important. 
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VII. PINEWOOD DERBY DESIGN ANALYSIS 

The Pinewood Derby system is one that has been designed in the Systems and 

Industrial Engineering Department. Even though sensitivity analysis has been stressed 

there as a tool for model validation and evaluation, the complexity of carrying out a 

sensitivity analysis on large system designs has prevented their actually being used. This 

sensitivity analysis was the first time a thorough, mathematical sensitivity analysis had 

been carried out on a system specification, the alternative designs and the trade study used 

to decide the best design. The actual sensitivity analysis was carried out by a computer 

and took about a half an hour to run. The long run time was the result of the size of the 

mathematical model being used and the large number of parameters of the model. 

A. Pinewood Derby System Design 

Since the 1950's over 80 million cubs scouts have built five-ounce, wood cars and 

raced them in Pinewood Derbies. In derbies that were observed 80 scouts and parents 

raced cars. Eight adults were required to run the races. The events lasted about four 

hours. The Pinewood Derby events could clearly be improved and system design 

methodology was obviously the ideal tool. 

Originally this system design problem was used as a class project for a graduate 

course in systems engineering. Then it was redesigned and included as a chapter in a 

systems design textbook (Chapman, Bahill & Wymore, 1992). The students' designs 
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were used to run actual Pinewood Derbies in four consecutive years. Dr. Bahill and his 

students have invested about three thousand man-hours in this project. I used several 

CPU-months on an AT&T 3B2/400 computer finding appropriate round robin schedules. 

The point of this discussion is that this is a big, real-world problem. The system was 

designed, built, tested, used and retired; then this process was repeated in subsequent 

years. As a part of this system design I did a sensitivity analysis of the trade study that 

was used to select the best alternatives. This trade study was to choose the best racing 

format. There were 89 parameters in the trade study. It was originally believed that all 

of these parameters could effect the recommended alternative. My sensitivity analysis 

showed that only three could. 

These are some of the figures of merit that were used to assess different design 

alternatives: Average Races Per Car, Percent Happy Scouts, Number of Irate Parents, 

Number of Lane Repeats, Acquisition Time and Cost, Total Event Time, and Number of 

Adults needed. Alternative designs that were considered include: single elimination 

tournaments, double elimination tournaments, and round robins with three different 

scoring techniques. 

The recommended alternative of the trade study was determined by the Overall 

Performance figure of merit for each alternative: these scores were numbers in the range 

o to 1. The Overall Performance figure of merit is composed of two parts, the 

Input/Output Performance figure of merit and the Utilization of Resources figure of merit 

(Chapman, Bahill & Wymore, 1992). Each of these is also a number in the range 0 to 

1. Each of these is given a weight (derived from an expert's Importance Value) so that 
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their weighted sum is again in the range 0 and 1. The Input/Output Performance and 

Utilization of Resources figures of merit are each further broken down into sub-categories 

by similar means. The Input/Output Performance figure of merit consists of items like 

Percent Happy Scouts, Average Races Per Car and Number of Lane Repeats. The 

Utilization of Resources figure of merit consists of items like the Acquisition Cost and 

Total Event Time. Each of these figures of merit was given an importance value by the 

domain experts. 

Each of the figures of merit had a Standard Scoring Function (Chapman, Bahill 

& Wymore, 1992) associated with it. In most cases these scoring functions look like 

sigmoidal curves as shown in Figure 8. They allowed the translation of input values of 

the figure of merit, into output scores that have a range of 0 to 1. These functions have 

parameters that set the valid input range, the input value (the baseline) that gives an 

output of 0.5, and the slope at this point. The domain experts choose the values for these 

parameters. These scoring function parameters and the importance values of the figures 

of merit of the trade study were examined by the sensitivity analysis. 

B. Pinewood Derby Sensitivity Analysis 

I wanted the sensitivity analysis to answer two questions. First I wanted know 

which parameters and figures of merit were the most important and deserved further 

attention and verification. Clearly a relative sensitivity measure for each parameter for 

each alternative would answer this question. The second question was which parameters 

could be adjusted to change the recommended alternative. This question could be 
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Figure 8 
Scoring function for Percent Happy Scouts figure of merit. 

answered by a search algorithm using the sensitivity of each parameter. Since I had 5 

alternatives, 89 parameters and 16 figures of merit, it decided against any manual solution 

and programs were written that carried out both analyses. 

What was found? First, of the 105 parameters and figures of merit, only 50 to 60 

had non-zero sensitivities for any given alternative. The set of parameters with high 

sensitivities differed for each alternative. This justified all the extra work of carrying out 



85 

the sensitivity analysis of each alternative. If I had taken one alternative as 

representative, the analysis would have missed parameters that were important in other 

alternatives. By comparing the lists, it can also be seen that some parameters are 

important to all alternatives and, therefore, deserve special attention. 

The sensitivity analysis showed that the most important parameters for the five 

racing format alternatives were (1) the baseline for the Overall Happiness figure of merit, 

(2) the baseline for the Percent Happy Scouts figure of merit, (3) the importance value 

(weight) of the Overall Happiness figure of merit, (4) the baseline for the Number of 

Repeat Races figure of merit, (5) the input value given for the Percent Happy Scouts 

figure of merit (Note this is an input to the system: it is good that a system is sensitive 

to its inputs.), and (6) the input value given for the Number of Repeat Races figure of 

merit. The most important parameters concern the happiness of the scouts. Interviews 

with the designers revealed that this was indeed their primary goal. Our point is that if 

some obscure parameter, that was given little thought, turned up in the most important 

list, then the system would have to be redesigned. 

The second important finding was that, of the 89 parameters, only three could be 

manipulated to change the recommended alternative. To the best of the searching 

program's ability, no change in the other 86 parameters would change the recommended 

alternative. This gives a strong clue to the strengths and weaknesses of the recommended 

alternative. 

Let us now look at the only three parameters that could change the recommended 

alternative. In the original trade study the Input/Output Performance figure of merit was 
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given a weight of 0.9 and the Utilization of Resources figure of merit was given a weight 

of 0.1. The recommended alternative was alternative-4, a round robin event with best 

time scoring. The sensitivity analysis showed that if the weights were changed to 0.57 

for Performance and 0.43 for Resources then alternative-2, a double elimination 

tournament would win. This is reasonable, because a double elimination tournament 

requires fewer workers and less money, but it does not perform as well. So if money is 

more important than the happiness of the scouts, then the double elimination tournament 

is best. Because these two weights must add up to 1.0, we counted this as only one 

parameter. The other parameters that could change the recommended alternative were 

related to the Percent Happy Scouts figure of merit. The scoring function for this figure 

of merit is shown in Figure 8. With the original baseline of 90% alternative-4 has a 

higher score than alternative-3. However, if this baseline is reduced to 84% (as shown 

in Figure 8), then the scores of two alternatives become the same, and the recommended 

alternative changes from alternative-4, the round robin with best time scoring, to 

alternative-3, a round robin with mean time scoring. Changing the slope from 0.1 to 0.26 

(also shown in Figure 8) caused the same change. 

Dr. Bahill has used the Pinewood Derby System Design in lectures since 1989. 

He told audiences that changing the weights of the figures of merit could change the 

recommended alternative, but he was never able to demonstrate this. Using trial and error 

he never found a weight that could change recommendations. This sensitivity analysis 

showed that his claim was true, but the instances are sparse and are not likely to be found 
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by trial and error. Overall, the sensitivity analysis has given a much better understanding 

of the Pinewood Derby System Design. 

c. The Sensitivity Analysis Programs 

To carry out the sensitivity analysis I wrote programs that will read in a problem 

defined in standard system design notation, check it for errors and consistency, read in 

the measures for a number of alternative designs and check them for errors and 

completeness, then will produce two sets of analysis. The first is the ordered list of 

relative sensitivities for each parameter and measure for each alternative. The list is 

compiled by finding the gradient of each parameter, multiplying that by the value of the 

parameter or measure and dividing by the nominal figure of merit for the alternative. 

The second set of analysis is a search through all the parameters of the scoring 

functions and importance values for those that can be varied within their rational limits 

and cause a change in the choice of best alternative. The first part in finding these 

critical points is to determine the valid range for the parameter. Importance values are 

generally assigned integer values from I to 10, inclusive. The parameters of the scoring 

functions are bounded by the values where the scoring function becomes undefined. For 

instance, the slope must satisfy the relationship: 

Max lHI _1 LTh' UTh 
1 
_ HI)" Slope " Max lHI :OLTh' VT:O- HI ) 

Where Bl is the baseline value, LTh and UTh are the lower and upper thresholds 

respectively. Rational approximations are used when the threshold is infinite. The upper 
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and lower bounds on slope also place bounds for the thresholds. Infinite thresholds are 

not considered in the search. Once the limits are found, the search for rank changes can 

start. The top rated alternative is compared to each other alternative to see if its figure 

of merit will be equal at some point. The point is estimated by finding the gradient of 

both alternative figures of merit and assuming the functions are linear. The parameter is 

adjusted to half way to the closest intercept and the procedure repeated till the figures of 

merit are within a small threshold of each other. If this gradient search fails, it is tried 

again at several points throughout the valid range to catch all critical points, since the 

gradient search alone is known to miss critical points. This occurs where the gradients 

are equal near the present value of the parameter, but diverge for different alternatives in 

different parts of the range. This type of search is tried both in the positive and negative 

change directions for each parameter if the valid range allows. For all systems analyzed 

so far, no parameter has been found that has both upper and lower critical points. The 

factor of one half was determined empirically and has not been found to be critical. 

Larger values can lead to substantial overshooting of the point of interception and should 

be avoided, since the search as implemented is unidirectional. Smaller values for the 

factor will only slow the rate of the approach. Speed of the program was not considered 

important though. The threshold of 0.01 for equal valued alternatives has been used so 

far since this sort of analysis is not mathematically exact but ad hoc and uses many 

factors that are arbitrarily set by humans. In a final analysis, differences of 0.05 (out of 

1) between alternatives show little real difference. 
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In the initial implementation, the program calculated gradients for both relative 

sensitivity and critical point analysis by a simple empirical method. Although this was 

considered adequate for analysis, a second version carrying out full first order analytic 

evaluation of the gradients was also written. The two methods were compared for 

accuracy and found to have no significant differences. The reason for using the empirical 

method initially is that it seemed easier to implement. In actuality, the necessary support 

for manually defining deltas for 0 valued parameters and measures as well as the code 

allowing the perturbation of parameters outweighed the coding necessary for evaluating 

the analytic gradients. 

Calculating the analytic gradients of standard scoring functions is by no means a 

trivial matter. The functions are defined piecewise and have gradients that are difficult 

to determine. The overall performance figure of merit function itself is built as a tree and 

each node of the tree had to understand the chain rule quite well. Initial attempts to find 

the analytic gradients of the standard scoring function used the Mathematica software 

package to find symbolic gradients of the function. Finally, I was able to use 

Mathematica to find the gradients of parts of the function and then verify that a usable 

implementation of the whole gradient was in fact correct. Implementation of the gradient 

equations of the basic standard scoring function was not difficult, but substantial code was 

necessary to handle the piecewise composition of the more complex scoring functions. 

The Pinewood Derby case study is included in (Chapman, Bahill & Wymore, 

1992) and the authors used a hypertext program that recorded the scoring function 

parameters and measures and evaluated the figures of merit for all concepts automatically. 
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It did not however check for errors and inconsistencies in the scoring functions or 

measures. First attempts to read the data files produced a listing of half a dozen errors 

that needed to be analyzed before the study could be continued. The fact that automated 

checking systems often find multiple unrelated errors has already been noted previously 

(Bahill, 1991). In order to reduce the possibility of introducing additional errors, 

automatic translation between the hypertext program data format and the format used by 

the sensitivity program was implemented. For the empirical derivative implementation 

this required also creating a file of the deltas for 0 valued parameters and measures. For 

non-zero parameters and measures, the program automatically used a 15% perturbation 

for finding derivatives. The analytic program does not have this requirement, which of 

course was another motivation for writing it. 

In comparison the two versions of the program produced similar results. The 

determination of relative sensitivities and their rankings give qualitatively the same 

results. Some differences are present but not significant and result from the empirical 

evaluation of the function gradients. Both programs find the same sets of critical points 

(within tolerance) for the same parameters. 
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VIn. STATE SPACE SEARCHING 

This chapter is short since there is little in the present body of sensitivity analysis 

theory and technique to apply to the problem. The problem is the heuristic search of the 

state space of a system. The sensitivity analysis of interest in this case is the sensitivity 

of the time to solution of a system with respect to the system presentation, problem size, 

solution algorithm and effort on the part of the researcher. 

In the paper presented in Appendix B, we have carried out the solution of 

problems with search spaces of increasing size. The first problem was of the order of 12! 

(479 million). The second problem was then on the order of (5!)5 (25 billion). Both of 

these problems have been solved on PC type computers in minutes to hours. The next 

set of problems had extremely big search spaces. The 15 car, six round Pinewood Derby 

schedule was on the order of (12!)5 (2.5 X 1060
) and the Kirkman School Girl problem 

was on the order of (12!)6 (5.0 X 1072
). The Pinewood Derby problem has been solved 

in a couple weeks on a 3B2/400 computer. For the Kirkman School Girl problem, I have 

not found any of the 845 solutions said to exist, and the computer has been running for 

three weeks. 

The paper is written to present a general algorithm for the solution of these state 

space search problems. The algorithm is not necessarily the best in all applications. For 

instance, the Traveling Salesman problem is well known and well researched. Solution 

algorithms to the Traveling Salesman problem exist which are extremely rapid and 
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efficient. They are also quite constrained in the set up of the problem and do not work 

if their basic assumptions are violated. This makes them completely specific to the 

Traveling Salesman problem. The general algorithm presented is a very general method 

of implementing a state space search and is conducive to substantial heuristic reduction 

of the size of the state space that actually requires searching. Of interest to modem 

computational approaches is the fact that this algorithm is also ideally suited to be 

implemented in massively parallel processing systems. The order of speed up is linear 

with the number of processors where most processes speed up with the logarithm of the 

number of processors. 

The use of a common heuristic in a simple algorithm allowed the programming 

of all of these search problems to use a single library for the generation of the 

permutations. The unique code necessary for each problem was only one to two hundred 

lines and was written and debugged in only a couple hours. For problems of this size, 

this was extremely fast. Except for the Kirkman School Girl Problem, the algorithms 

produced good answers very quickly. In the case of the Pinewood Derby schedules, my 

algorithm not only produced good results, but produced better and better solutions as it 

went along, so that partial solutions could be taken and used until the best solution 

became available. 

Solution algorithms to the Kirkman School Girl problem exist (Ball, 1962), but 

are quite difficult to implement. They require extensive manual trial and error. In the 

case of the Pinewood Derby scheduling, they only produce a starting point for finding a 

solution since adding constraints is not possible. If the Pinewood Derby problem had 
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been too time consuming for our computer, the next approach would have been to use a 

hybrid approach: Generate solutions to the Kirkman School Girl problem and then use the 

general algorithm to try permutations of the solutions to find a solution to the Pinewood 

Derby problem. 

These state space search problems fall into a class of very large problems being 

increasingly pursued. These problems are so large that faster computers and better coding 

of old algorithms (often call optimizing) are not a viable method of finding solutions. 

Instead, new algorithms have to be found that are capable of effectively reducing the total 

work necessary to reach a solution (Uhlmann, 1992). The tradeoff between the cost of 

designing and implementing a very fast solution to a particular problem and the cost of 

a general algorithm that runs longer must be analyzed. This is a very ad hoc sensitivity 

analysis. For solving the Pinewood Derby scheduling problem, the computer time was 

free and programming was expensive. Solutions were found in a couple weeks. This was 

fast enough in this case. If we needed the solution to the Kirkman School Girl problem, 

the effort to use the particular solution algorithm would be justified since the general 

algorithm is too slow to reach a solution in a reasonable time. 

My general algorithm was not sensitive to the initial guess used. In fact, if a full 

state search was required, initial guess is not a factor at all. The time to solution of the 

algorithm was sensitive to the size of the search space and the effectiveness of the 

heuristic being used to minimize the search space. The time to solution was primarily 

sensitive to the time spend in refining the heuristic used. It was insensitive to the time 

spent optimizing the programs or tailoring the algorithm to a particular application. The 
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better the heuristic found for a problem, the faster it could be solved or the larger the 

problem that could be handled. In fact, for the problems that were solved, efforts to 

improve the software resulted in very small improvements of the run time. Efforts to 

improve the heuristic resulted tremendous improvements in run time, or enabled the 

solution to be found before the program was stopped. 
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IX. CONCLUSIONS 

A sensitivity analysis of a system model or physical system is used to validate 

system operation, show undesired behavior, guide future research, point out assumptions, 

demonstrate needed parameter accuracies, suggest system refinements and adjust 

parameter values. In practice the primary use of sensitivity analysis is the adjustment of 

parameter values. A good sensitivity analysis can be used to decide which parameters to 

adjust to minimize the cost of adjustments. If a sensitivity analysis is performed early 

in the system life cycle, resources can be allocated to the parts (not just parameters) of 

the system that have the greatest impact on performance and incorporated in the design 

specifications. A sensitivity analysis of a system can help determine in advance if the 

system will satisfy its design specifications. A full sensitivity analysis of all parameters 

available for analysis often reveals system properties over looked when only parameters 

considered interesting a priori are examined. Models of systems are often analyzed to see 

if they accurately reflect the properties of the system being model. A sensitivity analysis 

can be used to determine how, when or at what frequency parameters affect the model 

and be compared the physical system. Sensitivity analysis of the model can reveal 

behaviors of the physical system that cannot be demonstrated because of cost or danger. 

Sensitivity is a general tool for analyzing physical systems and their models. 

Although extensively in use, a single reference for the techniques of sensitivity analysis 

for a broad range of fields does not exist. This dissertation fills that gap. This 
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dissertation has covered the history, present uses, mathematical development and finally 

real world, large examples of the uses of sensitivity analysis. The techniques and 

examples used through out are not field specific and can be used as is or adapted to uses 

in a tremendous number of fields. A large number of types of sensitivity analysis that 

are specific to particular areas of research or special applications are discussed in the 

history and survey chapters. References are included if the particular techniques are 

needed. 

A. Summing Up 

The history and survey chapters show that although a relatively new tool of 

science and engineering, sensitivity analysis has been used widely. The literature review 

showed examples from pure mathematics such as interval analysis to pure data analysis 

such as soybean yields. The use of sensitivity analysis varied greatly from field to field 

and from researcher to researcher. It cannot be concluded that any particular field can 

be considered behind the others in the use of sensitivity analysis. Instead, particular 

individuals can be noted for using techniques and methods that are behind the state of the 

art. Most of the sensitivity analyses are carried out to guide parameter adjustment. 

The introduction to practical sensitivity analysis chapter laid down the 

mathematical development of sensitivity analysis. To demonstrate each mathematical 

technique small examples were included that detail the use of the sensitivity analysis 

method. The conclusions that could be drawn from the sensitivity analysis on each 

example showed the information available beyond the numerical result. 
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There are two broad classes of sensitivity analysis methods: analytic and empirical. 

The analytic methods are useful for mathematical models of systems. Examples of such 

systems are algebraic equations, expert systems and systems of linear differential 

equations. The gradients of the equation(s) are found and the sensitivities are determined 

as a function of all other system parameters. Empirical sensitivity analysis techniques are 

useful for physical systems, and models which are not differentiable or are not easily 

differentiable. Examples of such systems include discrete event simulations, system 

design choices, and large systems of differential equations with complex inputs. The 

gradients are approximated by evaluating the system output for multiple values of the 

parameters. Methods such as sinusoidal variation of parameters attempt to reduce the cost 

of evaluating the system output a large number of times at the expense of only finding 

a qualitative value of the gradient. 

For both classes of sensitivity analysis methods three different uses of the 

gradients are explored. The gradients can be used as is, the absolute sensitivity. This 

sensitivity is most useful when adjusting parameter values. When comparing the 

sensitivities of parameters, the relative sensitivity is useful for removing the scale bias of 

parameters that differ greatly in magnitude. Also useful for comparing parameters is the 

semirelative sensitivity. The semirelative sensitivity avoids the division by zero when the 

system output goes through zero and, if the system is being analyzed in both the time and 

frequency domains, the it also avoids the differences of the relative sensitivity in each 

domain. The parameter comparison sensitivities are useful when sensitivity analyses are 
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being used for studying the effect of parameters, model validation, and trade offs between 

the parameters. 

In the rising fastball chapter, the sensitivity analysis was used not only to verify 

the model of the system, but actually helped shape the model of the system. The original 

model was studied with a sensitivity analysis and work done with the sensitivity analysis 

showed the problems with the model. The sensitivity analysis was largely responsible for 

the form of the new model. A new model was constructed and then studied again. The 

sensitivity analysis then showed the revised model was viable and further sensitivity 

analysis of the parameters showed that the sensitivities of the parameters are consistent 

with the idea of the model and the system under study. 

In the Ideal Bat Weight chapter the sensitivity analysis was used to verify that the 

testing and recommendations based on that testing had real significance. The sensitivity 

analysis showed that the bat weights were robust with respect to the parameters of the 

system that were difficult to control. The robustness of the recommendation of bat weight 

with respect to positioning of the subject in testing freed the researchers from expending 

energy in the testing phase needlessly. Then by calculating the sensitivity of the 

recommended bat weight to pitch speed, the usefulness of the recommendation was 

extended. Instead of having to use the computer to get the recommendation for each 

pitch speed, the user of the bat can get an approximate bat weight for any pitch speed by 

knowing the sensitivity and the recommendation at a particular pitch speed. 

The Pinewood Derby sensitivity analysis revealed a wealth of information about 

how the trade off study could be affected. It helped the designers of the trade study be 



99 

sure that the important parts of the system were considered important in the trade study. 

It also helped the designers know which parameters could be changed to cause real 

changes in the results of the trade study. This was completely new infonnation. This 

type of study of many parameters tends to be computationally time consuming and is only 

practical in the environment of computer assisted decision making. Manual methods were 

far beyond the patience of humans. 

The state space search sensitivity analysis defied mathematical result. Instead a 

qualitative analysis of the human time and computer time needed to solve extremely large 

problems was explored. In this case, the human time was considered extremely valuable 

and computer time free, so algorithms that solve the problem before it was needed were 

rated only by how much human time was needed. The use of a general purpose 

algorithm minimized the human time involved and a heuristic made the algorithm capable 

of solving most of the huge problems within the time constraint. The time to solution 

was primarily sensitive to the time spend in refining the heuristic used with the general 

algorithm and was insensitive to the time spent optimizing the programs or tailoring the 

algorithm to a particular application. 

B. Discussion 

The primary contribution of this dissertation is its breadth of coverage of the topic 

of sensitivity analysis. Never before has a single reference contained the broad range of 

uses, definitions, references and examples for this extremely useful tool. A large number 

of examples were used to show the points made about sensitivity analysis. The examples 
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cover the spectrum from concise mathematical problems to qualitative analysis using 

spectral analysis. The examples are complete and can be reproduced so that they can be 

used as the basis for sensitivity analysis techniques needed by the reader. The examples 

represent a broad range of fields from biology to baseball. The examples and the 

mathematical background give a complete introduction to sensitivity analysis for a broad 

range of researchers. 

The secondary contribution of this dissertation is its emphasis on the contribution 

sensitivity analysis makes to the development, analysis and verification of systems and 

their models. In too many applications, the sensitivity analysis is viewed as only a set of 

gradients of the system response to various parameters. This is a small part of the real 

power of sensitivity analysis. The mathematical introduction chapter attempted to use 

each example to the fullest by not just showing gradients, but by demonstrating the facets 

of the system under study that become apparent through sensitivity analysis. The example 

chapters in the second part of this dissertation demonstrate the use and real benefits of 

doing sensitivity analysis on models of systems. The sensitivity analysis of each of the 

real systems yields valuable information. The models are improved and are defended 

against criticism. The researchers expend less energy trying to get needless accuracy 

when collecting data. A system design is found to be robust and parameters that are 

critical to the trade study are known. The efforts for speeding up very long running 

programs yield substantial results. 

The point of this discussion is that the literature publishing new sensitivity 

techniques has missed the forest for the trees. The important parts of sensitivity studies 
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are the results and the conclusions that can be drawn about the model or the system under 

study and not the method used to determine the sensitivities. What is needed are more 

general, robust methods of determining sensitivities of general systems and models so that 

the techniques can be used without customization to each application. 

The generalizations can be made at the expense of computational efficiency. The 

speed penalty introduced by making systems versatile and easy to use is well tolerated 

users. This is clearly demonstrated by the popularity of systems such as the Macintosh 

computer and Windows for IDM PC type computers. The general trend of increasingly 

powerful computers available to the general user negates efforts expended to increase 

efficiency. 

This is a trend of systems engineering in general (Chapman, Bahill & Wymore, 

1992). The design of systems that solve only one problem perfectly is discouraged. 

Instead designs are sought that solve large classes of problems well, are robust, and 

handle noise and uncertainty. These designs are then used again and again at lower cost 

in design (per use, even though initial cost for multi-use designs is high), manufacturing 

(one design requires less inventory and saves on reconfiguring production facilities), 

support (support staff has to learn fewer systems and learns the few well), and retirement 

(retirement can be designed since the design cost is spread over more uses). 

C. Future Research 

This dissertation has shown that present sensitivity analysis methods for 

continuous systems are well developed and work quite well. The need seems to be not 
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new methods of perfonning sensitivity analysis in special applications, but the distribution 

of easy to use, general methods for performing sensitivity analysis. I envision libraries 

of routines for computer packages such as Mat Lab or Mathmatica. The routines will 

accept a system model and a list of parameters and return the sensitivity functions or the 

gradients as the model is run. For systems where a large number of parameters or data 

sets need to be tried, packages that run other programs and varying the parameters or data 

on each run. These packages should be able to accommodate large numbers of 

parameters and try many possibilities unattended. I had to write special purpose programs 

to do these chores in the case of the Ideal Bat Weight and Pinewood Derby design 

studies. 

An area of interesting future research is in the sensitivity analysis of discrete, 

nonanalytic systems. In chapters 7 and 8 the systems analyzed do not lend themselves 

to the present body of sensitivity analysis that is oriented toward continuous, analytic 

systems. The questions sensitivity analysis should answer are where do changes in 

parameters lead to changes in the operation of the system and how do the changes in 

algorithms used affect the speed of reaching a solution. 
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Abstract 

The rising fastball and the breaking curve ball are impossible according to 

principles of physics and physiology: yet many baseball players claim they exist. The 

simulation (based on Watts and Bahill (1990)) and model (based on McBeath (1990)) 

presented in this paper suggest that the rising fastball and breaking curve ball are 

perceptual illusions caused by the batter misestimating the speed of the pitch. This 

model uses only signals from known primary visual processes. Sensitivity analyses 

have shown that the simulation and model are robust with respect to their parameter 

values. The simulation is most sensitive to the estimated speed of the pitch, and the 

model is most sensitive to estimated distance to the ball. This model was subsequently 

enhanced by adding an acceleration term. The enhanced model more accurately 

predicts the position of the ball when it crosses the plate. These models are compared 

and contrasted to models by Bootsma and Peper (1991). 
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The lllusion of the Rising Fastball 

According to principles of physics and physiology, a rising fastball is impossible. 

Yet most batters claim it exists; they say the ball sometimes jumps a foot, right in 

front of home plate, causing the ball to hop over their bat. Our simulation and model 

explain this contradiction. Although the numbers given in this paper are for 

professional baseball players, the simulation and model apply to all players, right down 

to Little Leaguers. They can also be extended to cricket. 

The rising fastball could be defined as a pitch where the ball (1) jumps up, right 

in front of the plate, (2) crosses the plate above the pitcher's release point, (3) is going 

upward when it crosses the plate, or (4) falls less than would be expected due to 

gravity. By definitions (2) and (3), a rising fastball could be thrown by a sidearm 

baseball pitcher or a softball pitcher, but not by an overhand baseball pitcher. For 

example, an overhand pitch is released about six feet above the ground; if the ball 

crossed the plate higher than this it would not be a strike. And in order for the ball to 

be going upward when it crosses the plate, it would have to fall initially, and then near 

the end of its flight, experience an upward force that is greater than that of gravity. A 

force that opposes gravity is produced by the backspin on a fastball. However, the 

maximum spin rate ever measured for a human pitch, 2300 revolutions per minute 

(rpm), would only create a force two-thirds that of gravity (Watts & Bahill, 1990). So, 

although a fastball's lift due backspin may not overcome gravity it does make it fall 

less than would be expected due to gravity, which is definition (4). Therefore all 

fastballs fit this definition, making it trivially simple and uninteresting. Therefore, for 
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the rest of this paper we will only consider overhand pitches in baseball and definition 

(1). For more discussion about batters' perceptions of the rising fastball see McBeath 

(1990) who, with 62 references, has summarized the comments of baseball players and 

scientists over the last three centuries. 

The Simulation 

IFigure 1 goes near herel 

ITable 1 goes near here I 

Figure 1 a and the left half of Table 1 show our simulation of 95 and 90 mile per 

hour (mph) simplified fastballs, based on Watts and Bahill (1990). The right half of 

Table 1 will be explained later in this paper. In this simulation both pitches were 

launched horizontally (i.e. zero degrees), and the effects of air resistance and the forces 

resulting from spin were ignored. These simplifications are valid for the comparisons 

we are going to make. As shown in Figure ld, the distance between the front of the 

pitcher's rubber and the tip of the plate is 60.5 feet. We assume the pitcher releases 

the ball 5 feet in front of the rubber. Therefore, for this simulation, the pitcher's 

release point was 55.5 feet away from the tip of the plate. The bat hits the ball about 

l.5 feet in front of the batter's head, which was assumed to be aligned with the front 

of the plate. The plate measures 17 inches from the tip to the front edge. So in these 

simulations the point of bat-ball collision was 3 feet in front of the tip of the plate, 

which is represented in the bottom rows of Table 1. The pitcher's release point was 

assumed to be six feet high. In this paper we will show how sensitive our conclusions 
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are to these numbers. 

The Qualitative Model for the Rising Fastball 

As was first suggested by McBeath (1990), the illusion of the rising fastball could 

be the result of the batter underestimating the speed of the pitch. For example, 

suppose the pitcher threw a 95 mph fastball, but the batter underestimated its speed 

and thought it was only going 90 mph. He would expect to hit the ball 3.46 feet 

above the ground (from the sixth column, 398 msec row of Table 1). But if he were 

to take his eye off the ball (indicated by the absence of some circles in the actual 95 

mph pitch of Figure 1 b) and look at his bat in order to see the expected bat-ball 

collision, then the next time he saw the ball it would be 3.72 feet above the ground 

(third column, 377 msec row of Table 1), three inches above his bat. He might 

explain this by saying, "The ball jumped three inches right in front of the plate." 

Should the batter underestimate the speed at 80 mph, he would say the ball jumped 

one foot. Although the manager in the dugout, the catcher, and the center field TV 

camera, having different perspectives, would not see this jump. 

Batters use one of two strategies in tracking the pitch (Bahill & LaRitz, 1984). 

The optimal learning strategy, which allows the batter to see the ball hit the bat, is: 

track the ball over the first part of its trajectory with smooth pursuit eye movements, 

make a saccadic eye movement to a predicted point ahead of the ball, continue to 

follow the ball with peripheral vision letting the ball catch up to the eye, and finally, at 

the end of the ball's flight, resume smooth pursuit tracking with the images of the ball 
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and bat on the fovea. It is called the optimal learning strategy, because the batter 

observes the ball, makes a prediction of where it will cross the plate, sees the actual 

position of the ball when it crosses the plate, and uses this feedback to learn to predict 

better the next time the pitcher throws that pitch. The optimal hitting strategy, which 

does not allow the batter to see the ball hit the bat, is: track the ball with smooth 

pursuit eye movements and fall behind in the last five feet. It is called the optimal 

hitting strategy, because the batter keeps his eye on the ball longer, which should 

allow him to make a more accurate prediction of where the ball will cross the plate. 

We have no evidence that batters voluntarily switch between these two strategies. 

With the optimal learning strategy a batter would perceive more rising fastballs, 

because his eye would not be on the ball (which is why we removed some circles from 

Figure Ib) when he started his swing, which occurs 100 to 150 msec before bat-ball 

contact when the ball is about 20 feet in front of the plate, and therefore during the 

pitch the batter could not discover inaccuracies in his estimation of pitch speed and 

make adjustments. Whereas, with the optimal hitting strategy, a batter would perceive 

fewer rising fastballs, because his eye would be on the ball when it was 15 to 25 feet 

from the plate, therefore he could sense inaccuracies in his speed estimation and, as 

shown in the last 150 msec of Figure lc, make appropriate corrections. 

McBeath (1990) did not have a quantitative model to investigate the perceptual 

illusion of the rising fastball. In the next section we develop such a model based on 

Todd (1981) and Regan (1986). This model uses only experimentally verified primary 

visual processes. 
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The Quantitative Model for the Rising Fastball 

The batter must predict precisely where the ball will be in three dimensional 

space at some specific future instant. This judgement involves four coordinates (the x, 

y, and z spatial coordinates shown in Figure 2 and t, the time coordinate). 

IFigure 2 goes near here I 

It is important to note that the batter has no direct visual access to the x, y and z 

spatial coordinates: his judgements must be based entirely on retinal image data. The 

relevant retinal parameters are the angular size of the ball, y, and the angular distance 

of the the ball's image off the fovea, <1>, shown in Figure 2, and their time derivatives 

dyldt and d<l>ldt. We assume the batter's eyes are in the x-y plane as shown in 

Figure 2: although the Pittsburgh Pirate studied by Bahill and LaRitz (1984) actually 

rotated his head 23° in pitch and 12° in roll. 

Predicting when. To hit the ball the batter must predict when and where it will 

cross the plate. First let us see how the batter can judge when. In his novel The Black 

Cloud, Sir Fred Hoyle (1957) showed that the time-to-contact (1:) with an object 

moving along the line-of-sight can be approximated with 

1: = -y
dyldt ' 

where y and dyldt are respectively the object's angular size and rate of change of 

(1) 

angular size. It has been suggested that birds use time-to-contact when diving into the 

water to catch prey, and athletes use time-to-contact when jumping to hit a dropped 

ball, adjusting strides when running hurdles and timing their swings in table tennis; for 
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these tasks time-to-contact is judged with an accuracy around 2 to 10 msec (Bootsma 

& van Wieringen, 1990; Lee, Young, Reddish, Lough & Clayton, 1983). Cricket 

players time their swings with an accuracy of ±5 msec (Regan, 1986). The batter's 

calculation of time-to-contact has three sources of error. First, Equation (1) is only an 

approximation because it uses the approximation Tall 'If = 'If. Second, the ball is not 

headed directly at the batter's eye. In our simulations these two sources produced 

errors of less than one msec until the ball was within 150 msec of the contact point. 

The third source of error, which results from the batter hitting the ball 1.5 feet in front 

of his eyes, produces a constant 11 msec of error. 

The human visual system can implement Equation (1). First, there is 

psychophysical evidence that the human brain contains units tuned to size (y), and 

size-tuned neurons have been found in monkey visual cortex. Second, psychological 

studies have shown that the visual system has specialized "looming detectors" that 

compute dyldt independent of the object's trajectory (Regan & Beverley, 1978, 1980). 

Furthermore, specific brain neurons are sensitive to changing-size (d yldt) (Regan & 

Cynader, 1979; Saito, Yukie, Tanaka, Hikosaka, Fukada & Iwai, 1986). Using these 

two pools of neurons the brain could compute 'to 

Is the movement of the baseball within physiological thresholds? For objects 

subtending less than 1.5 deg, dyldt as low as 0.02 deg/sec can be detected (Regan & 

Beverley, 1978). Lee (1976) suggested a threshold of 0.08 deg/sec. When the pitcher 

releases a 95 mph fastball y is ~ deg and dyldt is 0.66 deg/sec. Therefore dyldt is 

well above visual threshold from the moment the ball leaves the pitcher's hand. The 



value of 'Y remains below 1.5 deg until the ball is ten feet from the tip of the plate. 

Figure 3 shows how 'Yand d'Y/dt change during the flight of the ball. The arrow 

shows where 'Y crosses its thresholds. 

IFigure 3 goes near here I 
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We conclude that from the instant the ball leaves the pitcher's hand, the batter's retinal 

image contains accurate cues for time-to-contact, and that the human visual system is 

capable of utilizing these cues. Evidentially most batters estimate when the ball 

crosses the plate with an accuracy of at least ± 9 msec, otherwise the ball would be hit 

foul. 1 Next we want to consider the more difficult issue of judging where the ball will 

be at the time of bat-ball contact. 

Predicting where. The batter can estimate the ball's height at contact from the 

ball's vertical speed and the time-to-contact. He can estimate the ball's vertical speed 

from the retinal velocity and the distance to the ball. The smallest value of re"tinal 

velocity, dcI>/dt, that can be detected is about 0.02 deg/sec. Over a range of moderate 

speeds, between about 2 and 64 deg/sec, the discrimination of differences in d cI>/dt is 

within 5% (McKee, 1981; Orban, De Wolf & Maes, 1984). Figure 3 shows that for a 

95 mph pitch the value of dcI>/dt reaches 0.02 deg/sec before the ball has traveled one 

foot, reaches 2 deg/sec 49 feet from the tip of the plate (vertical arrow), and reaches 

64 deg/sec 18 feet from the tip of the plate (horizontal arrow). Therefore, the batter 

has an accurate sense of dcI>/dt that diminishes only after the swing has begun. (The 

swing starts when the ball is about 20 feet away.) 
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Should we use Ij>, as defined in Figure 1, or <1>, as defined in Figure 2? In the last 

paragraph we used (d<1>/dt), the retinal image speed. This presumes that the batter's 

eye is stationary and the ball's image moves across the retina. However baseball 

batters use smooth pursuit eye movements to track the ball (BahiII & LaRitz, 1984). 

So perhaps we should use (d Ij>/dt), eye velocity. For most humans, smooth pursuit eye 

movements are also accurate to within 5% for speeds up to 64 deg/sec (BahiII & 

LaRitz, 1984; Bahill & McDonald, 1983b). So it does not make much difference 

whether we use Ij> or <1> in the model. 

Now comes the crucial element in our explanation of the illusion of the rising 

fastball. Although retinal image information provides an accuratt! cue for the ball's 

time-to-contact, it provides poor cues to the absolute distance to the ball (D in Figure 

2a) and for its line-of-sight speed. Classical stereoscopic depth perception is of little 

help in this regard: although the stereoscopic depth system provides a precise 

indication of relative depth (i.e. the difference between the x-axis distances of two 

objects imaged near the fovea), it provides little indication of absolute distance. In 

tracking the pitched ball the batter has one object, the ball, imaged on his fovea. 

Therefore, the batter cannot measure distance to the ball or pitch speed, he can only 

estimate them. 

Our psychophysical explanation for the rising fastball is as follows. The batter 

can estimate pitch speed and the time since the ball left the pitcher's hand. He can 

use this data in conjunction with his experience to estimate the distance to the ball 

(D). He can then use this estimate for distance and the ball's retinal image velocity 
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(d cP/dt) to estimate the vertical velocity (dz /dt). From the vertical velocity and the 

time-to-contact (1:) he can estimate how far the baIl will fall in the last part of its 

flight, and therefore estimate the height of the ball when it crosses the front edge of 

the plate z(plate).2 For example, suppose the pitcher enhances the batter's expectations 

with a series of 90 mph pitches, and then throws an unusually fast 95 mph pitch. 

Assume the batter uses a 90 mph mental model to interpret the retinal image 

information about the 95 mph pitch. Suppose the batter tried to estimate the ball's 

vertical speed 250 msec after the ball left the pitcher's hand. If the actual pitch were a 

95 mph fastball, the ball would be 19.2 feet from his eye, subtracting 1.5 feet (the 

distance between the tip of the plate and the batter's eye) from the x distance of 20.7 

in Table 1. Its vertical velocity of -8 ft/sec (from velocity = gt) would, at this 

distance, produce a retinal velocity of about -46 deg/sec. However, if the batter 

thought the pitch was a 90 mph fastball, he would think that it was 21 feet away 250 

msec after release. At this distance a retinal image velocity of -46 deg/sec would 

indicate that the vertical velocity was about -10.2 ft/sec. So the batter would think the 

ball was falling faster than it really was. Therefore, if the batter made a saccadic eye 

movement to a predicted point ahead of the ball, this point would be below the ball 

when the ball caught up with the eye, and the ball would seem to have jumped 

upwards, in this example by more than two inches. To be sure, this error of visual 

judgement could be avoided if the batter had an accurate visual cue to the ball's 

absolute distance (D) or its speed, but, as we have seen, the batter is essentially 

"blind" to these two important parameters. 
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IFigure 4 goes near here I 

This model can be summarized with Figure 4 and the following equation. 

(2) 

where zfrom eye(plate) is the estimated vertical distance from the batter's eye when the 

ball crosses the front edge of the plate, 15 0 is the estimated distance between the ball 

and the batter's eye at the time of release, fsr is the estimated time since release, s is 

the estimated pitch speed, del>/dt the the retinal image velocity, y is the retinal image 

size, and dy/dt is the rate of change of retinal image size. To derive this equation we 

have taken advantage of the approximation Tan 'I' = 'I' where 'I' is any small angle. 

The first term of Equation (2) is the estimated distance to the ball, 15 , and the last term 

is t from Equation (1) so Equation (2) can be rewritten as 

A A del> 
zfrom eye<plate) = D dt t . (3) 

Overestimating anyone of these three terms would could produce the illusion of 

the rising fastball. But as we have already shown batters can accurately estimate 

d el>/dt and t; the difficulty is in estimating the distance to the ball. And in this model 

they use estimated pitch speed to estimate the distance to the ball. That makes the 

speed estimator in Figure 4 the crucial element of this model. In order to estimate the 

height of the ball at the time of contact, the batter must be able to estimate the pitch 

speed. But pitch speed cannot come from the primary visual processes. The speed 

estimator receives input from the primary visual processes, but this arrow is unlabeled 

because we do not know exactly which signals are involved. The speed estimator 



probably uses memory and other sensory inputs: some visual, such as the motion of 

the pitchers arms and body, and some auditory, such as a whistle from a coach who 

might have stolen the catcher's signals. 
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The speed estimator might be most accurate just after the pitcher releases the ball, 

for at this point the batter should be able to estimate its distance fj 0 quite well. And 

the distance fj 0 combined with the time-to-contact would provide the speed. But at 

this time the estimation of the ball's height at the time-of-contact may still be in error, 

because retinal image velocity dcI>ldt is below threshold for the first foot and is 

inaccurate until the ball is 49 feet from the tip of the plate, and eye velocity d $Idt was 

always zero until the ball was half way to the plate (Bahill & LaRitz, 1984; Watts & 

Bahill, 1990). 

Possible variations. We considered many other signals that might used to help 

estimate the speed of the ball and its distance, but we discarded them because they 

were inappropriate. For example, the retinal image could contain a cue to line-of-sight 

speed (dD Idt) because dD Idt = (D Iy)(dyldt). And, as we have already shown, the 

batter has visual clues for yand dyldt, but unfortunately the batter has no reliable 

visual cue to absolute distance D, so he is unable to take advantage of the geometrical 

fact expressed in this Equation. We considered many techniques for calculating the 

distance to the ball. (1) The vergence eye movement system (the difference between 

PL and PR in Figure 2c) cannot help, because vergence changes do not contribute to 

motion-in-depth sensation (Regan, Erkelens & Collewijn, 1986). (2) The differences 

in the batter's lines-of-sight for the two pitches of Figure 1 do not differ by one degree 
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until the ball is 6 feet from the batter, and extra-retinal sensation of eye position is 

only good to about one degree (Matin & Kibler, 1966; Steinbach, 1970). (3) A human 

can discriminate precisely the direction of motion in the horizontal plane to within 0.2 

deg (Beverley & Regan, 1975; Regan, Beverley & Cynader, 1979). However, our 

present study is about vertical motion and not horizontal motion. So this clue is 

irrelevant. (4) Parallax is often used to help judge distance. However, the batter only 

starts his translational head movements in the last third of the ball's flight (Bahill & 

LaRitz, 1984; Watts & Bahill, 1990), and this is too late to help him. (5) Apparent 

size is often used as a clue to distance. In fact Todd's (1981) model gives the distance 

to the ball in terms of ball diameters. We will return to this clue in a later section of 

this paper. (6) We have already commented that stereoscopic depth perception only 

gives clues about the relative depth of two objects and not about absolute distance to a 

single object, so it cannot help and is in fact not necessary for good hitting. Indeed, 

according to Kara (1990), an ophthalmologist who examined him, Babe Ruth was 

amblyopic and never had more than 20/200 vision in his left eye. Therefore, we 

conclude once again that the batter has no information to determine accurately the 

ball's absolute distance (D) from his eye. 

We have said before that the batter must predict both where and when the bat-ball 

collision will occur. To hit a line drive in fair territory, the batter must estimate when 

to within ± 9 msec and where to within ± Yz inch (Watts & Bahill, 1990). Comparing 

these numbers to the 21 msec and 3.1 inch differences between the 90 and 95 mph 

fastballs, we see that estimating where requires a greater percentage accuracy. And 
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batters seem to be more accurate at estimating when. Indeed few line drives are hit in 

foul territory, whereas there are many foul tips and pop ups. Figure 4 suggests an 

explanation: when, 't, can be computed from primary visual processes, whereas the 

pitch speed, and therefore where, can only be estimated. So where is the crucial 

parameter: it requires greater precision, yet it cannot be calculated from primary visual 

processes, it can only be estimated. 

Although we developed this model to explain the illusion of the rising fastball, it, 

of course, could also be applied to other pitches. For example, the change up is only 

effective if it fools the batter and makes him overestimate the pitch speed. According 

to our model this would make the batter swing over the ball. Although we have not 

heard coaches describe it this way, our model predicts that an effective change up 

should result in many ground balls to the third baseman. 

Experimental Validation of the Model 

To help validate our model we ran some simple experiments using a mechanical 

pitching machine (the two wheeled type). We threw 450 pitches to seven subjects: 

three adults and four boys aged 9, 11, 11, and 13. Nominally the speed of the 

machine was set for 50 mph, but occasionally it threw a fast pitch at 55 mph. The 

number of normal pitches between these fast pitches was randomly chosen from 

amongst 3, 4, 5, and 6. An observer (who did not know the pattern of normal and fast 

pitches) recorded the relationship of the bat and ball when the ball crossed the plate. 

We averaged the results of the fast pitches and of the two pitches before and after, as 
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shown in Figure 5. These data show that on the fast pitches the batters swung below 

the ball, which is just what would happen if they underestimated the speed of the 

pitch. 

IFigure 5 goes near here I 

The pitching machine was not perfect. About 15% of the time it threw "balls" 

out of the strike zone. This randomness lessened our batters' expectations, and 

therefore should have lessened the effect of the rising fastball. Most of our batters 

"took" (did not swing at) these "balls." However, they seldom took a strike. Except, 

and much to our surprise, often they took the unusually fast pitches even when they 

were in the strike zone. We recorded these called strikes and indicate their number 

with the e's in Figure 5. They might have "taken" these "called strikes" because they 

underestimated the pitch speed and were therefore going to swing under the ball; but 

in the last third of its flight, when it would be too late to alter the swing, they realized 

their error, and did the only thing they could do, stop the swing. These called strikes 

also decreased the effects of the rising fastball in our data, because our batters did not 

swing at the pitches that fooled them the most, the pitches that would have shown the 

greatest effects. The adults in our study understood the purpose of the study and 

swung at every pitch. It was only the boys, who did not understand the purpose of our 

experiments, who "took" the pitches. 

The data shown in Figure 5 are the averages of all our subjects. Each of our 

seven individual subjects showed this same effect; but it was more emphatic in our 

inexperienced subjects. 
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So, in summary, both the randomness of our pitching machine and the batters 

"taking" called strikes decreased the effect of the rising fastball in our data. But in 

spite of these imperfections, it was still statistically significant that when the unusually 

fast pitch was thrown, the batters swung under the ball. This is precisely the illusion 

of the rising fastball. 

The Breaking Curve Ball 

To further test the model, we used it in a situation for which it was not designed. 

We asked what would happen if the batter overestimated the speed of the pitch? He 

would perceive the ball dropping more than expected in the last few feet. The ball 

would break so fast it would look "like it rolled off a table." Such fast breaking curves 

have been described by professional batters. However, the laws of physics say that the 

curve ball must exhibit a continuous curve and not an abrupt break near the plate 

(Watts & Bahill, 1990). We will use our model to help explain the illusion of the 

breaking curve ball, but first we must explain the simple curve ball. 

Why Does the Curve Ball Curve? 

There is no longer a controversy about whether or not a curve ball curves; it 

does. The curve ball obeys the laws of physics. These laws say that the spin of the 

ball causes the curve (Watts & Bahill, 1990). Should this spin be horizontal (as on a 

toy top) the ball curves horizontally. If it is top spin, the ball drops more than it 

would due to gravity alone. Else if it is somewhere in between, the ball both curves 

and drops. In baseball most curve balls curve horizontally and drop vertically. The 
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advantage of the drop is that the sweet spot on the bat is about six inches long but 

only one-half inch high. Thus a vertical drop would be more effective at taking the 

ball away from the bat's sweet spot than a horizontal curve. We now want to present 

the principles of physics that explain why the curve ball curves. 

The first part of our explanation invokes Bernoulli's Principle. When a spinning 

ball is placed in moving air, as shown in Figure 6, the movement of the surface of the 

ball and a thin layer of air that "sticks" to it slows down the air flowing over the top 

of the ball and speeds up the air flowing underneath the ball. Now, according to 

Bernoulli's Equation, the point with lower speed (the top) has higher pressure, and the 

point with higher speed (the bottom) has lower pressure. This difference in pressure 

pushes the ball downward. 

!Figure 6 goes near here I 

The second (and probably more important) part of our explanation involves the 

wake of chaotic air behind the ball. You can see such a wake on the down stream 

side of bridge abutments and behind boats. In a boat, swinging the rudder to the right 

deflects water to the right, and to conserve momentum the back of the boat must be 

pushed to the left. You can feel this force if you put your hand out the window of a 

moving car. (Make sure the driver knows you are doing this!) Tilt your hand so that 

the wind hits the palm of your hand at an angle. This deflects the air downward, 

which causes your hand to be pushed upward. Now let us relate this to the spinning 

baseball in Figure 6. Before the ball interacts with the air all the momentum is 

horizontal. Afterwards the air in the wake has upward momentum. The principle of 
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conservation of momentum therefore requires that the ball have downward momentum. 

Therefore, the ball will move downward. 

There are several ways to shift the wake behind a baseball. The wake is shifted 

by the spin on a curve ball. The friction that slows down the flow of air over the top 

of the ball causes the air to separate from the ball sooner on the top than on the 

bottom, as shown in Figure 6. This shifts the wake upwards, thus pushing the ball 

downward. For nonspinning pitches, such as the knuckle ball and the scuff ball, when 

the seams or the scuff are near the bottom separation point they create turbulence, 

which delays the separation, as shown in the bottom of Figure 6, again shifting the 

wake upward, and pushing the ball downward. 

So, when the pitcher puts spin on the ball, the wake of chaotic air behind the ball 

is moved to one side, causing the ball to curve, thereby confounding the poor batter 

who is trying to hit it. 

The Curve Ball Simulation 

Now let us return to the breaking curve ball. The simplified 90 mph pitch of 

Table 1 and Figure 1 falls two and one-half feet due to gravity. A plot of this vertical 

distance as a function of time would be parabolic (1'2 at 2). The ball falls 19 inches in 

the 150 msec right before contact, but only 10 inches in the 150 msec before that. 

The ball drops more in the last 150 msec than in the period right before it, but it 

follows a smooth parabolic trajectory. Now let us see how the ball drops with the 

addition of a vertical force due to spin on the ball. The right side of Table 1 shows 
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the results of simulations of 80 and 75 mph curve balls. Both were launched at an 

angle of two degrees up with 1900 revolutions per minute (rpm) of pure top spin. We 

used the following formula from Watts and Bahill (1990) for the downward force due 

to spin: F = lh p1tR 3(()V, where p is the air density, R is the radius of the baseball, (() 

is its spin rate and v is its velocity. Now let us look at the column in Table 1 for the 

80 mph pitch. We can see that the ball falls 24 inches in the 150 msec right before 

contact, but only 11 inches in the preceding 150 msec. Once again the ball drops 

more in the last 150 msec than in the earlier epoch, but it still follows a parabolic 

trajectory. Therefore, this is a curve not a break. A breaking curve ball would have 

to drop the same amount as this ball in the early 150 msec epoch, but more than this 

in the last 150 msec. It would be impossible to hit the ball if it really did jump or 

break just before the plate. For example, a foul tip changes the ball's trajectory 

abruptly in the last few feet before the catcher and the umpire. As a result these 

masked men cannot predict the ball's trajectory and they must wear protective 

clothing. 

The Breaking Curve Ball Illusion 

We are now ready to explain the apparent abrupt break of some curve balls. 

Suppose the pitcher threw the 75 mph curve ball of Table 1, it would drop 27 inches 

in the last 150 msec before contact. However, if he overestimated the pitch speed and 

thought it was going 80 mph, then he would expect it to fall 24 inches in the last 150 

msec before contact. Thus if he took his eye off the ball 150 msec before the 
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projected time of contact, and saw it again when it arrived at his bat, he would think 

that it broke down 3 inches. Therefore, we suggest that the apparent, abrupt-break of 

some curve balls might be a result of the batter's overestimation of the speed of the 

pitch in his mental model. 

Of course the illusion would be greatly enhanced if the batter made a mistake in 

estimating both the speed and the type of the pitch. If the pitch were a 95 mph 

fastball with 1600 rpm of backspin and the batter thought it was a 75 mph curve ball 

with 1900 rpm of top spin, then the illusionary jump would be one foot Similarly, if 

such a curve ball were mistaken for such a fastball, then the illusionary break would 

be one foot. 

In summary, we think every pitch (except a nonspinning pitch such as the 

knuckle ball) follows a smooth trajectory (Watts & BahiIl, 1990). The apparent, 

abrupt jumps and drops right before the plate are perceptual illusions, caused by the 

batter using the optimal learning strategy of tracking and making mistakes in his 

mental model of the pitch. We think that in the first third of the ball's flight, the 

batter forms his mental model of the pitch. In the middle third, he observes 

differences between the actual trajectory and his mental model, and updates his mental 

model. Then he starts his swing. In the last third of the baI1's flight, the batter either 

observes errors in his mental model so that he can track the next pitch better (the 

optimal learning strategy), or updates his mental model and possibly modifys his swing 

(the optimal hitting strategy). 3 



124 

The Sensitivity Analyses 

To help validate our simulation and model we will now investigate how well our 

conclusions hold up under parametric sensitivity analyses. First we will show a 

sensitivity analysis of our simulation, Figure 1 and Table 1, and then we will show a 

sensitivity analysis of our model, Figure 4 and Equation (2). 

Each of the eight simulation parameters was varied by ±5%, except the release 

angle was changed from 0 to ±D. 1 degrees (a two degree variation in launch angle 

moves the ball from the top to the bottom of the strike zone, and 5% of 2 degrees is 

0.1 degree). Then we ran the simulation and calculated the percentage change for the 

perceived jump. The ratio of these two percentages is the relative sensitivity (Bahill, 

1981). These sensitivity values are shown in the top of Table 2. 

The +5% perturbations produced similar results to the -5% perturbations. For 

simplicity we list only the largest sensitivity coefficients, those that occurred for the 

-5% perturbations. To help understand these numbers note that from our nominal 

simulation of Table 1 the apparent jump of the rising fastball is 0.2608 feet. When the 

horizontal position of the bat-ball collision point was moved back 5%, the amount of 

perceived jump increased to 0.2623 feet, or by 0.57%, which (given roundoff errors) is 

-0.1 (the value of the sensitivity coefficient from Table 2) times 5% (the perturbation 

size). Similarly, when the estimated pitch speed was decreased 5%, the amount of 

perceived jump increased to 0.5357 feet, or by 105.4%, which is 21.1 times 5%. 

Therefore, the simulation is sensitive to pitch speed and the estimated pitch speed; in 

comparison all other parameters are insignificant. 
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We have also calculated sensitivity coefficients, as functions of the eight 

simulation parameters, for the distances where the physiological parameters crossed 

their thresholds, as shown in Figure 3. The maximum values of these sensitivity 

coefficients were 0.1 for where 'Y> 1.5 degrees, 1.2 for where diPldt > 2 degrees/sec, 

and 1.2 for where diPldt > 64 degrees/sec. This means that where the physiological 

parameters cross their thresholds is also insensitive to the eight simulation parameters. 

Therefore, it is rewarding to see that the pitch speed and the estimated pitch 

speed are the most important parameters of the. simulation. The sensitivity analysis 

tells us that we should not (1) try to get more accurate values for the other parameters 

of the simulation (2) customize the simulation for individual players, or (3) try to get 

more accurate values for the thresholds of the visual parameters 'Y or d Sldt, because 

these parameters are not that important. The bottom line of this analysis is that our 

simulation is a good representation for the pitched baseball. 

Next we did a sensitivity analysis of our model of Figure 4 and Equation (2) for 

a 90 mph pitch. Each of the six model parameters was varied by ±5%, and we 

calculated the percentage change in how far the ball dropped between 250 msec after 

release and the time of bat-ball contact. The ratio of these two percentages is the 

relative sensitivity. These sensitivity values are shown in the bottom of Table 2. 

The model is most sensitive to the three parameters that are used to estimate the 

distance to the ball. The batter cannot get these parameters from the primary visual 

processes. It seems that the model is most sensitive to the things that are most 

difficult for the human to compute. Perhaps superior athletes are superior not because 



they have superior primary visual processes, but because of their subsequent 

processing of this information. 

Discussion 
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In our section on the rising fastball, for simplicity, we did not include the effects 

of spin or air resistance. To see if these omissions effected our conclusions we reran 

the simulation including both of these effects. We used the following equations from 

Watts and Bahill (1990): F lift = ~ p1tR 30)v, and F drag = ~ p1tR 2v 2, where p is the air 

density (typically 0.0023 Ib-s 2Jft4), R is the radius of the baseball (typically 0.119 ft), 

0) is its spin rate (rad/s) and v is its velocity (ftls). The 95 mph fastball with 1300 

rpm of backspin was 4.34 feet high moving at 83 mph at the point of contact. The 90 

mph fastball with 1300 rpm of backspin was 4.11 feet high moving at 79 mph at the 

point of contact. Therefore, if the batter underestimated the speed of the 95 mph 

fastball by 5 mph and took his eye off the ball 150 msec before contact, he would 

perceive an illusionary jump of 0.23 feet, or 2.8 inches, a jump that is just about the 

same as shown earlier with the simplier simulation. Therefore the omission of the 

effects of spin and air resistance has little effect on our conclusions about the illusion 

of the rising fastball. 

Baseball players describe the rising fastball and the breaking curve ball, but oddly 

enough, they do not talk about a dropping fastball or a rising curve ball. According to 

our simulations and models, if the pitcher threw a string of 90 mph fastballs and 

followed up with an 85 mph fastball, and the batter took his eye off the ball when it 



was 150 msec before the contact point, then the batter might think it dropped more 

than normal. Perhaps, when this occurs, they merely think the pitch was just a fast 

curve ball. 
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From these studies we can see that estimating pitch speed is important for the 

batter. It seems that a useful training technique would be to use a Radar gun during 

batting practice and announce the speed immediately after every pitch. This would 

help the batter learn to estimate pitch speed better. 

Enhancements to the Model 

The model of Figure 4 is based on psychological and physiological principals. 

We cited human psychological experiments that showed that humans use each of the 

signals used in this model. Furthermore, we cited physiological experiments that 

showed that pools of neurons in the brains of vertebrates respond to these same 

signals. 

However, earlier we said that the model of Figure 4 only yields an approximation 

for height at contact, because the model multiplies the ball's vertical velocity by the 

time-to-contact to estimate how far the ball will fall in the last part of its flight. 

Whereas, the ball's actual vertical velocity is not constant over this interval. To 

illustrate the consequences of this simplification note that 250 msec after the simplified 

90 mph fastball is released the model of Figure 4 estimates its height at contact as 

3.71 feet. However, if we consider the increasing vertical velocity due to the 

acceleration of gravity, we find that the actual height at contact is 3.46 feet, yielding 
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an error of three inches. Baseball players seldom make such large errors, so they must 

be using other information, perhaps information about the ball's vertical acceleration. 

To take vertical acceleration into account we can modify the model of Figure 4 

by using vertical acceleration times time in the bottom multiplier box. We will call 

this the second-order model-I. However, acceleration is not available from primary 

visual processes. Therefore, it must be estimated, perhaps from vertical velocity, 

time-since-release and time-to-contact. Calculating vertical acceleration using these 

parameters requires knowledge of (1) the force of gavity, (2) the spin on the ball and 

(3) the launch angle. The first element, the force of gravity is a constant, so it can be 

learned (Todd & Bressan, 1990). For the second element, batters say it is essential to 

detect the spin on the ball: perhaps they use their knowledge about spin to help 

estimate vertical acceleration. Concerning the third element, for our simple fastballs of 

Table 1 we used a launch angle of zero. In reality this angle could range from minus 

four degrees, for a professional fastball, to plus 12 degrees, for a Little League curve 

ball. This angle would have to be perceived and used to help estimate vertical 

acceleration. Acceleration is an important parameter in determining what visual 

waveforms humans can learn to track (Bahill & McDonald, 1983a, 1983b). However, 

humans poorly estimate acceleration due to spin on a baseball (Todd, 1981). In 

general, "the human visual system is ill equipped to compute second-order temporal 

derivatives (Todd & Bressan, 1990)." 

IFigure 7 goes near here\ 
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Figure 7 shows the estimated vertical distance from the eye when the ball reaches 

the front edge of the plate as a function of where the estimation was made. The 

horizontal lines represent perfect prediction for the 95 mph fastball of Table 1 (solid 

lines) and the 80 mph curve ball of Table I (dashed lines). The lines sweeping from 

the upper right to the lower left show the output of the first-order model (without 

acceleration), i.e. Equation (2). This model is most accurate when the ball is 15 to 20 

feet from the plate, which, coincidentally, is the ball's position when the batter starts 

his swing. The first-order model is most accurate at this position for all pitches we 

simulated (Le. fastballs, curve balls, change ups, etc.). By adding acceleration to 

Equation (2) we get 

A A d 2CP 
Z from eye(plate) = 1/2 (D 0 - tsr s) 't2 -2- , 

dt 

which is our second-order model-I. The other lines in Figure 7 show the output of 

this second-order model. The error between the second-order model and the ideal 

prediction is due to (1) computational noise, (2) the ball not heading directly at the 

batter's head, and (3) the batter hitting the ball 1.5 feet in front of his eyes. 

In summary, in the first part of this paper we presented our first-order model-I. 

It was based on sound physiological principles. However, it did not preform as well 

(4) 

as humans. So we expanded our model to a second-order model-I. It preforms almost 

as well as the human. But it is suspect, because it uses accelerations and humans do 

not use acceleration information well. 
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Bootsma's Model 

Bootsma's model (see for example Bootsma and Peper (1991)) for predicting the 

ball's position uses the optical variables yand z defined in Figure 8. In equation form 

his first-order model (Eq. 23 of Bootsma and Peper (1991)) is 

A B dZ/dt 
Zfrom eyeCplate) = , 

(dy/dt) 
(5) 

where Z from eye(plate) is the estimated vertical distance from the batter's eye when the 

ball crosses the front edge of the plate, and B is the size of the ball. We will call this 

the first-order model-2. If the human can estimate accelerations then an appropriate 

second-order model (Eq. 25 of (Bootsma and Peper, 1991)) is 

A _ B Y d 2z/dt2 
zfrom eye(plate) - 2 

2 (dy/dt) 
(6) 

For tracking a pitched baseball we can safely substitute <l> defined in Figure 2 for z. 

With this substitution and an explicit representation for 1: we get our implementation of 

Bootsma's model shown in the following equation. 

B 1: d2<l>ldt2 

Z from eye(plate) = mm , 
2 (dy/dt) 

(7) 

where Z from eyc(plate) is the estimated vertical distance from the batter's eye when the 

ball crosses the front edge of the plate, Bmnl is the batter's mental model of the size of 

the ball, and t is the estimated time-to-contact from Equation (1). In effect this model 

is giving the distance to the ball in tenns of the batter's mental model of the size of 

the ball. We will call this the second-order model-2. The results of running the first-

order and second-order model-2 's are identical with those shown in Figure 7. 
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Comparing the Two Models 

We will now compare model-I, which is described by Figure 4 and Equations (2 

and 4), to model-2, which is described by Equations (5 and 7). The principle 

difference between the two models is that model-l uses time since release to help 

estimate the distance to the ball whereas model-2 gives distances in terms of the 

batter's mental model of the size of the ball. We will now make several comparisons 

between the performance of these two models. (1) Do they accurately predict the 

height of the ball at the time of contact presuming no errors in estimating ball speed or 

size? As shown in Figure 7, all of the models have some error. The predictions of 

the first-order model-l are identical to the predictions of the first-order model-2. The 

predictions of the second-order model-l are identical to the predictions of the second

order model-2. The behavior of the two models is indistinguishable. (2) Do they 

explain the illusion of the rising fastball? the first-order model-l does by assuming the 

batter underestimates the pitch speed, both of the second-order models can by 

assuming the batter overestimates vertical acceleration. (3) Do they explain 

experiments where the speed of the pitch is secretly varied (e.g. Figure 5)? model-l 

does, model-2 does not. (4) In several psychological experiments the size of the ball 

has been secretly changed and subsequently the subjects incorrectly predicted the 

position of the ball (Bootsma & Peper, 1991; Savelsbergh, Whiting & Bootsma, 1991). 

In particular the data showed that when a smaller than normal ball was used humans 

thought it would cross the plate higher than it actually did. Model-l does not explain 

this behavior, model-2 does. (5) Do they need to subtract distances (which may be 
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difficult for humans)? model-l does (Do - isrs), model-2 does not, everything is 

relative. In conclusion, the jury is still out. Each model explains the data collected to 

verify it. We think independent experiments should be designed to directly test the 

two models. 

We hope that such data could be collected using normal humans. However, if we are 

to assess the ultimate capabilities of humans, then perhaps we will have to use optimal 

humans. Unfortunately this will cost science a lot of money, because a highly 

successful pitcher is paid $1,000 per pitch and a highly successful batter is paid $1,000 

per swing. Using professional athletes in such experiments may be expensive. 

Summary 

One by one scientists and engineers, using principles of physics, have explained 

most of baseball's peculiar pitches: e.g., the knuckle ball (Hollenberg, 1986; Watts & 

Sawyer, 1975) the scuff ball and the curve ball (Watts & Bahill, 1990). The most 

mysterious remaining pitches were the rising fastball and the breaking curve ball. 

Now, adding principles of psychology, we can suggest that the rising fastball and the 

breaking curve ball may be perceptual illusions, caused by (1) the batter tracking the 

ball over the first part of its trajectory with smooth pursuit eye movements, making a 

saccadic eye movement to a predicted point ahead of the ball, and finally, at the end of 

the ball's flight, resuming smooth pursuit tracking and (2) the batter misestimating the 

acceleration or speed of the pitch. 
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Footnotes 

1The ball can be hit into fair territory despite errors in the angle of the bat of up to 

±23°. If we assume the bat rotates about a point between the two fists, this translates 

into errors of ±1O inches. (If we considered rotations about the batter's body this 

number would be reduced.) For a 90 mph pitch this maps into errors of ±9 msec, 

which is similar to times that can be derived from the angular velocity data of Messier 

and Owen (1984). 

2The vertical velocity is not constant, so this is only an approximation. We will 

examine the consequences of this approximation in a later section. 

3It might be impossible to do anything except check, or cancel, the swing in the last 

third of the ball's flight. Indeed McLead (1987) has shown that cricket batters cannot 

alter their swings in the last 200 msec. 
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Table 1. Comparison of Various Pitches 
Time 95 mph Fastball 90 mph Fastball 80 mph Curve Ball 75 mph Curve Ball 

Since x z <\> x z <\> x z <\> x z <\> 

Release 

(msec) (ft) (ft) (deg) (ft) (ft) (deg) (ft) (ft) (deg) (ft) (ft) (deg) 

0 55.56.00 0.00 55.56.00 0.00 55.5 6.00 0.00 55.5 6.00 0.00 

50 48.5 5.96 -0.05 48.95.96 -0.05 49.6 6.15 0.17 50.0 6.13 0.16 

100 41.65.84 -0.23 42.3 5.84 -0.23 43.8 6.18 0.24 44.5 6.16 0.21 

150 34.6 5.64 -0.63 35.7 5.64 -0.61 37.9 6.09 0.14 39.0 6.06 0.10 

200 27.6 5.36 -1.41 29.1 5.36 -1.34 32.0 5.89 -0.21 33.6 5.86 -0.26 

250 20.74.99 -3.00 22.54.99 -2.74 26.2 5.57 -1.00 28.0 5.53 -1.00 

300 13.7 4.55 -6.77 15.94.55 -5.74 20.3 5.14 -2.63 22.5 5.10 -2.45 

350 6.7 4.03 -20.63 9.3 4.03 -14.18 14.4 4.59 -6.23 17.0 4.55 - 5.33 

377 3.03.72 -56.70 

398 3.0 3.46 -59.48 

400 8.6 3.92 -16.35 11.5 3.89 -11.90 

448 3.0 3.17 -62.04 

450 6.0 3.11 -32.53 

478 3.0 2.63 -65.98 

Notes: x is the distance to the tip of the plate. 

z is the height of the ball above the ground. 

<\> is the angle of the batter's line-of-sight to the ball with respect to 
horizontal. 
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Table 2. Results of Sensitivity Analyses 

Sensitivity Coefficients for the Simulation 

Parameter Value 

Horizontal position of the pitcher's release point -0.2 

Vertical position of the pitcher's release point 0.0 

Release angle 0.0 

Horizontal position of the batter's eye 0.0 

Vertical position of the batter's eye 0.0 

Horizontal position of the bat-ball collision -0.1 

Pitch speed 18.9 

Estimated pitch speed -21.1 

Sensitivity Coefficients for the Model 

Parameter Value 

J5 0' distance to release point -2.57 

~r' time since release 1.57 

s, estimated pitch speed 1.57 

d CPldt , retinal image velocity -1.00 

y, retinal image size -1.00 

dyldt, rate of change of retinal image size 0.95 
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Figure Captions 

Figure 1. (a) Computer simulation of the trajectory of a 95 mph fastball (solid line and 

circles) and a 90 mph fastball (dashed line and triangles). The slower pitch takes 

longer to get to the plate and therefore drops more. (b) Computer simulation of the 

trajectory of a 95 mph fastball (solid line and circles), and the batter's mental model of 

this trajectory (dashed line and triangles) when he underestimated the speed of the 

pitch by 5 mph. The batter's line-of-sight for one of these points is shown with a 

dashed line. The angle labeled ~ indicates the angle of the batter's line-of-sight. (c) 

The same simulation as Figure 1 b, except that when the ball was 20 feet in front of 

the plate, the "batter" realized his mental model was wrong and corrected it, thus 

putting his mental model triangles on the 95 mph trajectory. (d) Physical dimensions 

for adult baseball. 

Figure 2. Visual system parameters used by the batter: (a) angular size of the. 

baseball, y, the batter has no means to sense the distance to the ball (D); (b) distance 

of the ball's image off the batter's fovea, <1>; and (c) horizontal angle of the right and 

left eyes, ~R and ~L. From W. J. Karnavas, A. T. Bahill and D. Regan, A Model for 

the Rising Fastball and Breaking Curve Ball, Proceedings of 1990 IEEE International 

Conference on Systems, Mall, alld Cybernetics, © 1990 IEEE. 

Figure 3. Physiological clues to ball position, y, dyldt, and d<l>ldt, as functions of 

distance to the tip of the plate, for a 95 mph fastball. 
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Figure 4. A model for a batter trying to estimate the height of the ball at the time of 

its collision with the bat. The input to the system is the ball's retinal image and its 

output is the estimated height of the ball at the time of bat-ball contact. 

Figure 5. Averaged data from seven batters showing that when an unusually fast pitch 

was thrown most batters swung under the ball or "took a called strike." The capital C's 

represent the number of called strikes. The triangles are the mean values and the 

vertical bars are the 95% confidence intervals. 

Figure 6. Air flows smoothly around the ball until it gets to the separation points. 

There the air flow changes into a chaotic, swirling flow called the wake. If this were a 

top view, it would explain the curve of a ball. If it were a side view, it would explain 

the abrupt drop of the ball. Reprinted with permission from Chapman, Bahill and 

Wymore (1992) Engineering Modeling alld Design, CRC Press. 

Figure 7. Estimated vertical distance from the batter's eye when the ball reaches the 

front edge of the plate plotted as a function of where the ball was when the estimate 

was made. Perfect prediction and the results of the first and second-order models are 

shown for a simplified fastball and a curve ball. 

Figure 8. Definition of the optical variables. y is the annular size of the ball, z is its 

distance above the batter's eye and x is its horizontal distance from the batter. ;Y and 

z are the annular size of the ball and its height projected onto a plane a unit distance 

away from the batter. Based on Todd (1981) and Bootsma and Peper (1991). 
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Key words: Intelligent search, Scheduling, Permutations, Combinatorics 

Abstract: Many state search problems that cannot be solved algorithmicly are 

sequencing problems. The engineer has to search through a large number of possible 

solutions until he or she finds a solution that satisfies the system requirements. Tnis 

paper shows a heuristic for reducing the size of the search space for such problems. 

An algorithm for generating the permutations of a sequence, which complements the 

heuristic, is also presented. 
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I. Introduction 

Most problems that cannot be solved algorithmicly are search problems. The 

engineer has to search through a large number of possible solutions until he or she 

finds one that satisfies the system requirements. For example, in a manufacturing 

environment operations must be assigned to particular machines with given start-time 

and completion-time constraints. Often it will be impossible to list all possible 

assignments of operations to machines in a reasonable amount of time on even the 

fastest of super computers. In such cases methods must be developed to prune the 

search space with intelligent heuristics. In this paper we present a technique for 

reducing the search space for designing schedules that assign specific operations to 

specific operators. Our application was designing round-robin schedules for Cub Scout 

Pinewood Derbies. However, this technique can certainly be used in manufacturing, in 

scheduling commercial air traffic, and in scheduling competitive events. 

We think the best way to explain our problem is to show a solution first. Table I 

shows a schedule for a 15-car six-round race. Each car is identified with a letter, e.g. 

A, B, C, ... , O. Each car runs six times, twice in each lane (most tracks have three 

lanes), and runs against no car more than once. This schedule is the end result of our 

project. Although it looks simple, it was not easy to derive. The rest of this paper 

shows how we derived it. 

In section II we will further explain the Pinewood Derby and the reasons for the 

scheduling constraints. A brief description of manual scheduling will be given to 
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motivate the search for computerized procedures. In section III a random trial and 

error method is introduced and shown to produce reliable quick results for loosely 

constrained cases. Then some more constrained cases will be discussed. Finding 

schedules by random search for these cases is frustrating because the computer whirs 

for days on end and we do not know if this is caused by a software error, an infinite 

loop or a very long process. This leads into section IV that introduces two 

deterministic techniques and explores their strengths and weaknesses. Finally in section 

V we summarize the results. Appendix A includes the algorithm for finding the 

permutations of a sequence, which is the basis for our heuristic state-space searches. 

II. Problem Background 

Since the 1950's over 80 million Cubs Scouts have built five-ounce, wooden cars 

and raced them in Pinewood Derbies. Pinewood Derbies have traditionally consisted 

of a series of elimination races where only the winner from each heat proceeded to the 

next round. This pleased scouts who built fast cars, but for the unlucky majority it 

meant a single race, waiting for the awards to be announced, and then going home. 

We changed the race format for our Cub Scout pack to a round robin. The 

objective was to allow each scout to race more often and race throughout the whole 

event. As side benefits, lane biases were negated by having each car run in each lane 

the same number of times and the scouts raced as many of their friends as possible. 

We decided that six rounds gave a sufficient number of runs per car while keeping the 

whole event reasonably short and giving each car the same number of runs in each 
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lane. So now we had to derive schedules. 

We had two constraints: (1) each car had to run in each of the three lanes twice, 

(2) no two cars should run against each other more than once. We knew from past 

Pinewood Derby experience that schedules for 9 to 39 cars were required. We created 

schedules only for races with all rounds full, and then left one or two lanes empty 

when the number of cars was not a multiple of three. For 9-car and 12-car races, the 

competitor constraint (no two cars should run against each other more than once) 

cannot be met since in six rounds each car would have to race against 12 other cars; to 

do this at least 13 cars are needed. To derive the 9 and 12-car schedules we kept the 

restriction that each car run twice in each lane, but we allowed cars to race each other 

twice and we added a further restriction that all cars race all other cars. 

In 1989 we created the first schedules by hand. Each car was given a letter and 

the first round was assigned in alphabetical order, then following rounds were filled by 

rearranging the first round using rotations, then trial and error. Schedules for 9, 12 

and IS-car six-round races were created before we became overwhelmed. Our IS-car 

six-round schedule supposedly satisfied both constraints, but later we found it satisfied 

neither. Therefore we gave up on trying to make the schedules by hand. 

To ease the descriptions of our scheduling heuristic, we will now introduce a 

standard terminology for this paper. We will refer to each set of cars running down the 

track at the same time as a "heat". A "round" will consist of the number of heats 

necessary for every car in the division to run once. A set number of rounds will 

constitute a "divisional race." And finally several divisional races will constitute a 
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"derby." Thus for 15 cars to run six times each, the divisional race will consist of six 

rounds of five heats each, as shown in Table 1. Typically the divisions are aggregated 

by age, with four or five divisions being common in a Cub Scout pack. 

n. Related Studies 

Kirkman's Schoolgirls Problem is similar to our Pinewood Derby problem. In 

1850 T. P. Kirkman stated it this way. "A school mistress took her fifteen girls for a 

daily walk, the girls were arranged in five rows of three girls each so that each girl 

had two companions. Plan the walk for seven consecutive days so that no girl walks 

with any of her classmates in any triplet more than once." There are several clever 

tricks for finding solutions to this problem. One simple graphical technique works if 

there are n girls, such that n = 24m + 3 or n = 24m +9, where m is a member of the 

set {O, I, 2, 3, ... }. Solutions exits for all values of n where n is an odd multiple of 3, 

but they involve trial and error and are much harder to implement (Rouse- Ball and 

Coxeter, 1962). 

Kirkman's problem is bigger than ours because the girls go on seven walks, 

whereas our scouts only race six times. However our problem is harder because of 

our lane restriction: each scout must race in each lane exactly twice. We could not 

adapt any of the Kirkman Schoolgirls algorithms to our problem. Checking the 

usefulness of the Kirkman solutions for the Pinewood Derby was itself a very large 

combinatorial problem which we decided was not a useful endeavor. 

Montgomery (1992) showed how artificial intelligence heuristics could be used 
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to improve state-space searches. His first problem, the Magic Star, took his heuristic 2 

hours to find 959 solutions. Ours ran 12 minutes (including validation of each 

solution) and found 960 solutions. His second example was the Who Lives on First 

Problem, which he stated as follows. "Five houses are on a certain street, each of a 

different color, and inhabited by eccentric old men of different nationalities, with 

different pets, drinks, and smokes. The following information is known: 

1. The Englishman lives in the red house. 
2. The Spaniard owns the dog. 
3. The Ukranian drinks tea. 

• 
• 
• 
16. One of the men owns a zebra. 

As you might expect, the problem is to discover which man lives in which house, what 

is the color of each house, and what is each man's pet, drink, and smoke." 

There are 25 billion possibilities, but by using an intelligent heuristic he was able 

to solve the problem on an mM personal computer in two hours. Our heuristic, to be 

presented next, solved this problem in two minutes. However, we are not saying that 

our heuristic is better because it was faster, because although we used the same 

computer, we did use a different language. 

III. Random Trials Solution 

Our first computerized scheduling system was a simple program that randomly 

ordered cars in races. It successfully produced round robin schedules for 18 or more 

cars. The first round was assigned in alphabetical order as was done by hand. After 
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that, the program successively filled the slots in each heat of each round using a 

random number generator to guess a car. If the car had been in the round already, in 

that lane twice before or had raced one of the competitors before, then it was rejected 

and the next car in alphabetical order was tried. If all cars were tried in a slot without 

success, the program discarded the partial round and started over again. If the number 

of restarts for a round exceeded a threshold (66 was arbitrarily used), the program 

cleared all assignments from round two on and started again. The program worked 

well and produced results within a minute on a personal computer (PC) for divisional 

races of 21 or more cars and within 20 minutes for 18 cars. The 15-car six-round 

divisional race remained unsolved even after letting the program compute for over 24 

hours. 

Why did random assignment program fail for 15 cars? It worked well for 18 and 

more cars so there was no reason to assume a programming error. By the calculations 

shown above, there appeared no logical reason why the 15-car six-round schedule 

could not be found, yet our program ran for over a day without finding a solution. 

Being a random guesser, there was no way to know if it would ever terminate. This 

led us to look into deterministic methods. 

IV. Deterministic Methods 

In an attempt to find a correct 15-car six-round schedule, we explored two 

deterministic methods for finding a solution to the 15-car six-round problem, or 

proving that none exists. One is a heuristic search of the 15! permutations of cars that 
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make up each round. This involved finding a fast and appropriate method of 

generating the permutations of a sequence and checking each sequence for constraint 

compliance. The other method was an integer programming formulation. This required 

a rethinking of how we viewed the scheduling of the divisional races. 

A. Integer Programming Method 

First we had to state our problem as an integer programming problem. To 

formulate a 0-1 integer program to solve this scheduling problem it is first necessary to 

view the whole divisional race as the scheduling of all the needed heats (e.g. 30 for 15 

cars and six rounds) rather than individual rounds of heats where every car runs 

exactly once each round. A variable is declared for each car, c, in each lane, 1, in each 

heat, h, e.g. Xclh. A particular Xclh is 1 only if car c runs in lane 1 in heat h, 

otherwise it is O. 

Now we will present the mathematical statement our method and after that we 

will explain it in words. 

XciII and fedll E {O,l} for all C E {l,2, ... 15}, h E {l,2, ... 30}, I E {l,2,3}, 1 :s; d < C 

such that 

L XciII = 1 for all I, h 
c 

L XciII = 2 for all c, I 
II 

L(Xclll + Xd11z ) -Yedlz :s; 1 for all hand 1 :s; d < c 
I 

L fedll :s; 1 for all 1 :s; d < c 
Iz 

(Constraint-I) 

(Constraint-II) 

(Constraint-IlIa) 

(Constraint-IIIb) 

The problem has three constraints. The first requires that there be exactly one car in 



159 

each lane in each heat and is implemented by Constraint-I. The second constraint 

requires each car to run in each lane exactly twice (Constraint-IT). Finally the third 

constraint limits the times each car races any other. This involves two parts, the first 

(Constraint-llIa) sets up a variable, Ycdh, for each pair of cars, c and d, racing against 

each other in each heat, h. Y cdh is 1 if both cars c and d are in heat hand 0 

otherwise. The second (Constraint-IITb) limits to one the number of times each pair 

races in all heats. Note that the integer program for the IS-car six-round divisional 

race involves 4500 individual variables and 3345 equations. The use of such a 0-1 

integer program has two advantages over the random assignment system. First, if the 

easily solved linear relaxation of the problem is infeasible, then the problem can be 

quickly abandoned. Second, it is now in the form of a well studied problem and can 

benefit from previous work. The primary disadvantage is that although programs 

capable of handling such a problem exist, we did not have one, and we found an 

alternative solution before we found a suitable computer package. 

B. A Heuristic Systematic Search 

What we did have at our disposal were under used personal computers and an 

AT&T 3B2/400 mini computer. The obvious solution was the brute force approach of 

trying all potential schedules. The idea was simply to generate each of the IS! 

permutations of the ordering of the cars in each round and then check each against all 

previously accepted rounds for lane and competitor conflicts till a set of six were 

found. 
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We foresaw two problems with this approach, both based on the fact that 15! is 

on the order of 1012• The first problem was that we doubted our computer's capability 

of testing all 15! permutations in any reasonable time period. We solved this problem 

by going to an intelligent search heuristic. The second problem was our lack of an 

appropriate algorithm for generating all the permutations of a sequence. This was a 

much more pressing problem since it prevented even attempting an exhaustive search. 

All permutation algorithms we had seen generated the whole series of permutations of 

a sequence in one shot. We did not have the resources to store all these sequences nor 

was that necessary. The brute force approach was only feasible if each sequence was 

generated, tested then accepted and saved or rejected and discarded. Therefore we 

developed a new recursive algorithm that can be used to generate one permutation at a 

time. 

Our algorithm works by breaking the problem of generating the permutations of a 

sequence of n characters into the problem of generating the permutations of a sequence 

of n-l characters, n times. This continues till n is 2, where the permutations are the 

sequence and the sequence reversed. Thus, the permutations of AB are AB and BA. 

To generate the permutations of ABC, first find the 2 permutations of AB and append 

C, then find the 2 permutations of AC and append B, and finally find the 2 

permutations of CB and append A. To generate the permutations of the sequence 

ABCD, first find the six permutations of ABC and append D, then find the six 

permutations of ABD and append C, and so on for ADC and B, and finally DBC and 

A. This example is shown in Appendix A. 
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This algorithm can be implemented as a recursive function that returns one 

permutation each time it is called. In between each function call, a record stores for 

each level of recursion a count of how far it has progressed and the sequence of 

characters being permuted. Note that at each level of recursion, the permutations are 

made by swapping only two characters. This is generally much faster than rotating the 

sequence, as done by other algorithms. We actually used an iterative implementation 

of the algorithm to make it faster still. A Pascal version of a recursive implementation 

is given in Appendix A. 

Using this permutation generator, we tried to find a schedule for a I5-car six

round divisional race; the program ran for four weeks on an AT&T 3B2/400 without 

termination or solution. This is the obvious problem with exhaustive search, it takes 

too long. On reexamining the problem, we realized that there is an inherent waste of 

time in this form of sequence production. To see the problem look at the first l5-car 

round and the first permutation to be tried for the second round: ABC DEF GHI JKL 

MNO and BAC DEF GHI JKL MNO. Only A and B have changed. Since the 

permutation generator modifies the sequence in a manner similar to a counter starting 

in the "least significant" position (on the left end here), the program will require I3! 

permutation calls and constraint checks to get the N to change to a different value, 

which is necessary to prevent Nand 0 from racing against each other. This is huge 

waste of time. 

A modification of the permutation function allowed this waste to be eliminated. 

By forcing all permutations left of a position to think that they are done, the sequence 
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can permute to a new character in a particular position in one jump, a super

permutation. A super-pennutation requires no more work than a nonnal permutation 

and is as simple as properly setting counters of the less significant positions in the 

permutation generator. 

The search program itself was modified to take advantage of this new ability of 

the permutation function. It did this by not only checking for the presence of 

constraint conflicts in each permuted sequence, but also determining the highest 

position conflict. This way the high position conflicts could be resolved in a few 

permutation cycles, eliminating (p-I)! needless pennutations and checks, and reducing 

the problem from order n! to about order 1l 3• This also made large problems such as a 

39-car six-round race feasible for systematic search. 

The rule of the heuristic is simple: Find the constraint conflict in the highest 

position (farthest right here) and do a super-permutation at that position. In practice, 

we started with the first round set to alphabetic order, and did pennutations using the 

heuristic till a valid round was found, saved it, and then searched on from there for the 

next round. 

The heuristic search program was run on large schedules and produced rapid 

results for n ~ 21. The 15 and I8-car schedules both terminated claiming that no 

solution exists. This presented quite a problem since the I8-car schedule had already 

been solved by the random assignment technique. 

The solution to this dilemma was to look at the system used by the random 

assigner. It would start over if it decided that a particular solution seemed to be stuck. 
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The permutation search did not try to restart presuming that any working round was as 

good as another and cannot preclude the finding of later rounds. This is in fact not 

true. A dead end can be reached in only the second round, for example, by placing 

cars A, 0, G in heat-I, cars B, E, H in heat-2 and cars C, F, I in heat-3. (The lane 

assignments are not important.) Of the remaining cars, J through 0, no three can be 

found that have not already raced one of the others. More explicitly, the program tried 

to solve the problem using only a 15! state space. The true state space is a (15!)5 (not 

(15!)6 since the first round is fixed). 

The ability to backup was added to the heuristic search by saving not only the 

sequence derived for each round, but also the state of the permutation generator. If the 

permutation generator reached the final permutation of the series before a sequence 

was accepted for a round, the program skipped back to the previous round and 

resumed searching for another valid sequence for that round. This heuristic reached a 

solution to the 18-car six-round problem. It was then run for three weeks on an 

AT&T 3B2/400 and it finally found a valid solution to the 15-car six-round problem, 

thus proving the existence of a solution. This is the schedule shown in Table 1. 

During our 1992 Pinewood Derby using our 12-car six-round schedule we noticed 

two cars that did not race each other (using a manually derived schedule). Subsequent 

investigation showed that 13 pairs of cars did not race each other. So we started our 

program on an AT&T 3B2/400; it ran for two weeks and found a good, but not perfect 

solution. In this solution all cars race in each lane twice and no car races any other 

car more than twice; but cars B and I never race each other. It has kept on searching 



for six more weeks without finding a better solution. One of the strengths of this 

program is that it finds and reports good solutions without having to finish the full 

search. Our schedules for 9-car to 39-car six-round divisional races are given in 

(Chapman et al., 1992). 

V. Conclusions 
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In a break with previous problem solving philosophy, we do not believe that 

efficiency is the most important property of an algorithm. We think that flexibility is 

more important. We have many computers so we have no problem with letting a 

particular computer compute for five or six weeks finding a solution to our problem, as 

long as it finds a solution. We do not want to solve and resolve a problem with more 

and more efficient algorithms. Rather we want to get a reasonable solution with a 

technique that can be reapplied to different problems. 

We had a difficult problem of assigning items to processes with constraints. We 

investigated several methods of solution. Brute force enumeration was infeasible, it 

took too long. Integer programming could prove the existence or nonexistence of a 

solution, but it required resources we did not have. We finally wrote an intelligent 

enumeration heuristic that solved our scheduling problem. In the process we also 

developed an efficient versatile algorithm for generating the permutations of a 

sequence. 

The intelligent search heuristic can be easily applied to the solution of other 

scheduling problems by changing the constraint checking procedures. The only 
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requirement needed to achieve significant improvement over full n! or (ll !)nI search is 

that the constraints be such that single positions of conflict are identifiable and 

resolvable. If the system is such that the problem is confined to the permutations of a 

single sequence or can be cast as such, the heuristic search can find solutions quite 

rapidly. 

If the problem must be solved as a set of sequences, each dependent on the 

earlier ones, this heuristic search can be efficiently implemented on a multi-processor 

system. A master processor finds valid solutions for the first sequence, and then 

assigns the finding of the following sequences to another processor. It then continues 

and finds the next valid first sequence, and hands off the work to yet another 

processor. In the case of a Pinewood Derby schedule, the master processor could find 

orders for the second heat (the first heat is fixed) and delegate the scheduling for the 

remaining heats for each to other processors. 
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Table 1. A 15 Car Round Robin Schedule 
Lane 1 Lane 2 Lane 3 

Car Place Car Place Car Place 
Round 1 

Heat 1 A B C 
Heat 2 D E F 
Heat 3 G H I 
Heat 4 J K L 
Heat 5 M N 0 

Round 2 
Heat 1 C F G 
Heat 2 D B H 
Heat 3 A J M 
Heat 4 E K N 
Heat 5 I L 0 

Round 3 
Heat 1 L N C 
Heat 2 E G J 
Heat 3 H F K 
Heat 4 I M B 
Heat 5 0 A D 

Round 4 
Heat 1 M C D 
Heat 2 B E L 
Heat 3 G A K 
Heat 4 J 0 H 
Heat 5 F I N 

Round 5 
Heat 1 N D G 
Heat 2 F L A 
Heat 3 C I J 
Heat 4 H M E 
Heat 5 K 0 B 

Round 6 
Heat 1 N H A 
Heat 2 B J F 
Heat 3 K D I 
Heat 4 L G M 
Heat 5 0 C E 



Appendix A Pascal Permutation Program 

Program Permutations( Output ); 
Const 

N =4; 
NFact = 24; 

Type 
PermStr = Array[O .. N-I] of Char; 

Var 
Counts: Array[1..N] of Integer; 
WorkSequence: Array[1..NJ of PermStr; 
PrintStr: PermStr; 
i: Integer; 

Procedure Permutation( Level: Integer; Var OutStr: PermStr ); 
Var 

C: Char; 

Begin 
If Counts[Level] >= 0 Then 
Begin 

OutStr := WorkSequence[Level]; 
C := OutStr[Level]; (* swap 2 characters *) 
OutStr[Level] := OutStr[Counts[Level]]; 
OutStr[Counts[Level]] := C; 
Counts[Level] := Counts[Level] - 1; 

End 
Else 
Begin 

Permutation(Level+ 1, OutStr); 
Counts[Level] := Level-I; 
WorkSequence[Level] := OutStr 

End; 
End; 

(* Main program *) 
Begin 

For i := 1 to N-I Do 
Counts[i] := -1; 

Counts[N] := N; 
VJorkSequence[N] := ' ABCD'; 
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For i := 1 to NFact Do 
Begin 

Permutation( 1, PrintStr ); 
Writeln( PrintStr ) 

End 
End. 
This program is best explained by the following small example. The right column 

shows the 24 'permutations of the letters A, B, C, and D, and the left side shows the 

operations needed to produce each of these permutations. 

Position 

32 1 a 

Step-a: Initial sequence ABCD 

Step-1 : Swap 1 and a of sequence above ABDC 

Step-2: Swap 2 and a of initial sequence ADCB 

Step-3: Swap 1 and a of sequence above ADBC 

Step-4: Swap 2 and 1 of initial sequence ACBD 

Step-5: Swap 1 and a of sequence above ACDB 

Step-6: Swap 3 and a of initial sequence DBCA 

Step-7: Swap 1 and a of sequence above DBAC 

Step-8: Swap 2 and a in sequence of Step-6 DACB 

Step-9: Swap 1 and a of sequence above DABC 

Step-lO: Swap 2 and 1 in sequence of Step-6 D (. B A 

Step-ll: Swap 1 and a of sequence above DCAB 

Step-12: Swap 3 and 1 of initial sequence CBAD 
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Step-13: Swap I and 0 of sequence above CBDA 

Step-14: Swap 2 and 0 in sequence of Step-12 CDAB 

Step-IS: Swap I and 0 of sequence above CDBA 

Step-16: Swap 2 and 1 in sequence of Step-12 CABD 

Step-17: Swap I and 0 of sequence above CADB 

Step-18: Swap 3 and 2 of initial sequence BACD 

Step-19: Swap 1 and 0 of sequence above BADC 

Step-20: Swap 2 and 0 in sequence of Step-18 BDCA 

Step-21: Swap I and 0 of sequence above BDAC 

Step-22: Swap 2 and I in sequence of Step-18 BCAD 

Step-23: Swap I and 0 of sequence above BCDA 

The steps can be assigned a level, S, based on the highest position they swap. Steps-6, 

12 and 18 all swap position three with lower positions and so are called level-3 swaps. 

Steps-2 and 4 (and all their repetitions) swap position two with lower positions and so v , 
are called level-2 swaps. Step-I (and all its repetitions) swaps position one with its 

lower position, zero, so it is the level-I swap. Since each level, S, swaps the character 

at position S with lower positions starting at zero and ending with S-I, it can make S 

swaps before the sequence repeats. 

A level, S, swaps characters in its working sequence that is the last sequence 

output by a higher level, (the initial sequence is the highest level). So a level-I swap 

is always done to the previous output. A level-2 swap is done to the last level-3 or 
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higher output. The level 3 swap is always carried out on the initial sequence (for the 

4 character example). 

To implement the algorithm, all that is needed is to hold a count and working 

sequence for each level. Each time a level exhausts all the permutations it can make, 

the next higher level is invoked. The higher level makes its swap then resets the 

counts of the lower levels and sets their working sequence to be its present output. 

This lends itself easily to a recursive implementation but can also be implemented 

iteratively. For speed we implemented it as an iterative function that required only a 

small record be kept from call to call and returns the next permutation of the sequence. 
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