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ABSTRACT 

This dissertation describes a significant advance in automated testing 

of eigenvalue software. Several programs are described that assist the re

searcher in verifying that a new program is stable. Using backwards error 

techniques popularized by Wilkinson, a maximizer or "hill climber" system

atically searches for instabilities in the program being tested. This work 

builds on software first reported by Miller and removes the restriction of not 

being able to work on iterative methods. 

Testing eigenvalue solver programs with sets of small random input data 

can often find instabilities, but the described hill climbing technique is more 

efficient. Using only ten sets of starting points, the maximizer will often find 

the instability, if it exists, in only a few tries. 



CHAPTER 1 

Introduction 

"The fundamental principle of science, the definition almost, is this: 

the sole test of the validity of any idea is experiment." R. P. Feynman 

1.1 What I Have Done 

1-1 

This dissertation is about testing eigenvalue software. Its high point is the de

scription of a software package that will systematically search for input data that 

causes an unstable eigenvalue routine to fail. This approach is compared to the 

often-used methods of testing routines using random input data or a few matrices 

thought to be "difficult". My software package identified a number of routines that 

provide correct answers for some sets of input data but returns wildly incorrect 

answers for some other sets of input data. 

This method for testing eigenvalue solver software is a significant ad\·ance over 
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what has been done previously. The effects of roundoff on single floating-point 

instructions are well known. Progress has been made towards a standard imple

mentation of floating-point hardware so that the effects of roundoff can be pre

dicted with a certain amount of assurance. This standard model can be used to 

understand the effects of roundoff on formulas. This has been extended to in

clude any algorithm that terminates in a fixed number of floating point operations 

independent of the nature of the data. A classic example of this is a linear equa

tion solver. Until this dissertation, no work had been published about applying the 

technique of hill-climbing to iterative methods, that is, methods where the number 

of floating-point operations is dependent upon the nature of the input data. 

1.2 What It Is Based Upon 

Traditional "forward" error analysis attempts to measure the divergence of com

puted results from exact results by calculating the accumulated roundoff error of 

each floating-point value as computations proceed. This often leads to pessimistic, 

that is, unnecessarily large, estimates of the error. James Wilkinson [vVil65] showed 

that the problem of explaining the difference between computed results and ex

act results can be viewed instead as a problem of finding what input data could 

have produced the computed result using exact arithmetic. If this input is always 

"close" to the original input, we can say that the method is acceptable. We can 

then identify the error in the calculations as the distance between the original 
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inputs and the inputs that would have produced the results in exact arithmetic. 

W. Miller, in his book "Software for Roundoff Analysis" [M\V80] and again in 

his book "The Engineering of Numerical Software" [Mil84], presented a method 

that uses the ideas of backward error analysis to systematically search for a set 

of inputs that maximizes the backward error. His software requires a straight

line algorithm that is written in a simple language and then compiled into triples 

using a mini compiler. One of the unfortunate limitations is that only straight-line 

programs are allowed. This is quite sufficient for a large class of programs, i.e. 

direct methods, but is inadequate for iterative methods. 

In his books Miller presented results of testing a number of routines, concentrat

ing upon linear equation solvers. Interestingly, he found a commonly-used linear 

equation solver (Algorithm 4.1c, Gauss-Jordan elimination with partial pi"oting) 

that showed no instabilities when tested with 5,000 sets of random input data, but 

that was found to be unstable in four out of ten trials using a hill-climbing tech

nique. A summary of his results for linear equation solvers is shown in Table 1.1. 

For example, random testing on algorithm 4.1a found instabilities (..v > 100) in 

only 20 out of 5000 trials. Hill-climbing applied to the same algorithm found in

stabilities in aU 10 of the trials. See the tables on pages 101 and 104 of [Mil8-1]. In 

Table 1.1, I have arranged the results cited in his book so that the same criterion 

for "success", that is, finding instabilities, is used for both methods. In this disser

tation, success is measured by a single number, w, which is defined later. For now, 



simply note that a large value w indicates a poor performance by an algorithm. 

Algorithm 
4.1a 
4.1c 
C 
F 
G 
H 
M 
N 
S 

Percent of Trials 
Successful (w > 100) 

Random Hill-Climbing 
040 100 
o 40 
o 100 
.10 100 
.36 80 
.08 80 
o 100 

1.12 100 
.04 100 

Table 1.1: Results of testing 4 x 4 Linear Equation Solvers 

Ii 

Miller's work was concerned with direct methods. Direct methods are those 

that take a fixed number of floating-point operations to produce the results. inde-

pendent of the nature of the input data. As a result, his programs were presented 

as "straight-line" programs that have no branches, either conditional or uncondi-

tional. 

1.3 Other Related Work 

As I was nearing completion of this dissertation, I received the Ph. D. thesis of 

T. H. Rowan [Row90]. From the very beginning, and many times throughout 

his dissertation, he mentions that Miller's work has two limitations: it will only 

work on straight line code and "the algorithm being tested needs to be coded in a 

language specially designed for the error analysis." As a result, Rowan states that 
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Miller's method cannot be used for software validation. As can be seen in this 

dissertation, I have removed both of those limitations. 

Rowan's work is interesting, nevertheless. His method estimates the forward 

error of an algorithm by comparing the results of a single precision version with 

the results of a double precision version. The condition of the problem (i.e. the 

sensitivity of the outputs with respect to the inputs) is estimated by perturbing 

the inputs and determining how much the results change. The condition number 

of a matrix is defined as IIXIIIIX-11I, where II . II is a consistent matrix norm. 

The forward error is bounded above by the product of the backward error and 

the condition estimate. Rearranging this relation, he then has a formula for the 

backward error, which is bounded below by the quotient of the estimated forward 

error and the estimated condition number. This is summarized as F :::; B xC=> 

B;::: FIC. The backward error is then maximized by a variant of the Nelder-~Iead 

simplex method that he derived. The main advantage of this technique seems to 

be that the implementation being tested is considered a "black box" and little 

needs to be known about its inner workings. 

A major disadvantage of Rowan's approach is that it gives no clue as to where 

the instability occurred, only that it exists. I have several examples in this dis

sertation where my method points out the exact operation where the catastrophic 

cancellation occurred. Also, under some circumstances, Rowan's method can re

quire thousands of evaluations of the algorithm being tested. Miller's method will 
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either find an instability or quit in no more that 500 evaluations. 

Using his method, Rowan was able to find previously unknown instabilities in 

a routine fro,m the Harwell library that finds the roots of a quartic equation and 

in a routine from the CERN library that finds the roots of a cubic equation. Also, 

he was able to find' an instability in the QUANC8 adaptive quadrature program 

in [FMM77]. 

1.4 My Contribution 

I have extended Miller's software so that it can be used to search for the maximum 

error in iterative methods, that is, where the number of floating-point operations is 

dependent upon the nature of the input data. To demonstrate this ability to work 

with programs where the straight-line code depends upon the input data, my work 

here uses eigenvalue solver software. Finding the eigenvalues of a matrix of rank 11 

is equivalent in complexity to finding the roots of a polynomial of degree n. Gauss 

showed that there is no way of doing this using only rational operations. I believe 

that this method could be used on any iterative algorithm, although this remains 

speculation at this time. The approach, then, is to successively approximate the 

eigenvalues using closer and closer estimates until some predetermined convergence 

criterion is reached. The number of operations required to do this is unknown in 

advance and depends upon the nature of the input data. 

I have restricted my attention to programs that find the eigenvalues of real 
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symmetric tri-diagonal matrices. Many practical problems can be reduced to this 

case. Also, as will be show later, real symmetric matrices can be reduced to the 

tri-diagonal case very easily without changing the eigenvalues. 

To this end I have written a compiler for FORTRAN subroutines that provides 

input to the maximizer. This makes the job of preparing input for the hill-climbing 

software very easy. Miller's experiments focused on programs that were perhaps 

100 instructions long. Using my compiler, I have been able to test programs that 

are several thousand instructions long. 

I have found two eigenvalue procedures in the literature that are unstable. 

These were previously known. I have also created two unstable methods of my 

own by purposely introducing instabilities in a widely-used program (TQL1). An 

unexpected result is that each program generally fails with an input matrix that 

differs from other programs derived from the same basic algorithm. A summary 

of my results can be seen in Table 1.2. 

Algorithm 
OKRATV 
OKWRAV 
TQL1MA 
TQL1NA 

Percent of Trials 
Successful (w > 100) 

Random Hill-Climbing 
5.2 80 
0.6 60 
0.1 60 
0.2 50 

Table 1.2: Results of testing 4 x 4 Eigenvalue Solvers 

Several other of my attempts to produce unstable eigenvalue solvers in fact 

produced procedures that were stable, although not as accurate as those found 
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in EISPACK. I have used exclusively "production quality" programs, not "toy" 

programs. 

1.5 Conclusions 

Creating and testing eigenvalue software is a difficult problem. For example, the 

method published by Ortega and Kaiser [OK63] was soon found to be unstable. 

Wilkinson, the father and leading practitioner of error analysis in eigenvalue soft

ware, suggested a correction to this algorithm that was also found to be unstable 

[Wil65, page 567]. I present results of testing both algorithms in this dissertation. 

The hill-climbing approach found instabilities in both algorithms. 

The importance of calculating eigenvalues correctly is emphasized by the catas

trophic failure of the Lockheed Electra I turboprop airplane in the late 19.50s [Ser6:3, 

pages 71-97]. The reason for the failure was that after a small amount of damage to 

the engine supports, for instance a hard landing, the engines would on subsequent 

flights enter a previously unobserved mode of vibration where the entire outboard 

engine, not just the propellers, would enter an unstable and destructive ;'whirl 

mode" that would literally rip the entire engine off its wing mounts and destroy 

the wing in the process. The remedy was to redesign the wing and the engine 

mounts to stiffen them and dampen the natural flutter. The stiffness and vibra

tion analyses are a classic use of eigenvalues. The retrofit cost Lockheed about $2.5 

million in the early 1960s. 
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I have found that testing eigenvalue software using random inputs is a good 

way to get a first look at how an eigenvalue subroutine behaves. Certainly, if 

instabilities are exhibited at this early stage, it is not necessary to go any further. 

Unfortunately, random testing does not detect all the instabilities that a. eigenvalue 

algorithm may exhibit, Of, if instabilities are found, numerous sets of random inputs 

may be necessary to uncover the unstable behavior. I present results that show 

that one of the subroutines I tested detected instabilities in only 0.1% of the cases 

tried out of 1000 sets of random input. I found, however, that as the rank of the 

input matrix grows larger, instabilities are found with fewer sets of random inputs. 

I believe that a necessary adjunct to testing with many sets of random inputs 

is to continue the test using the hill-climbing software described in this thesis. In 

all cases where a subroutine was known to be unstable, the hill-climbing software 

found the instability using only ten 4 x 4 tridiagonal matrices of randomly-chosen 

numbers. This is a great savings in human and machine time. For some of the 

methods, testing with random inputs required ten or more hours of computation 

time on a Sun 4. In no case did the hill-climbing software require more than thirty 

minutes on the same machine. I believe that the hill-climbing approach is at least 

as good as, and quite probably better than using only random input data. 
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1.6 Organization of This Dissertation 

The remainder of this dissertation follows a progression from a statement of the 

need for this type of research through a development of the theoretical and prac

tical basis of what I have done and finishes with two types of testing that I rec

ommend. Chapter two provides the theorems and definitions that are important 

to computing eigenvalues. The geometry of how rotations are performed is also 

explained in that chapter. Chapter three establishes the observation that testing 

eigenvalue software remains an art, rather than a science. In that chapter I review 

the published test cases used in describing eigenvalue software. This material is 

obtained from journal articles and two widely-used books on eigenvalue software. 

Chapter four discusses the basic algorithm used in computing eigenvalues and its 

many variants. There is little new or original in this chapter but it is necessary to 

understand the subtle differences that spell success or failure between a useful pro

gram and an unstable program. Chapter five establishes the basis for comparing 

different eigenvalue solver programs. In this chapter, a single score is defined that 

will measure the performance of a program on any particular set of data. Chapter 

six presents the results of the first type of testing I did. This makes the point that 

random testing is a good first look at a new algorithm. Chapter seven describes a 

set of programs that systematically searches for an instability in a program. The 

results of using this software are reported in chapter eight. Finally, chapter nine 

summarizes my conclusions and outlines possible future work in this area. The ap-
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pendices contain the raw data from random testing and hill-climbing that r have 

interpreted in this dissertation. 



2.5 

CHAPTER 2 

Definitions and Relevant 

Theorems 

In this dissertation e is used to represent a complex number and n is used to 

represent a real number. en is a vector of n complex numbers and nn is a vector 

of n real numbers. emxn is a matrix of complex numbers with m rows and n 

columns. Likewise, nmxn is a matrix of real numbers with m rows and n columns. 

). is used to refer to a single eigenvalue and A is used to refer to a matrix with 

eigenvalues along the diagonal and zeros elsewhere. A is used to refer to a matrix 

whose elements are individually referred to as an,n' e is used to refer to the machine 

precision or machine epsilon, which is the smallest number such that 1 < 1 + e. 

Eigenvalues and eigenvectors are defined as follows: 

Definition 1 Let A E e nxn and x E en. Then x is an eigenvector of A corre-
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sponding to the eigenvalue A if 

1. x # 0, 

2. Ax = AX. 

The set of eigenvalues of A is denoted by A{A). [Ste73, page 268] 

One reason for restricting my attention to real symmetric matrices is that they 

have several nice properties that lead to very efficient computational procedures. A 

real symmetric matrix may be reduced to tridiagonal form first by applying unitary 

transforms. For complex numbers, the unitary transform is called Hermitian. The 

definition of Hermitian is: 

Definition 2 The matrix A E cnxn is Hermitian if A H = A. 

Next, I will define a unitary matrix: 

Definition 3 Let A E cnxn . Then A is unitary if AHA = I. 

The following theorem shows that any general matrix may be reduced to upper 

triangular form by the use of unitary transformations: 

Theorem 4 Let A E cnxn have eigenvalues At, A2, ... , An. Then there is a unitary 

transformation U such that UH AU is upper triangular with diagonal elements 

All A2, . .. , An, in that order. [Ste73, page 283] 



Once a matrix is reduced to upper triangular form, one can find its eigenyalues 

by just reading them off the diagonal, as the following theorem shows. Note that 

complex eigenvalues will appear on the diagonal as conjugate pairs. 

Corollary 5 The eigenvalues of a triangular matrix are its diagonal elements. 

[Ste73, page 268} 

The above results apply to general complex matrices. The results for real 

matrices are even more interesting. First, I need to define the complex equivalent 

of a symmetric matrix. A generalization of the matrix AT = A with respect to 

complex matrices is called a Hermitian matrix. In terms of scalars, A is Hermitian 

if and only if Qij = (iji. Since this implies that Qii = (iii is real, it follows that 

the diagonal elements of a Hermitian matrix are real. A real symmetric matrix is 

always Hermitian, but a Hermitian matrix is symmetric only if it is real. [Stei:3, 

page 257] 

Restricting our attention to the real case, I note that the real arithmetic equiv-

alent of a complex arithmetic unitary transform is an orthogonal matrix. Orthog-

onality is defined as follows: 

Definition 6 Two n-vectors x and yare orthogonal if xT y = O. The n-vectors 

tt17 U2, • •• , U r are orthogonal if they are pairwise orthogonal. The vector x E nn is 

orthogonal to the subspace S C nn if x is orthogonal to every vector in S. Two 

subspaces S, T C nn are orthogonal if each s E S is orthogonal to each t E T. 

[Ste73, page 210) 
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In general, an infinite number of vectors may be orthogonal in the previous 

sense, but I wish to restrict my attention further to the class of orthogonal vectors 

that have a 2-norm of 1. Norms are more fully described in Chapter five. These 

vectors are called orthonormal vectors and are formally defined as: 

Definition 7 The vectors UI, U2, ... , Ur are orthonormal if 

1. Ub U2, ... , Ur are orthogonal, 

(i = 1,2, ... ,r) . 

.... Ve now have a definition for orthonormal vectors. I wish to define the space 

spanned by a collection of vectors. 

Definition 8 The space spanned by a collection of vectors ab a2, ... , an is the 

space S consisting of all linear combinations of the vectors. That is, S is the 

collection of vectors of the form xlal + X2a2 + ... + xnan, where Xl, X2, . .. , Xn are 

arbitrary scalars. 

Linear independence is also an important concept that needs to be formally 

defined. 

Definition 9 A 'collection of vectors Vb V2, ... , Vk is linearly independent if no 

vector in the collection can be expressed as a linear combination of the other vectors. 

Definition 10 The vectors VI, V2, ... , Vk are a basis for S if they are linearly in

dependent and the space spanned by VI, V2, ... , Vk is equal to S. 



29 

Finally, I will define an orthonormal basis leading up to the theorem that 

shows that real symmetric matrices have real eigenvalues. First the definition of 

an orthonormal basis. 

Definition 11 An orthonormal basis qll q2, ••. , qk for a space S is a basis that 

satisfies the orthonormality conditions 

1. qT qj = 0 for every i =f: j and 

Q T 1 r. .. ..,. qj qj = Jor every z = J. 

The following theorem establishes the fact that the eigenvalues of a Hermitian 

matrix are real. Further the set of eigenvectors form an orthonormal basis for A. 

Theorem 12 Let A E e nxn be a Hermitian matrix. Then A has n real eigfn l'a/ufs 

).1, ).2,'" ,).n corresponding to a set of eigenvectors Xl! X2, • •• , X n. The figfnL'fc-

tors may be chosen so that A = (Xl! X2, • •• , xn) is unitary; that is the eigenvectors 

may be chosen to form an orthonormal basis for en. [Ste73, page 308} 

Theorem 13 Let A E e nxn be Hermitian. Then for any x E en, xH Ax is real. 

[Ste73, page 257} 

Now, a simple definition of a square matrix. 

Definition 14 An m x n matrix A is square if m = n. In this case A is said to 

be of order n. 
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Then a definition of the transpose of a matrix. 

Definition 15 Let A be an m x n matrix. The transpose of A is the n x m 

matrix B whose elements are given by f3ii = Ciii,(i = 1,2, ... ,njj = 1,2, ... ,m). 

We write B = AT. 

And a definition of a symmetric matrix. 

Definition 16 A matrix A is symmetric if and only if AT = A. 

Finally, the definition of an orthogonal matrix, the real matrix equivalent of a 

Hessenburg matrix. 

Definition 17 An orthogonal matrix is a square real matrix with orthonormal 

columns. [Ste73, page 212} 

Or, more simply, an orthogonal matrix is a square matrix with the property 

AlA = I. 

Now, we get to the main theorem. The following theorem shows that a real 

symmetric matrix has a decomposition using real orthogonal matrices such that a 

diagonal matrix will be formed. This diagonal matrix will be the eigenvalues. 

Theorem 18 (Symmetric Real Schur Decomposition) If A E nnxn is a 

symmetric matrix, then there exists a refll orthogonal Q such that QT AQ = 

diag(At, A2' ... ' An} [GV89, page 410} 
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A few simple facts about the eigenvalues of the transpose and Hermitian of 

complex matrices: 

Theorem 19 Let A E cnxn • 

1. A(AT) = A(A) 

2. A{AH) = {~ : A E A{A)} . 

[Ste73, page 267} 

We will need the following definition to understand the last theorem of this 

section. In the real symmetric case, a left eigenvector is the transpose of the 

corresponding right eigenvector. 

Definition 20 By the above theorem, if A is an eigenvalue of A, there is a non::ero 

vector y such that A H Y = ~y. y is called a left eigenvector of A corresponding fo 

the eigenvalue A. [Ste73, page 267} 

We will need the following result later. It shows that as each iteration of the 

QR algorithm proceeds, the subdiagonal elements tend to zero, thus assuring us 

that the process will eventually terminate. 

Theorem 21 During the kth iteration of the QR algorithm, let A(k) have the 

eigenvalues Ab A2,"', An satisfying IA11 > IA21 > ... > IAnl, and let the ith row of 

Y be a left eigenvector of A corresponding to Ai. ffY has an LU decomposition, 

then the subdiagonal elements of the matrices A k of the unshifted Q R algorithm 

tend to zero, and, for i = 1,2, ... , n, afi tends to Ai. [Ste 73, page .955} 



2.1 Reduction to Tridiagonal Form 

I have performed experiments on routines that calculate the eigenvalues of real 

symmetric tridiagonal matrices. It is known that real symmetric matrices can 

always be reduced to tridiagonal form using Householder transformations. This 

transformation is similar to the method for calculating eigenvalues described in Sec

tion 4.3, except that the Householder transformation starts with a full symmetric 

matrix and applies elementary reflectors, rather than rotations, to eliminate the 

off-diagonal elements. This process is used to eliminate just the elements off the 

main and first superdiagonal. Since it is not used to eliminate the elements of 

the first superdiagonal, one pass is all that is necessary to eliminate all unwanted 

elements, and thus is a direct method as defined above. 

Definition 22 We say that the square matrices A and B are similar if thErE is a 

nonsingular matrix P such that B = p-l AP. 

If E is an error matrix, n is the order of the matrix and t is the machine 

precision in decimal digits, then the computed A is unitarily similar to A + E, 

where 

and 'Y is a constant of unity order. Further, if inner products are accumulated in 

double precision, the error bound becomes 
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a "very satisfactory result". [Ste73, page 333] 

These tridiagonal matrices will have the same eigenvalues as the original full 

matrix. The reduction of a real symmetric matrix to tridiagonal form using House-

holder transformations has been studied elsewhere, and stable methods are known. 

Therefore, I have restricted my attention to the real symmetric tridiagonal (RST) 

case. 

2.2 Plane Rotations 

Referring to Figure 2.1, and from the basic geometry, we know hmv to describe 

the sin and cos of a rotation by an angle O. Let Xk-l be a diagonal element and 

let ek be an off-diagonal element in the tri-diagonal matrix. The sin, s, and cos, 

c, of the rotation angle are given by: 

ek 
s = --;===== 

JX%-l + e% 

Xk-l 
c= --;==== 

JXLI + e% 

The two elements that determine this rotation are Xk-l and ek. There is the further 

restriction that the sum of the squares of the sin and cos must be equal to one. 

The object is to drive ek to zero. So, we have to rotate by the angle 0 to bring 

the hypotenuse down to the abscissa. In actual practice, the rotation angle is never 
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r - Je~+XLl 
sin(O) 

ek 
-

r 

COS(O) Xk-l 
-

r 

p = [ ~S :] 
! [ Xk-l ek ] -
r -ek Xk-l 

Figure 2.1: Elirrrination of Off-Diagonal Element by Rotation 

calculated. It is sufficient to work with the sin and cos of the rotation angle. The 

hypotenuse can be rotated in either a positive or negative direction, making f.k 

zero in either case. The choice is arbitrary, but must be consistent. I have chosen 

to make it run in the positive direction. Thus the plane rotation matrix is given 

by P. 
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CHAPTER 3 

Testing Methods Reported in the 

Literature 

The books and papers that I review here represent the state of the art in numer

ical calculation of eigenvalues and eigenvectors. The numerical results that are 

reported are usually presented to compare the algorithm with other algorithms. It 

is difficult to believe that these matrices are the only matrices used while testing 

each of the algorithms. Often the matrices chosen illustrate the special strengths of 

the algorithms, but systematic testing is not reported. As can be seen in this dis

sertation, selected matrices are inadequate to completely test eigenvalue routines. 

The Wilkinson matrices are frequently used, yet fail to point out the instabilities in 

the Ortega-Kaiser routines. The matrices that I have found with the hill-climbing 

method do not exhibit any special characteristics such as pathologically close ei-
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genvalues, yet clearly demonstrate the instability in each of the methods r found 

to be unstable. Further, r found that matrices that demonstrate instabilities in 

one method do not in general cause problems' in another method. The matrices 

that I found that demonstrate instabilities in a method are generally unique for 

that method. 

At first glance, testing of new eigenvalue software appears to be fairly casual. 

at least as reported in the literature. Most authors publish the results of testing 

their algorithm on only a few sets of data. If more extensive testing is done, 

the results are often reported as "performance" figures. In at least one case, 

the results are published as examples of "formal correctness" (sic). This chapter 

summarizes the methods found in three groups of sources: The Handbook for 

Automatic Computation: Linear Algebra [WR71], the EISPACK documentation 

[SBD*76] [GBDM77], and several original papers. I have made no attempt to 

provide a consistent notation in the discussion that follows. The notation is that 

of the 'original papers. My purpose in this chapter is to show the methods of 

testing eigenvalue software that have been considered publishable, not to compare 

the underlying algorithms. 

Based upon these sources, I have reached the conclusion that some of these 

researchers consider the problem of discriminating among several very close eigen

values to be more worthy of reporting than demonstrating computational stabilit.y. 

Others ignore the stability problem altogether and use test matrices where the ei-
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genvalues are easy to calculate using analytic methods, thus demonstrating that 

the program works on at least some input data. Finally, the only use of random 

test matrices was found in the EISPACK routines, where they were used as an aid 

to transporting the programs to other machines. They were not used as tool to 

estimate the numeric stability of the programs. 

3.1 The Handbook 

The Handbook [WR71] is essentially a reprint of several papers appearing in the 

journal Numerische Mathematik during the years 1968-1970. The algorithms were 

published in Algol, a language in wide use in Europe at the time. Each method was 

published in a uniform editorial style, with one section devoted to test results. Each 

of the eigenvalue solvers were designed for separate purposes. Depending upon the 

problem at hand, one of these routines would be most applicable. The test matrices 

reflect this specialization also, as will be seen in the following discussion. 

The Jacobi routines 

Three matrices were used to test the Jacobi method. The first matrix A is defined 

as: 

ai,k = max(i, k) 
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Values of selected eigenvalues computed by this method are compared with the 

corresponding values computed by two other procedures. The other procedures 

are an older Jacobi method not containing any special measures against the ac-

cumulation of roundoff errors and a procedure that uses the Q D algorithm. The 

QD algorithm is a special case of the LR algorithm. Its use here is only to provide 

a check on the accuracy of the Jacobi method. A complete discussion of the QR 

algorithm is found in [SRS73, pages 175-181]. The QD algorithm uses the fact 

that the related matrix _A-l is a tridiagonal matrix corresponding to the QD-line 

k = 1,2, ... , n-1 

qn - -lin 

The computations in the QD algorithm were done using multiple precision machine 

arithmetic and then rounded to the same number of digits as given by the single 

precision computations. Thus, it acts as a base for estimating the forward error. 

The second matrix B of order 44 is defined as 

B = 8J - 5J2 + J3, 

where J is tridiagonal with 

Ji,i = 2 

. . 1 
Ji,i+1 = Ji+l,i -
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This matrix has eleven of the its eigenvalues in the interval 4 :::; ). :::; -1.163. This 

is one of the "difficult to compute" matrices because of the close eigenvalues. 

The computed values using the Jacobi method are compared with the computed 

values using an older Jacobi procedure and also with the precise values, rounded 

to an appropriate number of digits. The values are compared in a component-wise 

fashion. No norms or residuals are mentioned. 

The third matrix C of order 10 is defined as 

Ck,k _ 1 - lO(1-k) 

= {1O_
12 

if i - k is even 

10-15 otherwise 

This matrix was used to check the performance of the Jacobi algorithm , ... ·hen 

applied to perturbed diagonal matrices. There is also a wide range of exponents 

that should make the eigenvalues even more difficult to compute. No numerical 

results were published, just a note that "satisfactory" results were obtained. 

Real Symmetric Tridiagonal using Explicit Shift 

The routines TQLl and TQL2 were tested extensively. Since any real symmetric 

matrix can be reduced to tridiagonal form, these two routines are the ones most 

often used in the EISPACK library. TQLl finds the eigenvalues of a symmetric 

tridiagonal matrix and TQL2 finds both the eigenvalues and the eigenvectors of a 

symmetric tridiagonal matrix. Test results for eight matrices were reported. 



Test matrix A is defined as 

10 1 234 

1 9 -1 2 3 

A = 2 -1 7 3-5 

3 2. 3 12 -1 

4 -3 -5 -1 15 

.to 

This matrix was used also in testing of the triangular reduction routines TREDl, 

TRED2, and TRED3. In the section reporting the results of the triangular re

duction routines it is mentioned that the "results obtained on a computer with a 

different word length and different rounding procedures should agree with those 

given almost to full working accuracy." The eigenvalues are well separated and the 

range of exponents is rather small. This should be an "easy" matrix to compute. 

Test matrix B is defined as 

B= [: ; 1 
where 

5 1-2 

C - 1 6-3 

-2 -3 8 



D = 

o -2 5 

2 0 6 

-5 -6 0 

-11 

This matrix has three pairs of double roots. In the section on tridiagonalization. 

it is stated that "different tridiagonal matrices may be obtained on different com

puters since the determination of the elements of the tridiagonal matrix itself is 

not stable when there are multiple roots. Nevertheless the eigenvalues should be 

preserved almost to full working accuracy." It is pointed out that the eigenvectors 

for each pair of eigenvalues are orthogonal to working accuracy, although they are 

not unique. These eigenvectors could be different on a computer with a different 

rounding method. 

Test matrices F and G were also used in the routines to reduce a generalized 

eigenvalue problem to a standard eigenvalue problem. They are defined as 

10 2 

2 12 

3 1 

1 2 

1 

1 

F = 3 1 11 1 -1 

1 2 1 9 1 

1 1 -1 1 15 
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12 1 -1 2 1 

.1 14 1 -1 1 

G= -1 1 16 -1 1 

2 -1 -1 12 -1 

1 1 1 -1 11 

These matrices are positive definite and are well-conditioned with respect to inver-

sion, so good agreement should be achieved between computed matrices eigenvalues 

and eigenvectors obtained on different computers. The main purpose of using these 

test matrices seems to be to verify the correct operation of TQL1 and TQL2 rou-

tines with the routines to reduce a generalized eigenvalue problem to a standard 

eigenvalue problem. These matrices exhibit no pathology. 

The final four test matrices X, Y, X, and Yare defined by 

{ 
dl , •.• ,d1 - 1 102 104 106 108 1010 1012 , , , , , , 

X -
e2, ... , e1 - 102i- 3 , i = 2, ... ,7 

{ d1 , ••• , d1 - 1.4,102,104,106,108,1010,1012 
Y = 

e2, .. ·, e1 - 102i- 3, i = 2, ... ,7 

{ d" ... ,d, - 1012 1010 108 106 104 102 1 
X 

' , , , , , 
-

e2, ... , e1 - 1011,109,101,105,103,10 



_ {d1 , ••• ,d7 = 1012,1010,108 ,106 ,104,102,1.4 
Y = 

e2, ... ,e7 = 1011 ,109 ,107 ,105 ,103,10 

These are used in combinations to point out the strengths and weaknesses of 

the TQL1 and TQL2 routines. The results of computing the eigenvalues of X and 

X are compared directly. They should have exactly the same eigenvalues. The 

differences, if any, will be because the initial shift "swamps" smaller eigenvalues. 

It is noted that all the eigenvalues of X have small errors relative to IIXII2 but 

the smaller eigenvalues have large relative errors. As a matter of fact, the smallest 

computed eigenvalue of X does not even agree in the first digit with the smallest 

computed eigenvalue of X. Nearly the same holds true for comparing the eigenval-

ues of Y and Y. However, comparing the computed eigenvalues of X and Y show 

the same eigenvalues to twelve digits. This is because the first shift is on the order 

of 1012 and the value 1.4 is treated as 1.0, thus giving the same computed results. 

This points out the need for presenting a graded matrix in order of increasing 

absolute magnitude for which the routine is optimized. 

Implicit Shift Routines 

The implicit shift routines IMTQL1 and IMTQL2 were tested with the X and X 

matrices described above. The smallest computed eigenvalues of these matrices 

agreed to 10 decimal places, quite an improvement over the TQL1 and TQL2 

routines. These were the only test matrices reported. 
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Bisection 

The bisection routine for real symmetric tridiagonal matrices, BISECT, was tested 

with three matrices. In this section elements denoted by c represent diagonal 

elements of the tridiagonal matrix and elements denoted by b represent off-diagonal 

elements. The first test matrix is the Householder reduction of the matrix of order 

50 where all elements are 1. The corresponding tridiagonal matrix is given by 

Cl = 1 

C2 - 49 

Ci = 0, i = 3, ... ,50 

b2 = 7 

bi - 0, i = 3, ... ,50 

where Ck are the diagonal elements and bk are the off-diagonal elements. 

This has one eigenvalue equal to 50 and the other 49 eigenvalues equal to 

zero. This is a good matrix for testing the bisection routine because nearly all the 

bisections are done to locate the eigenvalue equal to 50. Once the zero eigenvalue 

is found, no more bisections should be necessary. However, earlier versions of the 

bisection routine would perform many more bisections. Also, this matrix gave rise 

to underflow in an earlier version of this routine. 
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The second test matrix is called the "fourth power matrix" and is defined as 

Cj = i4 } i = 1,2, ... ,30 

bi = i-I 

This has thirty separate eigenvalues becoming more closely spaced as i grows larger. 

It is claimed that this routine produces eigenvalues correct to within five units in 

the last significant figure, although it is not shown how this is obtained. 

This final test matrix for the bisection routine is defined as 

Cj - 110 - lOi, i=l, ... ,l1 

Cj - 10i - 110, i = 12, ... ,21 

bj - 1, i = 1, ... ,21 

This matrix has ten pairs of extremely close, but not coincident eigem'alues 

ranging in magnitude from 0.1 to 100. The total number of iterations for the 

specified precision was 345. Once again, the method for determining the error was 

not described. 

Rational Methods 

The square root-free QR routine, RATQR, was tested with only three matrices 

reported. The first one is defined as: 
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b~ = 2i - 3 I i=1, ... ,5 

Since the diagonal elements are all zero, the shift value becomes especially im-

portant. It was reported that this took 30 total iterations to compute all five 

eigenvalues. While testing the more recent inplemention of the RATQR program 

with random numbers, I found that the first eigenvalue was usually found within 

3 iterations. Thereafter, each additional eigenvalue was usually found in only a 

single iteration. Therefore, I note that although the eigenvalues for this matrix are 

well separated, this is apparently a "difficult" matrix to compute. 

The second test was to find the ten smallest eigenvalues of the fourth power 

matrix described above with the order of the matrix set to 1000. The eigenvalues 

become more closely spaced as i increases. The range of exponents is quite large. 

It was found that one of the computed eigenvalues had very large relative error; 

less than seven times the machine precision. 

The last test is the same as the previous one except that the diagonal of the 

matrix is in reverse order. This produced even less satisfactory results. This 

routine was not included in the EISPACK library. A more recent algorithm by 

Reinsch was used instead. 

Banded Matrices 

The band QR routine, BQR, is intended for use on unreduced symmetric banded 

matrices. The test results had only two matrices listed. The first is of order seven 
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with a half bandwidth of two and is defined as: 

a" = 107
-

i 
1,1 

This has well-separated eigenvalues. After an initial four iterations to find the first 

eigenvalue, the others were found with only a single iteration apiece. 

The other matrix is of order 30. It is defined as: 

i = 0, ... ,9 

b1,2 = b1,3 - 1 

i = 1, ... ,2; 

This has three eigenvalues close to 5, but are not found in order. This is one of 

the same test matrices used in the band reduction routine. No actual error results 

were published for this algorithm. 

Band Reduction 

The band reduction routine, BANDRD, is intended to reduce a symmetric band 

matrix to tridiagonal form. Once the tridiagonal form is achieved, bisection was 

used to calculate the eigenvalues. Test results were presented for three matrices. 

For the first and third matrices only, the results of this combined computation 

were compared with the results obtained by using the JACOBI procedure on the 
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unreduced banded matrix. No residuals were presented for any of the test matrices. 

The first matrix is of order 9. 

5 -4 1 0 0 0 0 0 0 

-4 6 -4 1 0 0 0 0 0 

1 -4 6 -4 1 0 0 0 0 

0 1 -4 6 -4 1 0 0 0 

0 0 1 -4 6 -4 1 0 0 

0 0 0 1 -4 6 -4 1 0 

0 0 0 0 1 -4 6 -4 1 

0 0 0 0 0 1 -4 6 -4 

o. 0 0 0 0 0 1 -4 5 

No error results were presented. A visual inspection shows a maximum difference 

between the two methods of six units in the last decimal place. 

The second matrix has the property that the exact eigenvalues are known an-

alytically. It is of order 44 and defined as: 

where 

Ci,i = 2 

Ci,i+l = 1 
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The exact eigenvalues are given by: 

The computed results of using the band reduction followed by bisection are pre

sented with the analytical results. No errors are computed. 

The last test matrix is of order 30 with half bandwidth 3. It is: 

10 1 1 1 

1 10 0 0 1 

1 0 10 0 0 1 

1009001 

1009001 

100 9 001 

1 0 020 0 1 

100 1 0 0 

10010 

100 1 

Some of the eigenvalues of this matrix, although distinct, are almost triple, es

pecially the smaller ones. This will demonstrate forward instability because the 

resulting tridiagonal matrix is not determined in a stable way. Some the ele

ments of the tridiagonal matrix didn't agree even to the most significant figure. It 
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is claimed, however, that the computed eigenvalues agreed "almost exactly as is 

proved by backward error analysis." 

Simultaneous Iteration for Symmetric Matrices 

The simultaneous iteration routine, RITZIT, is a rather complicated routine that 

"can be used whenever some of the absolutely greatest eigenvalues and correspond

ing eigenvectors of a symmetric matrix are to be computed." It uses the Jacobi 

method and is useful for symmetric matrices that show slow convergence. The test 

section shows the results of two test problems. 

The first problem calls for the computation of the 4 lowest eigenvalues and 

corresponding eigenvectors of a matrix of order 70 that arises from a self-adjoint 

boundary value problem. The 9 lowest eigenvalues are well separated. It is claimed. 

however, that inverse iteration results were always better than those obtained by 

shifted iteration. A table is presented of the computed 2-norm of the residual 

matrix Ax - AX for the each of the four lowest eigenpairs at two different allowable 

error levels. For the four eigenpairs reported, the norm of the computed residual is 

less than the allowable error level. Nothing is said about the norm of the residual 

of the other 66 eigenpairs. Finally, it is demonstrated that a smaller value of the 

allowable error does not always produce a smaller residual. This is thought to be 

a result of overshooting with a rapidly converging iteration process. 

The second problem uses a symmetric matrix that is constructed in an unusual 
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manner. It is defined as ai,j = aj,i = M + dk where !It/ is a big constant, do, . .. is 

the decimal fraction of 71', and k = (n - i /2)( i -1) + j. For example, with .M = 1000 

and n = 4 the test matrix would be: 

A= 

1001 1004 1001 1005 

1009 1002 1006 

(sym) 1005 1003 

1005 

It was found that for n = 40, M = 1000, the largest eigenvalue was three orders 

of magnitude greater than any other eigenvalue. The remaining 39 eigenvalues were 

poorly separated. When the routine was tested with high required accuracy, the 

first eigenvalue was found in seven iterations, but the second took more than .500 

iterations and finally failed. 

Balancing a Matrix for Calculation of Eigenvalues and Ei

genvectors 

BALANCE balances a matrix in preparation for reduction to tridiagonal form by 

using norm-reducing transformations and permutations. The transformations are 

saved for subsequent backtransformation by BALBAK after the eigenvalues of the 

intermediate matrix are computed. It is claimed that "all arithmetic operations 

on the matrix and the eigenvectors may be performed exactly in which case there 

are no rounding errors." 
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The test section shows the results of three test matrices. The first is of order 

7 and has widely varying exponents, many zero entries and three well-isolated 

eigenvalues. The test results are in terms of the errors in the eigenvalues computed 

via ORTHES and HQR with and without balancing. The second test matrix came 

from a parameter study in an industrial company. It has a spectral radius of about 

3.55 x 102 with no isolated values and only two real values. As in the first matrix. 

the test results are in terms of the errors in the eigenvalues with and without 

balancing. The final matrix was designed to illustrate the case of reducibility. It 

is defined as: 

1,100,1,100, ... , 1, 100, 1 superdiagonal 

Ci,j = 1,0,1,0, ... ,1,0,1 subdiagonal 

o otherwise 

The IIClh was reduced from 2450 to about 417 in 12 iterations. No error results 

were reported for this matrix. 

Norm-Reducing Jacobi Method 

This routine is an implementation of the cyclical Jacobi method. It is applicable to 

any real n x n matrix. It is not recommended for symmetric matrices since other 

methods are faster. Multiple complex roots will slow convergence and if these roots 

are defective, convergence is "markedly slow." 

The testing section of the Jacobi routine shows four test matrices. The first 



one is defined as 

1 0 0.01 

0.1 1. 0 

011 

53 

The exact eigenvalues are 1 + O.lw, where w is the principle cube root of unity. 

Thus, Ai = 1, -1/2{1 ± iV3). The right eigenvectors are {1,w2 , iOwf and the left 

eigenvectors are (I, w, 0 .lw2 f . 

The second matrix is 

-1 1 

-1 1 

-1 1 

-1 1 

-1 1 

-1 1 

-1 0 

The exact eigenvalues are -1, ±i, V2/2{ -1 ± i), ../2/2{1 ± i) 

The third matrix is 

6 -3 4 1 

4 2 4 6 

4 -2 3 1 

4 2 3 1 
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This is a defective matrix with two pairs of multiple roots, 3 ± J5. This should 

show the marked slowdown mentioned in the applicability section. 

The last matrix is rather unusual. It is defined as: 

12 11 10 9 8 7 6 5 4 3 2 1 

11 11 10 9 8 7 6 5 4 3 2 1 

10 10 9 8 7 6 5 4 3 2 1 

9 9 8 7 6 5 . 4 3 2 1 

8 8 7 6 5 4 3 2 1 

7 7 6 5 4 3 2 1 

6 6 5 4 3 2 1 

5 5 4 3 2 1 

4 4 3 2 1 

3 3 2 1 

2 2 1 

1 1 

1 

The six largest eigenvalues of the matrix are well conditioned, but the six smallest 

eigenvalues, which are the reciprocal of the largest ones, are badly conditioned. 

In none of the cases were residuals computed. Iteration counts, eigenvalues and 

eigenvectors, usually rounded to eight decimals, are all that is shown. 



Similarity Reduction of a General Matrix to Hessenberg 

Form 

The routine designed to find all the eigenvalues of a real upper Hessenberg ma

trix, HQR, is usually preceded by a routine that reduces a general real matrix to 

Hessenberg form. It assumes that the matrix is balanced in that the 11 norms of 

corresponding columns and rows are roughly the same order of magnitude. 

Several test matrices were reported. The first one is: 

0 0 0 0 0 0 0 1 

1 0 0 0 0 0 0 0 

0 1 0 0 0 0 0 0 

0 0 1 0 0 0 0 0 

0 0 0 1 0 0 0 0 

0 0 0 0 1 0 0 0 

0 0 0 0 0 1 0 0 

0 0 0 0 0 0 1 0 

The purpose of this array is to test that shifts are properly computed in order to 

assure convergence in the algorithm. 

The next test matrix was constructed to test the criteria for splitting a matrix 
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when two off-diagonal elements are negligible. The matrix is 

3 2 1 2 1 3 1 2 

2 1 3 1 2 2 1 4 

3 1 2 1 2 1 3 

1 1 2 1 3 1 

10-7 3 1 4 2 

10-6 2 1 4 

1 2 3 

3 2 

There are two fairly small sub diagonal elements wher~ the matrix should split. 

This was confirmed in testing. 

The third test matrix was given by 

1 2 3 4 

10-3 3. 10-3 2· 10-3 10-3 

10-6 3 . 10-6 10-6 

10-9 10-9 

This has rows that have rapidly decreasing norms. This matrix was used twice; 

once with the balancing procedure previously mentioned and once without the 

balancing procedure. By comparing the results with the exact results the surprising 

finding was that balancing helped very little with this matrix and even produced 

an eigenvalue that varied about 100 units in the last decimal place. The other 



.5; 

eigenvalues varied from two to thirty units in the last decimal place from the exact 

solution. 

The final matrix illustrates the performance of this algorithm on an ill condi

tioned matrix. This is of order 13 and is given by 

13 12 11 

12 12 11 

11 11 

321 

321 

321 

221 

1 1 

The exact values of the eigenvalues can be computed using the equation Ai = 

1/(>.14-d. The larger eigenvalues are very well-conditioned and the smaller eigen

values, being reciprocals of the larger eigenvalues, are very ill-conditioned. The 

least accurate eigenvalue differed in the third digit from the exact value. 

Some Eigenvalues of a Symmetric Tridiagonal Matrix 

The routine TRISTURM is used to co~pute some of the eigenvalues of a tridiag

onal matrix between two values and their eigenvalues using Sturm sequences. It 

should not be used unless than 25% of the eigenpairs are required for then other 

routines are more efficient. Two types of test matrices were reported. To test the 
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splitting device, the first type of matrix is defined as: 

1 i-'-J' ai,j -, ., 

This has n - 1 eigenvalues equal to n - 1 and one eigenvalue equal to 2n -

1. Matrices were constructed for n = 10 and n = 16. These matrices were 

triangularized using the procedure TREDI and the result was used as input to 

TRISTURM. In each case the tridiagonal matrices split into n - 2 submatrices of 

order 1 and one submatrix of order 2. The n - 1 eigenvectors corresponding to the 

multiple root were obtained without computation. No estimates of the error were 

reported. 

The second test matrix was used to test the grouping device for producing 

mutually orthogonal eigenvectors where the eigenvalues are close. This matrix is 

of order 21 and is defined as 

Wi,i - 111 - il 

Wi,i+l = Wi+l,i - 1 

This is the Wilkinson matrix wii. The roots between 10 and 11 were computed. 

There are two roots in this range and they are pathologically close. It is stated 

without support that the eigenvectors "are almost orthogonal and span the correct 

subspace." 
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Inverse Iteration 

The last routine from the Handbook reviewed here is the inverse iteration routine. 

INVIT. This is used to find the eigenvectors of a real upper Hessenberg matrix H 

from given eigenvalues. The eigenvalues may be real or complex conjugates. A 

specialized version of this routine called TINVIT is found in the EISPACK library. 

This is used to find the eigenvectors of a real symmetric tridiagonal matrix given 

the computed eigenvalues. This is the routine I used exclusively in the scoring 

process to find the eigenvectors corresponding to computed eigenvalues. 

There were two test matrices of interest. The first one is the W~ matrix just 

previously described. The two largest eigenvalues were selected. This gave two 

independent eigenvectors with "almost full digital information on the invariant 

subspace." No supporting data was given. 

The other matrix was a Frank matrix H of order 13. It is upper Hessenberg 

and is defined as: 

hi,i - 14 - j, 

hi+1,i = 13 - i 

(i :5 j) 

The two smallest eigenvalues are very ill-conditioned. They are, however, the exact 

eigenvalues of a near matrix but not very accurate. Considering the condition of 

the problem, the eigenvectors were of maximum accuracy. No residual norms or 

component-wise errors were reported for this matrix either. 
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As can be seen from the rather exhaustive list of test matrices just described, 

the test matrices that were reported in the Handbook tended to concentrate on 

only a few aspects appropriate to the problem at hand. 

3.2 EISPACK test matrices 

The EISPACK routines are a set of FORTRAN subprograms translated from the 

Handbook, with very few modifications. The books [SBD*76] [GBDM77] accom-

panying the routines do not list test matrices, but mention a set of 1.56 matrices 

on the distribution tape that are drawn from "various sources". These test matri-

ces cover a wide spectrum of test cases from the trivial to the pathological. The 

routines were installed at several beta test sites before a general release was made 

and the test matrices were used to verify that the routines worked as expected on 

different machines. To this end, a figure of merit very similar to the one I use was 

defined (using their notation) in[GBDM77] as: 

where A is a matrix of order N, ;\ are the eigenvalues and z are the eigenvectors. 

The norm used was not described. 

The residuals AZj - AjZj are very sensitive to small perturbations in Aj and 

Zj. This implies that It is sensitive to small perturbations too. If It ~ 1 then the 
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routine is presumed to have computed the eigenvalue and eigenvector correctly. If 

Jl > 100, then the computed result is very poor. When 1 < Jl ~ 100, then the 

results are progressively poorer. Most of the test matrices have Jl < 1. If Ji is the 

same among installations, the package can be assumed to be correctly installed. 

Anything else needs to be investigated. 

3.3 Other Recent Papers 

In this section I will summarize the test matrices used in several recent papers. I 

will also include a summary of the testing methods reported in a few well-known 

papers that are not so recent. 

The paper by Chang, Utku and Salama [CUS88] is concerned with parallel mul

tisection methods for multiprocessing computers. The test matrices they employ 

have known eigenvalues produced by synthesizing the test matrices. This is accom

plished by applying a similarity transform that is an elementary Hermitian matrix 

to a diagonal matrix that has the chosen eigenvalues. The Hermitian matrix is 

defined as H = I - 2wwT , where I is the identity matrix and w is an arbitrary 

vector with wT w = 1. Three matrices were reported. The first was of order 20 with 

eigenvalues evenly' spaced between 1 and 20. The second test matrix was of order 

20 with 19 eigenvalues spaced between 1 and 3 and the last eigenvalue close to 20. 

The last test matrix was of order 50 with four clusters of eigenvalues. The first 

cluster had 20 eigenvalues between 1 and 3, the second cluster had ten eigenvalues 
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between 9 and 10, the third cluster had ten eigenvalues between 40 and 41, and the 

last cluster had ten eigenvalues between 90 and 91. The primary purpose of these 

matrices was to compare the number of shifts taken in the multisection process 

with those taken by previous algorithms. Each algorithm used the same requested 

accuracy. 

The paper by Cuppen [CupS1] is also related to computing eigenvalues on 

large-scale multiprocessors. He reported the results of testing with five different 

kinds of test matrices. The first type is the Wilkinson W; matrix with five values 

of n up to n = 641. The second type is the Wilkinson W: matrix, also with five 

values of n up to n = 641. The third type of matrix is the matrix i.6 given by 

Gregory and Karney [GK69]. This is described as: 

a - b b 

b a b 

b a b 

b a b 

b a +b 

with a = 1.0 and b = 0.3. 

This is a tridiagonal matrix with all the subdiagonal elements set to a constant 

b, in this case, the constant 0.3. All the diagonal elements except the first and last 

elements are set to a constant a, in this case 1.0. The first diagonal element is set to 



63 

a - b and the last diagonal element is set to a + b. The eigenvalues of this matrix are 

known analytically and are given by the formula Ak = a + 2bcos((2k -1)rr/(2n)). 

The fourth matrix is matrix 7.1 from Gregory and Karney. This is a tridiagonal 

matrix with all diagonal elements set to zero. The subdiagonal elements bj are set 

to y'j(n - j),j = 1, ... , n - 1. This matrix is not diagonally dominant. The last 

matrix is a random symmetric tridiagonal matrix with the diagonal elements set 

to 2 x rand -1 and the subdiagonal elements set to f x (2 x rand - 1). Rand is a 

uniform random number and f is a factor can be set to control diagonal dominance. 

If f = 1, the matrix is definitely diagonally dominant. If f = 0.1, the matrix is 

hardly diagonally dominant at all. 

The paper by Dongarra and Sorensen [DS87] describes a promising algorithm 

for fully parallel computation of eigenvalues, especially on supercomputers. No 

test results are given, but instead "performance" figures are given indicating the 

speedup given by the new algorithm over previous algorithms, specifically TQL2. 

The chosen matrix is a [1,2,1] matrix of orders 100, 200, 300, and 400. Performance 

figures are also given for random symmetric tridiagonal matrices of order 100, 200. 

300, and 400. Tables are then given that report the speedup, the norm of the 

residual IIAx - Axil and the norm of the residual of the orthonormality of the 

eigenvectors given by IIxT x - III. 

Krishnakumar and Morf [KM86] do not report test results either, but do report 

some "examples" of three kinds. The first test matrix is the fourth power matrix 
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of order 28 as described above. This has well-separated eigenvalues with a spread 

of range of the values on the order of six magnitudes. The second test matrix 

has a large data spread to demonstrate the ability of the new algorithm to handle 

overflow and underflow. Scaling will not help on this matrix. It is given by: 

i = 1,2, ... ,7 

i = 1,2, ... ,6 

The spread in magnitudes of the eigenvalues is on the order of 1012 • 

The last test matrix reported in this paper is the Wilkinson ~Vii matrix that 

has pathologically close, but distinct eigenvalues. The largest eigenvalues of this 

matrix are the same to the thirteenth decimal. 

The paper by Lo, Philippe and Sameh [LPS87] is a report of a new multipro

cessor algorithm for computing eigenvalues. The matrices reported in this paper 

are for comparing the performance of this algorithm with other algorithms. There 

are three types of matrices reported. The first is the [-1,2,-1] matrix, where all 

the diagonal elements have the constant value 2 and all the subdiagonal elements 

have the constant value -1. Using this same pattern, results are reported for ma

trices of orders 100 and 300 varying the number of processors and the number of 

eigenvalues desired. The time to find all the eigenvalues of matrices of orders .500 

and 1000 is also reported. Once again the norm of the residual and the orthonor

mality of the eigenvectors are reported. The second type of matrix uses a random 

symmetric tridiagonal matrix of order 500. This is used to compare the results 
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of several routines, their residuals, and their speedup over the standard routine 

TQL2. The last test matrix is a synthesized full symmetric matrix of order 500. 

This is given by A = (i-2uuT )T(I -2uuT ), where T = [-1,2, -1]. Time estimates 

and orthonormality results are given. 

The paper by Ortega and Kaiser [OK63] presented no test results or examples 

at all. A subsequent letter to the editor from Rutishauser [Rut63] noted that "in 

order to improve its numerical stability, it would be advantageous to carry not 

only the s~, but also the corresponding c~ = 1 - s~ in the calculation." This is in 

fact the source of the instability. 

A subsequent implementation of the algorithm by Businger [Bus6.5] had the 

following "example" matrix: 

5 

4 6 

3 0 7 (sym) 

2 4 6 8 

1 3 5 7 9 

Businger claims that "for a number of test matrices of order up to 64 the dominant 

eigenvalue was found to at least 8 digits and it was always among the most accurate 

values computed. In some cases the accuracy of the nondominant eigenvalues 

varied greatly, in one case the least accurate value had only four good digits." 

Welsh, in his certification of the Businger algorithm [We16i], notes that there 
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are two defects in the algorithm, citing a personal communication with Prof. \V. 

Kahan. One is slow convergence and the other is numerical instability. The con

vergence is relatively easy to correct. This was illustrated by the test matrix: 

o 1 

101 

1 0 1 

101 

1 0 

The instability is not as easy to detect or correct, as illustrated by the following 

test matrix: 

x 1 

1 1 1 

1 -x 1 

1 -1 

for values of x of 10-3 , 10-4 , ••• , 10-11 • Between the values of 10-4 and 10-5 the 

computed eigenvalues make a "distinct jump" indicating an instability. 

The referee for this Certification noted that "Rutishauser [Rut63] suggested 

a modification that is also mentioned by Wilkinson [Wil65 , page .507]. However, 

even with this modification the Algorithm is numerically unstable as was pointed 

out in a private communication from Wilkinson to Kahan {1966}." 

Sameh and Kuck [SK77] report the results of seven "experiments" on their 
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algorithm. This is the algorithm I have used in this paper that I identify as 

SKRAT. Each of their matrices are symmetric tridiagonal with the subdiagonal 

elements all being the constant 1. The diagonal elements are the only ones differing 

from each other. The seven matrices are: 

Order Diagonal 

I 5 (0,0,0,0,0) 

II 21 (10,9, ... ,-9,-10) 

III 21 (10,9, ... ,9,10) 

IV 21 (0,0,0,0,5,5, ... ,5,0,0,0,0) 

V 128 (4,4, ... ,4) 

VI 33 (16,15, ... ,-15,-16) 

VII 65 (32,31, ... ,-31,-32) 

Matrix II is the Wilkinson W21 matrix. Matrix III is the Wilkinson ~V2~ matrix. 

Matrix IV has a spectral condition number on the order of 1018
• Matrix VI is the 

Wilkinson matrix W33. Matrix VII is the Wilkinson matrix W6~' These last two 

matrices cause floating-point overflow in the routine when a recurrence relation is 

calculated. The authors scale the input by 1/16 to attempt to avoid the overflow. 

The paper by Ward [War76] describes an attempt to vectorize the computation 

of eigenvalues on supercomputers. They report the results of 25 test cases with 

distinct eigenvalues. The order of the matrices varies from 5 to 75. Results are 

also reported for eight matrices from Gregory and Karney that are "numerically 
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difficult to compute". The first two are non-defective with multiple eigenvalues. 

The remainder have complex eigenvalues. These include two matrices that are 

defective non derogatory, one matrix that is defective derogatory, one matrix that 

is orthogonal, and two matrices that have distinct, but ill-conditioned eigenvalues. 
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CHAPTER 4 

The QR Algorithm 

In order to understand the subtle issues that separate a useful program from an 

unstable program, I review here the basis for the computation of eigenvalues. To 

compute eigenvalues, the off-diagonal elements of the given tri-diagonal matrix 

are driven to zero. This is accomplished by using a sequence of rotations. The 

geometry of rotations has already been shown in Figure 2.1. However, there are 

several variants of these rotations which I discuss here. The reason for choosing 

QL instead of QR is discussed and a generic QL algorithm is presented. Shifts 

of several types may be used to accelerate the- convergence of Q R algorithms. 

Convergence and error issues are briefly treated. Finally, I describe the variants of 

the QR algorithm that I tested. 
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4.1 Rotations 

Starting with the given real symmetric tri-diagonal matrix, rotations are chosen 

to eliminate the off-diagonal elements. Subject to the restriction that 8 2 + c2 = 1 

and that the rotation performed must be unitary, that is it must leave the norm 

of the resultant matrix the same, there are only four possibile rotation matrices. 

Using the basic pattern of 

[: :], 
there are four different places where the minus sign may be placed. Two of these 

four possibilities are useful for the QR algorithm. The other two are useful for the 

QL algorithm. 

Givens QR 

The Givens rotation for the QR method is usually described in textbooks as: 

Cl 81 0 

-81 C1 0 

001 

where 81 = el/r}, Cl = dl/r}, and rl = ve~ + d~. Applying this to a simple 3 x :3 

matrix gives: 

C1 81 0 d1 e1 0 c I d1 + 81 e l C1e1 + 8 I d2 8I e 2 

-81 C1 0 el d2 e2 = 81dl - C1 e l 81e1 - C1 d2 CI e 2 

0 0 1 0 e2 d3 0 e2 d3 
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o 

SInce 

d 1d 1 81 8 1 - -+-
Tl Tl 

eli 8~ - -+-
Tl Tl 

eli + 8~ -

and 

81dl - Clel 
el d l dIet 

= -----
Tl Tl 

d1el - d 1e l 
= 

Tl 

- 0 

This will eliminate the first lower subdiagonal element of the two rows that 

the rotation is being done upon. This corresponds to the exposition usually found 

in linear algebra books describing the Givens rotation. Thus, the pattern for 

applying Givens rotations to a real symmetric tri-diagonal matrix is to eliminate 
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the first element of the second row, that is, the first subdiagonal element. Then 

a rotation is performed upon the second and third rows, this time eliminating the 

second lower subdiagonal element. This process proceeds until the entire lower 

subdiagonal is eliminated. Then the transpose of the rotati'on is applied on the 

right of the matrix. The transpose is extremely easy to calculate: just reverse the 

signs of the elements representing the sine. The effect of this postmultiplication 

is to fill in the lower sub diagonal that was so carefully zeroed out by the march 

down the diagonal. The newly filled-in elements will in general be smaller. This 

will complete one iteration of the QR method. Several more may be required to 

bring the off-diagonal elements as close to zero as the machine precision warrants. 

Givens QL 

The Givens rotation can also be performed to eliminate the last upper subdiagonal 

element of the two rows. Using this rotation, an algorithm will proceed from the 

last upper subdiagonal element of the symmetric tridiagonal matrix and eliminate 

the last upper subdiagonal element, then the next to last element, stopping when 

the entire upper subdiagonal is eliminated. For example, to eliminate the (3,2) 

element of a 3 X 3 matrix, the initial rotation would be: 

100 



where 82 = e2/r21 C2 = d 3 /r21 and r2 = J e~ + 4. Applying this to a simple 3 x 3 

matrix gives: 

1 0 0 dl el 0 

0 C2 -82 el d 2 e2 

0 82 C2 0 e2 d 3 

since 

C2 e 2 - 8 2d 3 

and 

dl el 

- C2 e l C2d 2 - 82 e 2 

82 e t 82d2 + C2 e 2 

dl el 

- C2 e l C2d 2 - 82 e 2 

82 e l 82d2 + C2 e 2 

d 3 e 2 e2d 3 
- -----

r2 r2 

d3e2 - d 3e 2 
-

r2 

- 0 

e2e2 d 3d 3 - -+-
r2 r2 

e~ 4 - -+
r2 r2 

e~+4 

0 

C2 e 2 - 8 2d 3 

S2 e 2 + C2 d 3 

0 

0 

r2 
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This is the basic pattern of the QL algorithm. Once the entire upper subdiago-

nal is eliminated, the transpose of the same rotations are applied to the left of the 

matrix. Once again the effect of this postmultiplication will be to fill in the newly 

zeroed upper subdiagonal elements. These will also be smaller than the original 

elements. As in the QR method, these rotations are applied until the sub diagonal 

elements are as small as required. 

Householder QR 

The remaining two rotations are Householder reflections. To be useful in the QR 

method, we must eliminate the sub diagonal elements below the diagonal first, 

starting at the first lower sub diagonal element. This is done by using the following 

pattern: 

o 0 1 

where SI = edT}, Cl = ddTl' and Tl = Jei + 4. Applying this to a simple 3 x :3 

matrix gives: 

Cl 81 0 Cl d l + Sl e l Clel + S1 d 2 SI€2 

-Sldl + Cl e l -8tel + Ct d 2 -Cl€2 

o o 1 0 e2 d 3 

Tl Clel + 8 1d2 sle2 

= 0 -Slel + Cl d 2 -Cle2 

0 e2 d 3 



SInce 

and 

Householder QL 

dldl SlSI - -+-
TI TI 

elf S~ - -+-
TI TI 

elf + S~ . 
-

-eldl dlel - --+-
Tl Tl 

-dlel + dlel 

- 0 

i.5 

The QL method eliminates the upper subdiagonal elements first, starting at the 

last upper subdiagonal element. This is accomplished by using the pattern: 

1 0 0 



matrix gives: 

1 0 0 d1 el 0 

0 -C2 82 el d2 e2 = 

0 82 C2 0 e2 d3 

= 

SInce 

and 

d1 el 

-C2e l -C2d2 + 82e 2 

82 e l 82d2 + C2 e 2 

dl el 

-C2e l -C2d2 + 82e 2 

82 e l 82d2 + C2 e 2 

-d3e2 e2d3 
= --+-

r2 T2 

-d3e2 + d3e2 
= 

- 0 

e2e 2 d3d3 - -+-
T2 T2 

e~ 4 - -+-
T2 T2 

e~+4 

;6 

0 

-C2€2 + 8 2d3 

82 e 2 + C2d3 

0 

0 

r2 
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As in the rotations described in the first two methods above, the entire subdi-

agonal is eliminated and then the same rotations are applied by postmultiplying 

by the transpose of the original rotations. In the case of the two reflectors given 

here, the transpose is the same as the original matrix and no further calculations 

are necessary. The first premultiplication by the rotation matrix gives: 

1 0 0 dl el 0 dl el 0 

0 C2 -82 el d 2 e2 - C2 e l C2d 2 - 82 e 2 C2 e 2 - 8 2d 3 

0 82 C2 0 e2 d 3 82 e l 82d2 + C2 e 2 82e 2 + C2d 3 

dl el 0 

- W2 X2 0 

Y2 Z2 r2 

where 

d 3 
C2 = 

r2 

e2 
82 -

r2 

r2 = J~+e~ 

C2e l = W2 

C2e 2 - 82e 2 = X2 

C2 e 2 - 8 2d 3 
d 3e 2 e2d 3 

= -----
r2 r2 

d3e2 - d 3 e 2 
= 

r2 

- 0 
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S2e l - Y2 

S2d2 + C2 e 2 - Z2 

S2 e 2 + C2d3 
e2e2 d3d3 

- -+-
r2 r2 

e~ d5 
- -+-

r2 r2 

e~ + d5 
-

r2 

r~ 
-

r2 

- r2 

The second premultiplication by the next rotation matrix gives: 

Cl -SI 0 d l el 0 cldl - SlW2 Clel - SlX2 0 

Sl Cl 0 W2 X2 0 - sldl + ClW2 Slel + CIX2 0 

0 0 1 Y2 Z2 r2 Y2 Z2 r2 

Xl 0 0 

- Zl rl 0 

Y2 Z2 r2 

where 

X2 
Cl -

rl 

el 
Sl -

rl 

rl - Jx~ + er 

Clel - SlW2 - Xl 
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X2 e l elX2 
Clel - SlX2 = -----

rl rl 

X2 e l - elX2 
= 

rl 

= 0 

sldl + CIW2 = Zl 

Slel + CIX2 
elel X2 X 2 

- -+-
rl rl 

e 2 x2 
= -1+--1 

rl rl 

e 2 + X2 I 2 = 
rl 

r2 
= -1 

rl 

= rl 

The postrriultiplication by the transpose of the first rotation gives: 

Xl 0 0 1 o o o o 

Zl 

where 

d3 
C2 -

T2 

e2 
82 = 

T2 

T2 - J4+e~ 

TI = Jx~ + e~ 
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The final postmultiplication by the transpose of the second rotation matrix 

gives: 
Xl 0 0 Cl Sl 0 

Zl C2r l S2 r l -Sl Cl 0 -

Y2 C2 Z 2 - S2 r 2 S2 Z2 + C2 r 2 0 0 1 

ClXl SlXl 0 

ClZl - S}C2rl Sl Zl + Cl C2r l S2 r l 

ClY2 - Sl(C2 Z2 - S2r 2) SlY2 + Cl(C2Z 2 - S2 r 2) S2 Z2 + C2 r 2 

4.2 Why QL Instead of QR? 

There are two reasons why a practical subroutine to calculate the eigenvalues of a 

real symmetric matrix would use the QL algorithm instead of the QR algorithm. 

First, graded matrices arise in actual applications. Here, a graded matrix is one 

whose elements show a progressive increase in size as one proceeds along the diag

onal from top to bottom. The QL algorithm is more suitable for these matrices. 

Second, the original algorithms giyen in the Handbook[WR71] were actually a suite 

of subprograms designed to work with one another. Since it is generally accepted 

that reducing a full symmetric matrix to tridiagonal form and then finding the ei

genvalues of the resulting matrix is more efficient that determining the eigenvalues 

of the original matrix, the subprogram BANDR is used. The matrix produced by 
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this subprogram can be considered graded in a certain sense in that the diagonal 

elements tend to increase in magnitude along the diagonal. This matrix is suitable 

for direct input to the various eigenvalue solver routines in the Handbook. The 

testing I have done using random symmetric tridiagonal matrices does not depend 

upon this property. 

4.3 Generic QL Algorithm, Non-optimized 

The QL Algorithm 

Calculating the eigenvalues of a real symmetric tridiagonal matrix using the QL 

decomposition with an implicit shift is an example of an iterative method. The 

innermost loop of this method will eliminate the off-diagonal elements one at a time 

by choosing a rotation in the (i, i + 1) plane that will cause the (i, i + 1 )th element 

to become zero. The (i + 1, i)th element will be filled in. This new element ,vill be 

eliminated by symmetry when the post multiplication takes place. To maintain the 

similarity transformation, the resulting matrix must then be postmultiplied by the 

transpose of the rotation matrix. The complete rotation matrix for one iteration of 

the QL algorithm is the product of each of the individual rotation matrices formed 

to eliminate each of the off-diagonal elements. 

An unfortunate result of the postmuitiplication by the transpose of the original 

rotation matrix is that the superdiagonal elements upon which each rotation was 
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chosen has been set to some non-zero value. They are much closer to zero than they 

were before, however. See Theorem 21 for a proof of this. By repeating the process, 

the off-diagonal elements will eventually get as close to zero as the computer's 

arithmetic will allow. In general, this convergence is cubic. Furthermore, all the 

other elements of the first superdiagonal are simultaneously converging to zero. 

although the convergence is less than cubic. 

Once the last superdiagonal element is accepted as being as close to zero as 

possible, the corresponding main diagonal element is accepted as an eigenvalue 

and the size of matrix being considered is reduced by one. The process is repeated 

until all eigenvalues have been calculated. 

Another way of understanding the iterative nature of eigenvalue solvers is to 

note that it is equivalent to finding all roots of an nth order polynomial, the char

acteristic polynomial of the matrix. It has been proven that it is impossible to 

calculate these n roots using a finite number of the restricted algebraic functions 

that a computer provides, that is add, subtract, multiply, divide and square root. 

An iterative approach can be used to provide successively better approximations. 

The number of iterations depends upon the nature of the data. 

The computational method most commonly used uses unitary transformations 

to compute a sequence of unitarily equivalent matrices that converges to a diag

onal matrix that then has the eigenvalues on that diagonal. Using unitary trans

formations preserves the matrix norm of the original matrix, which helps to a\'oid 
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problems with overflow, underflow, and catastrophic cancellation caused by huge 

intermediate values. The unitary matrices are plane rotation matrices chosen to 

eliminate the off-diagonal elements. 

Thus, we have the unitarily equivalent transformation 

A' = QtAQ (4.1 ) 

and 

A=QR (4.2) 

so that 

( 4.:3) 

thus 

A'=RQ ( 4.4) 

We can form a matrix Q that is the product of plane rotations chosen to 

annihilate the off-diagonal elements. For purposes of discussion, let us identify the 

elements of the matrix A. See Figure 4.1. The diagonal elements I will call di and 

the off-diagonal elements I will call ej. The superscript (t) is an iteration counter. 

Figure 4.2 shows what the A matrix looks like somewhere in the middle of 

the tth iteration. We have just formed x~t~l and Yi~l' This is the middle line of 

the figure. We want to form x~t) and yit
). We will do this from the middle row 

and the next row by finding a plane rotation that will cause e~t) to go to zero. 

Figure 4.3 shows the two rows that are being transformed. I will call them W. 
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Figure 4.1: Elements of the Matrix A 
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Premultiplying by the plane rotation matrix, P, we have the transformed rows. See 

[ 

(t-I) d(t-I) 

W - e k_ I k-I 
- (t) (t) 

Xk Yk 

(t-I) 1 e
k

_
2 

o 

Figure 4.3: Two Rows During Rotation 

Figure 4.4. Note that P~t~I is really just r2/r = r. r has already been calculated, so 

we don't have to calculate the squared terms at all. Note also that the two terms 

in the upper right corner cancel, giving zero as we hoped. Finally, note that the 
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Figure 4.4: Two Rows After Rotation 

lower left element has been "filled in" with some non-zero value. This will go away 

later, in the post-multiplication step. Thus, we have eliminated one more upper 

off-diagonal element. This process is continued until all the upper off-diagonal 

elements are set to zero. 

To maintain the unitary equivalence, we must post-multiply by the transpose of 

the plane rotation matrices. This will introduce non-zero elements into the upper 

off-diagonal. Since symmetry is preserved, the second superdiagonal goes to zero. 

4.4 Choice of Shift 

The computation of eigenvalues can be accelerated by using a shift. A shift is so!ue 

well-chosen number that is subtracted from the diagonal. Once an off-diagonal ele-

ment has been reduced to zero, the sum of all the shifts applied is the corresponding 

eigenvalue. The best shift is the eigenvalue. 

Although eigenvalues can be computed in most cases without using a. shift. 



86 

there are certain pathological cases that do not converge at all without using a 

shift. If a close estimate for the eigenvalues could be given in advance, any of the 

shift techniques would converge extremely rapidly. The goal, then, is to accelerate 

the convergence of an eigenvalue solver routine by providing guesses to the actual 

eigenvalues. Usually these guesses get better and better until they r.:re exactly 

equal to the eigenvalue sought. 

There are several choices that can be made when determining the shift used 

in any of the QL methods. Sometimes, a shift is not strictly necessary. There 

are pathologic counterexamples, however, that will not make any progress toward 

convergence unless some shift, even a very small one, is made. The main purpose 

of the shift is to speed convergence, regardless of whether the QL algorithm is used 

or any other algorithm. The three main shifts are described now. 

1. No shift at all. The only guarantee of convergence is as noted in Theorem 

21 above. The convergence is usually only linear. 

2. Rayleigh quotient shift. For the kth iteration, the shift cr is taken to be: 

cr = (a(k)) = eT A(k)e 
n,n n n 

where e is a normalized approximate eigenvector. This is an improvement 

over no shift at all. It is slow to start, but then convergence is often cubic. 



87 

3. Wilkinson Shift. This shift, u, is the eigenvalue of 

A= 

that is closest to an,n' This always converges and is usually cubic. This is 

the shift most often used in practice. 

4.5 Explicitly Shifted QL Algorithm 

To incorporate a shift into a Q L routine, it is necessary to know how the calcu

lations will proceed. The following derivation shows that shifts can be subtracted 

as computation proceeds while still preserving the QL decomposition. During the 

kth iteration, if u is a shift to be taken: 

A(k) - u(k) J - Q(k) L(k) 

A(k+1) - L(k)Q(k) + u(k) J 

L(k) = QT(k)(A(k) _ u(k) J) 

A(k+1) = QT(k)(A(k) _ u(k) I)Q(k) + u(k) J 

- QT(k) A (k)Q(k) 

vVe just have to remember at the end of the iteration to add in the shift taken. 
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4.6 Optimized QL Algorithm 

The QL algorithm as implemented in the widely-used TQLl routine is an amazing 

example of terseness and efficiency but not clarity. The routine was designed to 

occupy as little memory as possible. Variable names are sometime re-used for 

different purposes and partial computations are preserved between iterations. The 

computations for two iterations are so intertwined that it becomes difficult to 

determine which computation is for what iteration. I presume the choice of single-

letter variable names was to make it compile as fast as possible on earlier, slower 

computers. 

In order to test my method of detecting instabilities, I have made some con-

trolled modifications of the TQLl routine. In order to explain these later, I first 

need to explain the basic TQLl code upon which these modifications are made. 

Therefore, I present here a line-by-line explanation of the inner loop of TQLl as 

found in EISPACK. To make this code more understandable, I have substituted 

more meaningful variable names for the single character variable names found in 

the original FORTRAN code. See Figure 4.5. 

The code starts out by initializing three scalar variables. Since the last diagonal 

element will be used several times in the loop, it is pulled out of the array of 

diagonal elements and saved in a scalar variable. See line 1. This will save the cost 
I 

of computing the address of the subscripted variable each time it is referenced. The 

last thing the initialization code does is to initialize the sin and cos to a rotation 



1 T hisDiag +- Diagm 

2 Cos +- 1.0 
3 Sin +- 0.0 
4 for i +- m-l step -1 untill 
5 CosSubDiag +- Cos x SubDiagi 
6 CosT hisDiag +- Cos x T hisDiag 
7 if IThisDiagl < ISubDiagil then 
8 Cot +- ThisDiag/SubDiagi 
9 Csc +- v'Cot2 + 1.0 

10 SubDiagjoH +- Sin x SubDiaYi x Cos 
11 Sin +- 1.0/Csc 
12 Cos +- Cot x Sin 
13 else 
14 Tan +- SubDiagdThisDiag 
15 Sec +- v'Tan2 + 1.0 
16 SubDiagi+t +- Sin x ThisDiag x Sec 
17 Sin +- Tan/ Sec 
18 Cos +- 1.0/ Sec 
19 endif 
20 ThisDiag +- Cos x Diagi - Sin x CosSubDiag 
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21 Diagitl +- CosThisDiag + Sin x (Cos x CosSubDiag + Sin x Diag;)) 
22 endfor 
23 SubDiag, +- Sin x ThisDiag 
24 Diagl +- Cos x ThisDiag 

Figure 4.5: Inner Loop of EISPACK TQLl Code 
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angle of zero degrees. See lines 2-3. 

The inner loop starting at line 4 will run from the next to the last element of the 

diagonal, backwards to the first element. This is characteristic of the QL algorithm 

in that the upper subdiagonal elements are eliminated one at a time. Since the 

rotations overlap, the last upper subdiagonal element has to be eliminated so that 

it does not contribute anything to the next-to-Iast element. 

At lines 5-6, the cosine of the subdiagonal element and the cosine of the diagonal 

element are calculated. What one must realize is that the cosine that is used will 

be the cosine of the previous rotation. Since the cosine was initialized to 1.0 

before entry into the loop, the first time through the first calculation will not 

change anything, other than assigning a value to CosSubDiag and CosThisDiag. 

Subsequent passes through the loop will use the last cosine computed, however. 

These two variables are not used again until the end of the loop (lines 20 and 21) 

by which time the value of Cos will have changed. 

At line 7 a decision is made as to which element has the greater magnitude: 

either the diagonal element or the subdiagonal element just above it. Ultimately. 

this subdiagonal element will be eliminated, but it enters into the calculation of 

the sine and cosine of the rotation. The purpose of finding the element of largest 

magnitude is to always divide by the larger number to find the quotient with 

greatest accuracy. This is done in either line 8 or line 14. 

Assume for a moment that it has been found that the subdiagonal element 
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has the least magnitude. Indeed, this will often be the case since the offdiagonal 

elements will tend to zero. Look at lines 14-18. It is interesting to note that this 

branch of the if statement is after the code that is executed less frequently. I 

speculate that a reason for this is that a FORTRAN compiler will not have to gen

erate a goto instruction to rejoin the common code, thus improving performance 

slightly. 

Nowhere in this code is the actual rotation angle computed. Instead, at line 

14, the tangent of the angle is computed first. We are assured at this point that 

the magnitude of the denominator is larger than the magnitude of the numerator, 

thus computing the quotient to maximum available precision. 

Once the tangent of the angle is computed, a trigonometric identity is used to 

calculate the secant of the rotation angle at line 15. Note that no subtractions are 

done here, which would lead to catastrophic cancellation. Instead, two positive 

values are added and the square root of this positive number is taken. There exist 

other identities that use subtraction. One would assume that using these other 

identities could lead to an instability. 

Another advantage of computing the secant here is that the following line (line 

16) does not contain any divisions, which are more costly than multiplications. 

The numerical accuracy of the result is the same, but a multiplication will take 

fewer machine cycles. 

At line 16, the new subdiagonal element is computed. This is actually a combi-
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nation of the premultiplication of the current rotation with the postmultiplication 

of the previous Givens rotation. As noted before, while the object of the premul

tiplication by the Givens rotation is to set the subdiagonal element to zero, the 

required postmultiplication will set the same element to a nonzero value. As the 

iterations proceed, this value will tend to zero. Both the premultiplication by the 

current Givens rotation given by the just-computed secant and the postmultipli

cation by the previous Givens rotation as represented by the previous value of 

the sine are accomplished in the same step. The first time through this loop the 

rotation angle has been set to zero. 

Once the value of the sine and cosine from the previous rotation are no longer 

needed, they can be recomputed to represent the values for the current rotation. 

using the tangent and secant previously computed. This is done in lines Ii and 

18, using simple trigonometric identities. 

In the less-frequently occurring ca.se when the ma.gnitude of the subdiagonal el

ement is greater than the magnitude of the diagonal element, similar computations 

are performed, except the reciprocal of the trigonometric functions are computed. 

Instead of a tangent being computed, a cotangent is computed. Instead of a se

cant being computed, a cosecant is computed. As in the previously discussed case 

where the magnitude of the diagonal element is greater than the magnitude of the 

subdiagonal element, a new subdiagonal element is computed at line 10, and the 

sine and cosine of the current rotation angle are computed. As before, divisions 
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are avoided where possible to improve performance. 

Both branches of the code join again at line 20. A new value for the variable 

ThisDiag is computed using the sine and cosine of the current Givens rotation 

angle. Once again pieces of premultiplication and postmultiplication occur in the 

same step. Here, the sine and cosine have been computed for the current Givens 

rotation angle, but the cosine of the current subdiagonal element is the cosine of 

the previous Givens rotation angle. This was computed and saved in line 6. Also 

the variable ThisDiag is kept for the next iteration, leading to a third wrap-around 

dependency. The other two are the sine and cosine of the previous Givens rotation 

angle. 

At line 20, the current diagonal element is computed using pieces of premulti

plication and postmultiplication. The variable CosSubDiag was computed in line ,j 

using the cosine of the previous Givens rotation angle. The variable labeled Cosine 

represents the cosine of the current Givens rotation angle. 

The last line of computation in the loop, line 21, will set a value of the last 

diagonal element. This diagonal element will not be used again in the loop. The 

next time it will be used will be when another complete sweep is done, at which 

time a different shift will be used. As in the previous line, the computation is 

very intricately woven with parts of a premultiplication and parts of a postmulti

plication. The sine and cosine are from the current Givens rotation angle. This 

represents the premultiplication part. The variable CosThisDiag that was used in 
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the previous line represents the cosine of the current diagonal element using the 

cosine of the previous Givens rotation angle. This represents a postmultiplication 

and was computed and stored in line 6. Finally, the variable labeled CosSubDiag 

is used for the first time since its computation in line 5 and represents the cosine of 

the previous Givens rotation angle times the next-to-Iast diagonal element. This 

is the final result of postmultiplication. 

The final two lines, lines 23 and 24 represent "cleaning up" operations for the 

special case of the upper left-hand corner. Since there are no longer two rows 

to perform calculations with, the last two elements must be computed differently. 

When the loop finishes, the sine and cosine of the last Givens rotation angle still 

remain. These are used to compute the subdiagonal and diagonal elements. thus 

representing the final postmultiplication by the last Givens rotation. 

The subscript 1 that is used in lines 23 and 24 is computed elsewhere in the 

TQLl routine and represents the least extent that the reverse loop can consider. 

This will have a value different than 1 only when a zero subdiagonal element is 

found somewhere other than at the last element. In this case, the matrix is split 

and computations are performed on each piece in turn. This subscript is used also 

as the terminal value in the reverse loop at line 4. 

Numerous possibilities exist for the substitution of trigonometric identities. I 

have developed several for testing purposes. As long as the sine and cosine of the 

Givens rotation angle are computed at lines 11, 12, 17, and 18, any valid alternative 
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way of computing the sine and cosine is suitable for testing. 

4.7 Convergence Criteria 

Several convergence criteria have been proposed. Listed below are three that are 

commonly proposed. They are ordered in decreasing order of strictness. They 

all address the problem of when to declare an off-diagonal element small enough 

that it can be declared close enough to zero to deflate or partition the matrix. 

"Deflation" means reducing the size of the matrix being considered by one. Fewer 

computations will then be required to find the next eigenvalue of the resulting 

matrix. "Partitioning" means that when a zero off-diagonal element has been 

found somewhere other than in the n, n - 1 element, the matrix can be split at 

that point and the computations can proceed on two smaller matrices in turn. 

fliAIl 

. {I (k)1 I (k) I} 
f mIll (lk,k' (lk+1,k+1 

The second criterion is very strict in that it requires that the off-diagonal ele-

ment be smaller than either of the diagonal elements that are used in its compu-

tation. 

The third criterion is the one most often used in practice. It allows the off-
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diagonal element to be smaller than either of the diagonal elements. This will 

allow convergence to take place when the eigenvalues vary widely. 

4.8 Error of Result 

If the shift u is applied to matrix A, the resulting matrix is orthogonally similar to 

A + E, where E is an error matrix. If p is the number of decimal digits of machine 

precision and n is the size of the matrix, then 

IIEII ::; </>(n)10-P max{IIAII, lui} 

where </>( n) is a slowly growing function of n. 

4.9 Programs That Were Tested 

I have chosen not to test "toy" programs, but rather to test "production quality" 

programs such as those found in EISPACK version 2.0. By production quality I 

mean programs that do such things as check for division by zero, handle clusters 

of eigenvalues in a special manner, and other things that distinguish a program 

intended for use in a production environment. 

Each of these programs follow the basic paradigm of calculating an explicit shift, 

repeatedly performing some central transformation to calculate the eigenvalues, 

and then in a separate routin explicitly calculating the approximate eigenvectors. 
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The only thing varied among the fifteen routine to be identified here is the central 

transform. 

In order to determine if my method can detect instabilities I have made mod

ifications of a program otherwise known to be stable. Admittedly, production 

programs should not contain instabilities of the type I have introduced in order to 

test my method. 

I especially wanted to test the methods that do not require square roots in 

the innermost loop. These are called rational methods. Methods that use square 

roots in the innermost loop are called irrational methods. There is one rational 

subroutine, TQLRAT, that computes the eigenvalues of RST matrices. 

Rotations are not accumulated in the rational methods because they work with 

the squares of the off-diagonal elements. The rotations required to annihilate the 

squared off-diagonal elements are not the same as those required for the non

squared off-diagonal elements. 

TQLRAT uses the Wilkinson shift to explicitly subtract this approximate value 

from each of the diagonal elements of the full matrix before performing the rota

tions to annihilate the off-diagonal elements. This explicit shift significantly im

proves the rate of convergence to the desired eigenvalues at small additional cost. 

It has been observed informally that perhaps three iterations down the diagonal 

of the original RST matrix are needed to get the process started. Bearing in mind 

that each iteration not only improves the maximum eigenvalue cubicly, but also 
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all other eigenvalues at a less than cubic rate of convergence, I observed that each 

subsequent eigenvalue was usually found with only a single iteration down the di

agonal of the deflated matrix. Indeed, each of the subroutines tested has a built-in 

error detection mechanism that returns an error indication if more than thirty 

iterations have been performed without finding an acceptable eigenvalue. 

There are six more subroutines that calculate the eigenvalues of RST matrices. 

Two of these, IMTQLl and IMTQLV, use an implicit shift technique so that 

the results I obtained are not exactly comparable to the explicit shift routines. 

Instability scores can still be calculated however, and I will present some brief 

results later in this dissertation. The implicit shift routine provide more accurate 

eigenvalues than the explicit shift routines when the values of the elements of the 

original matrix vary widely (more than a factor exceeding 1/f., say). The problem 

with the explicit shift is that, if a large eigenvalue is computed first, it can "swamp" 

a much smaller eigenvalue. The implicit shift routines get around this problem. 

The remaining two irrational RST eigenvalue solvers, TQLl and TQL2, were 

studied in more detail. The only difference between the two is that TQL2 accu

mulates the product of the rotations performed at each step, thus providing a set 

of eigenvectors directly. These eigenvectors were found to be less accurate than 

those that were explicitly calculated using an inverse iteration subroutine TINVIT 

that was also obtained from EISPACK. 

I also created four variants of TQLl by applying trigonometric identities to the 
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calculations for the rotation angles. Two of these showed instabilities in subsequent 

testing. These four variants are: 

1. TQLIMA, that is forced to take the path where the diagonal element is 

found to be less than the off-diagonal element and instead of computing the 

cosine of the rotation to be a function of the cotangent, it computes it as 

C = VI - 8 2• See lines 7 and 12 of Figure 4.5. 

2. TQLIMB, that is forced to take the path where the diagonal element is found 

to be less than the off-diagonal element and instead of computing the sine 

of the rotation to be 1/ R, it computes it as C = 8/C. See lines 7 and 11 of 

Figure 4.5. 

3. TQLINA, that is forced to take the path where the diagonal element is found 

to be greater than the off-diagonal element and instead of computing the SillE 

of the rotation to be a function of the secant, it computes it as 8 = VI - C2. 

See lines ~ and 17 of Figure 4.5. 

4. TQLINB, that is forced to take the path where the diagonal element is 

found to be greater than the off-diagonal element and instead of computing 

the cosine of the rotation to be a function of the secant, it computes it as 

C = C / R. See lines 7 and 18 of Figure 4.5. 

One more variant of TQLl was created using unstable three-multiplication 

Givens rotation. This variant is known as TQLl U. The central transformation 
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of the TQLRAT routine was modified to use the Ortega-Kaiser method. In this 

dissertation, I call this routine OKRATV. The Ortega-Kaiser method is known to 

be unstable. Similarly, the OKRATV routine was modified to incorporate \Vilkin

son's suggestion to eliminate catastrophic cancellation. I call this OKWRAV. This 

method is also known to be unstable. The central transformation of the TQLl 

routine was modified to use Given's three-multiplication scheme when updating 

the diagonal elements. I call this TQLl U. This is suspected to be unstable. The 

suspicion arises from experiments done on linear equation solvers [Mil84, page 101], 

where some three-multiplication schemes were shown to be unstable. 

The Pal-Walker-Kahan algorithm was also tested. I used the code found in 

"Applied Numerical Linear Algebra" by W. W. Hager. I tried a variant of this 

that I hoped would be unstable. Subsequent testing indicated that it was not. 

however. These routines are known here as PWK and pvVKU. 

Another algorithm was implemented based upon a paper by Sameh and Kuck. 

This is a rational method that is interesting because many of the calculations can 

be vectorized. This is of special interest for supercomputer applications. The 

authors note that it is subject to floating-point overflow. The basic algorithm and 

two variants are known as SKRAT, SKRATU, and SKRATW. 

Thus, for exact comparison, I have tested fifteen routines that follow the ba

sic paradigm of calculating an explicit shift, repeatedly performing some central 

transformation to calculate the eigenvalues, and then explicitly calculating the ap-
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proximate eigenvectors. The only thing varied among the fifteen routines is the 

central transform. 



CHAPTER 5 

Measuring How Well a Program 

Performs 

This chapter explains how to compute a measure of performance of a given eigen

value program on a given set of data. Three things are discussed: 

• A concept of distance between sets of data. 

II Using this measure of distance in computing an instability score. 

• Estimating the actual instability score with a smooth function. 

The concept of distance is a standard one using norms. Vector and matrix 

norms are first defined. The instability score is then defined as the size of the 

matrix norm of the residual matrix divided by the matrix norm of the original 

matrix and the matrix of eigenvectors. This is further divided by machine epsilon 
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to give the instability score. In a later chapter this instability score is chosen 

to be the objective function in a maximizer. Unfortunately, the instability score 

just described is very noisy due to the effects of rounding or truncation in actual 

floating-point hardware. Therefore a smooth function to estimate the instability 

score is presented. 

5.1 Nearness: Vector and Matrix Norms 

Norms serve the same purpose on vector and matrix spaces that absolute value 

does on the real line: they permit the concept of distance. 

Vector Norms 

A vector norm on 'R,n is a function f : 'R,n -jo 'R, with the following properties: 

1. f(x) ~ 0 for all x E n,n with equality if and only if x = O. 

2. f(x + y):5 f(x) + f(y) for all x,y E 'R,n. 

3. f(o:x) = 100If(x) for all 0: E 'R,x E'R,n. 

The class of norms known as Holder or p-norms are defined as: 

Three of these are of special significance. They are: 
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IIxlll - IxI! + ... + Ixnl 

IIxll2 - (IXlI2 + ... + IXnI2)1/2 = (XT X)1/2 

The 2-norm is invariant under orthogonal transformation, since if QTQ = I, 

then 

Suppose 5: E nn is an approximation to x E nn. If f : nn -+ n is a vector 

norm, then 

is the absolute error and 

. is the relative error. 

Matrix Norms 

f(5: - x) 

f(5: -x) 
f(x) , 

We can also define matrix norms as a function f : nmxn -+ n that will be in some 

sense equivalent to the definition of a vector norm. A matrix norm must satisfy 

the following properties: 

1. f(A) 2:: 0 for all A E nmxn with equality if and only if A = o. 
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2. f(A + B) ::; f(A) + f(B) for all A, BE 'R,mxn. 

3. f(aA) = lalf(A) for all a E 'R"A E'R,mxn. 

The matrix p-norms are defined as 

. II Ax li
p IIAlip = sup II II . 

x;o!:O x p 

Some special cases of the matrix p-norms are 

m 

- m~xLlaijl 
) i=l 

n 

IIAlioo = mr-x L laijl· 
j=l 

The matrix 2-norm is much more difficult to calculate, but is defined as the 

square root of the largest eigenvalue of the matrix AT A. I have used the matrix 

I-norm exclusively to calculate the instability score. The hill-climbing technique 

uses the matrix 2-norm when it is calculating the maximum a set of inputs must 

be stretched to explain the calculated results. 

The matrix 2-norm enjoys some nice properties, similar to the vector 2-norm. 

In particular, 

IIATII2 = IIAII2 

II AT AII2 = IIAII~· 

Let A, B E 'R,mxn with B regarded as an approximation to A. We define the 

residual of B to be the matrix 

A-B. 
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If f : nmxn ---+ n is a matrix norm, then the absolute error in B with respect 

to f is the number 

f(A - B). 

If A # 0, the relative error in B with respect to f is the number 

f(A - B) 
f(A) 

5.2 Instability score 

Given a specific algorithm, and a single set of data, I score the performance of the 

algorithm by associating a single number with the input data. This is done by 

interpreting the computed eigenvalues to be the exact eigenvalues of some nearby 

matrix, that is, a matrix that differs by only a few units in the last position 

from the original matrix. This is cast into a form suitable for automatic testing 

by calculating an "instability score" w: if'\ are the computed eigenvalues of A, 

and X is a matrix of normalized "eigenvectors", calculated by inverse iteration to 

correspond to the eigenvalues being tested, then 

(A) = IIA· X - X . diag(.\}11 
w IIAII.IIXII.lel' 

where 11···11 denotes the matrix I-norm. Machine precision, €, is the smallest 

number such that the computed value of I + € exceeds 1. 

This can be interpreted as the residual of the eigenvalue equation adjusted for 

the norm of the original matrix, the norm of the eigenvectors (these should be very 
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close to unity), and the norm of the machine epsilon. It is a rough measure of the 

number of units in the last place that the solution differs from an exact solution. 

This formula for scoring the computed solution is at least intuitively plausible 

since it requires that A . X lie very near X . diag(>.) relative to the computer's 

precision. That is, if Xi is the ith column of X, then AXi is close to >'i;1:i. A score 

is considered to indicate instability if w > 10 x n. It is basically equivalent to the 

scoring method used in validating EISPACK [SBD*76], page 125. 

5.3 An Estimate of w 

So far I have described using a computable number, w, that measures, or "scores" 

the performance of a fixed program with a set of data. The value of w can be 

thought of the "size" of the residual. Without changing the program, I now want 

to know if there is ever some set of data that will cause w to become large. A very 

large value would then mean that the program is unstable on at least some set of 

input data. The random testing I have described so far can be likened to throwing 

darts at random into the data space to see if some large instability scores result. 

Now I describe a more purposeful method that will systematically search for some 

set of input data that would cause the instability score to become large. In other 

words, I want to maximize w, which is a function of the several input variables 

and also of the rounding error of each of the operations required to produce the 

output. 
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There are several problems with using w directly as the value to be maximized. 

Small changes in the input data may produce large changes in w. Furthermore, 

due to the nature of computer floating-point operations, w itself is a very irregular 

function. I now describe an idealization of w, called w, that is smooth, but is more 

expensive to compute. If I can define a suitable w, I can apply classic optimization 

techniques on it. At the very least, I can sample a few of points on wand get a 

sense of direction of where to go to maximize it. See Figure 5.1. 

Figure 5.1: Typical relation of w to w 

Here, we see that w is not a smooth function at all. Small changes in the input 

can produce rather abrupt changes in the value of w. The main thing to note here 

is the desirability of a smooth function that is related to w. 

I will define wIater, but for now let it suffice to say that such a measure has 
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been defined and a maximization technique has been applied using:iJ. Table 5.1 

shows some results that Miller obtained for linear equation solvers. 

Algorithm 
4.1a 
4.1c 
C 
F 
G 
H 
M 
N 
S 

Number of Failures (w > 100) 
Random Hill-Climbing 

20 10 
o 4 
o 10 
5 10 

18 8 
4 8 
o 10 

56 10 
2 10 

Table 5.1: Instabilities in Linear Equation Software Found By Hill-Climbing 

Miller used 5000 sets of random data on nine linear equation solvers. The 

random testing method failed to find an instability signal w > 100 in three of the 

programs tested. Using the hill-climbing procedure ten times each with a different 

set of random data used for starting points, we see that all the programs were 

found to be unstable. The conclusion from this is that the random testing method 

will not always' work to find instabilities. 

This approach to the problem is motivated by backward error analysis. I want 

to measure the distance to the closest set of data that the program actually found 

the solution to. Backward error analysis is the correct way to look at linear equa-

tion solvers and eigenvalue solvers that have been studied. This is not necessarily 

the case for some other problems, such as polynomial root finders. 

I have a fixed algorithm and am trying to find if some set of input data can 
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cause the algorithm to produce obviously incorrect answers in finite precision ma

chine arithmetic. The central computation of this process is to produce a smooth 

approximation to w, that I will call w = w(v), from the straight-line code repre

sentation of the procedure being tested and a vector of input values, v. This is 

done by considering the procedure being tested as a mathematical function and 

taking the partial derivatives of the function with respect to the rounding errors 

associated with each elementary operation and with respect to each input variable. 

Thus, if there were 20 input variables requiring 121 computational steps to produce 

4 output variables, there would be 4 x 141 partial derivatives computed. 

Let's take a look at a picture of the situation. See Figure 5.2. 

Figure 5.2: Linear Transform of Outputs With Respect to Inputs 

If I alter the input variables slightly, by machine epsilon, say, I get a set of 

. '. 
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vectors in n-dimensional space. These are the nearby problems. In the example 

just given, the dimensionality of the space is 20. The 2-norm of these vectors 

describes a unit ball surrounding the vectors. The region is solid because I only 

require that JE x2 = €. The partial derivative of the outputs of the function with 

respect to the inputs is a linear transformation to m-dimensional space, 4-space in 

this example. Thus, the unit ball gets transformed into an ellipsoid. This can be 

thought of as the sensitivity of the problem with respect to the input data. 

Looking at the similar situation with respect to the rounding errors, the partial 

derivatives of the outputs with respect to the rounding errors is a linear transfor

,nation to another ellipsoid. See Figure 5.3. 

Figure 5.3: Linear Transform of Outputs With "Respect to Rounding Errors 

This is the computed solution to the exact data. This can also be thought of 
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as the sensitivity of the problem with respect to the rounding errors. 

So now the question is: How far do I have to stretch the ellipsoid describing the 

sensitivity of the problem to the input data to just cover the ellipsoid describing 

the sensitivity of the problem to the rounding errors? The answer is: Just by a 

factor of w. See Figure 5.4. 

Figure 5.4: Geometric Interpretation of w 

I now have a way of verifying that the specification have been met. That is, 

the computed solution is the exact solution of a nearby matrix. 

w is the square root of the largest eigenvalue of the generalized eigenvalue 

problem AT Ax = ,XBTBx. 

The procedure used to calculate w is used in a larger procedure that system-

atically varies the vector of input values passed to the procedure being tested in 



order to maximize w. This is done using a variant of Rosenbrock's method for max

imizing a function of several variables. More sophisticated maximization methods 

were tried by Miller, but they did not perform significantly better. This problem is 

distinctive in that I am not looking for some local maximum but, rather, searching 

for a singularity in the function. Also, while the function is continuous, except at 

the singularities, it is not in general differentiable. 
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CHAPTER 6 

Random Testing 

In this chapter I describe a series of experiments in which eight "production qual

ity" subroutines, derived from EISPACK 2.0 programs that compute the eigenval

ues of real symmetric tridiagonal matrices, were tested using random input data. 

These included variants of the production software derived by intentionally intro

ducing numerical instabilities. The instability score defined in Section .5.2 provides 

a common basis to compare the subroutines. The method of testing using random 

input data was found to detect instabilities in each of the routines known to be 

unstable, although many sets of input data were necessary in some cases. The 

instability score was found to be a slowly-growing function of the rank of the input 

matrix for stable programs. 
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6.1 Introduction 

This chapter reports the results of a number of experiments designed to test the 

hypothesis that testing numerical software can be automated. Previous work has 

shown that direct programs with known errors, such as linear equation solvers, 

can be detected with the method described in this chapter. My work extends this 

method to iterative programs, specifically eigenvalue software. 

My experiments have shown that this method usually detects numerical insta

bilities, if they exist, although many sets of test data may be required. Further, 

this method will not indicate that stable programs are unstable since the final de

cision of whether to declare an instability is based upon the instability score, whi~h 

in turn depends upon computing the residual matrix directly. Finally, I show that 

the maximum instability score of the set of stable eigenvalue software tested is a 

slowly growing function of n, the rank of the problem. 

In Section 6.2, I describe the routines I tested. In Section 6.3, I describe the 

test method. In Section 6.4, I summarize the results. 

6.2 Statement of the Problem 

My objective in testing numerical software is to go beyond static testing, usually 

consisting of path coverage and elimination of typographical errors, and concen

trate instead upon the dynamic aspects of a given procedure. The errors, if found, 
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will usually be in the method used, rather than the exact expression of the method 

in some programming language. 

6.3 Experimental Method 

The process consists of applying a RST eigenvalue solver to 1000 n x n matrices 

for each n = 2, 3, 4, 5, 7, 10, 15, 20, 30, 40, and 50, where a random number 

generator is used to create real symmetric tridiagonal test matrices where each 

matrix element is independently chosen from an uniform distribution on (-1,1). 

(General theorems discussed in the book [MW80] imply that tests of linear equation 

solvers usually can be limited to sets of data with entries between -1 and 1; 

numerical instabilities, if they exist, will be exhibited by such data. This happens 

because the general effect of rounding errors is preserved if all entries of the data are 

multiplied by a constant. Specifically, see the observations about "homogeneous" 

algorithms on pages 70, 82, 90 and 94 of that book. Whether this is an appropriate 

assumption for eigenvalue software remains to be investigated.) 

The seven routines of major interest (TQLRAT, OKRATV, OKWRAV, TQLl, 

TQL1MA, TQL1NA, and TQL1 U) only calculate eigenvalues. A separate routine 

is required to calculate suitable eigenvectors from the eigenvalues which ~re used in 

turn in calculating the instability score. This is done using the EISPACK inverse 

iteration routine, TINVIT. The original EISPACK version of TINVIT was found 

to be unsuitable for calculating a minimum w for two reasons. 
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First, the original version will re-orthogonalize groups of eigenvectors whose 

corresponding eigenvalues are close (specifically, to within three decimal digits). 

Since the eigenvectors are only used in the scoring process, where I require that 

the computed residual be a minimum, this "feature" is turned off. 

Next, the iteration on each approximate eigenvector terminates when an ~'ac

ceptable growth factor" is achieved. In many applications only the first few digits 

of accuracy may be needed. However, I am interested in comparing routines whose 

results differ in perhaps only a few units in the last place. It was found that much 

greater precision could be obtained if this growth factor were maximized, rather 

than terminating with the first "acceptable" norm. If we assume that the com

puted eigenvalues are the exact eigenvalue of some matrix A + E, where IIEII is 

€IIAII, then (A + E - AI) is exactly singular, II(A - AI)-lll 2:: IIEII-1 = e 1 , so 

there is at least one vector x for which the growth factor is as large as €-l and for 

which Ax - AX is as small as € (See [WR71], page 420.) 

This maximum may never be found, however, especially when trying to com

pute the approximate eigenvector corresponding to an eigenvalue found by using 

an unstable eigenvalue procedure. Therefore, an arbitrary upper limit of 30 LU 

iterations is placed in the code for TINVIT before declaring a failure to find an 

approximate eigenvector. During the course of my investigations, I found that as 

many as 15 iterations were necessary in some cases. This is in contrast to [vVRil], 

where it is stated that only one-half of an LU iteration is needed in most cases and 
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therefore TINVIT was coded to place a limit of .5 LU iterations before declaring a 

failure. These computations are not expensive, as most of the work is done in per

forming the LU decomposition in TINVIT. I conjecture that the pathological cases 

that require a large number of LU iterations will probably be judged as failures by 

the scoring process anyway. 

I present the results of the re-grouping experiment and another experiment 

changing the value of the constant in TINVIT for machine precision. I also present 

the results of an experiment in which I had TINVIT do all its calculations in double 

precision. Other than these three experiments, all other experiments and all the 

hill-climbing experiments used TINVIT modified to disable re-grouping, use single 

precision and the value of the constant for machine precision is set to 2-23
• 

6.4 Results 

I will examine several technical issues here. They are: 

1. Whether or not to re-orthogonalize eigenvectors corresponding to groups of 

close eigenvalues 

2. Where to set the constant describing the machine precision 

3. Whether or not to use double precision arithmetic after eigenvalue calculation 

4. Whether or not the use of small random floating-point numbers is suitable 

for testing eigenvalue software 
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5. What effect the dimension of the test matrix has 

Just to orient ourselves, Table 6.t" shows the results of 1000 trials of unmodified, 

out-of-the-box software. The dimension of the input matrix is 4. In all the following 

tables except Table 6.8, I present the maximum instability score. 

Method 
IMTQL2 
IMTQLV 

TQL1 
TQL2 

TQLRAT 
TQL1U 

OKRATV 
OKWRAV 

Maxw 
3.37 
2.51 
4.79 
5.35 
2.82 
9.05 

135981.09 
142.94 

Table 6.1: Maximum instability score, unmodified software 

From this data we see that the implicit shift method followed by an explicit 

calculation of the eigenvectors provides the very best maximum instability score 

(IMTQLV). The next best method is the rational method followed by an explicit 

calculation of the eigenvectors (TQLRAT). The worst of the stable methods uses 

an explicit shift, uses square roots in the inner transformation, and accumulates 

the product of the rotations as a by-product of the computations (TQL2). Further, 

we note that the two routines known to be unstable (OKRATV and OKvVRAV) 

already show a maximum instability score greater than n x 10, with OKRATV 

showing an instability score on the order of ct. The routine suspected of being 

unstable (TQL1 U) is a poor performer, but does not show a clear instability signaL 
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Is Re-grouping Important? 

Table 6.2 shows the results of running the same programs with the same sequence 

of pseudo-random numbers, the only difference being that the code in the inverse 

iteration routine (TINVIT) that detects clusters of closely-spaced eigenvalues and 

re-orthogonalizes the corresponding eigenvectors has been disabled. Thus, no re-

orthogonalization is performed. The most interesting result is that no differences 

appear until the dimension of the matrix is at least 40. Here, I present the results 

for matrices of dimension 50. 

Program 

IMTQLV 
TQLl 
TQL1U 
TQLRAT 
OKRATV 
OKWRAV 

Grouping 
Performed Disabled 

13.32 13.32 
23.63 23.67 
99.04 59.04 
9.91 9.94 

1137317.13 993766.06 
6583.95 6583.95 

Table 6.2: Comparing the Effects of Re-Orthogonalization 

IMTQL2 and TQL2, which return eigenvectors directly as a by-product of the 

performed rotations, are not applicable here. It should be re-emphasized that 

absolutely no differences were found in the maximum instability score for matrices 

up through dimension 30. The differences in the stable methods are insignificant. 

I conclude that the use of random numbers as test data does not often lead to 

clusters of eigenvalues, except with larger matrices, where the effect is probably 

coincidental. I further conclude that, for the class of test data I am using, the effects 
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of re-orthogonalizing eigenvectors corresponding to groups of close eigenvalues are 

negligible. 

How Should the Machine Precision be Described? 

I performed another series of experiments to determine the effects of increasing the 

apparent machine precision. Machine precision, €, is the smallest number such that 

the computed value of 1 + € exceeds 1. In EISPACK 2.0, this is a constant value 

set at the beginning of TINVIT. This can be calculated easily, but requires a loop 

with about one iteration per bit of actual machine precision. On the DEC VAX 

I used, there are 23 bits of precision in single-precision arithmetic. Accordingly, I 

set machine precision constant equal to 2-23 for the base case. I also tried setting 

machine precision constant equal to 2-26 to see if the instability score could be 

reduced. The results for matrices of dimension 2 are presented in Table 6.3. Once 

again, the results are only applicable to those routines that explicitly calculate 

eigenvectors using inverse iteration. 

Program 

IMTQLV 
TQL1 
TQL1U 
TQLRAT 
OKRATV 
OKWRAV 

Constant Used for 
Machine Precision 
2-23 2-26 

1.59 1.42 
1.89 1.89 
4.91 4.91 
1.55 1.50 
1.62 1.62 
1.62 1.62 

Table 6.3: Maximum w Using Different Constants for Machine Precision 
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The maximum instability scores for matrices of dimensions 3 through .50 showed 

no differences at all between the results of using the two different values for the 

machine precision constant. I conclude that increasing the apparent, though not ac

tual, precision improves the performance of the routines by an insignificant amount 

on trivial matrices. I note in the next section that even this tiny difference disap

pears when using double precision scoring. 

The Effects of Using Double Precision After Eigenvalue 

Computation 

There are two areas in which I felt that the use of double precision arithmetic 

might be important: 

1. calculating the eigenvectors using TINVIT and 

2. calculating the matrix formula A· X - X . diag().). 

I performed two series of experiments to examine these issues. The first series 

of experiments, which I have labeled here as double precision scoring, uses double 

precision machine arithmetic in all computations done after the calculation of the 

eigenvalues. The second series of experiments, which I have labeled here as single 

precision scoring, uses only ~ingle precision machine arithmetic everywhere, includ

ing the matrix products performed in the calculation of the instability score. For 

the purposes of my discussion, intermediate precision scoring refers to calculating 
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the instability score in double precision, but calculating the eigenvectors in single 

precision. All the tables in this report, except Tables 6.4 and 6.5 use intermediate 

precision scoring, for reasons noted below. 

Table 6.4 shows the results of the first experiment when the dimension of the 

matrix is 4. 

Program 

IMTQLV 
TQL1 
TQL1U 
TQLRAT 
OKRATV 
OKWRAV 

Scoring Precision 
Intermediate Double 

2.51 2.45 
4.79 4.79 
9.05 9.00 
2.82 2.88 

135981.09 135981.11 
142.94 142.99 

Table 6.4: Comparing the Effects of Scoring Precision 

Here, the results are not quite so clear-cut. It does seem clear that the effects 

of using double precision scoring are not large. However, in some cases the effect 

is favorable; in other cases it is not. This uncertainty extends to the dimension 

of the matrix within a given method. For example, Table 6.5 shows the effects of 

scoring precision versus the dimension of the test matrix (over 1000 trials) for the 

TQLRAT method. 

Here we see that double precision scoring improves the maximum instahility 

score in some cases, while in other cases it provides a worse maximum instabil-

ity score. Intermediate precision scoring is very close to double precision scoring. 

Using only intermediate precision scoring has the advantage of not requiring the 

use of double precision during the calculation of the eigenvectors. Assuming that 



Size of 
Matrix 

2 
3 
4 
5 
7 

10 
15 
20 
30 
40 
50 
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Scoring Precision 
Single Intermediate Double 

1. 78 1.55 1.5.5 
3.08 2.64 2.65 
4.27 2.82 2.88 
3.10 3.52 3.47 
3.84 5.15 5.17 
4.91 4.69 4.69 
5.53 6.12 6.11 
7.48 5.50 5.51 
9.78 8.77 8.80 
7.82 10.11 10.15 

10.61 9.94 9.94 

Table 6.5: Comparing the Effects of Scoring Precision of TQLRAT versus the Size 
of the Test Matrix 

double precision hardware operations are slower than single precision operations, 

it becomes desirable to eliminate as many double precision operations as possible. 

Since intermediate precision computations provide results nearly as accurate as 

double precision, I conclude that double precision scoring does not improve the 

maximum instability score, in general. However, single precision scoring differs 

widely from even intermediate precision scoring. This is due to the effects of sub-

tracting two nearly equal quantities in the matrix formula, with the widely-known 

result of catastrophic cancellation. Thus, single precision scoring is unsuitable for 

my purpose. 

I performed a series of experiments using double precision scoring with the 

machine precision constant in TINVIT set to 2-26 instead of 2-23
• The maximum 

instability scores were the same as the double precision scores in all cases. It seems 

apparent from these experiments that the inverse iteration routine cannot extract 
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eigenvectors to a greater precision than the precision to which the corresponding 

eigenvalues were calculated. 

The Effects of Bounding the Input Data by 1.0 

One final experiment was performed to gain some insight into the effects of using 

only small floating-point numbers as test data. This has relevence to the homoge-

neous program idea mentioned in Section 6.3. I changed the range of the random 

floating-point number generator in TQLRAT from ±1.0 to ±100000.0. I then com-

pared the results with the results of double precision scoring summarized in the 

previous section. These are summarized in Table 6.6. 

Size of 
Test Matrix 

2 
3 
4 
5 
7 

10 
15 
20 
30 
40 
50 

Range of Input 
±1.0 ±100000.0 
1.55 1.48 
2.65 3.16 
2.88 3.90 
3.47 3.16 
5.17 4.03 
4.69 5.13 
6.11 5.42 
5.51 7.51 
8.80 9.92 

10.15 7.81 
9.95 10.63 

Table 6.6: Comparing the Effects of the Magnitude of the Input Data 

The results seem to be comparable. Thus, I conclude that using small random 

floating-point numbers is sufficient to test eigenvalue software. 



126 

What Effect Does the Size of the Test Matrix Have? 

I performed all the above experiments using test matrices varying from dimensions 

2 to 50. Table 6.7 shows the maximum instability score obtained for the six meth-

ods of main interest. The routines had re-grouping disabled, machine precision set 

to 2-23, used single precision scoring, and the input data was bounded by 1.0. 

Size of Methods Whose Stability 
Test Stable Methods is Questionable 

Matrix IMTQLV TQL1 TQLRAT OKRATV o KWRAV TQL1U 
2 1.59 1.89 1.55 1.62 1.62 4.91 
3 2.35 3.86 2.64 13027.50 63.23 8.95 
4 2.51 4.79 2.82 135981.09 142.94 9.05 
5 2.88 5.69 3.52 103351.59 573.37 11.80 
7 3.72 6.27 5.15 366860.31 1457.81 13.37 

10 4.06 10.18 4.69 517511.38 959.19 16.74 
15 5.71 11,41 6.12 1142607.88 294328.72 20.68 
20 7.02 13.31 5.50 628919.81 4467.52 28.27 
30 7.96 18.70 8.77 3262856.50 5499.06 33.52 
40 10.56 18.28 10.11 1177197.25 15082.68 43.18 
50 13.32 23.67 9.94 993766.06 6583.95 59.04 

Table 6.7: Maximum Instability Score Varying the Size of the Test Matrix 

The two routines known to be unstable (OKRATV and OKWRAV) each find 

at least one test case in which the instability score is greater than 10 x 11, the 

dimension of the test matrix, for n > 3. For n = 2, all of the routines calculate 

the eigenvalues by a direct method, the largest value being used as the initial shift 

for the iterative part of the method. In this degenerate case, the iterative pa.rt. is 

never entered and the routines exit with good estimates of the eigenvalues in a.ll 

cases. I conclude that even small test matrices can be used to find instabilities in 

eigenvalue software, as long as the degenerate case is avoided. 



The three stable routines each show a tendency to produce larger maximum 

instability scores as the dimension of the matrix grows larger. I conclude that the 

maximum instability score is a slowly-growing function of the dimension of the 

test matrix for stable methods. For unstable methods, the instability score can 

sometimes indicate catastrophic failure, although it usually is a matter of degree. 

How Good is Random Testing at Finding Instabilities? 

Frequency distributions of the instability scores were developed for each of the 

experiments performed. No instabilities were detected in any of the methods known 

to be stable. The results were more interesting for the unstable methods. Table 6.8 

shows the results for OKWRAV that proved to be difficult to draw conclusions from 

under certain circumstances. Failure is defined here to mean an instability score 

greater than 10 x n, the dimension of the test matrix. 

Size of Instability Score, w 
Test w~ w~ w~ w~ w~ w~ w> 

Matrix 2 4 8 16 32 64 64 Failures Maximum w 
2 lOOO 0 0 0 0 0 0 0 1.62 
3 961 22 9 3 2 0 0 3 63.23 
4 870 78 29 12 4 1 0 6 142.94 
5 782 120 51 27 lO 3 0 7 .573.3; 
7 622 221 76 40 17 9 0 15 145;.81 

10 348 326 159 81 37 27 8 14 959.19 
15 121 336 252 151 67 34 24 15 294328.;2 
20 26 210 301 202 134 70 35 22 446; .. 52 
30 1 41 202 264 224 123 110 35 5499.06 
40 0 5 87 203 258 197 224 26 15082.68 
50 0 0 24 133 271 224 310 38 6583.95 

Table 6.8: Distribution of Maximum Instability Scores for OK\tVRAV 
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Note that this routine failed only .6 percent of the time for 1000 test matrices 

of dimension 4. Thus, examining only 100 test cases, say, of dimension 4 would 

not likely demonstrate the instability. The situation improves a bit when using 

larger test matrices. Test matrices of dimension 50 show a 3.8 percent failure rate. 

Table 6.8 also shows the uncertain nature of declaring a failure. I have demon

strated that the instability score is a slowly growing function of n for stable meth

ods. Here we note that the distribution of scores tends to have a long "tail" at the 

high end of the distribution. Thus, the question is where to divide the distribution 

into "success" and "failure". Failure is thus often a matter of degree rather than a 

catastrophic event. I have defined a failure to be an instability score greater than 

10 x n, where n is the dimension of the matrix. However, in [SBD*76], page 12.5, 

it is noted that in some circumstances, "failure" could be defined to be as large 

as 1000 x n, although I find this surprising. In the case of OKWRAV, at least 

one catastrophic event is demonstrated in test matrices of dimension 1.5. There is 

at least one test matrix that produces a maximum instability score nearly on the 

order of ct. 
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CHAPTER 7 

Hill-Climbing Software 

The process for using the hill-climbing software consists of preparing the program 

for input to the maximizer, selecting several starting points that provide the initial 

input to the maximizer, and then running the maximizer. There are four main 

parts to the hill-climbing software. See Figure 7.1. 

The first part is a pair of programs from TOOLPACK[Cow88] that does the 

lexical and syntactic analysis for a FORTRAN program producing a parse tree 

as its output. The second part is a compiler that I wrote that uses the parse 

tree from the first part and generates the code needed for the execution of the 

straight-line code generator and the maximizer. The third part is a set of routines 

that traces the execution of the program being tested and produces a sequence of 

floating-point operations suitable for use by the fourth part, the maximizer. 

The input to the straight-line code generator is the initial data for the test and 
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ISTLX 

ISTPR Adjusted 
Data 

Compiler 
Straight-line 
Code Gen- Maximizer 

erator 

Initial 
Data 

Figure 7.1: Block Diagram of the Hill-climbing Software 

the symbol table and quad code produced by my compiler. The output is a non-

branching sequence of floating-point operations suitable for use by the maximizer. 

Indeed, the code is never written to secondary storage, but is instead placed in 

an array for the maximizer to use. There are no integer operations left in this 

code. All loops and transfers of control are removed and the only thing left is 

the sequence of floating-point operations that are executed in the loops. These 

operations are add, subtract, multiply, divide, and square root only. 

The final part is the maximizer that calculates the set of partial derivatives of 

the outputs with respect to the inputs and the rounding errors, calls upon a scoring 

function that calculates w to evaluate the stopping criterion, and then evaluates .:iJ 

if necessary to adjust the input values for the next cycle. 
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7.1 The Compiler 

The purpose of the compiler is to automate the task of providing input to the 

maximizer. To this end, I wrote a compiler that produces output suitable for the 

maximizer. In the past, the task of hand-writing code for the maximizer was the 

part that took the longest time of the entire evaluation process. This compiler will 

now do most of that task for the user of this system. 

I used the lexical analyzer program (ISTLX), the parser program (ISTPR) and 

the parse tree manipulation subroutines (ACCESS4) from TOOLPACK. TOOL

PACK is a large set of software engineering tools designed to aid in implementing 

large FORTRAN programs. TOOLPACK is written entirely in FORTRAN. The 

hill-climbing software is consistent with the goals of the TOOLPACK designers 

and my software may be integrated into TOOLPACK at some time. 

The compiler uses standard FORTRAN for its input. It will produce a symbol 

table and code in the form of quadruples. The FORTRAN input has to be prepared 

in only a few ways to make it acceptable to the compiler. These are as follows: 

1. All array dimensions have to be fixed at some constant size. This means that 

adjustable dimension arrays are not allowable. Since the optimizer works very 

well on small sets of data, this is not a very big restriction. Presently the 

optimizer is set to assume that arrays will be only four elements long. I haye 

experimented with larger arrays, especially for the Sameh-Kuck algorithm 



and have parameterized the software to make it easier to change this size. 

This defeats the purpose of the software, since instabilities will usually show 

up in small sets of data. The Sameh-Kuck algorithm is not unstable, but it 

is subject to overflow, which is beyond the purpose of this software. 

2. The user of this program will have to identify which array variables a.re to 

be used as the input variables. Later, the maximizer will place va~ues in 

this array after it has adjusted them suitably. The compiler uses the INPUT 

verb in the FORTRAN language to do this. One of the consequence~ of 

this is that the INPUT verb cannot be used for anything else. The only 

internal action of this is to mark the variables used in the INPUT statement 

as the input variables. This information is passed on to the maximizer. The 

design decision here was that since this program will get all its data from 

the maximizer, there was little need to provide an' input statement for other 

data. Also, I found that adding a completely new verb of some kind would 

require modifying the given TOOLPACK code. I felt that it was better to 

consider the TOOLPACK code as a given and not modify it. 

3. The user of this program will also .have to provide the means for reporting 

the results of the computation back to the maximizer software. Another 

FORTRAN verb was appropriated to do this, the PRINT verb. There is a little 

quirk in the straight-line code generator in that the OUTPUT command in the 

intermediate quad code will return the results of the previous computation, 



so I usually include a short loop at the end of the FORTRAN program 

being tested to multiply each of the elements of the result vector by 1.0. 

Immediately after this, and in the same loop, I include the PRINT command 

that will return the results to the straight-line code generator. 

4. In some cases, the routine under test may need to evaluate the square root 

of zero. This is a well-defined operation, but when the maximizer tries to 

find the derivative of this operation, it fails. The solution is to put a lit

tle additional code in the original routine being tested to test for an exact 

floating-point zero before the square root is invoked. If a zero is found, just 

make the result zero and do not actually evaluate the square root. The result 

is mathematically the same, but allows the maximizer to proceed. ~·ithout 

this code modification, the maximizer may fail on the first attempt. 

5. The last transformation the user has to make is to remove all tab characters 

and translate lower case characters to upper case. This is a limitation of the 

TOOLPACK code. It is very easily taken care of with a shell script. 

I was able to create a script for the commonly-available UNIX tool PATCH 

to do many of these transformations automatically, especially when a group of 

routines being tested were closely related to each other. Good examples of this 

are the set of variants on the TQLl routine. The PATCH program was originally 

intended to apply source code fixes to public domain programs. It uses the output 
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of the UNIX DIFF program with context lines around the actual change line(s). 

The PATCH program will examine the context and apply the change. This allows 

me to make a nearly generic set of modifications to a program to prepare it for 

input to the evaluation process. 

I implemented the two TOOLPACK programs ISTLX and ISTPR. ISTLX is 

the lexical scanner and ISTPR is the parser. The latest release of TOOLPACK has 

renamed the ISTPR program to ISTLY. In the parlance of the TOOLPACK suite, 

I used the "stand alone" implementation. This means that each of the programs 

can be run individually, and that the low-level I/O routines are written in "c" 

instead of FORTRAN. No changes were made to the source of either program. 

Once the input is prepared, it is run through the TOOLPACK program ISTLX 

that produces a stream of tokens or lexemes for the parser. If no errors are found in 

this pass, the tokens are read by the ISTPR program to produce a parse tree of the 

FORTRAN program. Errors in this phase are usually due to failing to remove tab 

characters or failing to translate lower case characters to upper case. ISTLX and 

ISTPR should recognize any valid FORTRAN program. Both of these programs 

produce numerous files of little interest to the maximizer software. Listing files 

and comment files can be ignored safely. The error file should be empty if all goes 

well. If not, the error file can be viewed for a rough indication of what went wrong. 

Unfortunately, the error file of the parser refers to token numbers and is difficult to 

relate to the original source. It has been my experience that errors seldom occur 



in the parser phase. Errors, if any, will usually show up first in the lexical scanner. 

If the lexical scanner finds no errors, usually the parser will not either. 

The compiler that I wrote traverses the parse tree generated by the ISTPR 

program using the parse tree manipulations supplied by TOOLPACK. Since these 

subroutines are written in FORTRAN, which is non-recursive, my approach to 

parse tree traversal is an iterative one using a stack instead of recursion. Knuth 

provides an excellent non-recursive postfix tree walking algorithm that I adapted 

to use here. 

The parse tree is a single tree for the entire FORTRAN program. Each of the 

lines of code in the FORTRAN program is a child of the root node. There is not 

a separate tree for each statement. They are all tied together. Each of the nodes 

in the tree has an otherwise unused place for use by the programmer. I used this 

to place for target offsets for branches and loops. I also used it to find entries in 

the symbol table I built during the first pass. 

My compiler first initializes the parse tree. This is done by using another 

set of TOOLPACK routines collectively called the ACCESS routines. These are 

subroutines for accessing and manipulating the parse tree. The initialize call, 

ZINIT, will read the entire parse tree into main memory and make it available for 

later use by other subroutines. 

The first pass of my compiler then traverses the parse tree by calling other 

ACCESS routines. The task of the first pass is to gather all symbols used in the 
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program under test. There are several kinds of symbols: 

• floating-point constants 

• fixed-point constants 

o floating-point variables 

• fixed-point variables 

While the first pass is gathering these symbols, it is also keeping instruction 

counts so that program branches may be resolved. This is necessary for IF state

ments, DO loops, and GOTO statements. In effect the first pass is generating 

code and then throwing it away, just keeping the displacements of the targets of 

branching instructions. If the compiler is modified, care must be taken to insure 

that the same number of instructions are "generated" in both pass 1 and pass 2. 

The final task of the first pass is to produce the symbol table in a format 

usable by the straight-line code generator. This is in a rather unusual format. 

All the symbols must be presented to the straight-line code generator in a strict 

order: first, the floating-point constants, then the fixed-point constants, then the 

floating-point variables, and finally the fixed-point variables. At this time ten 

floating-point temporary variables and ten fixed-point integer variables are also 

generated to allow for the evaluation of complex expressions. Ten is more than 

enough, as these correspond roughly to registers in a hypothetical machine that 

could execute this program directly. Another way of looking at this is that they 



are places to "spill" an accumulator of a single accumulator machine when the 

accumulator is needed to evaluate other parts of a single expression. 

The second pass now has the symbol table completely built and all targets of 

branching instructions resolved. The second pass will again traverse the parse tree 

in postfix order and generate the instructions in a form acceptable to the straight 

line code generator. The second pass uses the same ACCESS routines that the first 

pass does. Once again, the form of the output is a bit unusual. Each instruction 

is of the form: 

leftoperand operator rightoperand result 

The operator is one of only 25 different operations allowed by the straight line 

code generator. These include integer and floating-point addition, subtraction, 

unary minus, multiplication, division, and a move or copy instruction. There is a 

floating-point square root operator also. There are a set of conditional branches for 

both integer and floating-point that is complete except for the "not equal" operator. 

The lack of the "not equal" operator caused some difficulty in implementing the 

SIGN generic function. Finally, there are the input, output and halt instructions. 

Each operand contains the location of the variable or constant in the symbol 

table. If this value is negative, it is not a variable, but a constant. Associated 

with each symbol table location are two more modifiers that are used for array 

address calculation. These represent the row and column specifiers. These may be 
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either integer variables or integer constants. The result field is also a location in 

the symbol table. 

A conditional operation will compare the left operand with the right operand 

and resume executi'on at the instruction number found in the result field if the con

dition is true. That is, the result field is redefined to contain an instruction number 

if the operation field is a branching instruction. This is consistent between the in

teger and floating-point conditional operations. Unconditional branches ignore the 

left operand and right operand fields. 

Also during the second pass, code is generated for the MIN, MAX, SIGN, and 

ABS generic functions found in FORTRAN. Slightly different code is generated 

appropriate to whether the operands are integer or floating- point. 

7.2 Straight-Line Code Generator 

The purpose of the straight-line code generator is to produce code for the maxi

mizer that contains only floating-point operations. The straight-line code genera

tor executes each of the instructions produced by the compiler, saving the results. 

When conditional branches are called for, the straight-line code generator finds the 

values used for the comparison, makes the comparison, and then proceeds along 

the appropriate path. Similarly, integer operations and conditional branches are 

traced, but their results are important only for following the flow of control. In

teger operations are not produced for the maximizer. The code was written in 
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The straight-line code generator unravels loops and branches by executing each 

step of the quad code separately. The execution is done in double precision arith

metic. For each floating-point operation done by the straight-line code generator, 

it produces one instruction. The utility of this routine is apparent when it executes 

conditional branch operations. For instance, a conditional branch may be taken 

depending upon whether one operand is less that another operand or not. The 

output of the straight-line code generator does not contain the test, but only the 

code that is executed for the exact set of data presented to it. 

Often loops executing floating-point operations are conditional upon integer 

counters, for example DO loops. The straight-line code generator simulates the 

execution of these counters and produces only the floating-point operations specific 

to the input data. 

The straight-line code generator will also resolve subscript references to spe

cific cells of memory. The generic functions MIN, MAX, SIGN, and ABS will be 

stripped of any conditional instructions and the exact code sequence for the given 

set of input data will be passed on to the maximizer. 

7.3 Maximizer 

The purpose of the maximizer is to find a set of input data that will maximize the 

approximating function w. The input to the maximizer is the set of data provided 
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by the user and straight-line floating-point operations produced by the straight-line 

code generator. The maximizer uses a technique due to Rosenbrock[Muri2, pages 

21-22] to systematically vary the input data to produce the largest w. This value 

is the largest eigenvalue of the generalized eigenvalue problem AT Ax = BTBAx, 

where A is the linear transformation composed of the partial differential of the 

outputs of the program with respect to the inputs, B is the linear transformation 

composed of the partial differential of the outputs of the program with respect 

to the rounding errors and A is the matrix of all the eigenvalues. These partial 

differentials are calculated explicitly by the maximizer software. w is then used by 

the maximizer to decide if progress is being made. 

7.4 Operation of the Maximizer 

An important point to remember is that the value w is not used as the stopping 

criterion for the maximizer. Each time the maximizer produces a new set of data, 

it will call an external function to evaluate w, the function being approximated by 

w. The usual practice here is to use the new set of data in the exact same code 

that produced the straight line code and calculate w independently. w is calculated 

as in Section 5.2. 

When w gets to be greater than 100, the maximizer stops, declaring success. 

The value of w is not used in the scoring process at all. It is just used for the 

maximizer. 
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If the value of w is less than 100, the maximizer calculates a new set of inputs 

and the straight-line code generator is executed again. This usually produces a 

different sequence of floating-point operations. This is the key contribution of 

my research that has never been done before. Although a different sequence of 

floating-point operations is produced each time, the process will often converge to 

a very large value if the subroutine being tested is unstable. This is apparent in 

the test results I have obtained. 

There are two other conditions that will terminate the optimizer. The maxi

mizer will terminate when it has tried 500 times to adjust the values of the inputs 

without success in driving w above 100. The maximizer may be making small 

gains, but in actual practice, it appears that no gains are being made at all. To 

prevent the maximizer from running indefinitely, a count is made of how many 

tries have been made to maximize w. If the count reaches this preset bound, the 

maximizer quits. 

The other condition is a little more subtle and can occur at any time. The 

maximizer determines how much progress is being made with each new set of input 

data and if the progress is less than some pre-determined amount, it terminates 

with an "insufficient progress" error message. It means that the maximizer has 

settled upon some local maximum that is insufficient to drive w above 100. In this 

case, trying another set of beginning data may help. 
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CHAPTER 8 

Results from Hill Climbing 

This chapter presents the main result of my work. First, the results of using ran

dom testing are compared to the results of using hill climbing. Because selected 

matrices are often used in published papers, I compare the results of using sev

eral of these matrices with the results I obtained using hill climbing. Finally, an 

unique advantage of using hill climbing is that the exact operation that exhibits 

catastrophic cancellation can be identified and traced back to the source program. 

I show examples of this in four programs that were found to be unstable. 



8.1 Comparing Hill Climbing to Random Test-

. lng 

I have extended Miller's work by applying the hill-climbing method to eigenvalue 

solvers. To show how effective this method is, Table 8.1 shows a summary of the 

results obtained from random testing. 

Maximumw 
Program 2 4 8 16 40 > 40 
IMTQL2 969 31 0 0 0 0 
IMTQLV 991 9 0 0 0 0 
OKRATV 762 95 39 31 21 52 
OKWRAV 870 78 29 12 5 6 
PWK 995 5 0 0 0 0 
PWKU 995 .5 0 0 0 0 
SKRAT 945 52 0 0 0 0 
SKRATN 915 70 1 0 0 14 
SKRATW 948 52 0 0 0 0 
TQL1 907 88 5 0 0 0 
TQL1MA 934 44 10 6 5 1 
TQL1MB 894 101 5 0 0 0 
TQL1NA 636 221 108 28 5 2 
TQL1NB 934 65 1 0 0 0 
TQL1U 450 403 139 8 0 0 
TQL2 974 26 0 0 0 0 
TQLRAT 973 27 0 0 0 0 

Table 8.1: Summary of Instabilities Found by Random Testing 

Table 8.2 shows the results that I obtained from using the hill-climbing method. 

While random testing was able to find some sets of data that showed instabil-

ities in all the routines known to be unstable, the instabilities only showed up .6 

percent of the time in OKWRAV for 4 x 4 matrices. The hill-climbing routine was 
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Program Success Insufficient > 500 
Progress Tries 

OKRATV 8 2 0 
OKWRAV 6 3 1 
PWK 0 2 8 
PWKU 0 2 8 
SKRAT 0 7 3 
TQLl 0 4 6 
TQL1MA 6 2 2 
TQL1MB 0 4 6 
TQL1NA 5 2 3 
TQL1NB 0 5 5 
TQL1S 0 4 6 
TQL1U 0 2 8 
TQLRAT 0 5 4 

Table 8.2: Instabilities Found By Hill-climbing in Eigenvalue Software 

able to find instabilities 60 percent of the time for the 10 sets of randomly-chosen 

starting data. 

Here, "succeed" means that the hill-climbing routine succeeded in finding a fail-

ure to meet the specification. "Insufficient progress" means that the hill-climbing 

routine determined that no progress was being made toward maximizing w. Fi-

nally, the hill-climbing routine quits if it has not found an instability after .500 

tries. 

Because iterative methods perform a variable number of arithmetic operations 

depending upon the data, the straight-line code sequence must be re-calculated 

each time a new vector of input values is calculated. This is not necessary for direct 

methods. This is done in a subroutine that interpretively executes the procedure, 

producing a trace of the execution in the form of the required straight-line code. 

using the vector of input values and an intermediate-code representation of the 



procedure being tested (in the form of quadruples). This was added specifically to 

get at non-direct methods, that is, eigenvalue software. 

The decision of when to declare success (i.e. the routine being tested is un

stable) is made independently by calculating w using the same inputs v that were 

used to calculate w. If w > 100, then the software declares that it has found an 

instability. 

8.2 Will a Few Matrices Do? 

As mentioned in the Introduction, several researchers have chosen to test their 

proposed methods using the W2~+1 or W2~+1 matrices that Wilkinson described. 

The W2~+1 matrix has several pairs of eigenvalues that are extremely close, some of 

them to the fifteenth decimal. The W2~+1 matrix has several pairs of eigenvalues 

that differ in sign, but are otherwise the same. Again, some of them t9 fifteen 

decimals. In order to investigate the thoroughness of this kind of testing, I collected 

the results of the Hill-Climbing tests which demonstrated instabilities and applied 

these selected matrices to all the routines known to be unstable and a few of the 

stable routines. There are 25 matrices from the Hill-Climbing process included 

here. I also included the two Wilkinson matrices for n=lO that is often used in 

the literature to demonstrate the accuracy of new algorithms. 

The idea was to find out if there were any similarities among the matrices that 

showed instabilities in at least one method and whether using just a few well-chosen 



146 

matrices would be successful in thoroughly testing the eigenvalue software. As can 

be seen in Table 8.3, there is no single matrix that is successful at demonstrating 

instability in all the routines known to be unstable. To read this table take, for 

example, the row labeled TQL1MA and the column labelled OK\VRAV. The no-

tation 5/6 in this entry indicate that 6 matrices producing instabilities were found 

in the hill-climbing process used on TQL1MA. However, using these 6 matrices 

directly in the unstable OKWRAV routine showed instabilities only .5 of the 6 

times. 

Source 
of Data 

OKRATV 
OKWRAV 
TQL1MA 
TQL1NA 

W2i 
W21 

Unstable Routine Being Tested 
OKRATV OKWRAV TQL1MA TQL1NA 

8/8 0 0 0 
6/6 6/6 0 t 
6/6 5/6 6/6 0 
o 0 0 .5/.5 

1/1 tOO 
o 0 0 0 

Table 8.3: Using Selected Matrices on Unstable Routines 

As a matter of fact, the W~ matrix was successful at demonstrating instability 

in only one routine, OKRATV. The W21 matrix was unsuccessful at demonstrating 

instability in any of the unstable routines tested. In the table, the t indicates that 

the inverse iteration routine failed to find a set of eigenvectors after 30 iterations. 

It might be argued that the OK\\t'RAV routine is shown to be unstable by this 

method also, but I choose to note it separately. 

One would expect that the test data derived from Hill-Climbing on each method 

would show the instability again. This is shown on the diagonal of the table above. 
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An unanticipated result is that the same matrices sometimes, but not always, indi

cate instabilities in other methods. This effect is not at all consistent, however. For 

instance, the routine OKWRAV is a variant of the OKRATV routine. One might 

expect that the data that shows the OKRATV routine to be unstable would some

how have been "fixed" in the OKvVRAV routine. This is indeed the case. Contin

uing this reasoning, one might expect that data that shows the OKWRAV routine 

to be unstable would somehow be unusual enough that it would not demonstrate 

instabilities in the original routine, OKRATV. This is also the case. However, the 

matrices found by Hill-Climbing on the TQLIMA and TQLINA routines, each of 

them variants of the EISPACK TQLl routine, fail to show instability in the other. 

If one examines the table carefully, it will be observed that the matrices found 

by Hill-Climbing on the TQLIMA routine are clearly more successful than either 

of the Wilkinson matrices. 

Another interesting result is that for each of the unstable routines TQLIMA 

and TQLINA, there is only one set of data that clearly demonstrates their in

stability, that is, the data found by the Hill-Climbing routine on each routine 

respecti vely. 

Finally, in Table 8.4, the same selected sets of input data are used to see how 

a few of the stable routines will handle them. 

The first result of interest is that the W21 matrix caused the inverse iteration 

routine to fail to find a suitable set of eigenvectors given the eigenvalues produced 



Source 
of Data 

OKRATV 
OKWRAV 
TQL1MA 
TQLINA 

W21 
W21 

Maximumw 

Stable Routine Being Tested 
SKRAT TQL1 U TQLRAT 

o 0 0 
o 0 0 
o 0 0 
o 0 0 
o 0 0 
too 

2.66 9.20 2.05 

Table 8.4: Using Selected Matrices on Stable Routines 
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by SKRAT. This is the only time that W21 produced any kind of an interesting 

result. The stable routines found acceptable eigenvalues on all of the other selected 

test data. As has been noted before, the TQLl U routine was still found to be 

stable, or rather, not found to be unstable. It is less accurate that the other 

routines listed here, as noted by the maximum w value. 

My conclusion is that there is no "magic bullet" matrix that can be used to test 

a wide range of eigenvalue methods. Each method has to be considered separately 

from any others. 

8.3 Finding the Instability 

So far I have shown that several programs I have tested can be driven to instability 

by the Hill-Climbing method. The question then arises, "In what statement of the 

original FORTRAN source program does the instability occur?" The Hill-Climbing 

software can be instrumented so that the unstable instructions can be easily identi-

Red. There are four steps necessary to identify the original FORTRAN statement. 
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First, the Hill-Climbing software must be enabled to print out results that are 

questionable. I have done this and to limit the amount of data that is necessary to 

look through, I chose to have the program list only those addition or subtraction 

operations where the result is less than 10-10 , reasoning that catastrophic cancel

lation is the usual cause of instabilities. Multiplication, division and the square 

root operatio1)s do not cause loss of significance. These values are computed and 

saved in an array within the Hill-Climbing software in a module called "round.f'. 

Once the values are discovered, I can find the instruction that produced the 

value as a result of tracing the operations that are produced by the straight-line 

code generator. This trace is turned on by a debugging flag in the last line of the 

input to the straight-line code generator. This will produce a complete list of all 

the straight-line instructions, the location of the source values and the location of 

the result values in the program. 

Later in this chapter, I will show how to identify the exact instruction that 

causes the instability. In order to relate this back to the source code, the straight

line instruction number must be determined. The instruction numbers produced 

by the straight-line code generator have a direct relationship to the values produced 

by the Hill-Climbing software, differing only by a constant amount. This constant 

is the number of starting values given to the Hill-Climbing software. In my tests, 

this constant was always 8. So, for example, value number 484 in the Hill-Climbing 

software would be produced by instruction number 476 in the straight-line code 
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generator. 

The trace output of the straight-line code generator also produces the location 

of the instruction in the intermediate language program. The same instruction 

number will appear several times if it is inside a loop. These instructions, in 

the form of quadruples (two source operands, the destination operand, and the 

operation), are produced by my compiler as direct input to the straight-line code 

generator. I have written another program that will list these quadruples in a 

symbolic form more easily read by the researcher. It is not· necessary for the 

operation of the Hill-Climbing software, but it has proven useful several times for 

debugging the output of the compiler and now for making it easier to find the source 

statement in the FORTRAN program that caused the catastrophic cancellation. 

From the listing of the quadruples produced by the compiler, one can find the 

original FORTRAN source instruction. 

Several examples of this process are shown below. 

OKRATV 

This program failed quickly, after only twelve iterations of the Hill-Climbing soft

ware from the first starting point. 
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hill 

The Hill-Climbing software produced the following trace for addition or subtraction 

operations where the result was less than 10-10 • 

value( 116) 0.222E-15 = 1.00 1.00 
value ( 369) -0.522E-26 = 0.815E-22 - 0.815E-22 
value ( 451) -0. 131E-23 = 0.321E-21 - 0.322E-21 
value ( 484) 0.173E-17 = 0.426E-02 - 0.426E-02 

As will be seen later, the value at location 116 is the final value produced by 

the loop at the beginning of the program to calculate machine epsilon. Since all 

calculations are done in double precision, this is different from the single precision 

value used in random testing. This is not the cause of the instability. The other 

three values remain to be explained. Value 4.51 is the result of a subtraction 

operation, but does not show much cancellation. Value 369 shows more cancellation 

loss, about four digits, but still is not too much to worry about. Value 484 is the 

one that really shows the effects of catastrophic cancellation. The result is fifteen 

orders of magnitude different from the operands. It is evident that the last value 

shown will be the one that caused the routine to become unstable because the 

process terminates when an unstable result is produced. 

wrtins 

This step is a bridging step between the running trace of the Hill-Climbing routine 

and the original program. I include here some selected output produced by the 
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straight-line code generator. The columns from left to right represent the sequence 

number of the straight-line operation, the quadruple number from the input, the 

location of the value of the left operand, the operation code (2 is floating-point 

subtraction), and the location of the value of the right operand. This output 

is abstracted from a much longer listing that contains a complete trace of aU 

intermediate values generated for the program being tested by the Hill-Climbing 

program. 

108 12 147 2 -1 

361 141 366 2 399 
443 141 459 2 481 
476 141 503 2 514 

The purpose of this is to find a link between the quadruples produced by the 

compiler, the straight-line code instruction number, and the trace of the values 

produced during the running of the Hill-Climbing software. Already, we can see 

a glimpse of the nature of the problem. Instruction numbers 361, 443, and 476 

are all produced by the same quadruple number 141. In fact, this instruction is 

inside a loop that was straightened out by the straight-line code generator. The 

value produced by the instruction number 108 comes from quadruple number 12. 

As mentioned earlier, the instruction numbers are 8 less than the value number 

found in the Hill-Climbing trace due to the offset in values caused by allocating 

space for the input values that are not produced by any of this code. 
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Here, I have selected a few of the corresponding quadruples to demonstrate the 

link between the straight-line code generator and my compiler. The quadruple 

numbers were taken from the previous step. From a complete listing of all the 

quadruples I have extracted the following code: 

12: EPSP1 - 1.0 -> ZZTMP1 
13: ZZTMP1 -> MACHEP 

141: D(I) - U -> ZZTMP1 
142: ZZTMP1 -> H 

The quadruples are not optimized at all. For instance, quadruple numbers 12 

and 13 could be replaced with a single instruction. Similarly, quadruple numbers 

141 and 142 could be optimized also. It turns out that this is not a problem 

for the Hill-Climbing software. Data movement instructions do not cause any 

roundoff error so they are "free". As a matter of fact, they are discarded by the 

Hill-Climbing software, so it is unnecessary to optimize the quadruples produced 

by the compiler. 

We are getting quite close to the original FORTRAN source that caused the 

instability. The symbolic listing of the quadruples shows the original variable 

names and subscripts, if applicable. 
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By looking at a listing of the original FORTRAN program, I identified the following 

two statements. 

MACHEP = EPSP1-1.0 

H = D(I) - U 

The catastrophic cancellation observed in the first instruction is due to the way 

that the machine epsilon is calculated. This is to be expected. The catastrophic 

cancellation in the second instruction is the one that causes the program to become 

unstable. 

o KWRAV 

This program showed instability in the 52-nd iteration of the Hill-Climbing soft

ware. This program variant is due to Wilkinson. I had hoped that the instability 

would show up in a different place. But, as I will now show, the statement that 

demonstrates the instability is exactly the same as OKRATV, it just takes longer to 

find it. This instability was previously known and is the reason the the OKRATV 

and OKWRAV routines are not used in practice. 

hill 

The trace produced by the Hill-Climbing software shows the following values that 

bear closer investigation: 
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value( 116) 0.222E-15 = 1.00 1.00 

value( 375)-0.615E-26 = 0.971E-22 - 0.971E-22 

value( 459)-0.126E-23 = 0.307E-21 - 0.308E-21 

The last two values do not look all that suspicious. Value 375 shows 4 digits 

of cancellation and value 459 only shows 2. Value 116 is the result of computing 

machine epsilon in a loop. 

wrtins 

Tracing these values back to instructions, the debugging output of the straight-line 

code generator shows the following: 

108 12 147 2 -1 

367 148 372 2 405 
451 148 467 2 489 

As in the previous program, two instructions come from the same source. In-

struction numbers 367 and 451 come from quadruple number 148. 

compiler 

Finding the appropriate instructions in the symbolic listing of the quadruple output 

of my compiler, the following is observed: 

12: EPSPl - 1.0 -> ZZTMPl 
13: ZZTMPl -> MACHEP 

148: D(1) - U -> ZZTMPl 
149: ZZTMPl -> H 
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Quadruples 12 and 13 are from the loop calculating machine epsilon. Quadruple 

numbers 148 and 149 point directly to a single line in the original FORTRAN source 

program. 

source 

The FORTRAN source instructions are: 

MACHEP = EPSP1-1.0 

H = D(I) - U 

We can ignore the calculation of machine epsilon and concentrate on the cal

culation of H. This instruction, inside a loop, has shown indications of instability 

twice during the final iteration of the Hill-Climbing software. Although the can

cellation demonstrated was not nearly as large as in the first program, it is still 

the same instruction in both cases. Wilkinson's modification made it a bit more 

difficult to demonstrate instability, but the method still proves to be unstable. 

TQLIMA 

This program and the next one are variants of the TQLl program found in EIS

PACK. The TQLl program itself has never been shown to be unstable, but I have 

introduced instabilities on purpose to demonstrate the effectiveness of the Hill

Climbing software. These instabilities were in the form of trigonometric identities. 

It was not known in advance if these modifications would cause instability. 
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hill 

This variant was shown to be unstable in the 19-th iteration of the Hill-Climbing 

software. The trace produced by the Hill-Climbing software showed the following 

results: 

value ( 12) -0.222E-15 = 1.00 - 1.00 

value ( 325) 0.302E-12 = -0.250E-09 - -0.251E-09 
value ( 444) 0.170E-16 = -0.752E-15 - -0.769E-15 
value ( 483) 0.694E-17 = -0.359E-Ol - -0.359E-Ol 

Value 12 is the result of an alternate way of computing machine epsilon. This 

does not use a loop, but instead depends upon cancellation happening at just the 

right time to produce machine epsilon. You can see that the result is the same. 

except for sign, as the much longer loop used in the first two programs. Values 

325 and 444 do not arouse much suspicion. However, value 483 shows catastrophic 

cancellation in full force. 

wrtins 

Tracing these instructions back through the straight-line code generator, the fol-

lowing instructions are found: 

4 6 37 2 -3 

317 118 349 2 350 
436 118 468 2 469 
475 118 507 2 508 
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Quadruple number 6 is only found once here. Quadruple number 118 shows 

up three times and can be identified at this point as the instruction causing the 

instability. 

compiler 

The symbolic listing of the quadruples produced by the compiler show the follow-

ing: 

2: 4.0 -> MACHEP 

3: MACHEP / 3.0 -> ZZTMP1 
4: ZZTMP1 - 1.0 -> ZZTMP1 
5: 3.0 * ZZTMP1 -> ZZTMP1 
6: ZZTMP1 - 1.0 -> ZZTMP1 
7: ZZTMP1 -> ZZTMP2 
8: if ZZTMP2 .ge. 0.0 then go to 10 
9: -( ZZTMP2 ) -> ZZTMP2 

10: ZZTMP2 -> MACHEP 

116: C * D(I) -> ZZTMP1 
117: S * G -> ZZTMP2 
118: ZZTMP1 - ZZTMP2 -> ZZTMP1 
119: ZZTMP1 -> P 

These quadruples were selected for presentation here with the FORTRAN 

source in mind. Quadruples 2 through 10 show in more detail how machine epsilon 

is computed in a direct fashion. The simple assignment statement only required 

one quadruple, at number 2, to be generated. Quadruples 3 through 10 show the 

allocation of temporary variables, the calculation of the intermediate results, and 

the code produced for the absolute value function. The values produced by these 



quadruples are not the cause of the instability. 

Quadruples 116 through 119 are the code generated for a single instruction. 

Once again, temporary variables are allocated and reused when it is safe to do so. 

The subtraction causing the catastrophic cancellation is at quadruple number 118. 

source 

Finding the appropriate source instructions, the following is observed: 

MACHEP = 4.0 
MACHEP = ABS(3.0*(MACHEP/3.0-1.0)-1.0) 

160 P = C * D(I) - S * G 

The first two statements calculate machine epsilon without using a loop. The 

cancellation causing the desired value is the last subtraction, where 1.0 is sub-

tracted from another number very close to 1.0. The difference between the two is 

the machine epsilon. 

The instruction that demonstrates the instability occurs in the last FORTRAN 

statement above. The quantities represented by S * G and C * D(I) are very close 

to each other, the classic cause of catastrophic cancellation. 

TQL1NA 

In this final example I present another variant of TQLl produced by applying a 

different trigonometric identity. Also, a different path through the code is forced 

by taking out the path followed by TQLIMA entirely. 
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hill 

The Hill-Climbing software required 338 iterations to find the instability. The 

trace produced by the execution of the Hill-Climbing software is: 

value( 12) -0.222E-15 = 1.00 1.00 

value( 323) O. = 1.00 1.00 
value( 326) -0.591E-30 = -0.591E-30 - O. 
value ( 329) 0.481E-15 = 0.481E-15 + O. 

value ( 440) 0.222E-15 = 1.00 1.00 
value( 444) 0.705E-17 = -0.620E-19 - -0. 7UE-17 

value ( 484) 0.208E-16 = -0.429E-01 - -0.429E-01 

In this example, several candidates for catastrophic cancellation need to be 

examined. Value 12 is the result of calculating machine epsilon. Value 323 is spu-

rious, since it results from the subtraction of two exactly equal values. Value 326 is 

also spurious, caused by the loose criterion for selecting and printing "interesting" 

values. The criterion is simply that the result of an addition or subtraction should 

have a value less than 10-1°. Even at this point we can probably ignore value 329. 

I had hoped to find an example of adding two numbers with opposite signs, thus 

causing catastrophic cancellation. This is not one of those cases, however, so we 

can safely ignore this value too. The magnitude of value 444 is the same as one of 

the operands, so no catastrophic cancellation is happening here. 

This leaves two values that still look "suspicious", values 440 and 484. In both 

cases the magnitude of the result is 15 orders of magnitude less than the operands. 
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wrtins 

Finding the value numbers in the straight-line code debugging output, the following 

information results: 

4 6 38 2 -3 

315 115 -3 2 349 
318 122 351 2 352 
321 127 354 1 355 
432 115 -3 2 466 

436 122 469 2 470 
476 122 509 2 510 

Instruction 4 is due to the calculation of machine epsilon. Instruction :321 

contains operation code 1, which is the operation code for floating-point addition. 

I have already eliminated this as the source of the instability. Of the remaining, 

quadruple numbers 115 and 122 each appear more than once. Either of these are 

probably the source of the instability. We will have to look further to determine 

which one shows the instability. 

compiler 

The symbolic listing of the quadruples produced by the compiler contains the 

following: 

2: 4.0 -> MACHEP 

3: MACHEP / 3.0 -> ZZTMPl 
4: ZZTMPl - 1.0 -> ZZTMPl 
5: 3.0 * ZZTMP1 -> ZZTMP1 



6: ZZTMP1 - 1.0 -> ZZTMP1 
7: ZZTMP1 -> ZZTMP2 
8: if ZZTMP2 .ge. 0.0 then go to 10 
9: -( ZZTMP2 ) -> ZZTMP2 

10: ZZTMP2 -> MACHEP 

114: C * C -> ZZTMP1 
115: 1.0 - ZZTMP1 -> ZZTMP1 
116: ZZTMP1 -> T 

120: C * O(I) -> ZZTMP1 
121: S * G -> ZZTMP2 
122: ZZTMP1 - ZZTMP2 -> ZZTMP1 
123: ZZTMP1 -> P 

124: I + 1 -> IITMP1 
125: C * G -> ZZTMP1 
126: S * O(I) -> ZZTMP2 
127: ZZTMP1 + ZZTMP2 -> ZZTMP1 
128: S * ZZTMP1 -> ZZTMP1 
129: H + ZZTMP1 -> ZZTMP1 
130: ZZTMP1 -> O(IITMP1) 
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Instructions 2 through ~O are exactly the same as the previous program. No 

further explanation is necessary here. 

Quadruples 114 through 116 show a subtraction of some squared quantity from 

1.0. Quadruples 120 through 130 compiled output of a much more complex FOR-

TRAN statement. 

source 

Using the quadruple code shown in the previous step, the following statements are 

identified as having potential catastrophic cancellation problems: 

MACHEP = 4.0 



MACHEP = ABS(3.0*(MACHEP/3.0-1.0)-1.0) 

T = 1.0 - C * C 

160 P = C * D(I) - S * G 
D(I+1) = H + S * (C * G + S * D(I» 

The first two statements are for the calculation of machine epsilon and can be 

ignored here. The third statement shows the subtraction of cos 2 from 1.0. If the 

rotation angle is very close to 0.0, this should not cause a problem. The result is 

still very small. 

The last two FORTRAN statements represent the main area where catastrophic 

cancellation occurs. The very last statement is the one that contains the suspicious 

addition that I discarded earlier. It is included here for completeness. It is inter-

esting, however, to see how the compiler generates instructions for the subscript 

of D, by using a temporary integer variable. 

The FORTRAN statement exhibiting the catastrophic cancellation is the final 

instruction remaining. It is the same statement as the previous example. The 

different trigonometric substitution just caused the cancellation to occur much 

later in the course of execution, at iteration 338 instead of iteration 19. 

8.4 Conclusion 

I have shown several examples of unstable routines in this section. In each case, 

the instability was traced to catastrophic cancellation. The Hill-Climbing software 
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can be instrumented easily to find the original FORTRAN source statement that 

showed the catastrophic cancellation. 
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CHAPTER 9 

Conclusions and 

Recommendations 

9.1 Conclusions 

Using random test data appears to be an effective method of screening eigenvalue 

software for instabilities. This method will find instabilities even in small matrices, 

as long as the degenerate case is ignored. Instabilities are easier to find in larger 

test matrices, although the computational costs may be prohibitive. A useful rule 

of thumb is to estimate that the number of arithmetic operations increases as the 

square of the rank of the real symmetric tridiagonal matrix. If this relationship 

is true, then testing 1000 5 x 5 matrices should be just as expensive than testing 

ten 50 x 50 matrices. As shown in Table 6.8, testing ten 50 x 50 matrices would 
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probably not find an inst'ability, but testing 1000 5 x 5 matrices probably would find 

an instability. Thus, I conclude that testing with relatively more small matrices is 

more efficient than testing with fewer large matrices. 

I have shown that the "eigenvectors" corresponding to the calculated eigenval

ues may be calculated to the same precision as the eigenvalues. Finally, I have 

shown that the use of small random floating-point numbers is sufficient to test 

eigenvalue software. 

9.2 Recommendations for future research 

I believe that this method could be used to test eigenvalue software in at least 

two new areas: large (n > 300, say) sparse matrices and eigenvalue software just 

now being developed for parallel processing machines, such as might be found in 

EISPACK 8X. 

By' presenting this work here, I hope to show that this testing method could be 

used to automate the testing of new routines, such as those now being proposed 

for solving eigenvalue problems on supercomputers. I believe that the problem 

of writing eigenvalue solver software for scalar computers is pretty well solved. 

The algorithms that will be needed to use multiprocessor and vector computers 

efficiently will have to explore approaches other than the QR algorithm that has 

proved to be so effective for scalar computers. 

Examples of new approaches are: 
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• New adaptations of Cyclic Jacobi methods. This even disposes with reducing 

the original matrix to tridiagonal form first. Jacobi rotations may be chosen 

such that different processors can be working on different parts of the original 

matrix without having to pass results to other processors until rather late, 

thus allowing a good deal of parallelism. This may take more operations to 

complete, but still finish faster in a parallel environment. There may be a 

problem with this class of algorithms "filling in" sparse matrices. 

• Bisection and multi section methods are regaining popularity for parallel ma

chines [BES83] [Bye88] [Sim89]. Once the eigenvalues are isolated using 

Sturm sequences for example, the problem can be divided among several 

processors. Accuracy doesn't seem to be an issue here, but rather proper 

scheduling of the multiple processors seems to be the main issue. 

• Dongarra and Sorenson [DS85] have published a method that "tears" the 

matrix into a small number of pieces and then divides the remaining work 

among the available processors. After all of the processors have finished. the 

results are "pasted" back together for the final result. The code for this is 

approximately 700 lines long [DS87]. 

• A few researchers [Kau84] [War76] [Ort88] [ZVWS88] [MM089] are exploring 

vector-based approaches that would make good use of the vector processing 

capabilities of supercomputers. The main difficulty here seems to be that 
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when using the QR method, the calculations have "wrap-around" dependen

cies so that a new sweep of the QR method cannot continue until the results 

of the previous sweep are completed. This severely hampers efforts to keep 

several vector operations going at the same time. I have presented the results 

here of one such published algorithm [SK77]. 

Many of the papers that I have reviewed present results for only a few test 

matrices, typically less than five. These matrices are typically well-chosen to rep

resent "worst case" performance on some specific problem, for example the ex

tremely close pairs of eigenvalues of the W:t+1 matrices described by vVilkinson 

[Wil65, page 308]. Few researchers chose to even try random testing. I hope that 

by showing how easy it is to automate the process of testing that more complete 

testing will be performed on new algorithms before they are published. 

Finally, it would be useful to modify the compiler and the straight-line code 

generator to accept implementations of algorithms that are written in independent 

modules, that is, subroutines and functions. This would allow the hill-climbing 

method to be used on a larger variety of programs. 
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APPENDIX A 

Data from Random Testing 

The following tables are the actual output of the tests done using random numbers 

for input. n represents the size of the matrix, nreps represents the number of 

matrices tested, the numbered columns represent the number of matrices whose 

score, w, was less than the given number, fail represents the number of matrices 

whose score was greater than 10 x n, that is, the number of matrices that failed, 

and max repres~nts the maximum w for that ~ize matrix. The sum of all the scoring 

categories adds up to the number of matrices tested in each line. In some of the 

later tests, the fail category was subdivided into failure due to w > 10 x n (sfail) 

and those matrices which failed to converge to some kind of result during the Q L 

iteration {ifail}. 
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A.1 IMTQL2 

Uses an implicit double shift and accumulates the product of the product of the 

rotations. 

1. newnorm - A new scoring procedure, omeg.r, is used that implements a more 

careful definition of the matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 fail max 
2 1000 1000 0 0 0 0 0 0 0 1.79 
3 1000 989 11 0 0 0 0 0 0 2.66 
4 1000 969 31 0 0 0 0 0 0 3.37 
5 1000 905 95 0 0 0 0 0 0 3.88 
7 1000 673 320 7 0 0 0 0 0 4.83 

10 1000 337 632 31 0 0 0 0 0 5.22 
15 1000 27 761 212 0 0 0 0 0 7.50 
20 1000 1 451 543 5 0 0 0 0 9.56 
30 1000 0 47 850 103 0 0 0 0 13.81 
40 1000 0 0 592 408 0 0 0 0 14.42 
50 1000 0 0 223 773 4 0 0 0 16.78 

2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors. 

n nreps 2 4 8 16 32 64 128 ifail sf ail max 
2 1000 1000 0 0 0 0 0 0 0 0 1. 79 
3 1000 989 11 0 0 0 0 0 0 0 2.66 
4 1000 969 31 0 0 0 0 0 0 0 3.37 
5 1000 905 95 0 0 0 0 0 0 0 3.88 
7 1000 673 320 7 0 0 0 0 0 0 4.83 

10 1000 337 632 31 0 0 0 0 0 0 5.22 
15 1000 27 761 212 0 0 0 0 0 0 7.50 
20 1000 1 451 643 6 0 0 0 0 0 9.56 
30 1000 0 47 860 103 0 0 0 0 0 13.81 
40 1000 0 0 692 408 0 0 0 0 0 14.42 
60 1000 0 0 223 773 4 0 0 0 0 16.78 

A.2 IMTQLV 

This uses an implicit double shift technique, does not accumulate the product of 

the rotations, so that TINVIT is necessary. 
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1. newnorm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, MACHEP set to 2.0d-23, single precision arithmetic is 

used after the eigenvalue calculation. The scoring procedure in omeg.r is 

corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.59 
3 1000 999 1 0 0 0 0 0 0 0 2.35 
4 1000 991 9 0 0 0 0 0 0 0 2.51 
5 1000 985 15 0 0 0 0 0 0 0 2.88 
7 1000 940 60 0 0 0 0 0 0 0 3.72 

10 1000 854 145 1 0 0 0 0 0 0 4.06 
15 1000 603 382 15 0 0 0 0 0 0 5.71 
20 1000 354 594 52 0 0 0 0 0 0 7.02 
30 1000 59 713 228 0 0 0 0 0 0 7.96 
40 1000 3 443 547 7 0 0 0 0 0 10.56 
50 1000 0 185 790 25 0 0 0 0 0 13.32 

2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors corre-

sponding to groups of close eigenvectors, MACHEP set to 2.0d-23, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.59 
3 1000 999 1 0 0 0 0 0 0 0 2.35 
4 1000 991 9 0 0 0 0 0 0 0 2.51 
5 1000 985 15 0 0 0 0 0 0 0 2.88 
7 1000 940 60 0 0 0 0 0 0 0 3.72 

10 1000 853 146 1 0 0 0 0 0 0 4.06 
16 1000 603 382 15 0 0 0 0 0 0 5.71 
20 1000 364 594 52 0 () 0 0 0 0 7.02 
30 1000 59 713 228 0 0 0 0 0 0 7.96 
40 1000 3 442 548 7 0 0 0 0 0 10.56 
50 1000 0 187 788 26 0 0 0 0 0 13.32 

3. newnorm.nogroup.d26 - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-26, single 
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precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.42 
3 1000 999 1 0 0 0 0 0 0 0 2.35 
4 1000 991 9 0 0 0 0 0 0 0 2.51 
5 1000 985 16 0 0 0 0 0 0 0 2.88 
7 1000 941 59 0 0 0 0 0 0 0 3.72 

10 1000 859 140 0 0 0 0 0 0 4.06 
15 1000 610 375 16 0 0 0 0 0 0 5.71 
20 1000 363 586 52 0 0 0 0 0 0 7.02 
30 1000 62 711 227 0 0 0 0 0 0 7.96 
40 1000 3 446 546 7 0 0 0 0 0 10.56 
50 1000 0 188 787 25 0 0 0 0 0 13.32 

4. newnorm.nogroup.dp.d23 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-23, dou-

ble precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.18 
3 1000 999 1 0 0 0 0 0 0 0 2.34 
4 1000 993 7 0 0 0 0 0 0 0 2.45 
5 1000 985 16 0 0 0 0 0 0 0 2.86 
7 1000 940 60 0 0 0 0 0 0 0 3.76 

10 1000 866 144 1 0 0 0 0 0 0 4.07 
16 1000 606 380 14 0 0 0 0 0 0 5.70 
20 1000 366 692 62 0 0 0 0 0 0 7.03 
30 1000 68 716 226 0 0 0 0 0 0 7.95 
40 1000 3 441 549 7 0 0 0 0 0 10.64 
50 1000 0 189 786 26 0 0 0 0 0 13.36 

5. newnorm.nogroup.dp.d26 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-26, dou-

ble precision arithmetic is used after the eigenvalue calculation. The scoring 
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procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.18 
3 1000 999 1 0 0 0 0 0 0 0 2.34 
4 1000 993 7 0 0 0 0 0 0 0 2.45 
5 1000 985 15 0 0 0 0 0 0 0 2.86 
7 1000 940 60 0 0 0 0 0 0 0 3.76 

10 1000 855 144 1 0 0 0 0 0 0 4.07 
15 1000 606 380 14 0 0 0 0 0 0 5.70 
20 1000 356 592 52 0 0 0 0 0 0 7.03 
30 1000 58 716 226 0 0 0 0 0 0 7.95 
40 1000 3 441 549 7 0 0 0 0 0 10.54 
SO 1000 0 189 786 26 0 0 0 0 0 13.36 

A.3 OKRATV 

This program is a modification of the EISPACK program TQLRAT to use the 

Ortega-Kaiser method. I have renamed it to Okratv. This has been reported in 

the literature to be unstable. 

1. newnorm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, MACHEP set to 2.0d-23, single precision arithmetic is 

used after the eigenvalue calculation. The scoring procedure in omeg.r is 

corrected to use the appropriate matrix norm of R, A, and X. 

n nrepll 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.62 
3 1000 889 48 14 12 13 0 0 0 24 13027.60 
4 1000 762 96 39 31 18 3 0 0 62 135981.09 
6 1000 618 117 67 63 48 10 0 0 87 103361.69 
7 1000 397 156 111 76 67 52 7 0 134 366860.31 

10 1000 146 142 140 105 97 91 49 0 230 517511.38 
16 1000 20 62 86 119 133 133 124 2 321 1142607.88 
20 1000 2 10 29 60 92 124 199 2 482 628919.81 
30 1000 0 0 2 5 17 43 228 4 701 3262866.60 
40 1000 0 0 0 0 0 8 144 24 824 1394297.13 
60 1000 0 0 0 0 1 1 68 66 864 1137317.13 
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2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors corre-

sponding to groups of close eigenvectors,· MACHEP set to 2.0d-23, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.62 
3 1000 889 48 14 12 13 0 0 0 24 13027.50 
4 1000 762 95 39 31 18 3 0 0 52 135981.09 
5 1000 618 117 67 53 48 10 0 0 87 103351.59 
7 1000 397 156 111 76 67 52 7 0 134 366860.31 

10 1000 146 142 140 105 97 91 49 0 230 517511.38 
15 1000 20 62 86 119 133 133 124 2 321 1142607.88 
20 1000 2 10 29 60 92 123 200 1 483 628919.81 
30 1000 0 0 2 5 17 43 228 10 695 3262856.50 
40 1000 0 0 0 0 0 8 144 43 805 1177197.25 
50 1000 0 0 0 0 1 68 107 823 993766.06 

3. newnorm.nogroup.d26 - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-26, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail stail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.62 
3 1000 889 48 14 12 13 0 0 0 24 13027.50 
4 1000 762 96 39 31 18 3 0 0 52 136981.09 
6 1000 618 117 67 63 48 10 0 0 87 103351.59 
7 1000 397 166 111 76 67 62 7 0 134 366860.31 

10 1000 147 141 140 106 97 91 49 0 230 617511.38 
16 1000 20 62 86 119 133 133 124 2 321 1142607.88 
20 1000 2 10 29 60 92 123 200 1 483 628919.81 
30 1000 0 0 2 6 17 43 228 10 695 3262856.60 
40 1000 0 0 0 0 0 8 144 43 806 1177197.26 
50 1000 0 0 0 0 1 68 107 823 993766.06 

4. newnorm.nogroup.dp.d23 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-2:3, dou-
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hIe precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sf ail Dlax 
2 1000 1000 0 0 0 0 0 0 0 0 1.63 
3 1000 888 49 14 13 12 0 0 0 24 13027.66 
4 1000 761 96 39 31 18 3 0 0 62 136981.11 
6 1000 617 119 67 62 48 10 0 0 87 103361.63 
7 1000 396 167 111 76 68 62 7 0 134 366860.34 

10 1000 149 139 140 106 96 91 49 0 230 617611.44 
16 1000 21 61 86 119 133 133 124 6 318 1142608.00 
20 1000 2 9 30 60 92 123 200 9 476 628919.81 
30 1000 0 0 2 6 17 43 228 34 671 1214565.50 
40 1000 0 0 0 0 0 8 141 114 737 1162243.38 
50 1000 0 0 0 0 1 1 67 235 696 993766.00 

5. newnorm.nogroup.dp.d26 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-26, dou-

hIe precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 Ha.il sfail Dlax 
2 1000 1000 0 0 0 0 0 0 0 0 1.63 
3 1000 888 49 14 13 12 0 0 0 24 13027.55 
4 1000 761 96 39 31 18 3 0 0 52 136981.11 
5 1000 617 119 67 52 48 10 0 0 87 103351.63 
7 1000 396 167 111 76 68 52 7 0 134 366860.34 

10 1000 149 139 140 106 96 91 49 0 230 517511.44 
16 1000 21 61 86 119 133 133 124 5 318 1142608.00 
20 1000 2 9 30 60 92 123 200 9 476 628919.81 
30 1000 0 0 2 6 17 43 228 34 671 1214565.50 
40 1000 0 0 0 0 0 8 141 114 737 1162243.38 
60 1000 0 0 0 0 1 1 67 236 696 993766.00 

A.4 OKWRAV 

This is a further modification of the EISPACK routine TQLRAT. In addition to 

the Ortega-Kaiser method, this incorporates Wikinson's suggestion to improve the 
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behavior of the program. Unfortunately, this too is unstable. 

1. new norm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, MACHEP set to 2.0d-23, single precision arithmetic is 

used after the eigenvalue calculation. The scoring procedure in omeg.r is 

corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.62 
3 1000 961 22 9 3 2 0 0 0 3 63.23 
4 1000 870 78 29 12 4 0 0 6 142.94 
5 1000 782 120 61 27 10 3 0 0 7 673.37 
7 1000 622 221 76 40 17 9 0 0 16 1467.81 

10 1000 348 326 169 81 37 27 8 0 14 969.19 
16 1000 121 336 262 161 67 34 24 0 16 294328.72 
20 1000 26 210 301 202 134 70 36 0 22 4467.52 
30 1000 1 41 202 264 224 123 110 0 36 6499.06 
40 1000 0 6 87 203 268 197 224 1 26 16128.38 
60 1000 0 0 24 133 271 223 311 0 38 6583.96 

2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors corre-

sponding to groups of close eigenvectors, MACHEP set to 2.0d-2:3. single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 if ail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.62 
3 1000 961 22 9 3 2 0 0 0 3 63.23 
4 1000 870 78 29 12 4 1 0 0 6 142.94 
6 1000 782 120 51 27 10 3 0 0 7 573.37 
7 1000 622 221 76 40 17 9 0 0 16 1467.81 

10 1000 348 326 159 81 37 27 8 0 14 959.19 
16 1000 121 336 252 161 67 34 24 0 16 294328.72 
20 1000 26 210 301 202 134 70 35 0 22 4467.52 
30 1000 1 41 202 264 224 123 110 0 36 5499.06 
40 1000 0 6 87 203 268 197 224 1 25 15082.68 
60 1000 0 0 24 133 271 224 310 1 37 6583.96 

3. newnorm.nogroup.d26 - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-26. single 
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precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.62 

.3 1000 961 22 9 3 2 0 0 0 3 63.23 
4 1000 870 78 29 12 4 0 0 6 142.94 
5 1000 782 120 51 27 10 3 0 0 7 573.37 
7 1000 622 221 76 40 17 9 0 0 15 1457.81 

10 1000 350 324 159 81 37 27 8 0 14 959.19 
15 1000 125 332 252 151 67 34 24 0 15 294328.72 
20 1000 26 210 301 202 134 70 35 0 22 4467.52 
30 1000 1 41 202 264 224 123 110 0 35 5499.06 
40 1000 0 5 87 203 258 197 224 1 25 15082.68 
50 1000 0 0 24 133 271 224 310 1 37 6583.95 

4. newnorm.nogroup.dp.d23 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-23, dou-

hIe precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.63 
3 1000 961 22 9 3 2 0 0 0 3 63.25 
4 1000 869 78 30 12 4 1 0 0 6 142.99 
5 1000 782 121 49 28 10 3 0 0 7 573.37 
7 1000 618 223 78 40 17 9 0 0 15 1457.77 

10 1000 350 324 160 80 37 27 8 0 14 959.17 
15 1000 125 331 252 152 67 34 24 0 15 294328.78 
20 1000 25 211 300 203 133 71 35 0 22 4467.50 
30 1000 1 40 203 264 225 122 110 0 35 5499.05 
40 1000 0 5 87 202 258 197 224 2 25 15082.68 
50 1000 0 0 24 132 271 225 310 1 37 6583.93 

5. newnorm.nogroup.dp.d26 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-26, dou-

hIe precision arithmetic is used after the eigenvalue calculation. The scoring 
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procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.63 
3 1000 961 22 9 3 2 0 0 0 3 63.25 
4 1000 869 78 30 12 4 1 0 0 6 142.99 
5 1000 782 121 49 28 10 3 0 0 7 573.37 
7 1000 618 223 78 40 17 9 0 0 15 1457.77 

10 1000 360 324 160 80 37 27 8 0 14 959.17 
15 1000 125 331 252 152 67 34 24 0 15 294328.78 
20 1000 25 211 300 203 133 71 35 0 22 4467.50 
30 1000 1 40 203 264 225 122 110 0 36 5499.05 
40 1000 0 6 87 202 258 197 224 2 25 15082.68 
50 1000 0 0 24 132 271 226 310 1 37 6583.93 

A.5 PWK 

This is an algorithm first published in Stewart. This came out of a graduate 

seminar led by Kahan at Berkeley. The code was probably written by \Villiam VV. 

Hager. It was obtained from PSULIB. 

1. pwk.random - TINVIT will not re-orthogonalize eigenvectors corresponding 

to groups of close eigenvectors, MACHEP set to 2.0d-23, double precision 

arithmetic is used after the eigenvalue calculation. The scoring procedure in 

omeg.r is corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail stail malt 

2 1000 1000 0 0 0 0 0 0 0 0 1.38 
3 1000 999 1 0 0 0 0 0 0 0 2.17 
4 1000 995 5 0 0 0 0 0 0 0 2.20 
5 1000 985 15 0 0 0 0 0 0 0 2.57 
7 1000 955 45 0 0 0 0 0 0 0 3.51 

10 1000 884 115 1 0 0 0 0 0 0 4.10 
15 1000 711 215 14 0 0 0 0 0 0 5.64 
20 1000 671 407 22 0 0 0 0 0 0 5.31 
30 1000 323 698 79 0 0 0 0 0 0 7.88 
40 1000 119 730 151 0 0 0 0 0 0 7.95 
50 1000 60 663 276 0 0 0 0 0 8.29 
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A.6 PWKU 

This is a modification of the PWK algorithm in which I removed a test for an exact 

floating-point zero near the end in the hopes of causing the algorithm to fail. 

1. pwk.random - TINVIT will not re-orthogonalize eigenvectors corresponding 

to groups of close eigenvectors, MACHEP set to 2.0d-23, double precision 

arithmetic is used after the eigenvalue calculation. The scoring procedure in 

omeg.r is corrected to use the appropriate matrix norm of R, A, and X. 

n nraps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.38 
3 1000 999 1 0 0 0 0 0 0 0 2.17 
4 1000 995 5 0 0 0 0 0 0 0 2.20 
5 1000 985 15 0 0 0 0 0 0 0 2.57 
7 1000 955 45 0 0 0 0 0 0 0 3.51 

10 1000 884 115 1 0 0 0 0 0 0 4.10 
15 1000 711 275 14 0 0 0 0 0 0 5.64 
20 1000 571 407 22 0 0 0 0 0 0 5.31 
30 1000 323 598 79 0 0 0 0 0 0 7.88 
40 1000 119 730 151 0 0 0 0 0 0 7.95 
50 1000 60 662 275 1 0 0 0 2 0 8.29 

A.7 SKRAT 

This is a program I wrote based upon an algorithm in a paper by Sameh and Kuck. 

The code is probably numerically stable, but the authors claim that it is subject 

to floating-point overflow. I wanted to get a feel for how bad this problem might 

be. 

1. bignums - TINVIT will not re-orthogonalize eigenvectors corresponding to 

groups of close eigenvectors, MACHEP set to 2.0d-23, double precision arith-

metic is used after the eigenvalue calculation. The scoring procedure in 
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omeg.r is corrected to use the appropriate matrix norm of R, A, and X. The 

range of random numbers being generated for this test are ± 10000. 

n nreps 2 4 8 16 32 64 128 if ail sfail max 
2 1000 999 1 0 0 0 0 0 0 0 2.13 
3 1000 977 23 0 0 0 0 0 0 0 3.70 
4 1000 920 78 2 0 0 0 0 0 0 4.64 
5 1000 881 113 6 0 0 0 0 0 0 6.25 
7 1000 19 0 1 0 0 0 0 980 0 4.13 

10 1000 0 0 0 0 0 0 0 1000 0 0.00 
15 1000 0 0 0 0 0 0 0 1000 0 0.00 

2. bigone - TINVIT will not re-orthogonalize eigenvectors corresponding to 

groups of close eigenvectors, MACHEP set to 2.0d-23, double precision arith-

metic is used after the eigenvalue calculation. The scoring procedure in 

omeg.r is corrected to use the appropriate matrix norm of R, A, and X. This 

is a test of a single large (100 x 100) matrix to see how bad the effect of the 

recurrence relation is. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
100 50 0 2 13 5 2 2 21 4 79463.77 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
100 500 0 7 144 43 12 16 43 189 46 212368.48 

3. newnorm.nogroup.calc - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set by the same code 

used in EISPACK 3.0. double precision arithmetic is used after the eigen-

value calculation. The scoring procedure in omeg.r is corrected to use the 

appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 999 1 0 0 0 0 0 0 0 2.13 
3 1000 977 22 1 0 0 0 0 0 0 4.03 
4 1000 948 62 0 0 0 0 0 0 0 3.63 
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5 1000 927 71 2 0 0 0 0 0 0 4.08 
7 1000 842 156 2 0 0 0 0 0 0 4.09 

10 1000 744 242 14 0 0 0 0 0 0 7.93 
15 1000 538 426 36 0 0 0 0 0 0 6.00 
20 1000 331 597 72 0 0 0 0 0 0 7.51 
30 1000 129 697 172 2 0 0 0 0 0 8.85 
40 1000 35 651 311 3 0 0 0 0 0 8.76 
50 1000 13 ;474 498 14 0 0 0 1 0 13.30 

A.S SKRATN 

This is a modification of the SKRAT code in which the sign test is completely 

eliminated. It should be expected that this will fail often due to catastrophic 

cancellation. 

1. indifferent - TINVIT will not re-orthogonalize eigenvectors corresponding 

to groups of close eigenvectors, MACHEP set by the same code used in 

EISPACK 3.0. double precision arithmetic is used after the eigenvalue calcu-

lation. The scoring procedure in omeg.r is corrected to use the appropriate 

matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sf ail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.84 
3 1000 960 36 2 0 0 0 0 3 0 4.16 
4 1000 916 70 1 0 0 0 0 14 0 4.26 
6 1000 868 112 2 0 0 0 0 18 0 4.09 
7 1000 718 200 6 0 0 0 0 76 0 4.64 

10 1000 609 293 29 0 0 0 0 169 0 6.63 
16 1000 241 341 38 1 0 0 1 378 0 109.98 
20 1000 97 274 61 1 0 0 0 S6S 2 4864363.60 
30 1000 10 72 33 0 0 0 0 881 4 5360670.00 
40 1000 0 21 7 0 1 0 0 970 110113633.00 
60 1000 0 6 2 0 0 0 0 991 1 6521481.00 
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A.9 SKRATW 

This is another modification of Sameh and Kuck's algorithm in which the sign is 

chosen to make what was thought to be the worst possible choice. It was expected 

that this would fail all the time due to catastrophic cancellation. 

1. worst - TINVIT will not re-orthogonalize eigenvectors corresponding to 

groups of close eigenvectors, MACHEP set by the same code used in EIS-

PACK 3.0. double precision arithmetic is used after the eigenvalue calcula-

tion. The scoring procedure in omeg.r is corrected to use the appropriate 

matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sf ail max 
2 1000 999 1 0 0 0 0 0 0 0 2.13 
3 1000 977 22 1 0 0 0 0 0 0 4.03 
4 1000 948 62 0 0 0 0 0 0 0 3.63 
6 1000 927 71 2 0 0 0 0 0 0 4.08 
7 1000 842 166 2 0 0 0 0 0 0 4.09 

10 1000 744 242 14 0 0 0 0 0 0 7.93 
15 1000 538 426 36 0 0 0 0 0 0 6.00 
20 1000 331 597 72 0 0 0 0 0 0 7.51 
30 1000 129 697 172 2 0 0 0 0 0 8.85 
40 1000 36 661 311 3 0 0 0 0 0 8.76 
50 1000 13 474 498 14 0 0 0 1 0 13.30 

A.tO TQLl 

This is the original program found in EISPACK 2.0. This will calculate all the 

eigenvalues and none of the eigenvectors. This TINVIT is required to calculate 

the eigenvectors. 

1. newnorm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, MACHEP set to 2.0d-23, single precision arithmetic is 
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used after the eigenvalue calculation. The scoring procedure in omeg.r is 

corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 if ail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.89 
3 1000 979 21 0 0 0 0 0 0 0 3.86 
4 1000 907 88 5 0 0 0 0 0 0 4.79 
5 1000 838 151 11 0 0 0 0 0 0 5.69 
7 1000 675 294 31 0 0 0 0 0 0 6.27 

10 1000 463 456 78 3 0 0 0 0 0 10.18 
15 1000 200 557 234 9 0 0 0 0 0 11.41 
20 1000 58 447 446 49 0 0 0 0 0 13.31 
30 1000 2 207 644 145 2 0 0 0 0 18.70 
40 1000 0 51 630 311 8 0 0 0 0 18.28 
50 1000 0 11 446 507 36 0 0 0 0 23.63 

2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors corre-

sponding to groups of close eigenvectors, MACHEP set to 2.Od-23, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.89 
3 1000 979 21 0 0 0 0 0 0 0 3.86 
4 1000 907 88 5 0 0 0 0 0 0 4.79 
5 1000 838 151 11 0 0 0 0 0 0 5.69 
7 1000 675 294 31 0 0 0 0 0 0 6.27 

10 1000 463 456 78 3 0 0 0 0 0 10.18 
15 1000 200 557 234 9 0 0 0 0 0 11.41 
20 1000 58 448 445 49 0 0 0 0 0 13.31 
30 1000 2 206 646 145 2 0 0 0 0 18.70 
40 1000 0 51 630 311 8 0 0 0 0 18.28 
50 1000 0 11 446 507 36 0 0 0 0 23.67 

3. newnorm.nogroup.d26 - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-26, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 
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n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.89 
3 1000 979 21 0 0 0 0 0 0 0 3.86 
4 1000 907 88 6 0 0 0 0 0 0 4.79 
6 1000 838 161 11 0 0 0 0 0 0 6.69 
7 1000 676 294 31 0 0 0 0 0 0 6.27 

10 1000 466 464 78 3 0 0 0 0 0 10.18 
16 1000 206 661 234 9 0 0 0 0 0 11.41 
20 1000 68 448 446 49 0 0 0 0 0 13.31 
30 1000 2 206 646 146 2 0 0 0 0 18.70 
40 1000 0 52 629 311 8 0 0 0 0 18.28 
60 1000 0 12 445 607 36 0 0 0 0 23.67 

4. newnorm.nogroup.dp.d23 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-23, dou-

ble precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.88 
3 1000 978 22 0 0 0 0 0 0 0 3.90 
4 1000 911 84 5 0 0 0 0 0 0 4.79 
6 1000 841 148 11 0 0 0 0 0 0 6.69 
7 1000 679 287 34 0 0 0 0 0 0 6.29 

10 1000 462 456 80 3 0 0 0 0 0 10.19 
16 1000 207 547 237 9 0 0 0 0 0 11.46 
20 1000 61 442 449 48 0 0 0 0 0 13.29 
30 1000 2 210 640 146 2 0 0 0 0 18.70 
40 1000 0 52 631 309 8 0 0 0 0 18.25 
50 1000 0 12 444 506 38 0 0 0 0 23.64 

5. newnorm.nogroup.dp.d26 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-26, dou-

ble precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 
2 1000 1000 

4 
o 

8 16 32 64 128 ifail sfail 
o 0 000 0 0 

max 
1.88 
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3 1000 978 22 0 0 0 0 0 0 0 3.90 
4 1000 911 84 5 0 0 0 0 0 0 4.79 
5 1000 841 148 11 0 0 0 0 0 0 5.69 
7 1000 679 287 34 0 0 0 0 0 0 6.29 

10 1000 462 465 80 3 0 0 0 0 0 10.19 
15 1000 207 547 237 9 0 0 0 0 0 11.46 
20 1000 61 442 449 48 0 0 0 0 0 13.29 
30 1000 2 210 640 146 2 0 0 0 0 18.70 
40 1000 0 52 631 309 8 0 0 0 0 18.25 
50 1000 0 12 444 506 38 0 0 0 0 23.64 

6. newnorm.nogroupJpa - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-23, double 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. This was tried shortly after the Floating Point Accelerator feature 

was installed on the Arizona VAX 780 to see if the results were the same as 

when floating-point was being done in microcode. 

n nreps 2 4 8 16 32 64 128 fail max 
2 1000 1000 0 0 0 0 0 0 0 1.89 
3 1000 979 21 0 0 0 0 0 0 3.86 
4 1000 907 88 5 0 0 0 0 0 4.79 
5 1000 838 151 11 0 0 0 0 0 5.69 
7 1000 675 294 31 0 0 0 0 0 6.27 

10 1000 463 466 78 3 0 0 0 0 10.18 
15 1000 200 567 234 9 0 0 0 0 11.41 
20 1000 58 448 445 49 0 0 0 0 13.31 
30 1000 2 206 646 145 2 0 0 0 18.70 
40 1000 0 61 630 311 8 0 0 0 18.28 
60 1000 0 11 446 507 36 0 0 0 23.67 

A.II TQLIMB 

This is a modification of the EISPACK 2.0 procedure TQLl, where an unstable 

computation of the cosine = sin / tan is made using the first branch. 
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1. tqIlmb.unstable - TINVIT will not re-orthogonalize eigenvectors correspond-

ing to groups of close eigenvectors, MACHEP set to 2.0d-23, double precision 

arithmetic is used after the eigenvalue calculation. The scoring procedure in 

omeg.r is corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifnil sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.49 
3 1000 964 36 0 0 0 0 0 0 0 3.84 
4 1000 894 101 5 0 0 0 0 0 0 4.52 
5 1000 810 183 7 0 0 0 0 0 0 4.95 
7 1000 663 301 36 0 0 0 0 0 0 7.51 

10 1000 461 454 83 2 0 0 0 0 0 9.64 
15 1000 209 556 227 8 0 0 0 0 0 10.63 
20 1000 67 514 387 32 0 0 0 0 0 13.41 
30 1000 13 291 554 139 3 0 0 0 0 18.35 
40 1000 3 114 612 266 5 0 0 0 0 21.01 
50 1000 0 39 530 407 24 0 0 0 0 27.18 

A.12 TQLIMA 

This is a modification of the EISPACK 2.0 procedure TQL1, where an unstable 

computation of the cosine = sqrt(1.0-sin*sin) is made taking the first branch. 

1. tqIlma.unstable - TINVIT will not re-orthogonalize eigenvectors correspond-

ing to groups of close eigenvalues, MACHEP is set to 2.0d-26, double pre-

cision arithmetic is used after eigenvalue calculation, The scoring procedure 

in omeg.r is corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifnil sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.49 
3 1000 977 13 3 5 2 0 0 0 0 22.90 
4 1000 934 44 10 6 3 2 0 0 1 45.34 
5 1000 876 86 19 10 5 1 0 0 3 108.25 
7 1000 760 172 34 12 14 2 0 0 6 593.13 

10 1000 561 283 84 31 20 13 2 0 6 411.66 
15 1000 245 450 189 61 29 16 7 0 3 422.05 
20 1000 83 413 277 106 62 27 24 0 8 466.25 
30 1000 10 173 351 219 115 69 58 1 4 567.89 
40 1000 1 46 278 269 189 110 106 0 1 427.85 
50 1000 1 8 151 266 261 167 145 1 0 496.22 
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A.13 TQLIMB 

This is a modification of the EISPACK 2.0 procedure TQLl, where an unstable 

computation of the cosine = sin / tan is made using the first branch. 

1. tql1mb.unstable - TINVIT will not re-orthogonalize eigenvectors correspond-

ing to groups of close eigenvectors, MACHEP set to 2.0d-23, double precision 

arithmetic is used after the eigenvalue calculation. end scoring procedure in 

omeg.r is corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.49 
3 1000 964 36 0 0 0 0 0 0 0 3.84 
4 1000 894 101 5 0 0 0 0 0 0 4.52 
5 1000 810 183 7 0 0 0 0 0 0 4.95 
7 1000 663 301 36 0 0 0 0 0 0 7,51 

10 1000 461 454 83 2 0 0 0 0 0 9.64 
15 1000 209 556 227 8 0 0 0 0 0 10.63 
20 1000 67 514 387 32 0 0 0 0 0 13.41 
30 1000 13 291 564 139 3 0 0 0 0 18.35 
40 1000 3 114 612 266 5 0 0 0 0 21.01 
60 1000 0 39 530 407 24 0 0 0 0 27.18 

A.14 TQLINB 

This is a modification of the EISPACK 2.0 procedure TQLl, where an unstable 

computation of the cosine = sin / tan is made taking the second branch. 

1. tql1nb.unstable - TINVIT will not re-orthogonalize eigenvectors correspond-

ing to groups of close eigenvectors, MACHEP set to 2.0d-23, double precision 

arithmetic is used after the eigenvalue calculation. The scoring procedure in 

omeg.r is corrected to use the appropriate matrix norm of R, A, and X. 
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n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.80 
3 1000 984 16 0 0 0 0 0 0 0 3.46 
4 1000 934 66 1 0 0 0 0 0 0 4.33 
6 1000 909 90 1 0 0 0 0 0 0 4.01 
7 1000 792 198 10 0 0 0 0 0 0 6.69 

10 1000 623 360 17 0 0 0 0 0 0 6.03 
16 1000 404 636 60 0 0 0 0 0 0 6.07 
20 1000 234 634 132 0 0 0 0 0 0 7.72 
30 1000 69 662 284 5 0 0 0 0 0 9.37 
40 1000 4 494 484 18 0 0 0 0 0 12.88 
50 1000 0 332 640 28 0 0 0 0 0 11.36 

A.15 TQLIU 

This is a modification of the EISPACK 2.0 procedure TQLl modified to use what 

was hoped to be an unstable 3-multiplication scheme. 

1. new norm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, end set to 2.0d-23, single precision arithmetic is used after 

the eigenvalue calculation. The scoring procedure in omeg.r is corrected to 

use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 840 161 9 0 0 0 0 0 0 4.91 
3 1000 667 319 109 6 0 0 0 0 0 8.95 
4 1000 450 403 139 8 0 0 0 0 0 9.06 
6 1000 370 407 211 12 0 0 0 0 0 11.80 
7 1000 178 466 321 36 0 0 0 0 0 13.37 

10 1000 61 384 460 104 1 0 0 0 0 16.74 
16 1000 6 196 524 265 9 0 0 0 0 20.68 
20 1000 0 88 475 389 48 0 0 0 0 28.27 
30 1000 0 12 264 562 161 1 0 0 0 33.52 
40 1000 0 3 88 677 314 18 0 0 0 43.18 
50 1000 0 0 21 427 511 ~1 0 0 0 59.04 

2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors corre-

sponding to groups of close eigenvectors, MACHEP set to 2.0d-23, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 
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procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 840 151 9 0 0 0 0 0 0 4.91 
3 1000 567 319 109 5 0 0 0 0 0 8.95 
4 1000 450 403 139 8 0 0 0 0 0 9.05 
5 1000 370 407 211 12 0 0 0 0 0 11.80 
7 1000 178 466 321 35 0 0 0 0 0 13.37 

10 1000 61 384 450 104 1 0 0 0 0 16.74 
15 1000 6 196 524 265 9 0 0 0 0 20.68 
20 1000 0 88 475 389 48 0 0 0 0 28.27 
30 1000 0 12 264 562 161 1 0 0 0 33.52 
40 1000 0 3 88 577 315 17 0 0 0 43.18 
50 1000 0 0 21 427 511 41 0 0 0 59.04 

3. newnorm.nogroup.d26 - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-26, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 840 151 9 0 0 0 0 0 0 4.91 
3 1000 567 319 109 5 0 0 0 0 0 8.95 
4 1000 450 403 139 8 0 0 0 0 0 9.05 
5 1000 370 407 211 12 0 0 0 0 0 11.80 
7 1000 178 466 321 35 0 0 0 0 0 13.37 

10 1000 61 384 450 104 1 0 0 0 0 16.74 
15 1000 6 196 524 265 9 0 0 0 0 20.68 
20 1000 0 88 475 389 48 0 0 0 0 28.27 
30 1000 0 12 264 562 161 1 0 0 0 33.52 
40 1000 0 3 88 577 315 17 0 0 0 43.18 
50 1000 0 0 21 427 511 41 0 0 0 59.04 

4. newnorm.nogroup.dp.d23 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-23, dou-

ble precision arithmetic is used after the eigenvalue calculation. end scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 
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n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 841 160 9 0 0 0 0 0 0 4.93 
3 1000 666 321 109 6 0 0 0 0 0 9.03 
4 1000 461 401 143 6 0 0 0 0 0 9.00 
6 1000 373 404 211 12 0 0 0 0 0 11.94 
7 1000 178 466 321 36 0 0 0 0 0 13.34 

10 1000 61 383 462 103 1 0 0 0 0 16.76 
16 1000 6 197 620 268 9 0 0 0 0 20.68 
20 1000 0 87 476 389 49 0 0 0 0 28.29 
30 1000 0 12 262 663 162 0 0 0 33.66 
40 1000 0 3 87 676 316 18 0 0 0 43.20 
60 1000 0 0 21 426 613 41 0 0 0 69.06 

5. newnorm.nogroup.dp.d26 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-26, dou-

ble precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 841 160 9 0 0 0 0 0 0 4.93 
3 1000 666 321 109 6 0 0 0 0 0 9.03 
4 1000 461 401 143 6 0 0 0 0 0 9.00 
6 1000 373 404 211 12 0 0 0 0 0 11.94 
7 1000 178 466 321 36 0 0 0 0 0 13.34 

10 1000 61 383 462 103 1 0 0 0 0 16.76 
16 1000 6 197 620 268 9 0 0 0 0 20.68 
20 1000 0 87 476 389 49 0 0 0 0 28.29 
30 1000 0 12 262 663 162 1 0 0 0 33.66 
40 1000 0 3 87 676 316 18 0 0 0 43.20 
60 1000 0 0 21 426 613 41 0 0 0 69.06 

A.16 TQL2 

This is a program from EISPACK 2.0 that will compute all the eigenvalues and 

also accumulate the product of the rotations, thus providing the eigenvectors. 

1. newnorm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, MACHEP set to 2.0d-23, single precision arithmetic is 
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used after the eigenvalue calculation. The scoring procedure in omeg.r is 

corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 fail max 
2 1000 1000 0 0 0 0 0 0 0 1.86 
3 1000 974 26 0 0 0 0 0 0 3.82 
4 1000 884 112 4 0 0 0 0 0 5.35 
5 1000 759 230 11 0 0 0 0 0 6.00 
7 1000 450 493 57 0 0 0 0 0 5.99 

10 1000 139 694 164 3 0 0 0 0 10.27 
15 1000 4 482 492 22 0 0 0 0 11.53 
20 1000 0 179 718 102 1 0 0 0 16.66 
30 1000 0 9 639 348 4 0 0 0 19.33 
40 1000 0 0 288 691 21 0 0 0 19.23 
50 1000 0 0 74 844 82 0 0 0 25.30 

A.17 TQLRAT 

This is a program from EISPACK 2.0 that uses a square root-free method of 

computing the Givens rotations. It is faster than TQLl and provides about the 

same accuracy. This is usually the preferred routine unless some unusual conditions 

exist. 

1. newnorm - will re-orthogonalize eigenvectors corresponding to groups of 

close eigenvectors, MACHEP set to 2.0d-23, single precision arithmetic is 

used after the eigenvalue calculation. The scoring procedure in omeg.r is 

corrected to use the appropriate matrix norm of R, A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sf ail max 
2 1000 100Q 0 0 0 0 0 0 0 0 1.55 
3 1000 992 8 0 0 0 0 0 0 0 2.64 
4 1000 973 27 0 0 0 0 0 0 0 2.82 
5 1000 962 48 0 0 0 0 0 0 0 3.62 
7 1000 906 93 2 0 0 0 0 0 0 5.16 

10 1000 807 192 1 0 0 0 0 0 0 4.69 
15 1000 699 389 12 0 0 0 0 0 0 6.12 
20 1000 428 636 36 0 0 0 0 0 0 5.60 
30 1000 181 688 130 1 0 0 0 0 0 8.77 
40 1000 43 569 294 4 0 0 0 0 0 10.11 
50 1000 17 661 428 4 0 0 0 0 0 9.91 
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2. newnorm.nogroup - TINVIT will not re-orthogonalize eigenvectors corre-

sponding to groups of close eigenvectors, MACHEP set to 2.0d-23, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail malt 

2 1000 1000 0 0 0 0 0 0 0 0 1.55 
3 1000 992 8 0 0 0 0 0 0 0 2.64 
4 1000 973 27 0 0 0 0 0 0 0 2.82 
5 1000 952 48 0 0 0 0 0 0 0 3.52 
7 1000 905 93 2 0 0 0 0 0 0 5.15 

10 1000 807 192 1 0 0 0 0 0 0 4.69 
15 1000 598 390 12 0 0 0 0 0 0 6.12 
20 1000 429 535 36 0 0 0 0 0 0 5.50 
30 1000 180 689 130 1 0 0 0 0 0 8.77 
40 1000 44 658 294 4 0 0 0 0 0 10.11 
50 1000 17 551 428 4 0 0 0 0 0 9.94 

3. newnorm.nogroup.d26 - TINVIT will not re-orthogonalize eigenvectors cor-

responding to groups of close eigenvectors, MACHEP set to 2.0d-26, single 

precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.50 
3 1000 992 8 0 0 0 0 0 0 0 2.64 
4 1000 973 27 0 0 0 0 0 0 0 2.82 
5 .1000 952 48 0 0 0 0 0 0 0 3.52 
7 1000 905 93 2 0 0 0 0 0 0 5.15 

10 1000 812 187 1 0 0 0 0 0 0 4.69 
15 1000 612 376 12 0 0 0 0 0 0 6.12 
20 1000 445 519 36 0 0 0 0 0 0 5.50 
30 1000 190 688 121 1 0 0 0 0 0 8.77 
40 1000 45 669 282 4 0 0 0 0 0 10.11 
50 1000 17 558 421 4 0 0 0 0 0 9.94 

4. newnorm.nogroup.dp.d23 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-2:3, dou-



ble precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.55 
3 1000 990 10 0 0 0 0 0 0 0 2.65 
4 1000 971 29 0 0 0 0 0 0 0 2.88 
5 1000 950 50 0 0 0 0 0 0 0 3.47 
7 1000 899 99 2 0 0 0 0 0 0 5.17 

10 1000 816 182 2 ~ 0 0 0 0 0 4.69 
15 1000 621 367 12 0 0 0 0 0 0 6.11 
20 1000 438 525 37 0 0 0 0 0 0 5.51 
30 1000 191 687 121 1 0 0 0 0 0 8.80 
40 1000 46 668 282 4 0 0 0 0 0 10.15 
50 1000 18 557 421 4 0 0 0 0 0 9.95 

5. newnorm.nogroup.dp.d26 - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-26, dou-

ble precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R, 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.55 
3 1000 990 10 0 0 0 0 0 0 0 2.65 
4 1000 971 29 0 0 0 0 0 0 0 2.88 
5 1000 950 50 0 0 0 0 0 0 0 3.47 
7 1000 899 99 2 0 0 0 0 0 0 5.17 

10 1000 816 182 2 0 0 0 0 0 0 4.69 
15 1000 621 367 12 0 0 0 0 0 0 6.11 
20 1000 438 525 37 0 0 0 0 0 0 5.51 
30 1000 191 687 121 1 0 0 0 0 0 8.80 
40 1000 46 668 282 4 0 0 0 0 0 10.15 
50 1000 18 557 421 4 0 I) 0 0 0 9.95 

6. newnorm.nogroup.dp.d26.bignum - TINVIT will not re-orthogonalize eigen-

vectors corresponding to groups of close eigenvectors, MACHEP set to 2.0d-

26, double precision arithmetic is used after the eigenvalue calculation. The 
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scoring procedure in omeg.r is corrected to use the appropriate matrix norm 

of R, A, and X. The range of random inputs to this program are ±lOOOO. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.48 
3 1000 985 15 0 0 0 0 0 0 0 3.16 
4 1000 970 30 0 0 0 0 0 0 0 3.90 
5 1000 960 40 0 0 0 0 0 0 0 3.16 
7 1000 894 105 1 0 0 0 0 0 0 4.03 

10 1000 818 179 3 0 0 0 0 0 0 5.13 
15 1000 619 364 17 0 0 0 0 0 0 5.42 
20 1000 448 524 28 0 0 0 0 0 0 7.51 
30 1000 170 699 129 2 0 0 0 0 0 9.72 
40 1000 56 661 283 0 0 0 0 0 0 7.81 
50 1000 12 557 425 6 0 0 0 0 0 10.63 

7. newnorm.nogroup.single - TINVIT will not re-orthogonalize eigenvectors 

corresponding to groups of close eigenvectors, MACHEP set to 2.0d-23, sin-

gle precision arithmetic is used after the eigenvalue calculation. The scoring 

procedure in omeg.r is corrected to use the appropriate matrix norm of R. 

A, and X. 

n nreps 2 4 8 16 32 64 128 ifail sfail max 
2 1000 1000 0 0 0 0 0 0 0 0 1.78 
3 1000 986 14 0 0 0 0 0 0 0 3.08 
4 1000 963 36 1 0 0 0 0 0 0 4.27 
5 1000 954 46 0 0 0 0 0 0 0 3.10 
7 1000 890 110 0 0 0 0 0 0 0 3.84 

10 1000 815 181 4 0 0 0 0 0 0 4.91 
15 1000 603 381 16 0 0 0 0 0 0 5.53 
20 1000 450 516 34 0 0 0 0 0 0 7.48 
30 1000 165 698 135 2 0 0 0 0 '0 9.78 
40 1000 55 666 290 0 0 0 0 0 0 7.82 
60 1000 13 648 433 6 0 0 0 0 0 10.61 



APPENDIX B 

Data from Hill Climbing 

This appendix presents selected output of the hill climbing software on each of the 

methods discussed in this dissertation. For each of the methods ten inital sets of 

inputs were provided. There is no limit to the number of sets of inputs, but ten 

were found to be sufficient. The software will list the outputs from the inital set 

of inputs and calculates and prints w. From then on a trace of the progress of the 

hill climbing software is made. Each line of output shows the iteration number, 

the value of w calculated for the current set of input and w. Since the number of 

iterations may be quite lengthy, I have selected only the first few lines and the last 

few lines of the complete output. 

There are three possible outcomes of the hill climbing process: 

1. If the software succeeds in finding an instability, it prints "success" and then 

prints the set of inputs that caused the instability to be demonstrated. 
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2. If the software fails to make sufficient progress, the program prints ;'INSUF

FICIENT PROGRESS" and terminates. 

3. If 500 iterations of the hill climbing software have been made and an instabil

ity has not been found, the software stops. Presumably, the software is still 

making some progress. I have tried letting the software continue for 5000 

iterations, but each time the software eventually halted due to insufficient 

progress. Having a limit of 500 iterations seems to be a useful shortcut. 

A summary of the outcomes for the test results presented here may be found 

in Table 8.2. 

Several software counters are maintained by the software. The set of hardware 

conditions specified by the IEEE Floating-point Standard are sensed separately 

and displayed upon any termination of the hill-climbing software. An example of 

this is an attempted division by zero. The routine that calculates derivatives will 

terminate if an attempt is made to find the square root of a number less than or 

equal to zero. Although the square root of zero is well defined, the derivative is 

not. Finally, two "impossible" conditions are checked for. An example of this is 

where the number of outputs is less than the number of rounding errors. If this 

condition is noted, it is probably caused by incorrect setup of the input to the hill 

climbing software. 



B.l OKRATV 

okratv.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 9.0103452290110 
1 9.01 
2 10.65 
3 11.41 
4 10.47 

o attempted sqrt(v) , v.le.O 

2.66 
0.53 
1.08 
0.54 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.50798401E-Ol 0.91677785E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.91677785E+00 0.62563550E+00 0.62473571E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.62473571E+00 0.75277096E+00 0.68155205E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.68155205E+00 -.18466578E+00 

okratv . hill! 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 7.9429814729409 
1 7.94 
2 8.94 
3 9.81 
4 9.04 

1.30 
1.92 
1.01 
0.35 

19; 



o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.13457380E+00 0.47024423E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.47024423E+00 -.37937507E+00 -.64988440E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.64988440E+00 0.91796583E+OO 0.58216101E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.58216101E+00 -.10845672E+00 

okratv.hil12 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 6.8046575831969 

1 6.80 0.33 
2 6.92 
3 6.94 
4 6.97 

326 2812498541.54 
327 12473958755.53 
328 401475670.20 
329 1157861280.01 

0.40 
1.63 
1. 73 

5.64 
5.04 
5.53 

16.22 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
330 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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okratv.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7. 6235253447465D-02 

1.3319271913186 
omega bar = 5.9110652288140 

1 5.91 
2 6.01 
3 5.91 
4 6.06 

o attempted sqrt(v), v.le.O 

1.05 
0.93 
0.26 
0.88 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.20060326E+00 -.43765891E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.43765891E+00 -.12508196E+00 -.28022403E-Ol O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.28022403E-Ol 0.82580262E+00 0.89083111E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.89083111E+00 0.52647257E+00 

okratv.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
omega bar = 8.6835234498952 

1 8.68 1.13 
2 

3 
4 

7.64 
12.34 
12.15 

o attempted sqrt(v), v.le.O 

0.63 
1.20 
1.22 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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success 

The matrix that caused this is: 
-.31846339E+00 0.22929005E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.22929005E+00 -.19559111E+00 -.51262480E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.51262480E+00 0.36453351E+00 -.78099839E-Ol 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO -.78099839E-Ol -.84636879E+00 

okratv . hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 13.832029005789 
1 13.83 1.37 
2 8.77 1.69 
3 
4 

11.06 
13.61 

182 14313990076.47 
183 2706384758.94 
184 1116766206.41 
185 896153154.02 

1.09 
1.44 

0.57 
0.77 
0.55 
1.01 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
186 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

okratv.hil16 

outputs: 
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-1.5602378867650 
-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 6.6650079751021 

1 6.67 0.96 
2 5.51 0.34 
3 8.01 0.42 
4 12.24 0.46 

o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.56248665E+00 0.27243832E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.27243832E+00 0.12153423E+00 -.70544523E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.70544523E+00 -.86029804E+00 0.50010705E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.50010705E+00 -.83654368E+00 

okratv.hill7 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 7.8090039704323 
1 7.81 
2 7.76 
3 1.19 
4 7.79 

o attempted sqrt(v) , v.le.O 

0.73 
1.05 
0.10 
0.56 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 
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The matrix that caused this 
-.32408157E+00 0.83218133E+00 
0.83218133E+00 0.24582539E+00 
O.OOOOOOOOE+OO 0.30677385E+Ol 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 

okratv.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

is: 
O.OOOOOOOOE+OO 
0.30677385E+Ol 
-.25036457E+00 
0.83925164E+00 

omega bar = 9.0567305444790 
1 9.06 0.33 
2 

3 
4 

8.88 
9.04 
9.20 

o attempted sqrt(v) , v.le.O 

0.44 
1.94 
1.18 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 

O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 
0.83925164E+00 
0.84331942E+00 

0.72973394E+00 -.55547404E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.55547404E+00 -.59889346E+00 -.84723121E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.84723121E+00 0.44386640E+00 -.17701508E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO -.17701508E+00 -.70696169E+00 

okratv.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 

1 
43.250637540705 
43.25 0.60 
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2 

3 
4 

42.27 
43.25 
44.09 

o attempted sqrt(v) , v.le.O 

2.34 
0.65 
1.52 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.46839243E+00 -.79874659E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.79874659E+00 -.78381419E+00 0.83227015E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.83227015E+00 0.10743578E+00 0.70936710E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.70936710E+00 -.66779476E+00 

B.2 OKWRAV 

okwrav.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 
1 
2 

3 
4 

9.2063724137100 
9.21 2.43 

10.65 0.53 
11.35 1.08 
10.54 1.00 

o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.51822565E-Ol 0.91677856E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 



0.91677856E+00 0.62599427E+00 0.62475944E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.62475944E+00 0.75373143E+00 0.68157578E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.68157578E+00 -.18466507E+00 

okwrav . hill1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 6.7741997447451 
1 6.77 
2 6.82 
3 6.93 
4 6.78 

o attempted sqrt(v) , v.le.O 

0.99 
0.47 
1.28 
0.45 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.13457380E+00 0.47025514E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.47025514E+00 -.37937507E+00 -.69090718E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.69090718E+00 0.91704923E+00 0.58220464E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.58220464E+00 -.10845639E+00 

okwrav.hil12 

outputs: 
-1.1646666486436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 

1 
2 
3 

6.8043242949183 
6.80 
6.92 
6.94 

0.33 
0.40 
1.22 
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4 6.97 1.73 

326 206856.60 0.83 
327 59642.50 0.80 
328 274810.70 2.95 
329 72222.70 1.57 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
330 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

okwrav.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7.6235253447465D-02 

1.3319271913186 
omega bar = 5.9060672958730 

1 5.91 
2 6.00 
3 5.93 
4 6.06 

499 485.27 
500 1239.61 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

1.03 
0.93 
0.26 
0.88 

1.14 
0.64 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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Maximum score = 2.88842 

I quit 

okwrav.hill4 

outputs: 
. -0.85439069241728 

-0.61407767917532 
-0.21267952777238 

0.68525811646498 
omega bar = 7.7162233783719 

1 7.72 
2 8.73 
3 12.79 
4 12.52 

o attempted sqrt(v) , v.le.O 

1.78 
0.63 
0.55 
1.19 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.27989826E+00 0.20150958E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.20150958E+00 -.19636263E+00 -.48658350E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.48658350E+00 0.32611585E+00 -.78080334E-01 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO -.78080334E-01 -.85837740E+00 

okwrav.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 
1 
2 
3 

11.158878752637 
11.16 
8.58 
9.76 

1.20 
0.54 
0.70 
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4 10.94 1.44 

254 319281.69 0.82 
255 329983.39 2.22 
256 201143.79 0.43 
257 76361.69 1.82 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
258 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

okwrav.hi1l6 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 
0.54195640891201 

omega bar = 5.1127456208492 
1 5.11 
2 5.32 
3 5.34 
4 5.40 

326 61661.96 
327 144725.91 
328 561216.81 
329 87914.45 

0.96 
0.34 
0.27 
0.26 

3.51 
5.83 
2.86 
2.83 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
330 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 

207 



o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

okwrav.hill7 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 7.8067885615113 
1 7.81 0.41 
2 
3 
4 

7.76 
7.79 
7.79 

o attempted sqrt(v) , v.le.O 

2.00 
1.91 
0.62 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.64324480E+00 0.91401273E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.91401273E+00 0.21194603E+00 0.20259012E+OO O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.20259012E+00 -.12447658E+01 0.79563797E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.79563797E+OO 0.74246401E+00 

okvrav.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 
omega bar = 

1 
2 
3 

9.0543838816471 
9.05 
8.88 
9.15 

1.18 
1.34 
1.48 
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4 9.18 0.36 

o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.90785342E+00 -.63188833E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.63188833E+00 -.63559580E+00 -.10956572E+01 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.10956572E+01 0.11326442E+Ol -.27176758E-03 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO -.27176758E-03 -.12603638E+01 

okwrav.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 19.485166272271 

1 19.49 
2 15.08 
3 19.46 
4 27.35 

o attempted sqrt(v) , v.le.O 

0.51 
0.63 
1.05 
1.33 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

-
success 

The matrix that caused this is: 
0.47373277E+00 -.78477955E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.78477955E+00 -.77724147E+00 0.84623718E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.84623718E+OO 0.99219881E-01 0.68636256E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.68636256E+00 -.65382773E+00 
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B.3 PWK 

pwk.hillO 

outputs: 
-0.84391163795568 
~0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 12.290908566939 
1 12.29 
2 12.62 
3 12.74 
4 12.53 

470 30.90 
471 36.42 
472 30.90 
473 30.90 

0.47 
0.51 
0.68 
1.00 

0.75 
0.71 
0.76 
0.53 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
474 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

pwk.hil11 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 
1 
2 

6.5282587917907 
6.53 0.42 
6.46 0.60 
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3 
4 

499 
500 

6.46 
6.40 

14.03 
14.08 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.32 
0.56 

1.38 
1.46 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.19143 

I quit 

pwk.hil12 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 6.5678052056510 

1 6.57 
2 6.67 
3 6.66 
4 6.71 

499 22.04 
500 22.04 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

0.46 
0.36 
1.11 
0.56 

0.67 
1.02 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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Maximum score = 2.51625 

I quit 

pwk.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7.6235253447466D-02 

1.3319271913186 
omega bar = 9.4479958543580 

1 9.45 
2 9.69 
3 9.60 
4 8.65 

358 11.00 
359 11.00 
360 12.38 
361 11.00 

0.77 
0.45 
0.49 
0.44 

0.24 
1.17 
0.51 
0.73 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
362 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

pwk.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
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omega bar = 
1 
2 
3 

4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

4.5314513204365 
4.53 
4.64 
4.57 
4.66 

23.54 
23.54 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.78 
0.63 
0.90 
0.30 

0.32 
0.31 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.16117 

I quit 

pwk.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 4.1267165208578 
1 4.13 
2 4.11 
3 4.09 
4 4.09 

499 88.46 
500 90.51 

501 inexact results 
0 divisions by zero 
0 underflows 
0 overflows 
0 invalid operations 

0.91 
0.79 
0.85 
0.62 

0.32 
0.31 



o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.04750 

I quit 

pwk.hi1l6 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 
0.54195640891201 

omega bar = 6.2872119685215 
1 6.29 
2 6.29 
3 6.29 
4 9.44 

499 23.31 
500 23.31 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v~le.O 

0.83 
0.34 
0.69 
0.29 

0.76 
0.43 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

pwk.hi1l7 

outputs: 
-0.91817445158554 

2.40866 
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-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar = 

1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

9.7338159886888 
9.73 
9.73 
9.74 
9.66 

40.99 
40.99 

results 
by zero 

o invalid operations 
o attempted sqrt(v). v.le.O 

0.72 
1.04 
1.32 
0.82 

0.36 
0.59 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

pwk.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

1.57590 

12.773748707794 omega bar = 
1 12.71 1.12 
2 12.32 0.30 
3 12.78 0.47 
4 13.04 0.68 

499 30.52 1.01 
500 30.52 0.66 

501 inexact results 
o divisions by zero 
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o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.87578 

I quit 

pwk.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 

1 
2 

3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

27.105422717278 
27.11 
27.09 
27.10 
27.13 

34.04 
34.04 

results 
by zero 

o invalid operations 
o attempted sqrt(v), v.le.O 

1.24 
0.70 
0.73 
1.04 

0.76 
1.39 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.77572 

I quit 
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B.4 PWKU 

pwk.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 
0.77801470107855 

1.6448189944259 
omega bar = 12.290908566939 

1 12.29 
2 12.62 
3 12.74 
4 12.53 

470 30.90 
471 36.42 
472 30.90 
473 30.90 

0.47 
0.51 
0.68 
1.00 

0.75 
0.71 
0.76 
0.53 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
474 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

pwk.hill1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.81091458198200-02 
1.3106026568466 

omega bar = 
1 
2 

6.5282587917907 
6.53 0.42 
6.46 0.60 
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3 6.46 0.32 
4 6.40 0.56 

499 14.03 1.38 
500 14.08 1.46 

501 inexact results 
0 divisions by zero 
0 underflows 
0 overflows 
0 invalid operations 
0 attempted sqrt(v), v.le.O 
0 # rounding errs or # perturb < # outputs 
0 omega cannot be computed accurately 

Maximum score = 2.19143 

I quit 

pwk.hil12 

outputs: 
-1.1545656485436 
3. 3547353717148D-02 

0.30473091703529 
1.0129269305911 

omega bar = 6.5678052056510 
1 
2 
3 

4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

6.57 
6.67 
6.66 
6.71 

22.04 
22.04 

results 
by zero 

o invalid operations 
o attempted sqrt(v), v.le.O 

0.46 
0.36 
1.11 
0.56 

0.67 
1.02 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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Maximum score = 2.51625 

I quit 

pwk.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7. 6235253447466D-02 

1.3319271913186 
omega bar = 9.4479958543580 

1 9.45 
2 9.69 
3 9.60 
4 8.65 

358 11.00 
359 11.00 
360 12.38 
361 11.00 

0.77 
0.45 
0.49 
0.44 

0.24 
1.17 
0.51 
0.73 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
362 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

pwk.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
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omega bar = 
1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

4.5314513204365 
4.53 
4.64 
4.57 
4.66 

23.54 
23.54 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.78 
0.63 
0.90 
0.30 

0.32 
0.31 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.16117 

I quit 

pwk.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 
0.66665099216744 
0.89895105231122 

omega bar = 4.1267165208578 
1 4.13 
2 4.11 
3 4.09 
4 4.09 

499 88.46 
500 90.51 

501 inexact results 
0 divisions by zero 
0 underflows 
0 overflows 
0 invalid operations 

0.91 
0.79 
0.85 
0.62 

0.32 
0.31 
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o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.04750 

I quit 

pwk.hi1l6 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 

1 
2 
3 

4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

6.2872119685215 
6.29 
6.29 
6.29 
9.44 

23.31 
23.31 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.83 
0.34 
0.69 
0.29 

0.76 
0.43 

o # rounding errs or # perturb < # outputs 
o ome~a cannot be computed accurately 

Maximum score = 

I quit 

pwk.hi1l7 

outputs: 
-0.91817445158554 

2.40866 
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-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar = 

1 
2 
3 

4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

9.7338159886888 
9.73 
9.73 
9.74 
9.66 

40.99 
40.99 

results 
by zero 

o invalid operations 
o attempted sqrt(v), v.le.O 

0.72 
1.04 
1.32 
0.82 

0.36 
0.59 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 1.57590 

I quit 

pwk.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 
omega bar 

1 
2 
3 
4 

499 
500 

= 12.773748707794 
12.77 
12.32 
12.78 
13.04 

30.52 
30.52 

501 inexact results 
o divisions by zero 

1.12 
0.30 
0.47 
0.68 

1.01 
0.66 
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o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.87578 

I quit 

pwk.hi1l9 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 

1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

27.105422717278 
27.11 
27.09 
27.10 
27.13 

34.04 
34.04 

results 
by zero 

o invalid operations 
o attempted sqrt(v), v.le.O 

1.24 
0.70 
0.73 
1.04 

0.76 
1.39 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.77572 

I quit 



B.5 SKRAT 

skrat .hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 14.209099712485 
1 14.21 1.37 
2 
3 
4 

254 
255 
256 
257 

14.70 
14.63 
14.27 

22.97 
22.97 
22.97 
0.00 

1.06 
1.08 
1.10 

0.62 
0.93 
0.75 
1.01 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
250 inexact results 
o divisions by zero 
8 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat . hill1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 9.2472806081171 
1 9.25 
2 9.19 

0.99 
0.39 
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3 9.30 0.32 
4 9.17 1.63 

78 9.57 0.49 
79 9.56 0.46 
80 9.56 1.17 
81 9.55 0.67 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
82 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed ,accurately 

skrat .hil12 

outputs: 
-1.1545656485436 

3.35473537171490-02 
0.30473091703529 

1.0129269305911 
omega bar = 11.628279994459 

1 11.63 
2 11.82 
3 11.84 
4 11.92 

238 16.85 
239 16.87 
240 16.84 
241 18.77 

INSUFFICIENT PROGRESS. 
240 inexact results 
o divisions by zero 
2 underflows 
o overflows 

0.63 
0.67 
1.27 
1.96 

0.75 
1.55 
0.53 
0.68 

SEARCH ENDS. 
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o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat.hil13 

outputs: 
-1.0312686788798· 

-0.13796025469135 
-7. 6235253447466D-02 

1.3319271913186 
omega bar = 8.7136064866740 

1 8.71 
2 8.94 
3 8.63 
4 9.11 

438 12.98 
439 13.00 
440 12.99 
441 13.00 

1.11 
0.86 
0.85 
0.87 

0.89 
1.15 
1.19 
0.88 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
438 inexact results 
o divisions by zero 
4 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat.hi114 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
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omega bar = 8.2157696895011 
1 8.22 
2 8.53 
3 8.50 
4 8.31 

118 8.34 
119 8.34 
120 8.34 
121 8.34 

INSUFFICIENT PROGRESS. 
119 inexact results 
o divisions by zero 
3 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.93 
0.99 
1.13 
0.70 

0.72 
0.55 
0.83 
0.94 

SEARCH ENDS. 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat . hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 10.850657012008 
1 10.85 
2 10.88 
3 10.85 
4 10.80 

294 21.33 
295 21.33 
296 21.48 
297 21.33 

0.54 
1.69 
0.75 
0.63 

0.64 
0.63 
0.77 
2.34 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
295 inexact results 
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o divisions by zero 
3 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat . hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 8.5886599140626 

1 8.59 
2 9.12 
3 9.38 
4 13.14 

278 14.07 
279 14.09 
280 14.08 
281 14.05 

0.83 
0.48 
0.33 
1.14 

1.10 
1.64 
0.29 
1.35 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
278 inexact results 
o divisions by zero 
4 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat.hil17 

outputs: 
-0.91817445158554 
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-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar 

1 
2 
3 
4 

499 
500 

= 10.818094713719 
10.82 
10.84 
10.87 
10.76 

24.22 
24.22 

497 inexact results 
o divisions by zero 
4 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

1.01 
1.74 
1.46 
1.25 

1.34 
1.06 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.62806 

I quit 

skrat.hi1l8 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 
omega bar = 13.778543945591 

1 13.78 1.12 
2 13.48 1.14 
3 13.71 1.52 
4 13.81 0.70 

499 30.54 1. 75 
500 30.54 2.09 

496 inexact results 
o divisions by zero 
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5 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 4.10910 

I quit 

skrat.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 25.021885539678 

1 25.02 
2 25.01 
3 25.01 
4 25.04 

499 31.14 
500 31.04 

497 inexact results 
0 divisions by zero 
4 underflows 
0 overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

1. 79 
1.53 
1.62 
1.98 

0.57 
1.31 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.64848 

I quit 

230 



B.6 SKRATN 

skrat .hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 15.922189515750 
1 15.92 
2 16.22 
3 16.40 
4 16.37 

499 21.25 
500 21.24 

492 inexact results 
o divisions by zero 
9 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

2.64 
1.85 
0.60 
2.03 

1.04 
1.01 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

skrat.hill1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.00727 

3.8109145819820D-02 
1.3106026568466 

omega bar = 
1 
2 

13.374571051032 
13.37 
12.94 

0.84 
0.60 



3 
4 

499 
500 

12.95 
12.70 

22.68 
22.68 

495 inexact results 
o divisions by zero 
6 underflows . 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 

0.69 
0.39 

1. 72 
0.40 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 4.51434 

I quit 

skrat . hil12 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 10.2625423590392 

1 10.26 0.57 
2 10.51 0.36 
3 10.03 0.69 
4 10.53 1.00 

9 10.80 0.63 
10 0.00 1.23 
11 10.80 1.43 
12 23.98 0.98 
13 10.13 1.67 
14 23.98 0.98 
15 11.04 1. 78 
16 11.01 0.59 
17 9.89 1.74 
18 9.69 0.96 



*** interm: division by zero 
instruction no. 56 
instruction: 
values: S 

13 -4 -4 4 22 -4 -4 22 -4 -4 
ZZTMPl ZZTMPl 

skrat.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7. 6235253447466D-02 

1.3319271913186 
omega bar = 13.041203618408 

1 13.04 
2 12.59 
3 11.95 
4 0.00 

198 16.17 
199 0.00 
200 13.17 
201 0.00 

1.69 
0.86 
2.06 
1.80 

1.51 
1.54 
0.55 
0.30 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
155 inexact results 
o divisions by zero 
47 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 



omega bar = 8.2157696895011 
1 8.22 0.93 
2 8.53 0.99 
3 8.50 1.13 
4 8.31 0.70 

118 8.34 0.72 
119 8.34 0.55 
120 8.34 0.83 
121 8.34 0.94 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
119 inexact results 
o divisions by zero 
3 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat.hill5 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 14.557869257615 
1 14.56 
2 14.49 
3 14.42 
4 0.00 

398 32.93 
399 32.93 
400 32.93 
401 29.88 

1.33 
2.16 
0.96 
2.36 

0.81 
2.48 
2.40 
1.18 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
399 inexact results 



o divisions by zero 
3 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat . hi1l6 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 12.742317706736 

1 12.74 
2 12.79 
3 12.88 
4 13.14 

358 16.51 
359 19.00 
360 16.53 
361 19.00 

0.83 
2.14 
0.77 
1.14 

1.13 
0.92 
0.59 
1. 79 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
327 inexact results 
o divisions by zero 
34 underflows 
1 overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat.hi1l7 

outputs: 
-0.91817445158554 



-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar = 14.081908626606 

1 14.08 0.32 
2 13.93 0.53 
3 14.03 2.06 
4 14.00 0.62 

238 19.79 1.14 
239 19.79 1.14 
240 0.00 2.22 
241 19.80 0.68 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
210 inexact results 
o divisions by zero 
32 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

skrat . hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 
omega bar = 16.945838420187 
tinvit failed with condition code -4 

1 16.95 0.00 
tinvit failed with condition code -4 

2 16.67 0.00 

182 443.57 1.33 
183 27.80 0.84 
184 27.80 1.02 
185 83.30 0.36 



INSUFFICIENT PROGRESS. SEARCH ENDS. 
178 inexact results 
o divisions by zero 
8 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

sltrat .hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar 

1 
2 
3 
4 

499 
500 

= 28.397798662106 
28.40 
28.39 
28.48 
28.41 

29.37 
29.37 

495 inexact results 
o divisions by zero 
6 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

2.14 
0.91 
0.69 
0.81 

0.80 
1.45 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.32804 

I quit 



B.7 TQL1" 

tql1.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 
1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

12.688862305474 
12.69 
12.70 
12.70 
12.74 

25.95 
25.95 

results 
by zero 

o invalid operations 
o attempted sqrt(v). v.le.O 

0.51 
1. 70 
0.49 
1.58 

1.14 
0.60 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hilll 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.30071 

3.8109145819820D-02 
1.3106026568466 

omega bar = 8.6770311713758 
1 8.68 
2 8.74 

1.30 
0.72 

238 



3 
4 

499 
500 

8.74 
8.54 

21.96 
21.96 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.69 
1.47 

1.52 
1. 70 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.29438 

I quit 

tq11.hil12 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 9.9883159468963 

1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

9.99 
10.15 
10.14 
10.23 

19.80 
19.80 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.55 
1.65 
0.82 
1.61 

0.98 
1.45 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

239 



Maximum score = 6.06522 

I quit 

tql1.hi1l3 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7.62352534474650-02 

1.3319271913186 
omega bar = 7.9689966399793 

1 7.97 
2 8.11 
3 7.92 
4 8.24 

318 10.93 
319 10.93 
320 10.92 
321 11.33 

0.75 
1.02 
0.70 
0.88 

0.74 
0.51 
0.57 
0.63 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
322 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hi1l4 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 

2-1:0 



omega bar = 8.3443204539374 
1 8.34 1.13 
2 9.23 3.41 
3 8.42 0.44 
4 8.50 1.28 

238 15.82 0.78 
239 16.13 1.96 
240 15.88 0.78 
241 15.83 1.87 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqll.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 12.350251205872 
1 12.35 
2 12.34 
3 12.28 
4 12.27 

318 19.42 
319 12.34 
320 19.41 
321 19.38 

0.62 
0.79 
1.51 
1. 75 

2.59 
1.61 
1.65 
1. 79 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
322 inexact results 

2.11 



o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 10.1544529586345 

1 10.15 0.96 
2 9.73 0.91 
3 10.36 0.51 
4 10.92 0.73 

278 18.19 0.87 
279 18.21 0.54 
280 18.18 1.25 
281 18.20 2.13 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
282 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil17 

outputs: 
-0.91817445158554 

2-12 



-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar = 12.726165265862 

1 12.73 
2 12.71 
3 12.83 
4 12.78 

499 29.57 
500 29.57 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

1.36 
0.53 
1.49 
0.51 

1.11 
2.34 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

3.78746 

omega bar = 16.232602172806 
1 16.23 0.72 
2 

3 
4 

499 
500 

15.88 
16.11 
16.31 

28.07 
28.06 

501 inexact results 
o divisions by zero 

0.65 
1.39 
1.18 

2.14 
1.43 



o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 6.45690 

I quit 

tqll.hi1l9 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 

1 
2 

3 

4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

16.795959594082 
16.80 
16.89 
16.92 
16.95 

38.56 
38.42 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.51 
0.63 
0.97 
0.84 

1.98 
1.74 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.62805 

I quit 

2-1-1 



B.8 TQLIMA 

tql1.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

10.799946598008 omega bar = 
1 10.80 1.67 
2 10.87 0.86 
3 10.92 0.60 
4 10.88 0.70 

o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.51822565E-01 0.91677856E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.91677856E+00 0.62599427E+00 0.62475944E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.62475944E+00 0.75373143E+00 0.68157578E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.68157578E+00 -.18466507E+00 

tql1.hill1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 7.7670482676631 
1 7.77 
2 7.75 
3 7.76 
4 7.64 

0.74 
0.99 
0.65 
0.53 

2-!.j 



o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.25757667E+00 0.55224615E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.55224615E+00 -.48187745E+00 -.60888344E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.60888344E+00 0.85646439E+00 0.45915812E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.45915812E+00 -.12212370E+00 

tq11.hil12 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 9.0001375331788 

1 9.00 
2 9.15 
3 9.13 
4 9.21 

499 21.57 
500 21.57 

501 inexact results 
0 divisions by zero 
0 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

0.68 
0.67 
1.22 
0.75 

1.74 
0.90 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 5.26217 

I quit 

2-16 



tql1.hi1l3 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7.62352534474660-02 

1.3319271913186 
omega bar = 7.3602670409225 

1 7.36 0.69 
2 7.50 
3 7.35 
4 7.60 

499 12.81 
500 12.82 

501 inexact results 
0 divisions by zero 
o underflows 
0 overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.54 
0.70 
0.88 

0.88 
1.15 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 

2.41717 

omega bar = 7.0886436523369 
1 7.09 
2 7.45 
3 8.13 
4 8.13 

1.00 
1.65 
1.18 
1.56 

2-17 



o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.28039959E+00 0.20389891E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.20389891E+00 -.19561391E+00 -.48723686E+OO O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.48723686E+00 0.47870207E+00 -.90793811E-Ol 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO -.90793811E-Ol -.82100052E+00 

tqll.hi1l5 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 10.5466688391432 
1 10.55 0.62 
2 10.34 1.63 
3 10.38 0.34 
4 10.47 0.65 

254 136222.10 0.82 
255 140792.16 0.61 
256 85819.61 0.75 
257 32580.72 1.97 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
258 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

2-18 



tql1.hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 6.7566092291185 

1 6.76 
2 6.65 
3 6.96 
4 7.33 

254 30798.79 
255 70621.06 
256 94030.43 
257 96500.26 

0.96 
0.51 
0.42 
0.65 

0.47 
0.30 
0.31 
0.75 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
258 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil17 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 10.5547561154776 
1 10.55 
2 10.51 
3 10.62 
4 10.60 

0.56 
1.26 
1. 79 
1.42 

2-19 



o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.32125095E+00 0.81956965E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.81956965E+00 0.56611407E+00 0.12361035E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.12361035E+00 -.30093440E+00 0.86447608E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.86447608E+00 0.69244766E+00 

tql1.hi1l8 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 
omega bar = 13.722334299471 

1 13.72 
2 13.43 
3 13.64 
4 13.78 

o attempted sqrt(v), v.le.O 

0.48 
0.64 
0.38 
0.39 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
O.66779441E+OO -.92633164E+OO O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.92633164E+OO -.90997326E+OO -.87252259E+OO O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.87252259E+OO O.70895797E+OO O.11022262E+OO 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.11022262E+OO -.59694719E+OO 

tql1.hi1l9 

outputs: 

250 



-1.6468597151526 
-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 15.408538551744 

1 15.41 
2 14.94 
3 15.35 
4 20.21 

o attempted sqrt(v) , v.le.O 

0.49 
1.23 
0.97 
0.44 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.47373277E+00 -.78477955E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.78477955E+00 -.77724147E+00 0.84623718E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.84623718E+00 0.99219881E-01 0.68636256E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.68636256E+00 -.65382773E+00 

B.9 TQLIMB 

tql1.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 13.890060129200 
1 13.89 
2 13.91 
3 13.92 
4 13.96 

499 31.74 
500 26.95 

1.10 
0.59 
1.27 
1.01 

1.30 
0.81 

251 



501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 4.50103 

I quit 

tql1.hill1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 8.8133990233047 
1 8.81 
2 8.88 
3 8.88 
4 8.68 

158 17.31 
159 17.31 
160 17.30 
161 17.35 

0.42 
0.87 
0.46 
1.00 

3.55 
2.03 
1.65 
1.23 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
162 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

252 



tqll.hil12 

outputs: 
-1.1545656485436 
3. 3547353717148D-02 

0.30473091703529 
1.0129269305911 

omega bar = 10.889880545850 
1 10.89 
2 11.06 
3 11.06 
4 11.16 

499 22.79 
500 22.79 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

0.73 
1.63 
1.02 
0.99 

0.41 
1.92 

o # rounding errs or # perturb < # outputs 
o .omega cannot be computed accurately 

Maximum score = 4.68336 

I quit 

tql1.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7. 6235253447465D-02 

1.3319271913186 
omega bar = 8.4648692927846 

1 8.46 
2 8.60 
3 8.39 
4 8.75 

0.69 
1.12 
0.70 
1.46 



278 
279 
280 
281 

16.66 
16.66 
15.33 
16.65 

1.84 
2.93 
2.50 
1.86 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
282 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
omega bar = 8.9569958113440 

1 8.96 
2 10.06 
3 9.07 
4 9.14 

318 18.18 
319 17.44 
320 18.13 
321 18.01 

0.70 
2.06 
1.46 
1.28 

2.44 
2.04 
2.41 
0.64 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
322 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

25-1 



o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 13.517618433449 
1 13.52 0.84 
2 13.51 1.26 
3 
4 

499 
500 

13.46 
13.42 

12.58 
17.15 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

1.12 
1.01 

0.95 
0.61 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 

3.09032 

omega bar = 
1 

10.631369692966 
10.63 0.51 

25.j 



2 10.38 0.48 
3 10.86 0.48 
4 11.23 1.16 

198 16.56 1.24 
199 16.58 0.59 
200 16.59 1.27 
201 16.56 0.61 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
202 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil17 

outputs: 
-0.91817445158554 
-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar = 

1 
2 
3 
4 

499 
500 

501 inexact 

14.281969875865 
14.28 
14.26 
14.40 
14.34 

39.01 
39.00 

results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 

1.24 
0.53 
1.49 
1.47 

1.87 
0.57 

o # rounding errs or # perturb < # outputs 
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o omega cannot be computed accurately 

Maximum score = 4.81638 

I quit 

tql1.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 
omega bar = 18.236121728458 

1 18.24 
2 17.84 
3 18.10 
4 18.32 

499 31.44 
500 31.43 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 

1.32 
0.93 
0.38 
1. 73 

2.06 
3.03 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

7.00367 
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1.1154924769312 
omega bar = 18.371532212160 

1 18.37 1.35 
2 18.48 0.50 
3 18.50 0.36 
4 18.54 1.06 

499 46.06 1.57 
500 46.10 0.64 

501 inexact results 
0 divisions by zero 
0 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 4.87398 

I quit 

B.IO TQLINA 

tql1.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 64.304476423772 
1 64.30 
2 64.35 
3 64.35 
4 64.34 

499 665.38 
500 665.21 

1.35 
3.07 
4.72 
2.45 

13.57 
8.97 



501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 56.8417 

I quit 

tqll.hi1l1 

outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 10.972656990996 
1 10.97 
2 10.90 
3 10.97 
4 10.69 

o attempted sqrt(v), v.le.O 

0.47 
1.25 
1.08 
0.53 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.75549752E-Ol O.16511916E+01 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.16511916E+01 -.16820705E+00 -.17927594E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.17927594E+00 0.76682079E+00 0.16798064E+Ol 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.16798064E+01 -.66954345E+00 

tqll.hi1l2 
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outputs: 
-1.1545656485436 

3.3547353717150D-02 
0.30473091703529 

1.0129269305911 
omega bar = 62.135145868070 

1 62.14 
2 62.17 
3 62.23 
4 62.24 

o attempted sqrt(v), v.le.O 

4.21 
3.83 
5.97 
3.20 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.72591734E+00 -.54273063E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.54273063E+00 -.25733301E-01 -.11534587E-02 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.11534587E-02 0.72666520E+00 -.38749129E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO -.38749129E+00 0.59753537E+00 

tql1.hil13 

outputs: 
-1.0312686788798 

-0.13796025469134 
-7. 6235253447469D-02 

1.3319271913186 
omega bar = 95.770882211243 

1 95.77 
2 95.80 
3 97.11 
4 96.56 

o attempted sqrt(v), v.le.O 

4.93 
5.36 

11.53 
2.91 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 
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The matrix that caused this is: 
-.96209949E+00 -.24646161E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.24646161E+00 -.16386856E+00 0.19569048E-02 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.19569048E-02 0.70533156E+00 0.71493709E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.71493709E+00 0.54394144E+00 

tql1.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 
0.68525811646498 

omega bar = 8.5313809660097 
1 8.53 
2 8.15 
3 8.55 
4 8.68 

499 11.27 
500 114.07 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

1.00 
0.99 
2.26 
0.74 

0.24 
2.28 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

10.8815 
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0.66665099216744 
0.89895105231122 

omega bar = 76.116353855035 
1 76.12 1.18 
2 76.11 0.93 
3 76.11 0.93 
4 76.11 2.42 

358 52.77 6.21 
359 684.26 1.20 
360 684.25 4.92 
361 684.23 3.71 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
362 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 8.2784710189700 

1 8.28 
2 7.91 
3 8.50 
4 8.88 

238 13.11 
239 13.16 
240 13.14 
241 13.14 

0.39 
0.74 
0.46 
0.65 

0.57 
0.73 
0.36 
0.42 
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INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil17 

outputs: 
-0.91817445158554 
-0.72820811757284 
0.83730181720891 

1.2215830108495 
omega bar = 77.756018591708 

1 77.76 
2 77.88 
3 78.04 
4 77.98 

o attempted sqrt(v) , v.le.O 

1.01 
2.55 
0.76 
2.47 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
-.12608286E-01 O.93373120E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
0.93373120E+00 0.54348725E+00 0.22294391E-01 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO 0.22294391E-Ol -.19886437E+00 0.83898973E+00 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.83898973E+00 0.74286729E+00 

tql1.hil18 

outputs: 
-1.3452721412879 

-0.71754356519298 



0.47960053091860 
1.1841089039622 

omega bar = 
1 
2 
3 
4 

74.365878672816 
74.37 
74.33 
74.44 
74.48 

o attempted sqrt(v). v.le.O 

2.15 
6.28 
4.05 
1.87 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

success 

The matrix that caused this is: 
0.74134731E+00 -.58312279E+00 O.OOOOOOOOE+OO O.OOOOOOOOE+OO 
-.58312279E+00 -.35696846E+00 -.50332475E+00 O.OOOOOOOOE+OO 
O.OOOOOOOOE+OO -.50332475E+00 0.58602095E+00 0.16525147E-Ol 
O.OOOOOOOOE+OO O.OOOOOOOOE+OO 0.16525147E-01 -.76356161E+00 

tql1.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 121.97777146762 

1 121. 98 
2 121. 97 
3 122.05 
4 122.12 

499 1283.00 
500 1611.02 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 

1.11 
5.96 
4.55 
0.81 

2.38 
10.26 
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o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 54.7376 

I quit 

B.ll TQL1NB 

tql1.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 
0.77801470107855 

1.6448189944259 
omega bar = 

1 
2 

3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

12.874300634057 
12.87 
12.90 
12.91 
12.94 

30.05 
30.06 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.47 
1. 70 
1.04 
0.68 

1.53 
1. 77 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.34405 

I quit 

tql1.hill1 
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outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 8.5846953195342 
1 8.58 
2 8.61 
3 8.62 
4 8.45 

478 19.72 
479 19.73 
480 17.63 
481 19.69 

INSUFFICIENT PROGRESS. 
482 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

1.15 
0.59 
1.01 
0.57 

1.48 
1. 74 
0.40 
0.50 

SEARCH ENDS. 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqll.hi1l2 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 

1 
2 
3 
4 

499 

10.2091936252333 
10.21 0.55 
10.37 1.04 
10.36 1.22 
10.46 1.61 

18.15 0.85 
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500 18.15 0.40 
501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 4.20394 

I quit 

tql1.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7. 6235253447466D-02 

1.3319271913186 
omega bar = 8.0624011475603 

1 8.06 
2 8.20 
3 8.01 
4 8.33 

158 11.41 
159 11.41 
160 11.04 
161 11.04 

0.75 
2.06 
0.70 
0.52 

0.91 
0.60 
1.34 
1.23 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
162 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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tq11.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 
0.68525811646498 

omega bar = 8.4107341440548 
1 8.41 
2 9.32 
3 8.53 
4 8.58 

198 . 16.96 
199 16.95 
200 16.76 
201 16.53 

INSUFFICIENT PROGRESS. 
202 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

1.07 
1.65 
1.05 
0.66 

0.77 
0.75 
1.90 
1.36 

SEARCH ENDS. 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 
1 
2 
3 

12.491948073688 
12.49 1.20 
12.47 1.69 
12.43 0.85 
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4 12.41 1.24 

238 11. 70 1.04 
239 17.89 0.51 
240 11.70 0.84 
241 11.72 0.64 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqll.hill6 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 9.7557935833103 

1 9.76 
2 9.38 
3 10.02 
4 10.46 

198 14.12 
199 14.14 
200 14.11 
201 14.11 

0.96 
0.28 
0.86 
0.80 

0.33 
0.33 
1.07 
0.37 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
202 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
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o attempted sqrt(v). v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil17 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 13.065487384898 
1 13.07 
2 13.04 
3 13.17 
4 13.12 

499 36.76 
500 36.76 

501 inexact results 
0 divisions by zero 
0 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v). v.le.O 

1.08 
0.79 
1.00 
0.96 

0.90 
1.36 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

3.42554 

omega bar = 16.707413405103 
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1 
2 

3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

16.71 
16.34 
16.58 
16.79 

29.39 
29.38 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.66 
0.98 
0.48 
1.99 

1.25 
0.67 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 4.89987 

I quit 

tql1.hil19 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 17.142257562576 

1 17.14 
2 17.24 
3 17.27 
4 17.30 

499 43.34 
500 43.33 

501 inexact results 
0 divisions by zero 
0 underflows 
0 overflows 
0 invalid operations 
0 attempted sqrt(v) , v.le.O 

0.37 
0.85 
0.90 
1.51 

0.88 
1.65 
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o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.78367 

I quit 

B.12 TQLlS 

tql1.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 11.246261196182 
1 11.25 
2 11.24 
3 11.27 
4 11.30 

499 34.65 
500 31.30 

501 inexact results 
0 divisions by zero 
0 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.72 
0.86 
1.04 
0.34 

1.80 
0.42 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.86232 

I quit 

tql1.hill1 



outputs: 
-0.99475309130124 
-0.28390371826514 

3.81091458198200-02 
1.3106026568466 

omega bar = 8.5956300922218 
1 8.60 0.22 
2 8.61 0.39 
3 8.61 0.46 
4 8.45 1.12 

398 19.54 0.72 
399 17.42 1.67 
400 19.56 1.20 
401 17.41 1.13 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
402 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil12 

outputs: 
-1.1545656485436 

3.35473537171480-02 
0.30473091703529 
.1.0129269305911 

omega bar = 9.0780024894355 
1 9.08 
2 9.23 
3 9.21 
4 9.30 

499 18.59 

0.57 
1.45 
0.38 
1.61 
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500 18.59 1.98 
501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 6.56470 

I quit 

tql1.hill3 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7.6235253447465D-02 

1.3319271913186 
omega bar = 7.6365905741519 

1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

7.64 
7.79 
7.62 
7.89 

13.26 
13.27 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

0.75 
0.83 
1.24 
1.46 

1.42 
0.78 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.85556 

I quit 
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tql1.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
omega bar = 8.0333326241928 

1 8.03 
2 8.60 
3 8.13 
4 8.18 

238 14.73 
239 14.70 
240 14.19 
241 14.18 

1.08 
0.99 
0.52 
1.32 

0.89 
1.83 
2.21 
0.93 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

omega bar = 
1 
2 
3 

11.133332640412 
11.13 
11.11 
11.07 

1.54 
0.35 
1.09 
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4 11.07 1.01 

238 15.74 1.87 
239 17.39 0.55 
240 11.91 1.53 
241 17.37 0.64 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hi1l6 

. outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 9.3645257219651 

1 9.36 1.13 
2 
3 
4 

238 
239 
240 
241 

8.85 
9.66 

10.13 

17.24 
15.35 
16.77 
16.78 

0.33 
0.42 
0.23 

1.08 
0.41 
1.54 
1.64 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
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o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tql1.hi1l7 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 
1 
2 

3 
4 

499 
500 

11.297632018388 
11.30 
11.28 
11.38 
11.34 

32.37 
26.86 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

1.42 
1.08 
1.94 
0.51 

1.38 
0.30 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tql1.hi1l8 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

3.80655 

omega bar = 14.265981028907 



1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

14.27 
13.95 
14.17 
14.33 

23.63 
23.63 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

1.18 
1.55 
1.39 
2.05 

4.06 
3.02 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 6.60710 

I quit 

tql1.hi1l9 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 15.048643659264 

1 15.05 
2 15.12 
3 15.10 
4 15.18 

499 25.28 
500 25.28 

501 inexact results 
0 divisions by zero 
0 underflows 
0 overflows 
0 invalid operations 
0 attempted sqrt(v) , v.le.O 

0.76 
1.19 
0.46 
0.98 

0.70 
0.80 
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o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 3.45072 

I quit 

B.13 TQLlU 

tqlvu.hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 

0.77801470107855 
1.6448189944259 

omega bar = 33.868749121347 
1 
2 

3 
4 

286 
287 
288 
289 

33.87 
33.74 
33.75 
33.89 

36.01 
32.88 
32.88 
32.88 

INSUFFICIENT PROGRESS. 
290 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

2.20 
1.62 
2.79 
5.32 

3.12 
0.93 
5.40 
2.66 

SEARCH ENDS. 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqlvu.hil11 
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outputs: 
-0.99475309130124 
-0.28390371826514 

3.8109145819820D-02 
1.3106026568466 

omega bar = 24.694460031964 
1 24.69 
2 24.69 
3 24.69 
4 24.68 

499 50.47 
500 50.47 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

1.31 
3.91 
4.00 
3.00 

3.45 
2.09 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 11.1227 

I quit 

tqlvu.hil12 

outputs: 
-1.1545656485436 

3.3547353717148D-02 
0.30473091703529 

1.0129269305911 
omega bar = 27.121736050688 

1 27.12 
2 27.14 
3 27.13 
4 27.15 

499 52.88 

0.57 
3.12 
3.75 
1.35 

4.07 

280 



500 52.88 3.27 
501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 9.11610 

I quit 

tqlvu.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7.6235253447465D-02 

1.3319271913186 
omega bar = 24.300172147982 

1 24.30 
2 24.32 
3 24.30 
4 24.33 

499 35.20 
500 36.77 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

0.35 
1.02 
4.97 
3.40 

5.94 
4.90 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 10.6533 

I quit 
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tqlvu.hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
omega bar = 17.965896712957 

1 17.97 
2 17.62 
3 17.97 
4 18.24 

499 55.29 
500 55.29 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

2.42 
5.55 
2.18 
2.43 

4.11 
5.63 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tqlvu.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

8.64614 

omega bar = 
1 

27.432532697769 
27.43 

2 27.44 
3 27.44 

5.03 
4.83 
2.66 
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4 

499 
500 

27.43 

41.64 
41.64 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

4.41 

3.54 
0.64 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 7.89595 

I quit 

tqlvu.hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 
0.54195640891201 

omega bar = 16.224161176449 
1 16.22 
2 16.25 
3 16.21 
4 16.44 

499 51.54 
500 51.55 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

2.14 
1. 78 
1.86 
1.22 

1.85 
1.29 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 



Maximum score = 9.84866 

I quit 

tqlvu.hi1l7 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 
1 
2 
3 
4 

499 
500 

32.033060018708 
32.03 
31.91 
31.96 
32.27 

36.97 
36.97 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

1.75 
2.64 
7.06 
1. 75 

7.02 
9.04 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tqlvu.hil18 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

10.8278 

omega bar = 37.672042271795 
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1 37.67 
2 37.67 
3 37.67 
4 37.63 

358 37.56 
359 38.06 
360 37.56 
361 37.56 

INSUFFICIENT PROGRESS. 
362 inexact results 
o divisions by zero 
o underflows 
O· overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

3.11 
1.65 
3.79 
2.43 

1.64 
1.74 
1.45 
4.35 

SEARCH ENDS. 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqlvu.hill9 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 43.040786260939 

1 43.04 
2 43.06 
3 43.08 
4 43.04 

499 42.95 
500 42.95 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 

2.56 
2.34 
1.56 
0.89 

1.81 
0.90 
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o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 10.09299 

I quit 

B.14 TQLRAT 

tqlrat . hillO 

outputs: 
-0.84391163795568 
-0.45814794484876 
0.77801470107855 

1.6448189944259 
omega bar = 9.0067926533520 

1 
2 
3 
4 

499 
500 

501 inexact 
o divisions 
o underflows 
o overflows 

9.01 
8.91 
8.94 
8.96 

19.89 
19.89 

results 
by zero 

o invalid operations 
o attempted sqrt(v) , v.le.O 

1.01 
0.86 
1. 72 
0.53 

0.57 
1.65 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 2.83775 

I quit 

tqlrat .hilll 
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outputs: 
-0.99475309130124 
-0.28390371826514 

3.81091458198200-02 
1.3106026568466 

omega bar = 6.4304323597455 
1 6.43 0.33 
2 6.38 0.47 
3 6.42 0.90 
4 6.34 0.56 

238 14.25 0.49 
239 14.25 0.83 
240 14.24 0.84 
241 14.25 1.40 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
242 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqlrat .hil12 

outputs: 
-1.1545656485436 

3.35473537171480-02 
0.30473091703529 

1.0129269305911 
omega bar = 7.6663318009889 

1 7.67 
2 7.79 
3 7.77 
4 7.78 

398 16.62 

0.93 
0.40 
1.22 
0.75 

0.47 
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399 
400 
401 

16.61 
16.61 
16.91 

0.58 
0.28 
0.30 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
402 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqlrat.hil13 

outputs: 
-1.0312686788798 

-0.13796025469135 
-7. 6235253447465D-02 

1.3319271913186 
omega bar = 6.2659511145137 

1 6.27 
2 6.35 
3 6.24 
4 6.46 

438 11.83 
439 11.87 
440 10.61 
441 10.61 

1.35 
0.45 
0.43 
0.88 

0.43 
0.74 
1.51 
1.03 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
442 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v), v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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tqlrat .hil14 

outputs: 
-0.85439069241728 
-0.61407767917532 
-0.21267952777238 

0.68525811646498 
5.9301800695959 omega bar = 

1 5.93 1.00 
2 6.17 2.31 
3 5.92 1.18 
4 6.00 0.74 

499 
500 

16.98 0.41 
17.15 1.01 

501 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tqlrat.hil15 

outputs: 
-0.95033448259601 
-0.57977806228265 

0.66665099216744 
0.89895105231122 

3.38925 

omega bar = 8.5971300901394 
1 8.60 1.51 
2 
3 

8.61 
8.57 

1.32 
0.78 
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4 

398 
399 
400 
401 

8.68 

11.58 
11.58 
11.58 
11.57 

1.91 

0.97 
0.87 
0.85 
0.52 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
402 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqlrat.hil16 

outputs: 
-1.5602378867650 

-0.64416769209279 
-0.54186287145422 

0.54195640891201 
omega bar = 6.2300162796774 

1 6.23 
2 6.51 
3 6.32 
4 6.38 

499 8.34 
500 8.32 

501 inexact results 
0 divisions by zero 
o underflows 
0 overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.96 
0.34 
0.40 
0.46 

0.85 
0.39 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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Maximum score = 1.71097 

I quit 

tqlrat . hi1l7 

outputs: 
-0.91817445158554 
-0.72820811757284 

0.83730181720891 
1.2215830108495 

omega bar = 8.8876811850472 
1 8.89 
2 8.85 
3 8.93 
4 9.04 

499 21.00 
500 21.00 

501 inexact results 
0 divisions by zero 
0 underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 

0.90 
1.33 
1.46 
1.05 

0.74 
0.52 

o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

Maximum score = 

I quit 

tqlrat.hi1l8 

outputs: 
-1.3452721412879 

-0.71754356519297 
0.47960053091860 

1.1841089039622 

3.33562 

omega bar = 11.286828210106 
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1 11.29 0.33 
2 11.03 0.95 
3 11.23 0.38 
4 11.34 1.18 

198 19.41 0.50 
199 19.57 0.80 
200 19.41 2.06 
201 19.42 0.54 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
202 inexact results 
o divisions by zero 
o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 

tqlrat.hi1l9 

outputs: 
-1.6468597151526 

-0.86608892181390 
0.48388229153529 

1.1154924769312 
omega bar = 12.092584377859 

1 12.09 
2 12.27 
3 12.17 
4 12.20 

318 17.55 
319 17.55 
320 17.55 
321 17.55 

0.43 
1.19 
2.06 
0.21 

1.33 
0.90 
0.62 
0.46 

INSUFFICIENT PROGRESS. SEARCH ENDS. 
322 inexact results 
o divisions by zero 

292 



o underflows 
o overflows 
o invalid operations 
o attempted sqrt(v) , v.le.O 
o # rounding errs or # perturb < # outputs 
o omega cannot be computed accurately 
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