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ABSTRACT 

The project consists in a defense of the reductivist 

program generally and an application of the program to the 

theory of epistemic justification. 

Chapter One sets out the problem of reducing 

justification to other terms and defends the legitimacy of 

this problem against attacks by Quine in particular and 

supervenience theorists generally. Chapter Two is an 

explication and refutation of all possible theories which 

reduce justification-facts to facts about the reliability of 

cognitive processes. All such theories founder due to their 

insensitivity to the perspectival component of thought. 

Chapter Three argues that this perspectival component is non

truth-theoretic and hence that the connection between 

justification and truth is much less important than has been 

generally supposed. Chapter Four lays out the structure of 

epistemic justification and proposes a reductive thesis 

entailing this structure. It is argued that essential elements 

of both coherence theories of justification ana foundations 

theories of justification are present in rational thought and 

that this is explicable in terms of the teleology of human 

cognition. Chapter Five explicates and defends the theory 

constructed in Chapter Four. 
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INTRODUCTION 

~ Two routes to the theory of justification. 

I believe that there are two good reasons for trying to 

understand epistemic justification. Each route motivates 

theory construction in different ways. The first route is 

the construction of a theory of knowledge. Knowledge is the 

initial analysandum and epistemic justification is a 

theoretical construct needed to make the theory go. We then 

try and construct a theory of justification relative to the 

background assumption that the result must successfully play 

the needed role in our theory of knowledge. The second 

route prescinds from a simple observation: certain cognitive 

episodes strike us as reasonable while others seem absurd. 

We shall want to construct a theory to explain this 

distinction. 

This latter project is not constrained in one very 

important respect: the second theoretical task does not 

require the sort of connection between justification and 

truth that the traditional problem of knowledge 

necessitates. Toward the end of this essay I shall make hay 



of the distinction between these two motivations. It turns 

out to be an important one. But before getting to all of 

that, let me explain my comment about the differing 

requirements on a connection between justification and 

truth. 

1.2. Knowledge and epistemic justification. 

8 

When we say that someone knows sometl1ing, we mean that they 

are aware of some bit of information or state of affairs or 

fact, and that this awareness is not fortuitous. We mean to 

get across the idea that someone is "really on to 

something." They are connected to the truth in a special 

and important way. 

Traditionally, knowledge is construed as justified true 

belief, thereby breaking the knowledge relation into three 

distinct and essential elements. The second and third 

element of this conception, i.e. truth and belief, together 

guarantee a cognitive connection to the facts. But not just 

any cognitive connection to the facts will count as 

knowledge; and indeed not every true beliefs will count. 

The reason is simple: knowledge doesn't happen by accident. 

Often, true belief does. This is what sets knowledge states 

apart from our other true beliefs. Knowledge states are 
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belief states connected to the truth via some special 

feature. 

Another way of getting at the same point is to notice 

that 

S knows P' 

should entail not only 

S believes P 

and 

P, 

but that it should also conceptually indicate that the 

former is partly explained by the latter. So, for example, 

part of the explanation for smith's knowing that the sky is 

blue, is that the sky i.s blue. Notice that the point is not 

the old saw-horse that "knowledge implies truth." The 

present point cuts in exactly the opposite direction, and in 

fact explains this banal dictum: by their very nature. 

knowledge states are partly explained by the facts; and this 

is why knowledge implies truth. Again: the point is that 

when Smith lmows P, at least part of the explanation for why 

'Throughout this essay I shall use upper-case engl ish 
letters as metalinguistic variables ranging over propositions. 
For now, they should be understood in a couple of different 
ways: when they stand in subject place, they are "dummy names" 
for propositions themsel ves; and when they stand in the 
relata-slot of some propositional attitude, they should be 
variables taking 'that'-clauses as substituends. 
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she believes what she does is that the facts are as they 

are, i.e. p.2 

As I see it, the fundamental problem of this first 

epistemological route is to reckon how to flesh-out the 

explanation. That is, the fundamental problem is that of 

determining how the facts can be responsible for knowledge 

states. How shall we do this? 

This perspective claims that knowledge is being 

reasonable vis-a-vis the facts, and requires our notion of 

reasonableness to forge the connection to those facts. So, 

when we travel down this first philosophical route we come 

to a notion of epistemic justification which is supposed to 

do two things: (a) be a normative notion, i.e. be such that 

one is intuitively reasonable when one is justified, and (b) 

have this reasonableness itself explain why one believes 

what one does in virtue of the facts being the way they are. 

Putting all this together we get that one knows what one 

does because the facts are the way they are, and this in 

2The reader might notice that the foregoing helps to make 
sense of the literature surrounding lithe Gettier problem. II In 
a nutshell, constructing gettier-style counterexamples to a 
proposed analysis of knowledge proceeds via construction of 
cases in which the conditions thought sufficient for 
justification obtain, but do not do so because the facts are 
as they are. When this happens, there is no knowledge. In 
essence, lithe Gettier problem" just is the problem of seeing 
how to construct fallibilistic conditions of justification 
relative to which this gambiot cannot be run. Cf. my [1991] 
section 4. 



virtue of being reasonable. It is this latter requirement 

that shall eventually cause all the problems. 

1.3. Reasoning and epistemic justification. 

11 

As I mentioned, the second philosophical route which 

motivates construction of a theory of epistemic 

justification is less constrained than the first. One 

begins by noticing some rather clever episode of reasoning. 

One then wonders about the features in which this cleverness 

might consist. Take, for instance, the following story from 

The Adventures of Huckleberry Finn. Huck is speaking about 

his abusive father Pap: 

Pap he hadn't been seen for more than a year, and 

that was comfortable for me; I didn't want to see 

him no more. He used to always whale me when he 

was sober and could get his hands on me; though I 

used to take to the woods most of the time when he 

was around. Well, about this time he was found in 

the river drowned, about twelve mile above town, 

so people said. They judged it was him, anyway; 

said this drownded man was just his size, and was 

ragged, and had uncommon long hair, which was all 

like pap; but they couldn't make nothing out of 

the face, because it had been in the water so long 
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it warn't much like a face at all. They said he 

was floating on his back in the water. They took 

him and buried him on the bank. 

Huck then immediately says: 

But I warn't comfortable for long, because I 

happend to think of something. I knowed mighty 

well that a drownded man don't float on his back, 

but on his face. So I knowed, then, that this 

warn't pap, but a woman dressed up in a man's 

clothes. So I was uncomfortable again. I judged 

the old man would turn up again by and by, though 

I wished he wouldn't. 3 

And indeed, turn up he did. 

This is clever reckoning on Huck's part. So clever in 

fact that we are compelled to complement him for it. There 

is a certain unexpectedness to his line of thought, of the 

sort emphasized in Hardy's Apology4; and we, unlike Hardy, 

should like to construct a theory telling us in abstract 

terms the features in virtue of which Huck's reasoning is 

laudatory. At a minimum this is to want for a theory of 

epistemic justification. We would like to have a theory 

telling us why any bit of good reasoning is in fact good. 

3Twa in [1931]. 

4G.H. Hardy [1940] section 18. 
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To a rough first approximation, we want to know why some 

inferences are ridiculous, and others astonishingly clever? 

And as i said, a theory answering this need is 

unconstrained in a way that a theory of justification which 

arises from the analysis of knowledge is not. This is 

because the latter notion of justification MUST connect 

reasoning with the facts. For the output of the latter 

notion will be knowledge. The needed theory to subsume Huck 

is not constrained in this way. Here, we need a theory 

telling us the features in virtue of which a given belief is 

reasonable or justified, regardless of what the facts are. 

Indeed, this notion of justification does not require that 

the reasoning to which it applies proceed from, or connect 

with the facts in any way.5 Hence, this notion of 

justification is weaker than that which arises from the need 

to fully understand knowledge. Much havoc in contemporary 

epistemology comes from trying to force theories of the 

latter kind of justification into doing the work of that 

which fills the gap between true belief and knowledge. And, 

to be bold, I believe that nothing which is intuitively 

motivated can do the job needed to fill the gap between true 

5In Chapter 3 I shall argue that the proprietary notion 
of justification does not essentially apply to mental states 
with truth-theoretic content. 
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belief and knowledge. But I also believe that this matters 

little. For it is the latter notion of justification which 

should interest us. 

It would be difficult at this point for me to say more 

about my perspective on these matters. I hope to sneak up 

on them as we go along; and, of course, I hope to convince 

you that the perspective eventually uncovered is at least 

plausible, and perhaps even correct. It is a minority 

perspective to be sure. 

1.4. What is the demand? 

What we need then is a theory of epistemic justification. 

At this stage I shall not worry about constraining the 

theory in any specific way, other than to require that it 

must be intuitively a theory which explains what it is to be 

reasonable. 

But what, exactly, is it to explain "what it is to be 

reasonable?" The question has a familiar philosophical 

ring, as well it should. To ask such a question is to 

wonder about the very nature of reasonability. Being 

reasonable is manifesting a normative property. It is to 

be, cognitively, the way one ought to be. Hence, it is not 

surprising that we find ourselves asking the sort of 
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question we do. As Mackie noticed not so long ago,6 

normative facts are "queer" facts; they puzzle us. We want 

to know what they "really" are. 

This way of phrasing our problem reveals both its 

nature and the sort of solution it necessitates. We are 

asking for a way of determining the facts constitutive of 

justification. Putting an edge on the matter: we do not 

want to locate the justification facts as primitive features 

of our world; so we look for a theory which will turn 

justification into something else, something we better 

understand. We shall be trying to reduce justification to 

other terms, thereby legitimizing this domain of fact by 

identifying it with some other, antecedently accepted 

domain. 

In the vernacular, our need is to "naturalize" 

epistemology. 7 

But there are those who question the legitimacy of this 

reductive enterprise generally, and there are those who 

question it in the particular case at hand. I shall have a 

look at each of these perspectives, by way of defending my 

6Mackie [1977]. 

7Quine is generally regarded as the contemporary father 
of "epistemology naturalized." See his essay by that title in 
Quine [1969]. However, as we shall see in the next section, 
Quine's project is actually that of eliminating the theory of 
epistemic justification. 



project, and setting the stage for later discussion. The 

first defense will be against that attack raised by Quine. 

Then I shall turn to a familiar topic in philosophical 

discussions of the normative, viz. supervenience. 

1.5. Quine's call to naturalize epistemology.8 

In his well known essay 'Epistemology Naturalized',9 Quine 

does two things: first, he argues against a certain 

epistemic programme-- roughly, a positivistic version of 

Descartes' programme from The Meditations-- and second, he 

calls for a rethinking of epistemology. I shall not here 

dispute his critique of the cartesian programme. I think 

most of it is correct. However, there is something 

radically wrong with the moral Quine draws from his 

16 

critique. After having proclaimed the cartesian theory of 

justification hopeless he goes on to claim that epistemology 

should be thought of as the study of a perfectly natural 

phenomenon. He culminates his discussion by saying this: 

The relation between the meager [empirical] input 

and torrential [theoretical] output is a relation 

that we are prompted to study for somewhat the 

8Jaegwon Kim has independently arrived at some of the 
same points to be made in this section. See Kim [1988]. 

90p • c it. 



same reasons that always prompted epistemology; 

namely, in order to see how evidence relates to 

theory, and in what way one's theory of nature 

transcends any available evidence. 1o 

What should we make of this advice? 

I think that there are two ways to understand Quine's 

17 

admonition here. They are perhaps both implicit in Quine's 

thoughts, but they are radically different in terms of their 

implications for a theory of epistemic justification. 

The first, and perhaps most common way of understanding 

Quine is simply to construe him as advising us to stop doing 

traditional normative epistemology. 11 Understood this way 

Quine's advice is stop trying to construct a theory of 

epistemic justification. The basic idea is that 

epistemology should become a part of psychology. On this 

understanding of epistemology, it is simply the study of how 

human beings take sensory input, and construct views about 

the world as output. Epistemology would then be the 

psychological study of human thought production. And such a 

theory would obviously be "naturalistic." It would also be 

non-reductive. 

10Quine [1969], p. 83. 

11 For example, Quine is understood this way by Kim in 
Kim's [1988] and by Senor in his [199?]. 
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But if this is the way to understand Quine, then the 

problem is obvious: not all ways that human beings form 

beliefs are equally interesting. We made this point earlier 

as our second motivation for a theory of epistemic 

justification. The basic point is this: if epistemology is 

to become a part of human psychology, then it must end-up 

being some sort of descriptive generalization of ~ 

particular kind of human mental activity. For not all 

patterns of human reasoning are good. Some of them are just 

wild. 

This leads directly to the second way of understanding 

Quine. On this second interpretation, Quine is thought of 

as arguing in the following way: 

with the failure of Carnap's Aufbau we find that 

the project of "rati.onally reconstructi.ng sci.ence" 

is hopeless. As epistemologists we should learn 

to settle for a scientific examination of 

scientific activity itself. Nothing normative is 

required. Basically, we should do science on 

science and leave it at that. 

This is neither implausible nor unprecedented. Thomas 

Kuhn's The Structure of Scientific Revolutions proceeds from 

the assumption that the best way to understand science is 

not through "rational reconstruction" but through historical 

investigation. So, perhaps Quine is saying that the 
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correct epistemology will be a descriptive theory of the 

activity of science. 

If this is the correct interpretation of Quine, then 

the problem is even more obvious than before. One has 

simply singled out the kind of human activity one finds 

epistemologically interesting-- that is, "rational"-- with 

no explanation for why that activity is better, or more 

appropriately studied than any other. This way of looking 

at things is seductive because we harbor a strong antecedent 

inclination to think of science as rational activity. We 

trust that a correct description of this activity will 

provide insight into what it is to be reasonable. Be that 

as it may, it is important to see that this way of looking 

at things is no move away from a traditional perspective. 

One implicitly identifies rational activity with scientific 

activity. Then one applies scientific methods to discover 

the essence of science. Again, it is not obvious that there 

is anything wrong with this. 12 The point, however, is that 

this perspective implicitly identifies the normative 

property in question, and does so under the description 

'scientific activity.' The rough equation is 'reasonable 

12For example: AI programs like Pollock's OSCAR are 
empirically based attempts to "uncover" intuitively correct 
"everyday" reasoning; on the other hand, AI programs like 
Thagard's PI are empirically based attempts to model 
intuitively correct "scientific" reasoning. See Pollock [199?] 
and Thagard [1989]. See also Qin and Simon [1990]. 
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activity = scientific activity'; and while we may be 

sympathetic to this identification, we should not lose sight 

of the fact that it is being made. So in so far as Quine 

should be understood in this second way, he should be 

understood as finding the sought after reduction. 13 

The two ways to understand Quine then are as follows: 

there is the eliminativist interpretation, and there is the 

reductivist interpretation. I believe what little 

plausibility surrounds Quine's arguments arises from 

understanding him in the reductivist way. However this is 

unimportant. What is important to realize is that we have 

found no good reason for questioning our original project. 

We are looking for a way of revealing what justification 

really is. We want to identify being reasonable with 

something else. 

1.6. Normativity and Supervenience. 

130ne might wonder if this understanding of Quine works 
for only one of our two motivations for a theory of epistemic 
justification. It works for both. That it works for the 
second route is obvious: we start out finding scientific 
activity to be clever in the way motivating a deeper 
understanding, and then scientific inquiry itself is used to 
provide this understanding. On the other hand, provided we 
assume that scientific activity gives us knowledge, then de 
facto an understanding of this activity will give us an 
understanding of (at least one) route to knowledge. 
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One other strategy for ignoring the reductivist itch is 

familiar: claim that epistemic justification is not 

identifiable with anything else since epistemic normativity, 

like all normativity, merely supervenes on the natural 

order. I shall need to rehearse my reasons for thinking 

that any such theory of epistemic justification is 

unacceptable; and to do this, I shall need to make clear 

what I take the supervenience thesis to be. 

Roughly, some domain of fact E supervenes on some other 

domain N exactly when fixing the N-facts is sufficient for 

fixing the E-facts. There are several ways to make this 

precise. 14 For example, in meta-ethical matters the 

relation between subvening and supervening facts is usually 

taken to be a logical relation. While in the philosophy of 

mind the relation between subvening and supervening facts is 

usually construed as a nomic relation. Either way, there 

are two fundamental ideas to supervenience, and they are 

these: 

(a) the supervening facts depend upon the sUbvening 

facts in the sense that the existence of subvening 

14In fact, there are upwards of twenty different 
conceptions of supervenience in the literature! Cf. Kim 
(1984), Bacon [1990], van Cleve (1990), and Grim [199?). One 
of the essential problems for distinguishing these various 
conceptions, and the interdefinability relations between them, 
concerns the closure assumptions in the sub- and supervening 
bases. 



facts is necessary for there to be any facts of 

the supervening variety; 

and (b) the supervening facts are fixed by the sUbvening 

facts in the sense that one can form true 

generalizations about the supervening facts, 

condi tional on the subvening facts. 15 

What distinguishes the "strength" of the supervenience 

relation in question is the modal status of the 

generalizations it underwrites. Roughly, if they are 

contingent generalizations then the supervenience relation 

is "weak", while either nomic or logical generalizations 

indicate a (more or less) "strong" supervenience obtaining 

between the two domains of fact. 

Now, my complaint against the view that epistemic 

22 

justification is not reducible to other notions, because it 

merely supervenes on other notions, is simple: the claim is 

sophistry. Finding true generalizations is the same thing 

as finding an explanandum. To learn that one domain of fact 

"depends" upon another in the sense that some relation 

between them satisfies (a) and (b) is to learn something 

which cries out for an explanation. Why does fixing the 

sUbvening facts suffice to determine the supervening facts? 

One wonders how it could possibly be that facts of the 

15 (a) and (b) correspond to the two conditions in Kim 
[1984]. 
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supervening variety turn out dependent upon facts of the 

sUbvening variety; and this is especially so when the 

supervenience in question is from the normative to the non

normative. 16 One wonders what sort of relation could 

possibly realize the supervenience? In a nutshell, I 

consider it simply unacceptable methodology to take a 

dependency relation between otherwise different kinds of 

facts as primitive. 

This is not to claim that there are no supervenience 

relations. It is, however, to claim this: if it should turn 

out that E-facts supervene on N-facts, then we shall require 

some explanation for why this is so; and the matter is a 

pressing one for the anti-reductionist. For in fact the 

existence of dependency relations satisfying both (a) and 

(b) motivates the very reduction that the supervenience 

theorist is trying to avoid. Of course, this line of 

argument threatens the anti-reductionist only if the proper 

explanation for existing supervenience relations turns out 

to be reductivist. Does it? 

To convince you that it does I shall examine the non-

reductivist explanatory paradigm which might possibly be 

16For a similar perspective on supervenience see Pollock 
[1989], Chapter 3. 



thought capable of explain supervenience in a non

reductivist fashion. 17 

1.7. Why compositional explanation cannot supplant 

reduction. 

Suppose we need to explain how it is that an object (or 

system) can instantiate some target property T (such as 

having justified beliefs). The reductivist respo~se is 

simply to identify the instantiation of T with some other 

24 

condition C which she finds antecedently understandablei and 

as such, the reductivist will be looking for true and non-

trivial completions of 

[1] x has T =df. C. 

In essence C will be the individuation of a property in non-

T-theoretic notions with which we shall identify Ti said 

property will, as it were, encapsulate the essence of our 

original target property. So correct completions of [1] 

will be tantamount to correct completions of 

17Several eminent cognitive scientists and philosophers 
of mind have argued first, that talk of reductions within 
their domain is a confusion, and second, that the explanatory 
strategy about to be termed 'compositional explanation' is the 
correct way to explain and understand how the mental depends 
upon or supervenes on the non-mental. I take it that the 
following section will show this to be a mistake. Cf. 
Haugeland [1988] chapter 3, and Haugeland [1981]. See also 
the first chapter of Cummins [1983]. 
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[@] x has T =df. x has Q. 

Candidate examples of [@] might be the identification of a 

given mental property with a particular topic-neutral 

property, the identification of a given epistemic property 

with a particular telic property, and so on. These sorts of 

identifications are often "functional" identifications, 

leaving it open as to what sorts of realizations there might 

be of the analyzed property. The absence of such reductions 

for mental and epistemic explananda has led philosophers to 

wonder if the search for true instances of [@] is ill

conceived. The search for a replacement paradigm of 

explanation is on, and in this section I wish to argue that 

there is none. 

The natural successor paradigm, and in fact the only 

worked-out paradigm anyone has proposed, is what I shall 

call 'compositional explanation' or 'compositional 

analysis.' The idea is simple: first, find components 

parts; next, analyze them in such a way that they "add up" 

to the target property in question. Finally, point out two 

things: first, that such explanations are perfectly general. 

Anything having equivalent component structure will 

exemplify the target property; and second, that such an 

explanation is a non-reductivist explanation of how the 

target property depends on the instantiation of other, 

complex features of some domain. will this work? 
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I don't think so, and for two reasons: (i) 

compositional explanation is essentially a domain-indexed 

explanatory strategy, and hence incomplete; and (ii) it can 

be shown that compositional explanation actually relies upon 

the reductive strategy in a way which precludes the former 

from supplanting the latter. Let me sharpen these claims in 

order. 

As we've just seen, a compositional explanation is an 

attempt to explain how it is that a type of object 0 has a 

particular target property T. The idea is to explain O's 

having T by appeal to O's component parts and their internal 

structure. Such an explanation will decompose 0 into 

theoretically salient components, attribute a certain 

structure to these components, and then identify these as 

the features in virtue of which 0 has T. So, suppose the 

explanation of why 0 has T requires delineating n 

theoretically salient O-components c" ... ,Cn • In the event, 

the following two-stage format will be the compositional 

explanation of why 0 has T: 

(a) attribute to 0 an n-tuple <C" ... 'Cn ,S>, where S 

is the theoretically relevant. structure exhibited 

by c" ... ,cn ; and 
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(b) claim that anything having analysis <C1 , ••• ,Cn ,S> 

will instantiate T. 18 

The first reason why such an explanatory strategy cannot 

outright replace the reductivist paradigm is this: such an 

explanation would be complete only if every type of system 

which might instantiate T were subsumable under an univocal 

compositional analysis. The problem, of course, is that .. ,~, 

many target properties are instantiated by systems with 

radically differing constituent structure. Indeed, with 

regard to typically "functional" notions such as money or 

barrier it is intuitively obvious that whatever explication 

of the notions is given, the explanans should NOT index 

anything essentially to constituent structure. virtually 

anything can be money, and virtually anything can be a 

barrier. 

One way to put this objection is to say that 

compositional explication is domain-specific explication, 

and that we require more than this. When we explain the 

instantiation of T in system S via compositional analysis 

XYZ, and then go on to explain the instantiation of T in 

system s* via analysis X'Y'Z', we have a perfect right to 

wonder why it is that both XYZ and X'Y'Z' are sufficient 

conditions for instantiating T. What do they have in 

18c f. cummins [1983], p. 17. 
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common? Why should they both give rise to the same 

phenomenon? These are legitimate questions. They force us 

to clearly demarcate the essence of the original explanandum 

(as was suggested would be necessary three paragraphs back), 

and then look to see why both XYZ and X'Y'Z' share this 

essence. 

It might be thought that I am cheating. The objection 

would go like this: 

[0] We are trying to explain particular supervenience 

relations here. So if the facts about (objects or 

systems in) domain E supervene on the facts about 

(objects or systems in) domain N, then a 

compositional explanation which appeals only to N

facts is perfectly acceptable. It is of no 

concern to us that there might be other domains of 

fact N* upon which the E-facts might supervene. 

Well, while something like this must be said in reply to my 

first critique, it is a weak line of thought. For just as 

we should not accept brute dependencies between conceptually 

disparate kinds of fact, so we should not accept equivalence 

classes of such dependencies. And that is exactly what [0] 

amounts to. In effect [0] is asking us to accept clusters 

of compositional explanations, and to do so with no wonder 

as to how or why they cluster the way they do. 



Consider, for example, two can openers which are 

composed of radically different stuff, and which open cans 

in fairly different fashions. Perhaps one is made out of 

refined metal and cuts out the top of the can, while the 

other is made out of petrified wood and rips the cans in 

half from top to bottom. Next, consider two compositional 
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explanations for how it is that each object exemplifies the 

property of being a can opener. There will be, of course, 

two compositional explanations for this; and each will make 

appeal to rather different sorts of facts. But, it would be 

fundamentally puzzling if there were no way to explain why 

each of them amounts to an explanation of the same thing. 

It would be disturbing, that is to say, if there were no way 

to relate the explanans in such a way as to explain why they 

are both explanans of the same explanandum. 

I wish to be perfectly clear about one point: I am not 

saying that compositional analysis is explanatorily inert. 

On the contrary, I think it is the correct paradigm for 

answering familiar sorts of domain-specific questions which 

crop up all the time (especially in empirical contexts). My 

only point is that compositional analysis cannot answer all 

questions we may legitimately pose, and this is especially 



so when the original target notions are realized in many 

different domains. 19 

But there is a stronger result to be had: even if our 

theoretical interests were limited to a single type of 

object or system, compositional explanation would not be 

enough. For you cannot have even a single domain-specific 

compositional explanation unless you already have a 
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reduction! This claim is not initially obvious, but I think 

its true. Remember the details of our exemplar 

compositional explanation. (b) will be a law-like statement 

about how it is that T is instantiated. Laws of this sort 

lay down non-foundational sufficient conditions for the 

instantiation of T, and hence themselves must be 

19It is not initially obvious how to construe epistemic 
justification as a feature manifested in many different 
domains. The promise of strong AI underpins contention that 
it in principle might be; but even if it is not, nothing in 
the present discussion is lost. For once you have a domain
specific sufficient condition for a target property T, and 
also the knowledge that T is not realizable in other mediums, 
then you have located conditions necessary and sufficient for 
T. So the point is this: if justification is multiply 
realizable then the arguments of the text straightforwardly 
apply; and if it is not, then de facto any compositional 
explanation of justification will have located conditions 
necessary and sUfficient for its manifestation. 



explained. 20 This is the root of the problem. 

Instantiation laws display the following "logical form": 

[IL] (x)[(x has <C"""Cn'S» --> Tx].2' 

The problem emerges when we reflect on the paucity of 

acceptable ways to explain [IL]. Robert Cummins is 

appreciative of this when he remarks that "there is really 
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only one available strategy for explaining an instantiation 

law: it must be derived from laws specifying the properties 

of the components. ,,22 This means that an instance of [IL] 

should be derived from an appropriate instance of the 

following component description schema: 

[CD] <C, , ... , Cn> have <Q" ... , Qn> respectively, where 

each Q; is a relevant class of intrinsic 

properties had by C;' 

20Two facts are relevant here: first, these will be non
foundational laws since the sufficient condition is a 
composi tional analysis. The fact that we have components 
giving rise to something guarantees us that we are not dealing 
in fundamental theory. Second, it is important to remember 
that the structure S displayed by the components will be 
determined by the intrinsic properties of these components 
(what I'm about to term the Q;'s). 

2'The connective here should be thought of as nomic 
implication provided the instantiation law is empirical, and 
logical (or "metaphysical") implication otherwise. 

22Cummins [1983], p. 18. 
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The problem, of course, is to see how [IL] is got from [CD]. 

There are three fundamental ways of doing this, and of them 

only the reductivist method is acceptable. 23 

(1) One way to derive [IL] from [CD] is simple: first, 

claim that T is an element of one of the Qj'S, and then 

commit yourself to the mereological ascension principle 

(with respect to T): 

[MA] (x) (y) {[Tx " (x is a part of y)] --> Ty}. 

This will work. If one of O's components has the target 

property, and if this property is closed under "mereological 

ascension," then all of this together will allow you to get 

[IL] from [CD]. The problem of course is that this is not 

what compositional explication is all about. For example, 

when the target properties are psychological the defect with 

this explanatory strategy is called 'the problem of the 

homunculus': nothing is accomplished if we "explain" a 

subject's ability to think via appeal to some part of the 

subject which can think! 

(2) The second way to get [IL] out of [CD] is also a 

two-part invention: first, find another component 

description 

23There are several ways to combine the first two 
strategies; but any combination will be defective ,far reasons 
that will be obvious after the defects of each are made 
explicit. 
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* '" * * . <C " ... ,c rn> have <Q" ... ,Qrn> respect1vely, where 

each Q*j is a relevant class of properties had by 

the appropriate C*j' 

such that the old is sUfficient for the new: 

(x){(x has [CD]) --> (x has [CD*])}. 

And second, generate a new instantiation law [IL*): 

[IL*) * * * (x)[(x has <C" ... 'Crn'S» --> TX). 

This will work too, but the problem here is even more 

obvious than before: we need an explanation of [IL*] just as 

we did for our original instantiation law. If the latter 

calls for an explanation, then so does the former. 

A diagnosis is now within sight. We began with the 

instantiation of T as original explanandum. Supervenience 

was then invoked, and compositional explication was proposed 

as explanans for this dependency. In the compositional 

explanation there appeared an instantiation law which itself 

needs explaining, and hence we faced a new explanandum. 

Component description was duly proposed as new explanans. 

The problem is that we need to figure out some way of 

"recovering" the target property from the component 

description with sufficient strength to underwrite an 

instantiation law (our new explanans). If we do so by 

simply locating T in the component description, then our 

original compositional analysis will be vitiated. If, on 

the other hand, we find a sUbcomponent description to serve 
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as sufficient condition for the target property, then we 

will have generated a third explanandum having the same form 

as our now-intermediate explanandum. What we need is 

something strong enough to underwrite the connection between 

[CD] and [IL], but lacking a character which incurs the 

explanatory burdens of [IL]. What we need, I believe, is a 

true non-trivial instance of [@]. 

(3) [@] will identify the having of T with the 

instantiation of some other, no doubt complex property F. F 

will be individuated at a level of abstraction sufficiently 

high as to be entailed by all the antecedent conditions of 

all the instantiation laws there are. F will, as it were, 

encapsulate the essence of T. It will be a property which 

all compositional structures realizing T have in virtue of 

their structure. 

Further, and by my lights most importantly, [@] will 

not require the sort of explanation that [IL] did, since it 

is a theoretical identification. It does not posit domain

specific facts in virtue of which the property flanking one 

side of '=df.' is identical (in that domain?) to the 

property flanking the other. It simply asserts the 

identity. This is not to say, however, that [@] will 

require no explanation. It is just to point out that [@] 

will require justification of a different sort than [IL], 
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and that its theoretical burdens are disjoint from those of 

compositional analysis. 

This last point is sufficiently important to merit 

closer inspection. What is vital is to realize that the 

role of identities in explanatory contexts is distinctly 

different than that of equivalency statements or simple 

implications. Here's why: when we find some equivalence of 

fact, or some implication relation between domains of fact, 

this rightfully occupies the .role of explanandum in our 

explanatory doings. 24 We wonder why the newly-discovered 

relation obtains. Identities are just not like this. When 

A-facts nomically imply B-facts, say, this will usually 

require some explanation. 25 We shall want to know why it 

is that the implications go as they do. 'What are the 

facts,' we shall ask, 'in virtue of which A-facts nomically 

imply B-facts?' 'Why do they do this?' If, however, we can 

correctly identify the B-facts with (some of) the A-facts, 

then a question of this sort will be simply misconceived. 

24For a very nice discussion of this methodology see Unger 
[1989]. 

251 say 'usually' so as not to beg a certain question. 
If there is no fundamental set of fact~ then one may always 
ask for an explanation. If there 1S a brute level of 
phenomena, however, then the equivalencies and implications at 
this level will incur exactly the same explanatory burdens as 
identity statements. This is because there will be no further 
facts in virtue of which the relations in question obtain 
(although we will have strong inductive evidence to the 
contrary) . 



36 

For, and here's the rub, the identity relation does not 

obtain in virtue of anything more fundamental. When it's 

true that x = y, this is not in virtue of anything else. x 

and yare quite literally the same thing or phenomenon, and, 

hence, "it" is not identical with itself in virtue of other 

facts. Nothing is self-identical in virtue of something 

else. Everything is what it is, period. As Ilve already 

mentioned though, we do require inductive support for 

reasonably asserting conditions of identity; but such 

inductive support should not be thought of as consisting in 

the facts which make it the case that the identity relation 

obtains as it does. 

Now it is this explanatory asymmetry which I think 

shows the reductionist to have the advantage vis-a-vis the 

supervenience theorist. For not only do compositional 

explanations themselves presuppose reductions, but the 

resources they bring to bear burden us in ways that 

reductions do not. In lieu of this the supervenience 

theorist is forced to take supervenience as a brute fact 

about the world. And that, as I have argued, is not 

acceptable. 

1.8. What sort of "reduction" are we talking about? 



What we have then is a strong case for the view that 

epistemic justification must be reduced to other terms. 
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Before turning to how that might go, I wish to touch on two 

final topics. The first concerns the nature of the 

reduction we seek, and the second concerns certain facts 

which constrain the candidate reductions we look at. In 

this section I shall address this first issue, saving the 

second issue for the next section. 

There are two kinds of reductions available for 

philosophical purposes. The first I call 'transfer 

reductions,' and the second I call 'ascension reductions.' 

Let me explain each in turn. 26 

Transfer reductions take the target notion (or domain 

of fact)27 and identify it directly with some other, 

independently understood notion or set of notions. The 

following are exemplar transfer reductions: 

(a) an act x is good iff x maximizes actual world 

utility, 

and 

(b) a substance x is water iff x is H20. 

26The distinction here is fuzzier than I shall lead on: 
one man's transfer reduction is another's ascension reduction. 
For instance, (a) below might go in either category. I shall 
have more to say about this at the end of this section. 

vI shall drop the or-domain-of-fact disclaimer in the 
interest of expository convenience. 



The thing to notice about transfer reductions is that the 

original puzzling notion is simply "transferred into" or 

"identified with" some other notion. Such a reductivist 

thesis will locate notions which are thought to be 

independently understood, and then identify them with the 

original analysandum. The strategy solves philosophical 

problems in virtue of this transference. 
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If, for instance, finitary mathematical facts just ar~ 

the instantiation of "impure sets" in the physical world, 

and if we perceive such sets via perceiving their ur

elements, then familiar epistemic problems from the 

philosophy of mathematics disappear. 28 It has been thought 

that mathematical facts are different "in kind" than more 

familiar empirical facts, thereby vitiating our hopes for an 

univocal account of human knowledge. But once mathematical 

facts are identified with certain empirical facts-- that is, 

once the mathematical domain is "transferred into" the 

empirical domain-- the epistemologies needed to account for 

knowledge of each become trivially the same. Since the 

mathematical domain is a part of the empirical domain, a 

28Maddy [1980]. 
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complete epistemology for the latter will de facto cover the 

former. 29 

As a heuristic device, think of transfer reductions on 

a par with a posteriori identities generally:3o when it was 

discovered that the morning star literally was the evening 

star, and that the evening star literally was Venus, an 

assimilation of domains was made and ostensibly disparate 

facts were collapsed together. Ironically, transfer 

reductions reveal a thing to be something else; and 

intuitively, they get to the heart of their analysanda in 

virtue of the transference they profess. 

Ascension reductions are not like this. 31 An 

ascension reduction will first locate its target analysandum 

within some conceptual scheme or theory, paying particular 

291 do not mean to endorse Maddy's programme. For one 
thing, only the most primitive sorts of mathematical facts 
could be thought encounterable in Maddy's sense. 

300f course the identities in question needn't be .9. 
posteriori. But the issues here are opaque at best, and one's 
views about the nature of "conceptual analysis" will no doubt 
cloud things even further. 

31 My terminology is non-standard here: what I am terming 
an "ascension reduction" is more traditionally termed a 
"functional reduction" (see the sources in the next footnote) . 

I do not follow this terminology for two reasons: first, I 
want my label to indicate the ontic ascension involved with 
this maneuver-- the idea of "analysis from above"-- and 
second, issues which surround the notion of "proper function" 
become increasingly important as the essay progresses. I am 
reserving cognates of the word 'function' for this latter 
cluster of issues. 



attention to the role the notion plays therein. The next 

step is to "otologically ascend" in order to reveal the 

nature of the analysandum. This is done "from above," Qy 

identifying this nature with the notion's just-located 

theoretical role. 32 Such an account of the analysandum 

will be a "functional" account in the sense that only the 
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role or function of the target notion will be of theoretical 

significance. The idea is that anything which functions in 

the appropriate way-- that is, anything which plays the 

salient role within the conceptual scheme-- will count as a 

"realization" of the target notion. 

To be more specific, suppose we would like to give an 

ascension reduction of certain interesting notions of theory 

T. The recipe has three steps:33 

1. Divide T's vocabulary into two sorts: those terms 

we find antecedently kosher, coming with an interpretation 

we accept on independent grounds, and those "target" terms 

for which we are constructing an ascension reduction. Call 

the kosher terms 'K-terms' and the target terms 'T-terms.' 

2. Rewrite T as an open-sentence satisfiable by a 

person x at a time t thus: 

32The locus classicus here is Ramsey [1931]; see also 
Lewis [1970], and Loar [1981] chapter 3. 

33Lewis [1970]. 
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[ * ] T ( <v l' ••• , V n>' <K1, ... , ~>, X, t), 

with <K1""'~> being the m-tuple of T's K-terms, and 

<v1, ..• ,vn> being the n-tuple which results from 

systematically replacing each T-term with a unique variable. 

3. Now define the T-terms via the structure provided 

by [*]. This is done by letting any target property be 

identical with a functional property.34 Functional 

properties are first-level properties defined in terms of 

functional roles. Functional roles are second-level 

properties requiring the properties which possess them to 

play a specified role. It is this feature of the current 

reductivist strategy which leads me to call these 'ascension 

reductions.' For functional properties are got by 

"otologically ascending" to look at the roles certain 

notions play "at the lower level." 

NOw, [*] is an open-sentence specifying an n-tuple of 

such functional roles <F1, ... ,Fn> such that, for any vi in an 

n-tuple of properties <v1, •.. ,vn>, vi realizes Fi just in 

case <F1, ... ,Fn> satisfies [*]. This machinery allows us to 

give second-order definitions of the target properties in 

terms of the functional roles determined by [*]: 

341 should be understood to mean target property or 
relation when necessary. I drop this caveat for expository 
convenience. 



x has T, =df. x has the property of having some 

property which realizes F,; 

x has Tn =df. X has the property of having some 

property which realizes Fn. 35 

And this completes the ascension reduction. 

Ascension reductions locate, from a more lofty 

perspective, the essence of their analysanda in terms of 

"cambridge facts." The ontological point to this is 

supposed to be a liberating one: the strategy allows for 
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multiple realization of the target property. Anything which 

plays the requisite role will count as a realization of the 

target property. Hence, ascension reductions have a feature 

I call ontic neutrality. 

However, ascension reductions have only partial ontic 

neutrality. Constraints are placed by a theory's K-terms on 

what sorts of entities can realize its T-terms. If, for 

example, having the property of being an itch is identical 

with having the property of having some property or other 

which causes scratching, then many of my non-itch properties 

can realize an itch in me; and this because many of my non-

~Cf. Lewis [1970], Schiffer [1987] chapter four, Loar 
[1981] chapter 3, and Field [1978]. 
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itch properties can cause me to scratch. But notice: only 

properties which can cause me to scratch can realize itches 

in me. This is the reason ascension reductions display only 

partial ontic neutrality.~ 

Now, the distinction between these two types of 

reductions is fuzzy. For instance, the transfer reduction 

expressed by (a) can be rather perspicuously recast as an 

ascension reduction: 

(c) an act x is good iff it has some property 

responsible for the act maximizing actual world 

utility. 

This reinterpretation has the advantage of allowing multiple 

realization of the property goodness: and this is a feature 

to which our theory of the good should aspire. We want some 

acts to be good in virtue of having some property P, while 

others are good in virtue of having some different property 

P*. (c) not only allows for this, but provides straightaway 

an explanation for how it this kind of multiple realization 

should be understood. 

36I t might fruitfully be asked what would happen if an 
interesting theory had ALL of it's terms classified as T
terms. The question would then be: What would count as a 
realization of the theory? I believe that most 
"structuralist" philosophies of mathematics-- e.g. those of 
Saunders MacClean and Michael Resnik-- should be viewed as 
philosophies which try and deflate all ontological questions 
about mathematics via an ascension reduction of all 
mathematical notions at once. The problem with this strategy 
is to make sense of it. 
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Now the points I'm working toward by distinguishing 

ascension reductions from transfer reductions are basically 

two, with the second being more important for present 

purposes. The points are these: 

First, the distinction between the two types of 

reductions is at bottom one centering on how the 

essence of an explanandum is to be understood. 

Transfer reductions depend for success on our 

analysandum being understandable via "intrinsic" 

features, whereas ascension reductions depend for 

success on our analysandum being understandable in 

terms of "extrinsic," role-oriented features. 

Second, when we accept an ascension reduction we 

require the distinguishing role out of which we 

construct our definition to shed intuitive light 

on our original analysandum. 

Let me try to make this last point less opaque through two 

examples. 

Example 1: suppose that there actually is a number 3 

complete with an intrinsic set of features unique to it, 

suppose further that these features are all, in fact 

essential features. Call these F. Suppose finally, as is 

likely, that 3 has all of it's mathematical properties 

essentially, so that all of 3's relational properties R will 

be essential as well. In the event, we will have the luxury 
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of defining what it is to be the number three in two 

different ways: we will have both transfer reduction and an 

ascension reduction available. Both 

x is 3 iff x is F, 

and 

x is 3 iff x is R, 

will be true perforce. For in the imagined scenario, 3 has 

a unique hacceity, and an unique cluster of relational 

properties. What to do? 

The answer to this will depend on F. If, for example, 

the fact that 3 has R essentially can in some sense be 

explained in terms of 3's having F essentially, then I 

should think the transfer reduction to be the "true" 

reduction, and the ascension reduction will be a 

metaphysical accident (as it were). But if there is no 

connection between 3's being F and 3's being R, then I would 

be clueless when it came to arguing for specific ways of 

individuating 3s. On the other hand, unless we have some 

reason to think 3 has intrinsic properties, then we can rest 

with the ascension reduction of grounds of ontological 

parsimony. 

Example 2: consider our earlier transfer reduction (a): 

(a) an act x is good iff it maximizes actual world 

utility. 



Now suppose, as is unlikely, that there is some wildly 

disjunctive intrinsic property of acts I which is co

extensive with the property of utility maximization. This 

assumption permits a transfer reduction of goodness thus: 

(d) an act x is good iff x is I. 

What to do? 
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Here, and unlike the first example, I should think that 

the ascension reduction is the one we want. And the reason 

is simple, though I think only formulable at an intuitive 

level: the connection between goodness and utility is just 

more "obvious" or enlightening than that connection to some 

disjunctive property I. For instance, it is often said by 

ethicists that any proposed reduction will be successful 

only if we care about the analysans exactly as we do about 

the analysandum. This is a adequacy condition imposed upon 

candidate reductions, and one which evidently mitigates in 

favor of (a) over (d). It is also an acceptable constraint 

prima facie since we DO intuitively find normative facts 

psychologically motivating. 

By this point it should not be hard to figure where I'm 

going. In the search for a reduction of epistemic 

normativity it is highly unlikely that any sort of transfer 

reduction will be forthcoming which won't be easily recast 

in ascension terms. Indeed, the three familiar "theories" 

of epistemic justification to be found in the literature--



47 

foundationalism, coherentism, and reliabilism-- are each 

best thought of as an ascension reduction. An interesting 

issue is this: how well do these positions s'tack up against 

one another in terms of the intuitive light they shed on 

justification via their particular brand of functional 

definition. In a nutshell, does each of these traditions 

equally well tell us what epistemic normativity is, from an 

intuitive perspective? 

I shall eventually argue that the answer is no, and 

that, unfortunately, the least enlightening theory along 

this parameter is the one we should accept. But that will 

come two chapters from now. For the moment, there are two 

more points to make. 

1.9. The objects of epistemic appraisal. 

The final preliminary issue is this: what are the objects of 

epistemic appraisal? There are three, and they are these 

(in no particular order):~ 

1. Persons: We say things like 

~ is justified in her belief P 

37For discussion relevant to this taxonomy see Alston 
[1985] . 
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when we think S has done what she ought, cognitively, to 

have done. Such epistemic appraisals befall, for better or 

worse, the cognizers themselves. 

2. Mental States: We say things like 

SIS belief P is justified 

when we think that the belief has passed the requisite 

standards. Such epistemic appraisals befall, for better or 

worse, actual mental states of believing. 

3. Mental state transitions: We say things like 

SIS inference to P was justified 

when we think that the move from some evidential state E to 

the belief state P is acceptable. Such epistemic appraisals 

befall, for better or worse, cognitive state transitions; 

that is, actual moves from one mental state to another. 

Now, it is an open question whether all these different 

sorts of epistemic appraisal "amount to the same thing. ,,38 

At this stage we should simply demand as unified an account 

as possible. In this context it is important to realize 

that reliabilism promises a highly unified account of all 

four categories, and, what's more, reliabilism scores well 

in terms of how well it seems to tell us what justification 

"really is." Not only is reliabilism a highly unified 

38Por a related discussion see Kvanvig and Menzel [1990]. 
These authors do not consider epistemic appraisal of state 
transitions. 
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account of the four basic categories of epistemic appraisal, 

but reliabilism scores equally high up on the scale 

measuring a theory's ability to shed intuitive light upon 

its analysandum. Hence, I shall turn to reliabilism in the 

next chapter, paying particular attention to how well it 

satisfies the two motivations for a theory of justification 

with which we began. 
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2 

RELIABILISM 

Knowledge schmowledge!l 

Alvin Goldman 

2.1. Preview of the task at hand. 

In this chapter I hope to accomplish several things. First, 

I would like to lay-out, as clearly possible, what motivates 

reliabilist theories of justification. 2 For a long time I 

had difficulty understanding how anyone could think that 

epistemic justification was explicable in reliabilist terms. 

Now I believe that there is much to learn from the 

reliabilist, both in terms of what's to count as an 

acceptable theory, and in terms of where to look for one. 

So I shall spend some time developing the motivation for the 

theory. Next I shall construct a general form of 

reliabilism relative to which criticism shall proceed. I 

lIn response to a proposed counter-example during a talk 
he gave at The University of Arizona, Fall 88. 

2In this chapter I shall not try and look at all forms of 
reliabilism. This is in keeping with the general spirit of 
this project: viz. to look at the influential theories out 
there. 
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shall defend the theory against technical criticisms voiced 

by John Pollock, and attack the theory on much more familiar 

grounds. In the end I shall be arguing for a perspective 

relative to which reliabilism fails as a theory of epistemic 

justification. What I hope to learn from this exercise is 

not just that reliabilism so fails-- though this would be 

enough to merit the chapter-- but also why it fails. For, I 

believe, the "deep" reasons for the collapse of reliabilism 

show us the "deep" commitments relative to which any theory 

of justification must proceed. The critique shall, I hope, 

show us the way out of the fly bottle. 

2.2. Motivations and Merits. 

Remember what we are trying to do. We are trying to figure 

out what epistemic justification "really is.,,3 The last 

chapter went to some pains to show that this amounts to 

looking for a reduction of epistemic justification to other 

terms. We are looking, in a phrase, for justification's 

true essence; and our search for this essence is not carried 

out in a vacuum. In the last chapter we noted two 

fundamental reasons for constructing a theory of epistemic 

3This is what Pollock is getting at when he notes that 
the project at hand is one of figuring out what justification 
"is all about." See Pollock [1986]. 
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justification. Now we can begin to reap fruit by paying 

attention to the similarities and differences displayed by 

each motivation. I shall be focusing on the first and more 

traditionally emphasized motivation, only to work my way 

toward the second motivation via critique and response. I 

believe this will show the "deep" reason reliabilism fails. 

The beginning point then, is to notice how our first 

motivation for a theory of justification supports what has 

come to be known in the literature as "the truth 

connection." In explaining this we can easily see why 

reliabilism is both a well-motivated and intellectually 

gratifying theory of justification. 4 

Recall our first motivation. We want a way to turn 

true belief into knowledge. Justification is supposed to be 

the gap-filler. s The intuitive idea here is that knowledge 

is a special affirmative attitude directed toward a correct 

piece of information. But not all such affirmative attitude 

are cases of knowledge. Only the "special" cases are to 

count, and it is precisely the burden of our theory of 

justification to delineate features which "make" a case 

special. So, according to this perspective, the very raison 

4The seminal work on the truth connection was done by 
Stewart Cohen in his doctoral dissertation. See Cohen [1984], 
and also Lehrer and Cohen [1984]. 

SThis way of thinking of justification, i.e. as a "gap
filler," first appeared explicitly in Alston [1978]. 
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d'etre of the theory of justification is to motivate and 

provide a method of exclusion whereby one may segregate, in 

some principled way, the affirmations of truths which are 

knowledge from those which are not. 

Now consider an epistemolgical platitude if ever there 

was one: 

[*] If S knows P, then it's no accident that S has 

things right. 

It is important to realize two things about [*]. First, it 

is significant to see that [*] does not merely reiterate the 

old saw-horse that 'knowledge implies truth. ' [*] says more 

than this, going further in claiming that knowledge is a 

non-accidental connection to the truth. Second, it is 

significant that [*] strikes us as a platitude. This shows 

the difficulty in over-emphasizing the degree to which [*] 

echoes one of our deepest convictions about knowledge. We 

believe that when someone knows something, really knows it, 

there must be some feature "in virtue of which" it is non

accidental that they end up being right about whatever it is 

that they know. Epistemic justification is supposed to be 

that feature. The justification-facts are supposed to be 

the those which make it non-accidental that one has a hold 

on truth when one has knowledge. Hence the theory of 

justification will provide some principled way of 

distinguishing accidental affirmations of the truth from 
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cases of knowledge, i.e. from non-accidental affirmations of 

the truth. 

Reliabilism springs quite naturally from this 

perspective on things. There are many ways of being a 

reliabilist about justification, but the intuitive idea is 

simple and compelling: the justification facts are identical 

with certain facts about reliability. This position, though 

still lacking detail, already displays high marks along two 

dimensions. First, by current lights reliabilism shows 

itself to be a well-motivated theory. We've just seen an 

intuitively plausible line of thought terminating in the 

view that justification is above all else something which 

explains why knowledge states are non-accidentally true. 

The appeal to facts about reliability satisfies this itch 

straightaway. Suppose S knows P. If S is personally 

reliable about P, because, as Goldman would say, the 

cognitive process employed in SiS belief production is 

itself reliable, then we have an explanation for why S 

latched on to the truth. This reliability explains why S is 

not simply lucky about the matters at hand. She employs 

reliable means of cognition. She gets things right most of 

the time. So her getting it right this time is non

accidental; and if the justification-facts are identical 

with such facts about reliability then her getting things 
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right is a function of the justification-facts, just as we'd 

like. Reliabilism is therefore well motivated. 

Second, reliabilism is intellectually gratifying. To 

see what I mean by this notice that reliabilism is a 

"borderline" reduction of the sort noticed in the last 

chapter. 6 We can think of it as either a transfer 

reduction or an ascension reduction. The former 

understanding might be express this way: 

x is justified iff x has the right sort of 

reliability associated with it, 

while the latter interpretation would render reliabilism 

along the following lines: 

x is justified iff x has some feature or other 

which guarantees the relevant sort of reliability 

facts obtain.? 

The ability to understand reliabilism along ascensionist 

lines should not be cause for concern. For on the 

reliabilist view those relational facts used to capture the 

6This is not surprising. Our exemplar borderline 
reduction was a consequentialist theory of the good, and 
reliabilism is simply this sort of reduction within the 
cognitive domain. Reliabilism is cognitive consequentialism. 

7At this stage I want to pitch the discussion at a level 
of abstraction high-enough to not beg any questions. Hence, 
reliabilism is being presented in such a way that the 
reliability facts can "attach" to any of the four categories 
subsumable by epistemic appraisal. One way to do this cleanly 
shall be discussed in the next section. 
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essence of justification are facts surrounding the appraised 

object's relation to truth. This, of course, is intuitively 

appealing. It is in perfect harmony with the work we want 

justification to do in our theory of knowledge. This is why 

reliabilism is intellectually gratifying. It is, after all, 

intuitively plausible that connecting with truth is a 

cognitively good thing, and that the stronger the connection 

the better. Let us see, then, if we can make it work. 

~ The basic idea and further merits. 

I shall focus upon what has come to be known as process 

reliabilism. Process reliabilism offers, in my opinion, the 

most plausible version of reliabilism;B and the reasons for 

this will become obvious shortly. 

The central idea of the theory can be put this way: 

[PRJ a belief is justified iff the cognitive process 

which produces it is reliable. 

This idea requires much refinement, though we can 

immediately note many appealing features in addition to 

those adumbrated in the previous section. The notion of a 

"process" is sufficiently flexible to permit many different 

BAnd from a pedantic point of view it should be mentioned 
that process reliabilism is the most widely worked out version 
in the literature as well. 



interpretations: in-built inference patterns, in-built 

perceptual mechanism, learned algorithms, all of these 

should count as "cognitive processes."9 So the general 

perspective of the theory is quite flexible. Further, 
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process reliabilism provides the means for understanding our 

intuition that justification comes in grades. If 

justification is a matter of reliability, then, as 

reliability is a graded notion, so too is justification; 

further still: consider the methods actually used in belief 

formation, both good and bad. It is undeniable that the 

methods we intuitively regard as "good" we also regard as 

reliable, while the methods we intuitively regard as "bad" 

seem unreliable to us. Indeed, it is prima facie bizarre to 

find a "method" of belief formation which seems to us both 

reliable and nonetheless "bad." 

Finally, process reliabilism provides an intuitively 

unified account of the differing categories of epistemic 

appraisal. Consider how a reliabilist would explain the 

intuitive appeal of the following sample principles1o : 

9Goldman labels the innate cognitive 
'processes' and the learnable ones 'mechanism.' 
[1988] chapter 5, and Goldman [1990]. 

mechanism 
See Goldman 

10The following principles are lacking time indices in the 
interest of readability. For example, (1) should obviously 
read'S is justified in her belief P at tiff SIS belief P is 
justified at ti' and so on. 



(1) 

(2) 

(3) 
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S is justified in her belief P iff SiS belief P is 

justified 

SiS belief P is justified iff it either results 

from, or is "supported by" some justified mental 

state transition 

S is justified in her belief P if the mental state 

transition resulting in her belief P is justified. 

The explanation would no doubt proceed like this: 

Justification is a matter of the reliability of 

the cognitive process involved. A belief is 

justified exactly when it is produced by a 

reliable process, and (1)-(3) turn out to be true 

as a result. 

I take it that the foregoing considerations begin to 

intimate the theoretical and intuitive appeal of 

reliabilism. The position has much to offer, and it is not 

at all surprising that [PR] has occupied such a central 

position in recent epistemology. Nevertheless, I think 

reliabilism suffers from one basic problem. I shall try and 

uncover that problem and leave itls solution until the 

fourth chapter. The basic aim of the present chapter is to 

locate and assess the fundamental difficulty for 

reliabilism. 

2.4. Pressures on reliabilism. 
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There are three sorts of criticisms of reliabilism to be 

found in the literature: (1) criticisms supporting the view 

that reliability is not necessary for justification, (2) 

criticisms supporting the view that reliability is not 

sufficient for justification, and (3) criticisms aimed at 

showing strictly technical problems surrounding the theory's 

appeal to reliability.11 In the end it turns out that 

criticisms of the first and last sort center on the same 

problem, while criticisms of the second sort are rather 

different in nature. 

2.5. Technical problems. 

John Pollock has recently argued in several places that 

reliabilism fails for technical reasons centering on its 

proprietary notion of reliability.12 I do not find his 

arguments persuasive. To assess them we shall need to do 

three things: (a) distinguish between definite 

probabilities and indefinite probabilities, (b) distinguish 

between physical probabilities and epistemic probabilities, 

11Por criticisms of the first and second sort, and 
responses to them, see Lehrer [1990], Pollock [1986], Goldman 
[1988], and Cohen [1984]. Por criticisms of the third sort see 
Pollocky [1986] and Pollock [1984]. 

12See Pollock [1984] and Pollock [1986]. 
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and (c) clarify how definite probabilities are inferred from 

indefinite probabilities. 13 

(a) We may distinguish definite from indefinite 

probabilities in the following way: definite probabilities 

are probabilities that a specific proposition is true, or 

that a certain state of affairs is the case. Indefinite 

probabilities on the other hand are the probabilities that 

an instance of some general condition will also be an 

instance of some further general condition. Indefinite 

probabilities have been thought to relate concepts, or 

properties, or sets. 14 

One way to think about this distinction is in terms of 

the substituends for 'x' in legitimate instances of the 

schema 'PROB(x) = #.' When the substituend is a truth-

evaluable item, the resulting probability is a definite 

probability. For instance 

PROB(that Reagan will be President in the year 2000) 

is a definite probability. statements of definite 

probability are formalized without recourse to free 

variables. On the other hand, there will be legitimate 

13For the discussions on probability see Pollock [1986] 
chapter 4, and Pollock [1990] esp. chapters 4 and 10. 

14See Pollock [1986], Pollock [1990], Reichenbach [1949], 
and van Fraassen [1981]. 
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instances of the probability schema for which the 

substituend of 'x' does not take a truth value. For example 

PROB(that a average citizen of Chernobyl contracts 

cancer) 

will be an indefinite probability; and unlike definite 

probabilities, statements of indefinite probability are 

formalized with free variables. 

(b) Concerning the distinction between physical and 

epistemic probabilities, Pollock writes: 

Physical probability pertains to the structure of 

the physical world and is independent of knowledge 

or opinion ... [Such probabilities] are discovered 

by observing relative frequencies, and they are 

the subject matter of much of statistics. But 

another important use of the word 'probable' ... is 

to talk about degree of justification. 

Probability in this sense is directly concerned 

with knowledge and opinion and has no direct 

connection to the physical structure of the world. 

The epistemic probability of a proposition is a 

measure of its degree of justification [and is] 

relative to a person and a time. 15 

15pollock [1986] pp. 96-97, emphasis Pollock's. 



Physical probabilities are also known as 'objective 

probabilities.' 

(c) Definite probabilities are inferred from indefinite 

probabilities by an inferential process call "direct 

inference." This is where things get interesting. 
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Pollock's critique of reliabilism is intricately tied to his 

views on how we should understand direct inference, and 

these views devolve from suggestions of Reichenbach. 16 

Again Pollock writ.es: 

the definite probability PROB(Aa), should be 

identified with the indefinite probability 

prob(A/B) where B includes as much information as 

possible about a, subject to the constraint that 

we have statistical information enabling us to 

evaluate the prob(A/B) .... The best way to 

understand what is going on in direct inference is 

to take the definite probability PROB(A/a) to be 

the indefinite probability prob(Ax/x = a & K), 

where K is the conjunction of all our justified 

beliefs. 17 

The crucial thing to notice about the resulting definite 

probabilities is the following. Such probabilities are 

16Re ichenbach [1949] chapter 3. 

17pollock [1986] p.103-104. 
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"based upon" or "inferred from" both indefinite physical 

probabilities and epistemic probabilities associated with 

certain propositions we are justified in believing. This 

makes the resulting definite probability partly epistemic in 

nature. 18 It also has the result that any theory of 

justification making appeal to such a notion would be 

circular. You cannot rest with a reliabilism which defines 

its proprietary notion of reliability in terms of a 

probability dependent for its explication upon epistemic 

justification. 

Now, it might be objected that one should construe the 

definite probabilities got by direct inference in some 

fashion explicable purely in terms of objective 

probabilities, thereby rendering such probabilities usable 

in the explication of epistemic justification. Pollock 

objects to this in the following way: 

[ *] Such an account would have us estimating the 

definite probability of Ag by considering all 

truths about g rather than all justified beliefs 

about g. In other words, in direct inference we 

would be trying to ascertain the value of 

prob(Ax/x = g & T) where T is the conjunction of 

all truths. But among the truths in T will be 

18pollock calls this sort 
physical/epistemic probability.' 

of probability 'mixed 
See Pollock [1986] p.97. 
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either AE or -AE, so [the probability] is always 

either 1 or 0 depending upon whether AE is true or 

false. 19 

The problem here, obviously, is that such a notion of 

probability would be of no use in the explication of 

justification; for the resultant use would entail that a 

belief is justified only if it is true. 

Now it is through [*] that Pollock wants to reject 

reliabilism. He thinks that the problems are purely 

technical ones of the sort displayed in the indented 

paragraph. I must confess, however, that I have difficulty 

seeing how [*] militates against reliabilism; and Pollock is 

less than clear on his conceptualization of the connection. 

Further, I find the specific argument Pollock gives against 

reliabilism unpersuasive, as I do his claim that what is 

"really happening" in that argument is some reiteration of 

the considerations adduced in [*]. Hence, I believe Pollock 

fails in showing any "deep technical problem" with 

reliabilism. 

To sUbstantiate all of this, I turn to Pollock's 

specific argument against reliabilism, and then to 

reflection upon how one might view it as an instance of [*]. 

19ibid., emphasis Pollock's. 
'prob(A/A) I' and 'prob(A/-A) 
probability calculus. 

This follows since both 
0' are theorems of the 
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The argument runs as follows: suppose you are interested in 

determining whether a particular belief is justified. Call 

the belief 'B' and the process responsible for B's 

production 'P.' According to [PRJ, B will be justified iff 

P is a reliable cognitive process. This latter notion is 

one making tacit appeal to an indefinite probability, viz. 

the probability that a belief produced by P is true. 20 We 

might symbolize this indefinite probability thus 

prob (Px is T), 

and understand the free-variable 'x' to range over token-

beliefs. It is crucial to keep in mind that this is an 

indefinite probability. It is one giving us the likelihood 

that "a belief produced by P" is true; not some specific 

belief mind you, but any 'ole belief! 

The trouble is supposed to get going when we wonder 

about the context relative to which P is compelled to be 

reliable. Since cognitive processes are reliable in some 

contexts and not in others we need to know which contexts 

are relevant for assessments of reliability. Hence, we 

should think of the probabilities needed for reliabilism as 

looking like this: prob(Px is TIC), 

20pollock [1986 J p. 114. It is curious that Pollock 
endorses the reliabilist's notion of probability as coherent 
on this page, while later attacking the reliabilist for the 
reasons to be mentioned shortly. I'm not sure I understand 
why he does this. 
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where 'c' pins down the salient context. There are two ways 

this might be done. Contexts will either be individuated in 

a maximally specific manner, or not. Let us consider each 

suggestion. 

Pollock argues that we should not require P to be 

reliable relative to a context which is maximally specified, 

for this would amount to requiring that the process be 

reliable in some particular circumstance. This wouldn't 

work since the specifics about such a circumstance, e.g. the 

one in which Q is produced, will include the fact that P 

produces Q in this circumstance, and also include the truth 

value of this belief! So the probability that P produces a 

true belief conditional on all of this will be either 0 or 

1, depending on the truth value of Q. Hence, if we require 

that a process be reliable relative to some maximally 

specific context we shall get the absurd result that a 

belief is justified only if it true. 

The suggestion to individuate contexts maximally has in 

fact two ridiculous results: first, the just-noted result 

that reliabilism is correct only if infallibilism is 

correct; but second, the suggestion also means that all 

processes which interest the reliabilist are "single-output" 



processes. 21 This is why it is a logical point that the 

probabilities collapse to either a or 1. Both of these 

results are absurd. 

67 

The natural response is simply to find some particular, 

less-than-maximal description and use it to subsume 

particular contexts of evaluation. Such a strategy does not 

require a process to be reliable at a maximally specific 

context, but rather compels reliability relative to some 

general context-type, say, type C. This refusal to evaluate 

processes relative to the maximally specific description of 

the particular circumstances of belief formation seems both 

correct and uncontentious. Once the reliabilist has come up 

with her general description C of the context in question, 

she can state her theory as follows: 

(Rl) a belief Q as justified if and only if the 

specific context of belief production C' is a C-

context such that, Q is produced in C' by a 

process P which is C-context reliable; 

and again, a C-context will be a less-than-maximally

specific tyQg of contexts one token of which is C,.22 

21Another way of putting this is to say that the processes 
have to be "reliable" relative to single-case circumstances! 
See Pollock [1986] p. 119. 

22Further difficulties for reliabilism will be discussed 
in the following two sections, and these show the need to drop 
the assumption that C' is a C-context. 



There are several things to notice about (R1). First, the 

probability it employs is still an indefinite probability. 

Second, since "a C-context" is no longer a maximally 
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specific notion, we allow ourselves the luxury of repeatable 

processes. (R1) thereby avoids both of the above 

difficulties, and amounts to a much more intuitive 

reliabilism in the process (so to say). 

In considering this maneuver Pollock argues as 

follows: 23 suppose a belief Q is produced by a process P, 

and that the reliabilist has delineated some general 

context-type C as that relative to which P must be reliable 

in order to confer justification. Suppose further that the 

present specific context C' is a c-context, and hence that 

our reliabilism entails that Q is justified. Despite all of 

this, Pollock argues, if we were to find C' to be of some 

more specific type c* relative to which P is unreliable, 

then, "reliabilist intuitions" would force the reliabilist 

into retracting her earlier assessment of Q. He goes on to 

claim that these intuitions compels a reliabilist into 

accepting this version of reliabilism: 

(R2) a belief Q as justified if and only if the 

specific context C' is a C-context such that (1) Q 

is produced in C' by a process P which is C-

23This argument can be found in exact detail on pp. 118-
120 of Pollock [1986]. 
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context reliable, and (2) there is no more 

specific description c* of C' relative to which P 

is unreliable. 

Pollock then notes that our old problems reemerge vis

a-vis (R2). For one can argue just as before to the 

conclusion that a process is reliable only if its output is 

true, and hence that we are justified only if we believe the 

truth. And again, this is because one may always conjoin 

the truth-value of the belief in question, along with the 

fact that P produces that belief, to the general description 

C. And this procedure results in a more specific 

description c* of C' having the nifty property that relative 

to that description, P is reliable only if its output is 

true. 

Clearly, Pollock has produced an argument against 

reliabilism which is dependent upon what I shall term The 

Closure Principle. The Closure Principle is the principle 

requiring the reliability of a process to be "closed under 

specificity-of-the-context." This is clause (2) in the 

definiens of (R2). I shall refer to this argument as 'The 

Closure Principle Argument.' 

Pollock does not argue for The Closure Principle. He 

simply claims that denying it "would amount to gratuitously 



throwing away information. ,,24 I see no reason to buy this 

at all. 
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For one thing, it has the two absurd results previously 

noted: it forces reliabilism to be infallibilistic, and it 

makes reliabilist processes essentially "single-output" 

processes. This latter feature alone indicates that theory 

construction has deviated from the original plan. For quite 

clearly the processes about which reliabilists will want to 

talk are "many-output" processes on a par with our intuitive 

understanding of color vision, memory, and so on. I would 

have thought that any principle entailing that reliabilism 

cannot have such processes would need to be motivated; and 

that any strategy aimed at avoiding our two untoward results 

is de facto non-gratuitous. Nevertheless, Pollock simply 

helps himself to The Closure Principle. For this reason I 

think The Closure Principle Argument shows at most this: 

Reliabilists will need to motivate and explicate 

the individuating conditions for the contexts they 

use in their theory. 

Now I am willing to grant this point, and perhaps even that 

The Closure Principle argument establishes as much. But 

none of this should strike one as surprising. 

~Pollock [1986] p. 120. 



What is surprising is this: Pollock claims that The 

Closure Principle Argument reveals a deep and technical 

problem with the reliabilist programme. Somehow, Pollock 

takes The Closure Principle Argument to connect with the 

issue of direct inference. Just after producing the 

argument he concludes: 
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[!] I can see no way around this problem. In evaluating 

reliability relative to circumstances ... it cannot be 

reasonable to appeal to less specific descriptions of 

the circumstances in preference to more specific 

descriptions. That would amount to gratuitously 

throwing away information. But then the above problem 

is unavoidable. What is really happening here is that 

in trying to use reliability (which is an indefinite 

probability) to evaluate individual beliefs we are 

encountering the problem of direct inference allover 

again. and just as before. there is no way to obtain an 

objective assessment of the belief short of its truth 

value. Reliability is an indefinite probability and 

there is no way to get an objective definite 

probability out of it. but only an objective definite 

probability would be of any use to process reliabilism. 

It follows that process reliabilism is essentially 

bankrupt. It seems that reliabilists have made the 

mistake of supposing that if they just wave their hands 
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and mutter vague things about probability somebody will 

be able to come along and fill in the details. but 

there is no way to do that. 25 

Evidently Pollock takes himself to have uncovered a deep 

technical flaw in reliabilism which has heretofore gone 

unnoticed. 

It seems to me however that this is simply a confusion. 

There is no sense in which what is "really happening" in The 

Closure Principle Argument is a reemergence of the problem 

of direct inference. [*] showed us what is essential to the 

that problem, viz. the need to recover an objective definite 

probability from an objective indefinite probability. The 

dichotomy arising out of this need which vexes theories of 

justification is as follows: if you use epistemic notions in 

the inference-- for example by conditionalizing on the set 

of your justified relevant beliefs-- then the resulting 

probability cannot be used to explicate justification. This 

is why an objective probability is needed for such 

explications. But if you do not use epistemic probabilities 

in the inference-- for example by conditionalizing on the 

set of truths-- then the resulting definite probabilities 

collapse to ° or 1. 

25ibid., p.120, emphasis mine. 
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This certainly looks like The Closure Principle 

Argument. But it is not. The mistake here comes in 

thinking that the reliabilist must find definite 

probabilities when she is assessing the justificatory status 

of a particular belief. Pollock has just stated his belief 

that this is the sort of reliability needed for reliabilist 

purposes. Not so. Once the move to general contexts has 

been made explicit, the resulting reliabilist theory is 

clear: a belief is justified iff it is produced by a process 

such that, the indefinite probability of that process 

producing a true belief in C-contexts is sufficiently high. 

This is the theory. It does not use definite probabilities. 

It does not fall prey to problems surrounding direct 

inference. One wonders how Pollock could have gotten this 

mixed up. I think he must have done one of two things (or 

perhaps both). 

First, it might be thought that a definite probability 

is needed since we use the theory to assess specific token 

beliefs. This is suggested by Pollock's remark that 'in 

trying to use reliability (which is an indefinite 

probability) to evaluate individual beliefs we are 

encountering the problem of direct inference allover 

again.' The idea here would seem to be that the reliabilist 

intends to infer definite probabilities about the truth of 

particular beliefs from the indefinite probabilities 
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associated with the processes which produce them. But, of 

course, the reliabilist is not claiming anything like this. 

The view is most certainly not that a specific belief is 

justified iff the probability that it is true is high. The 

reliabilist claims that such a belief is justified iff the 

probability that ~ belief produced by the salient process is 

true is high. These are distinct claims. 

Second, it might be thought that a definite probability 

is needed because the theory is used to assess beliefs 

embedded in maximally specific contexts. This is suggested 

by Pollock's remark that we so assess by 'judging the 

reliability of a cognitive process in a particular 

instance,' followed by his discussion of the individuation 

of such instances. However, from the fact that the 

reliabilist evaluates beliefs which are embedded in 

maximally specific contexts, it simply does not follow that 

she must appeal to each detail of those contexts in 

determining the probabilities needed for her epistemic 

assessments. You need The Closure Principle to foist this 

nasty obligation upon her. But The Closure Principle is an 

addition to reliabilism. not a part of it. So all that 

follows from this line of reasoning is that reliabilism plus 

The Closure Principle suffer from problems like those 

associated with strictly objective theories of direct 

inference. 
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I conclude then that Pollock is hasty in pronouncing 

reliabilism "bankrupt." He has demonstrated that care is 

needed in determining the contexts relative to which 

reliability is to be significant, but this insight is 

available from much less exotic waters than those we have 

just waded through. 26 

2.6. Is Reliability Necessary for Justification? 

I turn now to question whether or not reliability is 

required for justification. At first blush it might appear 

that a negative answer to this question spells doom for the 

reliabilist. After all, the fundamental idea of reliabilism 

is to ground epistemic normativity in the reliability of the 

processes which produce cognition. If it should turn out 

~Pollock has responded to this section (in written 
comments) as follows: 

Think of [the argument] in terms of knowledge. Any 
more specific information relative to which the 
process is unreliable would also establish that the 
belief is not knowledge. So the kind of 
probability that guarantees knowledge must satisfy 
the closure principle. 

The problem is simply that the reliabilist should not be 
understood as constructing a theory of some notion which 
"guarantees knowledge." Rather, reliabilism is a theory of 
that sort of fallibilistic justification which, when added to 
true belief, will fall short of knowledge in precisely the way 
all traditional fallibilistic theories of justification fall 
short of knowledge: viz. such theories motivate construction 
of the notorious "fourth condition of knowledge" now familiar 
in the gettier literature. 
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that reliability is not needed for a process to receive high 

marks, then reliabilism is threatened at its very 

foundation. Nonetheless, I think a negative answer to our 

lead question threatens reliabilism much less than it might 

first appear. At a minimum I think it shows a need which 

any theory of justification will need to satisfy, viz. the 

need to make teleological appeal. 

So, what of it? Must one be reliable about matters at 

hand whenever one holds a justified belief? This way of 

putting the question nicely illustrates important features 

of (Rl) which have thus far been dormant in my discussion. 

Recall (Rl): 

(Rl) a belief Q as justified if and only if the 

specific context of belief production C' is a C

context such that, Q is produced in C' by a 

process P which is C-context reliable; 

(Rl) makes it impossible to be justified if one finds 

oneself located in a non-C-context. But what exactly does 

that mean? We saw in the last section that the reliabilist 

must deny The Closure Principle. It is now time to 

emphasize that this can be done in two ways, and that while 

either of them will thwart the force of Pollock's argument, 

they result in rather differing reliabilisms. First, the 

reliabilist might construct an univocal context description 

for use in all possible applications of her theory; or 



second, she might construct a cluster of descriptions for 

doing this. The question here is one of scope: should the 

reliabilist find a description applicable to all possible 

contexts of justified belief, or should all possible 

conte.xts of justified belief have some salient general 

description applicable to them?27 There are reasons for 
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going with each of these suggestions. Let us call the first 

idea the 'UC-theory' for "univocal context theory," and the 

second idea 'MC-theory' for "many context theory." 

Now, the problem at hand is not that of deciding 

between the UC-theory and the MC-theory. Either strategy 

circumvents The Closure Principle Argument. The issue 

centers on the possibility of being justified in some 

particular context C' which is not a C-context, no matter 

how this latter notion is unpacked. Hence there are four 

possibilities: 

27The caveat here is important, for descriptions at issue 
should not beg any questions. For instance, "a situation in 
which beliefs are justified" is not a candidate description. 
Also, since the current family of theories attempts to locate 
facts about reliability to which one may identify the 
justification fact, gerrymandered descriptions which shift the 
reliability facts will not be allowed either. 

There are actually many difficult issues surrounding the 
construction of such context descriptions. Intuitively, the 
descriptions at issue should be more and more precise ways of 
describing a situation without recourse to normative notions. 
Think of them as better and better approximations to possible 
worlds, none of which are question-begging as regards matters 
epistemic. I fear I shall be forced to leave this caveat at 
an intuitive level of detail. 
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UC-theory MC-theory 

m' 
C' must ~ 

~.." i i 
be a i Fascist i Tough i 
C-context i Reliabilism i Reliabilism i 

i i i 
i i i 

>0-

~ i i 
C' need :;£: 

'l:': Moderate i Liberal i 
not be a i Reliabilism i Reliabilism i 
C-context i i i 

i i ~ 
'l:': 

It is the top-tiered reliabilisms which answer the title 

question of this section in the affirmative. That is why they 

are of present interest, and also why they suffer from the 

same sort of counter-example. 

Fascist Reliabilism is the purest, most streamlined 

reliabilism possible. The view locates one single context-

description C as applicable to all possible contexts of 

justified belief formation, and proceeds to judge a belief

forming process acceptable iff it is C-context reliable. On 

the other hand, Tough Reliabilism loosens the need for an 
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univocal context-description, opting in its stead for variable 

descriptions dependent upon facts surrounding, no doubt, which 

process is under evaluation. At this stage I have not 

discussed what might motivate and/or explicate the 

individuation of such contexts, though this will become 

important later on. For the moment what is crucial is that 

Fascist Reliabilism and Tough Reliabilism together exhaust the 

ways of keeping reliability at the heart of your theory of 

justification while avoiding The Closure Principle Argument. 

These are the reliabilisms which are unforgiving. They 

require one to literally be in the theoretically salient 

context before one might reasonably believe. 

The lower-tiered reliabilisms are much more forgiving: 

Moderate Reliabilism requires an univocal context description 

while allowing one to be justified even if one's context is 

not of the specified sort. And finally there's Liberal 

Reliabilism. Not only does the Liberal reliabilist allow many 

different sorts of contexts to be significant, but she too 

waives the requirement to be in one of them in order to 

justifiedly believe something. The lower-tiered reliabilisms 

are the ones for which reliability takes a back seat. For 

them, no longer is it that reliability soi-meme is the key to 

justification. These are watered-down reliabilism. They 

don't simply explicate justification in terms of reliability, 

but rather in terms of some sort of "motivated reliability." 



80 

It is for this reason that early reliabilist theories were 

upper-tier theories.~ 

What I hope now to establish is a somewhat familiar 

point: to wit, if a reliabilism is going to work at all then 

it will have to be some Moderate or Liberal version. 

Why is that? What is wrong with upper-tier reliabilism? 

Basically, Descartes' Evil-Demon thought experiment 

refutes upper-tier reliabilism. The best modern version of 

the thought experiment is due to stewart Cohen. 29 In a 

nutshell the idea goes like this: 

[ED] suppose that there are two reasoners, reasoner C 

and reasoner D, and that both C and D are located 

in an "Evil Demon world." In such a world there is 

a Evil Demon who delights in fooling its denizens. 

The Demon is capable of "clouding the senses" of 

these poor souls so that they are fooled about 

virtually all of their surroundings, and their 

doings. 30 The Demon's powers are insurmountable. 

It is simply beyond the cognitive kin of Demon-

28see , e.g., Goldman [1979], Bach [1988], and critiques 
such as Pollock [1984], and Kvanvig [1986]. 

29Cohen [1984]. 

301 don't want to make it seem I ike they can be completely 
fooled! I don't think a Demon can fool one into having no 
good reason for certain de se thoughts •.• etc ... 
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world denizens to discover their plight. No Demon

world denizen is reliable. Now suppose further 

that our Demon provides both C and D with exactly 

the same "sensory" input, but that they differ in 

terms of how they reason therefrom. C tends to 

reason in a manner we find pleasing: she draws 

inductive inferences cautiously, only after 

gathering a plethora of diversified results~ 

perhaps she reckons the Schrodinger thought 

experiment from scratch, and so on. C, on the 

other hand, engages in fanciful thinking, affirming 

the consequent, denying the validity of modus 

ponens, what have you. In general he makes a mess 

of things. 

The ubiquitously shared intuition about [ED], and I do not 

question its wiSdom, is that C is clever and that S is stupid. 

But more to the point there are at least two things to be said 

about [ED]: first, it seems undeniable that C reasons better 

than S~ and second, it seems undeniable that C reasons well 

enough to count as justified in (at least some of) her 

judgements. 

The problem for the upper-tier reliabilist comes in 

accounting for these intuitions. since C and D are equally 

unreliable and in precisely the same context, they garner the 

same justificatory status as judged by both Fascist 
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Neither theory has the 

resources to distinguish C from D. Further, C looks to be 

actually rather brilliant, and we must certainly require our 

epistemic theory to render her beliefs justified. Yet both 

Fascist Reliabilism and Tough Reliabilism judge her to be 

equally unjustified in all her judgements. She is simply 

unreliable in the context in which she finds herself, and that 

is the end of it. 

It might be thought that this assessment of the situation 

is inaccurate. In particular it might be thought that our 

discussion of The Closure Principle actually helps the upper

tier reliabilist respond to pesky Evil Demon cases. The line 

of thought here is as follows: surely there is some 

description of the Demon world relative to which C is reliable 

and D is not. 

Well, negative existence claims are tough to prove. But 

two points should be made in defence of the claim that [ED] 

refutes upper-tier reliabilism. First, as I briefly mentioned 

in an earlier note the descriptions used in building versions 

of reliabilism cannot beg any questions; and though specifying 

what this comes to is difficult, the intuitive idea is clear 

enough for present purposes. For instance, it would clearly 

be unacceptable to simply stipulate that Demon worlds are 

exceptional instances of worlds in which C-type reasoning 

tends to be reliable and S type reasoning does not. Second, 



83 

such a stipulation seems to be just wrong. I wish to 

challenge the intuition that there must be some description 

which will save upper-tier reliabilism from Evil Demon 

counter-examples. 

I believe there is none. The reason I think this is 

simple. upper-tier reliabilism is shackled with the 

requirement that S justifiedly believes Q in context e' only 

if e' is a e-context. That is, for upper-tier reliabilism the 

specific context of justification must be of the general type 

used in the theory. Here's the rub: the only essential 

element to the Evil Demon scenario is the existence of 

cognizers, their ideas, and a Demon to manipulate such. There 

is simply no need for anything else other than these thinking 

people. Physical bodies, "external 

transducers, all of these are inessential. 

objects," tactile 

The only thing you 

need to run an Evil Demon counter-example to upper-tier 

reliabilism is cognizers with truth-theoretic mental states 

who are systematically misled. 

like 

But clearly then, something 

ex iff x is a general environment with macroscopic 

objects "normally" perceivable 

will not work for making cognizers reliable "in" Evil Demon 

worlds. They simply are not reliable, and this feature is 

what's essential to the scenario. There need be nothing else 

true of the world whatsoever. Hence, it is to be expected 
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that there is no way of constructing some description relative 

to which the mental processes of C are reliable, D are not, 

and such that an arbitrary Demon world satisfies the 

description. 

I conclude then that upper-tier reliabilism is 

unacceptable. Both Fascist Reliabilism and Tough Reliabilism 

are unacceptable reductions of epistemic justification. Evil 

Demon scenarios show that one can believe justifiedly even if 

the process used in producing the belief is unreliable. 

This result is both burdensome and liberating for the 

reliabilist. On the burdensome side of things, it brings 

pressure to bear on the fundamental intuition that reliability 

is what is central to justification. Recall that in section 

1 we noted this feature to be the main reason reliabilism is 

intellectually gratifying. To refresh, here's why. Upper

tier reliabilisms are "hard-line" reliabilisms precisely 

because they ground justification directly into facts about 

reliability. This is intellectually gratifying since the 

connection between "cognitive good" and truth is a direct one, 

needing little if any explanation. So connecting 

justification with truth immediately edifies. Once the 

connection becomes indirect-- as it must when one opts for a 

lower-tiered reliabilism-- it is much less clear why we 

should find reliability central to our theory of epistemic 

justification. 
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On the other hand, if reliability about the matters at 

hand is not necessary for justified belief, then the 

reliabilist is relieved of the burden of finding an univocal 

context description C, or cluster of such, which correctly 

subsume all possible contexts of justified belief. This is a 

definite plus, as there looks to be no way of finding such 

descriptions. 

So what exactly is the lesson to be gleaned from the 

failure of upper-tier reliabilism? I believe that there are 

actually two lessons. The first is immediate, and I hope by 

now obvious. The second I shall have to argue for in the next 

section. 

First, the collapse of upper-tier reliabilism shows that 

whatever reliability facts are used in the explication of 

justification will need to be "motivated reliability facts." 

What I mean by this is simple. with the collapse of upper

tier reliabilism comes the collapse of any direct link between 

reliability and justification. The lower-tiered reliabilisms 

are left unscathed by our Demon intuitions in virtue of 

forging only an indirect connection between justification and 

reliability. But we shall impose upon such a reliabilist to 

provide some motivation for her preferred connection, and to 

provide some explication of its relevance to matters 

epistemic. This is simply asking her to preserve, as much as 

possible, the intellectual gratification supplied by her 
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theory. If the level of gratification sinks beiow a certain 

(hard to define) threshold we will simply reject the 

reliabilist approach to justification altogether. In a 

nutshell then, the answer is 'no, reliability is not necessary 

for justification.' 

2.7. What sort of indirect link? 

On the other hand, the previous section might be viewed by the 

reliabilist as simply a call to theory modification. It might 

be thought that our Demon intuitions do no more than show us 

straightaway what we were at some pains to see in section 4, 

viz., that we must take great care in individuating the 

contexts relative to which reliability is significant. 

In a sense, this is both true and false. [ED] does show 

the need for care in constructing the contexts of reliability 

in any plausible reliabilism; and this is perhaps the major 

conclusion of section 4. But [ED] does more than this. It 

establishes that one need not be in one of those contexts in 

order to be reasonable; and this means quite literally that 

reliability and justification have at best an indirect link 

between them. So the question immediately arises, What sort 

of indirect link? There are two broad strategies for forging 

such an indirect link between justification and reliability: 
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one might do so doxastically, or one might do so non-

doxastically. I shall have a look at each. 

2.7.1 Doxastic lower-tier reliabilism. 

Doxastic theories find a component of someone' s doxastic 

system and then ground epistemic evaluation in reliability 

relative to contexts individuated in this component's terms. 

This can be done from either the first-person or third-person 

perspective. First-person doxastic connections individuate 

contexts in terms of beliefs held by the congnizer being 

evaluated. For example, 

SIS belief Q is justified iff Q is produced by a 

process P which is reliable in contexts like that 

which S takes himself to be in, 31 

is an exemplar first-person doxastic reliabilism. Third-

person doxastic connections individuate contexts in terms of 

beliefs held by whomever is making the epistemic 

31 This basic approach was taken by Alvin Goldman in 
Goldman [1988] p. 107ff, only to be given up in Goldman [1990] 
p. 62. This latter article is too sketchy to be easily 
critiqued. So as things stand it is not clear what Goldman 
thinks precisely about the status of reliabilism vis-a-vis the 
problems I rehearse in this chapter. 
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evaluation. 32 On this view, when a person A asserts 

something like 

SiS belief Q is justified, 

then the result is true iff the process which produced Q is 

reliable in contexts individuated in terms provided by the 

doxastic framework of A. Obviously, neither of these 

strategies presuppose that S is located in the sort of context 

that it finds relevant, and hence both first-person and third-

person doxastic reliabilism counts as a lower-tier 

reliabilism. 

There are two fundamental problems associated with 

doxastic versions of lower-tier reliabilism. By my lights 

either of them is sufficiently grave to sink this sort of 

theory, and taken together they make it simply beyond question 

but that doxastic lower-tier reliabilism is false. Here they 

are. 33 

32Actually, there is no need to require third-person 
doxastic reliabilism to locate the salient doxastic component 
anywhere other than out of the person under evaluation; and 
this might, or might not be the person doing the evaluation. 
For instance a theory of justification which essentially 
connects God's intentions and epistemic justification might 
prove motivated to some theistic reliabilists. Alvin 
Plantinga's recent theory makes such a connection, though for 
rather different purposes. See Plantinga [1990]. 

33r shall run my attack only against first-person doxastic 
reliabilism. r do so for two reasons: first, this is the only 
version r can find in the literature [cf. Goldman [1988] 
chapter 5], and second, my arguments and points generalize in 
obvious ways to the third-person case. 
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(a) First, no epistemological constraint is placed upon 

the doxastic components used in context individuation. 34 If 

it is beliefs about context, of either the first- or third-

person variety, which are relevant to determining IIwhere 

reliability is to count,1I then such beliefs themselves will 

need to be epistemologically acceptable. We should not found 

our theory of justification in reliability relative to 

contexts found in terms of crazy beliefs. This is a deep 

problem for the doxastic reliabilist since there is no way to 

give an account of the epistemic status of such doxastic 

components without significantly changing the nature of her 

theory. 

To see this consider the following: suppose S, the 

irrational denizen of [ED], were so benighted as to believe 

out of wishful thinking that he were in a context of type G 

(say a world in which the Greek Myths were true) i further 

suppose that the cognitive processes used by S in the Demon 

world are, quite as a matter of coincidence, G-context 

reliable. This is to suppose that wishful thinking, hasty 

generalization and the like are in fact reliable in worlds 

where Zeus, Apollo and the rest are in charge. Question: 

given this further elaboration of the story, is there any 

34Many authors have made this point in discussing 
Goldman's IInormal worlds approach II to [ED]. I am just making 
it relative to any approach which is, like Goldman's, a 
doxastic version of lower-tier reliabilism. 
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reason to think that S is "really" being rational? Surely 

not. But then the doxastic reliabilist has no choice but to 

claim that something is epistemically unacceptable with SIS 

doxastic component. Further, since that component was formed 

by processes which are reliable in contexts individuated in 

its terms, it follows that the negative epistemic appraisal 

must be ground in facts of a different sort than those to 

which the doxastic reliabilist makes appeal. This is why the 

first problem is grave for the doxastic reliabilist. The 

problem locates epistemic work which the theory itself cannot 

account for. SUbstantial revision is necessary. 

There are two ways which a doxastic lower-tier 

reliabilist might respond to problem (a): first, she might 

find fault with the content of SIS doxastic component, or 

second, she might find fault with the processes responsible 

for producing that component (or both). opting for either of 

these maneuvers is to give up the heart of doxastic lower-tier 

reliabilism. To do so is to locate some kind of context, or 

some kind of process, and to stipulate that such a context or 

process is epistemologically irrelevant, irrational, or some 

combination of the two; and no doubt there will be need to go 

further and locate contexts and/or processes which have 

inherent posi ti ve epistemic status as well. However, any 

theory of this sort will need to provide an explanation as to 

why a context or process enjoys such a status. It will be 
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The really 

important epistemic work will be accomplished in terms very 

different than those indigenous to doxastic lower-tier 

reliabilism. 

And finally, it should be noted that there is one natural 

way for constructing such a theory: viz, appeal to teleology. 

The idea here is to bestow special epistemological status onto 

certain contexts and processes in virtue of teleological 

connections between them. At this point I shall not argue for 

or against such a theory, but only note that one is naturally 

If.~ad in this direction by way of responding to problems 

associated with doxastic versions of lower-tier reliabilism. 

My full discussion' of teleological appeal for epistemic 

purposes will come in chapters four and five. 

(b) The second difficulty with lower-tier doxastic 

reliabilisms is in my opinion much more damaging than the 

first. It is also more difficult to persuade someone of this 

point, given they don't immediately feel its force. The 

problem is this: doxastic versions of lower-tier reliabilism 

are highly ungratifying from an intellectual point of view. 

They are so terribly unmotivated, as compared with their 

upper-tier cousins, that we are left wonder why anyone should 

believe them in the first place. Why is it that someone's 

beliefs determine a context relative to which reliability is 

the same thing as reasonability? Doesn't this theory order 
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things exactly the wrong way around (as the previous point 

evinced)? How in the world could this make any epistemic 

difference? 

In general I detest argument-by-question-posing, so I 

won't drone on about this. Suffice it to say that as far as 

I can see, the burden of explanation here is squarely on the 

shoulders of the doxastic lower-tier reliabilist. I cannot 

see how the facts she locates could make any epistemic 

difference. To me, the theory appears no more than an ad hoc 

maneuver made vis-a-vis a counter-example to a motivated 

theory (viz, upper-tier reliabilism). So I simply state as 

much and leave it at that. 

2.7.2. Non-doxastic lower-tier reliabilism: telic 

reliabilism? 

Here's where we are: there is no way to run an upper-tier 

reliabilism. Evil Demon cases show that it is possible to 

have justified belief in contexts relative to which one is not 

reliable. This forces the reliabilist to move to the lower

tier. Hence, the view under discussion is this: 

(R3) a belief Q as justified if and only if it is 

produced by a process P which is C-context 

reliable, 
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where. the specific context of belief production may, or may 

not, be a C-context. It is the job of the lower-tier 

reliabilist to make clear the motivation and method for 

individuating C-contexts. 35 What we have just seen is you 

cannot do this in doxastic terms. This means that any 

successful reliabilism will ground justification in the 

reliability of cognitive processes relative to contexts which 

are selected on independent, non-doxastic grounds. What might 

such grounds look like? It is difficult to say. Notice 

however a point reminiscent of the discussion surrounding 

doxastic reliabilisms, perhaps the major point: any principled 

way of choosing which contexts are to count will effect a 

sUbstantial departure from the original intuitions driving 

reliabilism, viz. that justification "simply is" reliability. 

Now the slogan would be that justification "simply is" 

reliability of special processes in special contexts. And 

this is a cousin far removed from the original story. 

Nevertheless, and as I noted on the previous page, there 

is one quite natural way to construct a non-doxastic lower-

tier reliabilism. The strategy makes appeal to the "design 

context" of cognitive processes, and goes on to identify 

justified belief with belief produced by processes which are 

reliable relative to the context in which they were designed 

35Bear in mind that the debate between UC-theories and MC
theories is not affected by this. 
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to function. I call this rather natural version of 

reliabilism 'telic reliabilism.' Let us have a look at it. 

The grand guru of reliabilism, Alvin Goldman, is well 

aware of the problems his approach to justification faces. 36 

He began with an upper-tier reliabilism and was forced into 

doxastic lower-tier reliabilism. Then, when faced with the 

sorts of problems we have noted, he abandoned this theory as 

well. But his critique of his own "normal worlds" version of 

doxastic reliabilism is interesting, for it harbors the 

intuitions which I believe underpin telic reliabilism. 37 

Goldman writes: 

it isn't clear that the normal-worlds approach gets 

things right. consider a possible non-normal world 

W, significantly different than ours. In W people 

commonly form beliefs by a process that has a very 

high truth-ratio in W, but would not have a high 

truth-ratio in normal worlds. Couldn't the beliefs 

formed by the process in W qualify as justified? .. 

To be concrete, let the process be that of forming 

beliefs in accord with feelings of clairvoyance. 

Such a process presumabley does not have a high 

36This evolution in Goldman's thought can be found by 
starting with Goldman [1979], moving to Goldman [1988], and 
ending with Goldman [1990]. 

37Though Goldman says nothing like this in his paper! 
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truth-ratio in the actual world; nor would it have 

a high truth ratio in normal worlds. But suppose W 

contains clairvoyance waves, analogous to sound or 

light waves. By means of clairvoyance waves people 

in W accurately detect features of their 

environment just as we detect features of our 

environment by light and sound. Surely, the 

clairvoyance belief-forming processes of people in 

world W can yield justified belief. 38 

I think Goldman might very well be right about this; but it is 

noteworthy that in picking a concrete example, the sort of 

facts which underpin telic reliabilism are tacitly introduced. 

Consider why the beliefs in Goldman's example might be thought 

justified. Well, although we haven't the means for using 

clairvoyance waves to reliably indicate our surroundings, 

presumably we might have if there had been such phenomena to 

exploit. The point I am making is a diagnostic one: the 

beliefs in this example strike us as possibly justified 

because they might be the product of some mechanism which, as 

it were, "is doing what it is supposed to do." 

NOw, this is just a diagnosis of our intuitions, and 

perhaps it is not accurate. It doesn't matter. What matters 

38Goldman [1990] p. 62 (emphasis Goldman's). In his 
footnote 20, Goldman attributes the idea for this story to 
personal correspondence with stewart Cohen. 
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is that the story behind this diagnosis is not an altogether 

implausible one. The story is telic reliabilism: 

(R4) a belief Q is justified iff it is produced by a 

cognitive process P which is reliable in the 

contexts for which it is designed to function. 

What should we think about (R4)? Well, I think the theory is 

rather strong if, but only if, it can be established that 

reliability is the telic summum bonum of cognitive processes. 

This is important. If it should turn out that cognitive 

processes are designed to be reliable, then all the elements 

of telic reliabilism dovetail nicely: we have a collapse of 

telic function into reliability, with the result that a belief 

is justified iff it's produced by a process which is "doing 

wha tit's supposed to do." On the other hand, and pace 

Descartes ,39 there's no a priori guarantee of such a 

collapse. It all depends on the designing forces to which one 

appeals; and that, as it happens, is the rub. 

I shall simply assume without argument that some sort of 

natural teleology is appropriate for discussion of human 

cognitive design. This is unfortunate for the reliabilist as 

there are strong reasons to think that natural selection will 

force a divorce of telic function from reliability. In a 

nutshell, this is because the designing forces at work in 

39Surely Descartes has something I ike this in mind in 
Descartes [1954]. 
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nature select for survival and reproductive fitness; and these 

latter characteristics are often best served by "quick and 

dirty" mechanisms which maximize speed and efficiency, at the 

expense of (the more costly) reliability.40 So, we need to 

ask ourselves what happens to telic reliabilism given that the 

"telic target" isn't reliability. 

What happens, it seems to me, is an unacceptable 

fragmentation in the explanatory power of our reliabilism. 

Once this divorce is granted, the telic reliabilist is forced 

to admit a distinction between telic value and epistemic 

value, and this in turn leads to a major reason telic 

reliabilism is of dubious worth. To see all this consider the 

following: suppose that a person's design calls for use of 

cognitive process P in her cogitations. Suppose further that 

a belief Q is produced by P. In the event, the tel ic 

reliabilist should not assume equivalent answers to the 

following two questions: 

(i) How well is P satisfying the purpose for which it 

was designed? 

and 

401 won't rehearse these well known points here. For a 
brilliant exposition of socio-biological issues see Kitcher 
[1985], and for a "pop" exposition see Lycan [1988] chapter 7. 
A fuller discussion of these issues is in chapters four and 
five. 
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(ii) How well is P doing from the epistemic point of 

view? 

The reason, of course, is that telic value and epistemic value 

diverge, for the reliabilist, when P is not "designed to be 

reliable." In such a case P might be doing great from a telic 

point of view and horribly from the reliabilist's perspective. 

This possibility fragments telic reliabilism' s explanatory 

power for a very important reason: it forces such a 

reliabilist to disconnect personal justification from doxastic 

justification. Recall principle (1) from section 2.3: 

(1) S is justified in her belief P iff SIS belief P is 

justified. 

This principle connects the epistemic status of a person's 

belief and the epistemic status of the person. It is 

difficult to imagine why we should disconnect these, though 

our telic reliabilist is forced to do so once the divorce is 

final between telic value and reliability. For if S is using 

the cognitive process she is designed to use, in it's intended 

context of use, and it should turn out that that process is 

not reliable, this should not vitiate SIS claim to positive 

epistemic status. Indeed, and to presage for a moment, it 

looks as though SIS positive epistemic status just follows 

from her using the process she is designed to use. 41 Yet the 

41 Por example this line of thought might explain our 
intuitions vis-a-vis [ED]. 
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telic reliabilist is forced to assess her belief negatively. 

So the person and the person's belief are evaluated 

differently. And that is difficult to swallow. 

As I said, I find this very point to be a major drawback 

of telic reliabilism. But of course this is no knockdown 

point. There are surely die-hard reI iabil ists who would 

happily make a plethora of normative distinctions so as to 

preserve whatever reliabilism is most plausible. At a 

minimum, however, there are two points to be made: first, it 

has been established that telic reliabilism is an incomplete 

theory of epistemic justification. It lacks both a theory of 

personal justification and an explanation for why this should 

be distinguished from doxastic justification. This point 

holds in virtue of our intuitions about S from the previous 

paragraph. I stand by it, as I cannot imagine it being 

reasonable to give up these intuitions. 

Second, it is now incumbent upon the telic reliabilist to 

explain what work is done by the type of justification her 

theory explicates. 

varying kinds of 

For once distinctions are made between 

epistemic justification-- say between 

personal and doxastic justification-- some indexing of jobs is 

in order. 

At this stage I cannot properly assess what work the 

telic reliabilist's notion of justification can perform. We 

shall need a better grasp of other theories of justification 
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before we parcel out the jobs. For, of course, if it should 

turn out that there is another tack on justification which 

does all the work we require, and does so in a unified and 

pleasing fashion. then we should simply reject any approach 

like reliablism which fragments the work, thereby leaving some 

unaccomplished. 

2.8. Is Reliability Sufficient for Justification?42 

considerable damage has been done to reliabilism. So much so 

in fact that one might reasonably give up the project at this 

point. Nevertheless, I have yet to address what I believe is 

the most damaging point of all. Let me do so in this 

penultimate section. Then, in the final section, I shall look 

back on what has transpired and assess the prospects for 

reliabilism. 

I believe the most damaging problem for reliabilism is 

quite simple: 

even in the most panglossian of circumstances 

reliability is not sufficent for justification. 

Further, this insufficiency is due to doxastic 

defeasibility, a phenomenmon not explicable in 

reliabilist terms. 

421 , d like to thank my cousin Brian Allen for helpful 
discussion of the issues in this section. 
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I shall be arguing then that the phenomenon of doxastic defeat 

shm{s that reliabilism is at. best incomplete, and at worst 

simply mistaken. There is no way to account for this feature 

of human reasoning in reliabilist terms. But it is an all 

pervasive feature, and so at a minimum reliabilism cannot be 

the full theory. Indeed, in light of reliabilism's inability 

to account for defeasibility, the theory looks to be radically 

misguided at its very foundation. It seems to simply miss the 

heart of reasoning, and in doing so it misses the heart of 

good reasoning. 

To back all this up, I ask that you grant for the sake 

argument all that has transpired so far. Suppose that some 

version of non-doxastic lower-tier reliabilism is true, and 

that one has located principled methods for individuating 

contexts which yeild an explanatory theory. In other words, 

suppose that there is some interesting reliabilism 

sufficiently watered down to meet all the criticisms 

marshalled to this point. Now suppose S believes Q and that 

Q is the product of a cognitive process P which is C-context 

reliable (where C-contexts are the contexts our weak 

reliabilism singles out). The reliabilist should think that 

this is sufficient for justification. But, it is easy to see 

that it is not. For suppose S believes any of a number of 

defeaters for Q. A defeater for a proposition is another 

proposition which vitiates the overall support one has for 
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believing whatever gets defeated. 43 For example suppose' S 

believes that Q is impossible, or that he is being 

systematically decieved, or that he is on drugs and presently 

unreliable about matters at hand, or that he is dreaming, or 

simply that P is a terribly untrustworthy cognitive process. 

Under any of these circumstances SiS belief Q would not be 

justified. That belief gets defeated by whichever of these 

defeaters S happens to believe. 

The problem is to reckon how a reliabilist can handle 

this sort of thing. 44 I believe there is a fairly 

straightforward argument showing that this cannot be done. 

Here's the argument. Process reliabilists are committed to 

explaining all epistemically relevant facts in terms of the 

43Much more will be said about defeaters in the next two 
chapters. Easily the most interesting work on defeasibility 
is being done by John Pollock. See Pollock [1986], [1990] and 
[199?]; also see Gardenfors [1988], especially chapters 3-4. 

44In both Goldman [1988] and [1990] Goldman simply adds 
a no-deafeater clause to his reliabilism so as to produce 
something he takes to be a sufficient condition for 
justification. But, nowhere does he recognize that the very 
existence of such doxastic prowess threatens the heart of 
process reliabilism. For example, on p. 62 of Goldman [1988] 
he notes that a belief of this sort is sUfficient to vitiate 
the justification provided by reliability, but then tries 
merely to give a reliabilist account of how such a defeater 
might itself be held -justifiedly! This misses the point 
altogether. 

On the other hand, in Goldman [1979] Goldman gives an 
account of defeasibility which does attempt to explain the 
phenomenon in reliabilist terms. That account is one version 
of what I'm about to call the 'input strategy,' and it 
succumbs to my critique of that strategy. 
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reliability of cognitive processes. This means that when a 

mental state M possesses "epistemic efficacy"-- that is, when 

M "makes an epistemic difference"-- the reliabilist is 

constrained in how she can explain this power. 45 She has, in 

fact, only two explanatory strategies available: she can 

ei ther appeal to some mental process responsible for the 

production of M, and make hay out of the reliability of this 

"output process," or she can appeal to some mental process for 

45In conversation John Pollock has suggested that this 
'pins too much on the reliabilist.' He suggests that a 
reliabilist might leave open the issue of doxastic defeat and 
restrict her reliabilism to non-discursively produced belief. 
Evidently the idea would be that the output of belief
producing processes such as vision and memory would be 
epistemically assessed in terms of their reliability, while 
that resulting from "belief-belief" producing mechanisms would 
be assessed in non-reliabilist terms. There are two problems 
with this suggestion. First, and most importantly, the 
resulting theory would not be any sort of reliabilism worthy 
of the name. Such a theory would in essence countenance two 
independent determinants of epistemic status: reliability, and 
whatever else accounts for doxastic defeat. Since this latter 
phenomenon is undoubtedly the most pervasive feature of 
rational cognition, the resulting theory would not be one 
which explicates the lion's share of rationality in 
reliabilist terms. 

Second, some story would have to be told about why it is 
that the two determinants "mix" as the do: e.g., when one has 
a defeater for a belief produced by a reliable non-discursive 
process, the defeasibility determinant overrides the 
reliability determinant. As far as I can see there is no 
general way to do this. For instance, Pollock suggests that 
D defeats the the reliability of process P provided P is 
unreliable conditional on D. This suggestion does cover 
certain specific defeaters, but it obviously leaves out a 
whole spate of others. The suggestion does not fully cover 
either of the two major categories of defeaters discussed in 
the next chapter. (For a further discussion of this, see the 
text to follow.) 
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which M is (or perhaps should be) an input, and make hay out 

of the reliability of this "input process." A more intuitive 

way of putting this is to note simply that in explaining MiS 

epistemic prowess, the process reliabilist must either assess 

the reliability of M's past or of M's (perhaps potential) 

future. One of these strategies had better work or the 

reliabilist will have an inexplicable determinant of 

justification. My claim is that neither works. Let me defend 

this claim one conjunct at a time. 

The output strategy fails for a straightforward reason: 

defeaters defeat even when they are unreliably produced. When 

S believes a defeater for Q which he ignores in forming his Q

belief, then S is unjustified. Period. It does not matter if 

this defeater came from an unreliable source. Once S has 

latched onto it, his further ruminations had better reflect 

the information he has accepted. When they don It, he is 

unjustified. For example, suppose that your memory is faulty 

though you have no reason to suspect it. Next suppose you 

remember that the local weatherman intentionally lies about 

the weather for fun. In fact the weatherman is perfectly 

reliable and claims that it shall rain. While watching the 

news you accept this claim just after having remembered the 

weather man's pranks. You are obviously unreasonable in so 

doing. You have a defeater undermining the weatherman's word. 

You ignore it. So you are unjustified in believing that it 
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But the defeater was produced by a faulty and 

unreliable memory, while the information you accept was 

produced by a reliable weatherman. Nevertheless, the defeater 

defeats. It has epistemic efficacy, as the status of your 

belief belies. Hence, the output strategy fails. 

The problem with the input strategy is harder to see. 

The reason is that the strategy itself is harder to make out. 

The basic idea is to find "readily available" ways that the 

reasoner might use the defeater in further, counterfactual 

reasoning, and then explain why it does actually defeat in 

terms of the conditional reliability of those counterfactual 

inferential methods. The conditional reliability of an 

inferential practice is the probability that the practice 

results in truthful output provided it is given truthful 

input. so, the input strategy basically comes to this rough 

idea: 

a defeater has epistemic efficacy iff there is some 

"available" and conditionally reliable way to 

reason with it which would have resulted in one not 

having formed the unjustified belief it defeats. 46 

There are many problems with this idea. What sort of strategy 

is to count as available? Why should counterfactual 

reliability facts have anything to do with actual 

46Cf. principle (10) of Goldman [1979]. 
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Should one be required to utilize all 

available inferential strategies before one accepts a claim? 

It is difficult for me to assess the potential responses to 

these questions, since they reflect the initial vagueness of 

the theory more than any particular problem it obviously 

manifests. What I hope to show is that the whole idea of 

reflecting defeasible reasoning's structure in terms of 

conditional reliability will not work. 

To show this I first need to clarify what is intended by 

the reliabilist here when she invokes the notion of a 

'conditionally reliable inferential process.' 

The idea of conditional reliability can be explicated in 

terms of inferential schemata or in terms of possible 

inference patterns from content-specific initial states. For 

example, the modus ponens inferential schema is perfectly 

reliable: given any true input of the form {A-->B, A}, 

inferring {B} will always result in drawing a true conclusion. 

On the other hand, the reliabilist might be claiming that 

defeat is explicable in terms of possible inferences (say 

inferences to propositions of a certain "form") from some 

specific defeater. For example, the reliabilist might be 

claiming that the inferential practice of 

denying-the-output-of-of-one' s-color-vision-on-the

basis-of-{the current lighting conditions are 

unacceptable} 
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is conditionally reliable in this sense: if the lighting 

conditions are unacceptable, then such denial's tend to be 

true. I think the most charitable interpretation of the 

reliabilist's claim here is that every defeater is explicable 

in at least one of these ways. This is what I deny. 

The problem with the conditional reliability strategy is 

this : it diagnoses the problem as that of improper use of 

evidence (i.e. the defeater), where proper use is cashed out 

in terms of conditional reliability. Defeaters are construed 

as evidence which should be used correctly, and as Goldman 

says, 'the proper use of evidence would be an instance of a 

conditionally reliable process. ,~ 

I shall simply ignore the fact that this is not at all 

obvious. For this general strategy for explicating defeaters 

suffers from another, deeper problem: it overlooks the fact 

that certain defeaters call for one to simply stop drawing 

inferences, to stop reasoning, and hence are not explicable in 

terms of the conditional reliability of their "proper use. ,,48 

This sort of scenario can happen from a single defeater, and 

47Goldman [1979] p.20. 

48r assume that "no-ouput processes" should not count as 
conditionally reliable in the relevant sense. They are 
vacuously reliable in the sense that all of their output 
beliefs are true; but they are also vacuously unreliable, for 
all of their output beliefs are also false. Hence, in this 
sense of conditional reliability they are conditionally 
unreliable and conditionally reliable. 
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also from a set of propositions which interact in a certain 

way. The first kind of defeat is what I call 'global defeat. ' 

The second kind of defeat is what Pollock calls 'collective 

defeat.' Let us look at each. 

If, for some reason, you became convinced that you were 

simply unreliable in all cognitive matters, then you would 

have a global defeater. Suppose you became convinced that 

there was an Evil Demon who tricked you half the time, say 

every other day. This belief of yours calls into question all 

your beliefs and all the evidence for these beliefs. Further, 

there is no way to be conditionally reliable on its basis. 

For given the truth of this defeater, then naturally the 

conclusions you draw will not tend to be true. In this case, 

the content of the defeater itself excludes the conditional 

reliability analysis of its efficacy. 

On the other hand, suppose you found a book with three 

pages in it. 

to be true. 

You believe that what's written in books tends 

On the first page of this book is the claim that 

the second page is probably wrong, on the second page is the 

claim that the third page is probably wrong, and on the third 

page is the claim that the first page is probably wrong. 

Conjoin any of these claims with your view about what's 

written in books and you get a reason to be suspicious of 

other claims in the book. But this line of reasoning will 

eventually call into question all claims in the book. What 
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should you think? IntuitivelYr nothing. You should not draw 

any conclusions about the claims in the book. The reasonable 

thing for you to do is simply wait for further input, or move 

on to some other topic. The available evidence here is a case 

of collective defeat. And when you have a case of collective 

defeat, as with global defeat, one should "correctly uses" the 

defeater by simply shutting off the cognition in question. 

There just is no conditionally reliable process which counts 

as the correct usage of the defeater. 

I can see no way around this problem. Hence, it seems to 

me there are two conclusions to be drawn from this section: 

first, even in the most panglossian of circumstances 

reliability is not sufficient for justification, and second, 

the first conclusion is true in virtue of perhaps the most 

pervasive aspect to human reasoning, viz. defeasibility, which 

aspect cannot be accounted for in reliabilist terms. 

2.9. Prospects for Reliabilism. 

Has reliabilism been refuted in this chapter? No. But the 

theory has been seriously weakened. In a sense, it has been 

shown to be both too strong, and too weak. 

One sure sign that an analysans is too strong is that it 

is not necessary for the exemplification of the corresponding 

analysandum. That's exactly what we saw in section 5: the 
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intellectually gratifying sort of reliabilism-- that is, 

upper-tier reliabilism-- cannot be right. One need not be 

reliable about the matters at hand in order to think 

reasonably about them. Intuitively, this was because one may 

have no reasonable way of telling that one is not trustworthy; 

and that means that the gratifying form of reliabilism 

founders on its insensitivity to perspectival facts. 

On the other hand, one sure sign that an analysans is too 

weak is that it's not sufficient for the exemplification of 

the corresponding analysandum. That's exactly what we saw in 

section 7: even telic reliability obtaining in the appropriate 

sort of context is not strong enough to guarantee one is being 

reasonable. And again intuitively, this was because one may 

have a doxastic reason which defeats this reliability, which 

defeat seems essentially inexplicable from the reliablist 

perspective; and that means that even telic reliabilism 

founders on its insensitivity to perspectival fact. 

All in all then, I'd say the following is a fair 

conclusion to draw from the chapter. One essential component 

of the complete theory of justification will be a theory 

taking account of perspectival facts. This is just what 

traditional interalist have been saying all along. To 

correctly explain good reasoning one will need not only to 

make appeal to facts accessible from the perspective of the 

reasoner, but one will need to make appeal to the perspective 
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So this chapter actually motivates 

the construction of an internalist theory of good reasoning. 

In the next chapter I hope to add insult to inj ury by 

establishing that good reasoning does not essentially involve 

truth-theoretic mental states in the first place. For 

although it is generally supposed that the correct rules of 

reasoning will be defined over propositions, that seems to me 

to be an error. And if it is, then the correct internalistic 

theory will be highly subjective in character. 

But reliabilism is certainly not dead. It has just been 

shown incomplete. I have yet to address the issue of whether 

the weakened version which survives this chapter's critique 

can do any interesting explanatory work. In chapter five I 

shall need to definitively confront this issue. As I believe 

this should be done only after competing theories have 

themselves been harrassed, I turn now to that task. 



112 

3 

TRUTH AND PERSPECTIVAL JUSTIFICATION 

3.1. Opening Remarks. 

1 believe that there is much confusion in contemporary 

discussions of justification concerning the role that truth 

should occupy in the debate. Opinions vary along a 

continuum ordered by how central one takes truth to in the 

discussion. What is significant though, is that virtually 

everyone takes truth to be connected to justification in 

some strong way. The strongest connections come, of course, 

from two different types of theorist. Traditional 

infallibilists thought that one's belief being justified 

logically implied its truth. On the other hand, there are 

those who use the theory of justification to define their 

conception of truth. For either sort of theorist the 

connection between justification and truth is very strong.' 

'1 do not mean to imply that these are essentially 
distinct perspectives on the connection. One can be an 
infallibilist because one uses epistemic notions to define 
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Then there are fallibilists. These theorists demur on 

any logico-semantic connection between justification and 

truth, but certainly shy away from severing the connection 

altogether. For example, in glossing the proper 

fallibilistic perspective on the connection between 

justification and truth BonJour writes: 

The basic role of justification is that of a means 

to truth, a more directly attainable mediating 

link between our sUbjective starting point and our 

objective goal. 2 

And, obviously, reliabilism is a perfect example of a theory 

which fits this slot in conceptual space. 

It is precisely the connection between truth and 

fallibilistic justification which I believe is ill-conceived 

in the literature. We have just seen that the prospects for 

a solely reliabilistic theory of justification are not so 

good; and in the process we saw good reason to think that 

what the reliabilist lacks is a theory sufficiently 

sensitive to the perspectival component of reasoning. I 

hope to establish two things in this chapter about this 

perspectival component. First, that it is really much more 

truth, and one can be an infallibilist because one uses truth
theoretic and logical notions to define the constituent 
conditions of justification. 

2BonJour [1985] p.7, emphasis BonJour's. 
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subjective than is usually supposed~ and second, that 

certain commonly voiced arguments concerning the connection 

between this sort of justification and truth are misguided. 

In establishing this latter point I shall lay some of my 

cards on the table as to how I conceptualize both 

foundational and coherence theories of justification. In 

the next chapter, I shall sketch the structure I believe 

manifested by the sort of epistemic justification we found 

missing in our discussion of reliabilism. I call this 

notion of justification 'perspectival justification,' and 

theories of it perspectival theories. 3 I do not intend the 

perspectival theory I shall sketch in the next chapter as a 

replacement for reliabilism, but rather as a positive 

suggestion about the nature of that lacunae we have 

discovered in the previous chapter~ and though the theory of 

perspectival justification is somewhat familiar in form, it 

differs in certain crucial respects from everything else I 

have seen in the literature. Finally, in the last chapter, 

I shall tie all the threads together, and discuss the 

relation between perspectival justification, reliabilism, 

3During the course of this chapter I am forced, so as not 
to beg any questions, to work in terms of varying notions of 
justification, each with its own label. I ask the reader's 
patience on this. All the notions dovetail in the chapter's 
final section. 
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our original motivations for theory construction, and the 

like. 

I wish to argue for the radical sUbjectivist programme 

via a critique of an ostensibly unrelated subject, viz. the 

theory of mental content. So I turn to that theory. 

~ The Road to Narrow content. 

Most would agree that common sense parcels out mental states 

in a way incompatible with the idea that belief-facts 

supervene on brain-facts. The seminal thought experiment is 

due to Putnam, and goes like this: 4 suppose there is a Twin 

Earth. Twin Earth is supposed to be another planet exactly 

like Earth, save that the composition of the water-like 

stuff on Twin Earth differs from that of the water-like 

stuff on Earth. While we have mostly H20 in our lakes and 

tubs, Twin Earthlings splash around in XYZ. 

We all have doppelgangers on Twin Earth who are brain-

state identical to us. Yet we differ from our twins in 

terms of what we believe. When you believe that rain is 

water falling from the sky, your doppelganger will believe 

something similar but slightly different: twin-you will 

4See Putnam [1975] for the original thought experiment. 
That experiment was directed at public-language meaning; the 
variants directed especially at mental-meaning are due to 
Tyler Burge. See Burge [1979]. 
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believe that rain is twin-water (i.e. twater) falling from 

the sky, and not that rain is water falling from the sky. 

The reason centers around the fact that you have had truck 

with water while your twin has not. But as you are brain 

equivalent, it follows that the belief facts do not 

supervene on the brain facts. We shall need essential 

appeal to facts "outside the head" in order to determine the 

propositional content of our mental life. And it is fair to 

say that causal-reliability accounts of content are 

motivated and pursued with this in mind. 

However, there is a phoenix which has arisen to become 

its own topic in contemporary philosophy of mind: viz. that 

kind of content which one and one's doppelganger share. For 

despite the extensional differences between your thoughts, 

there is obviously something which you do have in common. 

This shared feature is usually termed 'narrow content', 

though I find that term somewhat misleading. 5 The sort of 

"narrow content" of present interest then is defined 

5It is amazing to find how varied philosophers of mind 
will respond to the question 'what conceptual boundaries 
constrain the debate about narrow content?' I've heard it 
said that narrow content is whatever sort of content 
supervenes on brain states, that it is whatever sort of 
content that is needed for a science of human behavior to make 
generalizations which will not distinguish doppelgangers, and 
that it is whatever sort of content there would be if 
solipsism were true. As will become evident, I favor this 
last conceptualization. It seems ludicrous to me to tie the 
intuitive notion of content springing from Twin Earth thought 
experiments to brainstuff ... 
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functionally: it is whatever content that twins have in 

common in twin-style thought experiments. To keep this in 

mind, whenever I wish to refer to that type of content I 

shall write 'narrow conTent,' placing a 'T' in the middle to 

remind us of Twin Earth. Let us have a look then at narrow 

conTent. In the end it will prove essential to the correct 

theory of justification. 

~ Narrow ConTent: the Externalist Approach. 

Narrow conTent is both pleasing and puzzling from a 

philosophical point of view. I believe epistemologists 

often use some such notion while discussing evil-demon 

worlds, skepticism, solipsism, and the like. The 

philosopher of mind, though, has an explicandum on his 

hands. It would be nice to know precisely what this sort of 

content is. 

Initially I think,6 we'd like to view narrow conTent 

as the kind of content which fixes extensional content. 

This traditional fregean desire would construe narrow 

conTent as the "internal" intension by which the "external" 

extension is determined. But the initial impetus won't do, 

of course, as Twin-style thought experiments attest. 

6This for example would explain early Fodorian attempts 
to analyze narrow content. See Fodor [1985]. 



118 

Something more than the intra-cranial features of thought 

are required for thoughts with determinate extensional 

features. At a minimum however we can say this: whatever 

the connection between narrow conTent and so-called "wide" 

content, narrow and wide content together exhaust the 

subject. 

So, what exactly is narrow conTent? I shall work my 

way toward an answer to this question through critique of a 

particular approach to the issue. More precisely, I wish to 

uncover the correct way of thinking about narrow conTent 

through examination of externalist theories of narrow 

conTent. 

The fundamental perspective for externalist theories of 

narrow conTent can be found in the work of David Kaplan. 7 

Consider the thought expressed when you utter the sentence 

[$] I feel hungry. 

Now consider the thought expressed when I utter that same 

sentence. Are we trying to express the same thought? One 

immediately feels a pull of intuitions: there is a sense in 

which our thoughts are different and a sense in which they 

are the same. Your thought is about you and mine is about 

me, but we are both thinking of ourselves as hungry; and we 

both express our de se thoughts through use of the English 

7See Kaplan [1977] and [1979]. 
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indexical 'I'. Kaplan was concerned with constructing a 

theory of meaning for such indexicals. He was faced with a 

challenge not unlike ours when we want a theory of narrow 

content which captures that content shared by doppelgangers. 

So it is not surprising that narrow conTent externalism is 

simply a generalized application of Kaplan's fundamental 

idea. 8 Here's the idea. Kaplan took the meaning of an 

indexical expression to be a function from what he called 

'contexts' to the semantic content of the expression. 

Contexts were construed as ordered sets of indices comprised 

of those features of the context of utterance necessary for 

determining the semantic content of the token in question. 

Kaplan termed the function associated with a particular 

expression that expression's character. So, for example, 

the character of the English indexical 'I' is a function 

from certain indices of the context of tokening to the 

utterer in that context. The basic idea then is this: when 

we both token [$] our thoughts are the same in the sense 

that they involve the same character, but differ in so far 

as the indices of each context of utterance differ. So this 

strategy identifies the content shared by all to)cens of the 

8The current day champion of narrow-content externalism 
is Jerry Fodor. See Fodor [1987] chapter 2, and Fodor [1990] 
chapters 3-6. The first application of Kaplan's strategy to 
narrow content came in Stephen White's [1982]. Fodor cites 
White though he claims that their views were independently 
developed. 
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same indexical as a construction of certain external 

conditions, viz., a function from contexts of utterance to 

the referent of the indexical tokened in that context. 

Hence, Kaplan's theory is an externalist theory of indexical 

expressions. And naturally such theories have one basic 

debt: they need to provide criteria for uncovering an 

indexical's indices and for showing how these indices 

determine the expression's semantic properties. 

Externalist theories of narrow conTent are a 

straightforward generalization of this idea, with the Twin 

Earth thought experiment itself taken to provide the 

essential ingredient for discharging such a theory's 

explanatory debts. Remember that you and your doppelganger 

have different beliefs because you have had different 

external-world connections in your past. Roughly, it is due 

to the fact that you have bumped into H20 while twin-you has 

bumped into XYZ that you believe that water is fun to ski on 

while twin-you believes that twater is fun to ski on. 

Externalist theories of narrow conTent make use of this in 

the individuation of narrow conTent. Such theories will 

make appeal to the conditions which separate you and your 

doppelganger, together with the wide contents you enjoy in 

virtue of these differentiating conditions. 

Think of it this way. Some sort of external relation 

is responsible for the fact that your 'water'-thoughts are 
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about water while those of your twin are about twater. 

Echoing Fodor, we might usefully term this relation the 

anchoring relation. The anchoring relation is that relation 

the obtaining of which is sufficient for making distinctions 

between thoughts as similar as those of you and your Twin. 

Since you are anchored to water while twin-you is anchored 

to twater, your thoughts are about the former while those of 

your Twin are about the latter. We might then say that 

thoughts have anchoring conditions just as propositions have 

truth conditions. So far so good. 

The Kaplanesque idea is to identify narrow conTents 

with certain functions-- viz. with (sets of) couplings of 

these anchoring conditions and the propositions that common 

sense picks out when thought is so anchored. In the event, 

these Kaplanesque narrow conTents-- I shall call them 

'Kontents'-- become constructions of external conditions 

just as Kaplanesque characters are constructions of external 

conditions. Narrow conTents are identified as Kontents, 

i.e. functions from anchored thought to propositions; and 

since the propositions comprising the range of these 

functions are got from common sense assessments of anchored 

thought, we are assured that twin-style cases work out with 

intuitively acceptable results. The full-dress theory will 

detail why twin thoughts differ in their truth-conditional 
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features, with the explication turning upon differences 

having to do with the Kontent of the thoughts in question. 

Let me be clear about one point: I shall not be arguing 

that there are no Kontents. I have no problem with this 

Kaplanesque notion of Kontent as far as it goes. It seems 

to me that if you can give an account of anchoring,9 then 

you will have constructed a notion that functions well in 

demarcating and explicating the conditions to which common 

sense is sensitive in making content attributions. And that 

project is likely a useful one. What I find puzzling is 

the idea that such an externalist notion captures the nature 

of narrow conTent. i.e. that it captures the essence of that 

content shared by twin thoughts. I just cannot believe that 

Kontents are narrow conTents. This cannot be the right 

story. 

~ The Failure of the Externalist Approach. 

I want to establish that there is more to content than can 

be got from externalist considerations. In particular, I 

want to establish that narrow conTent is "essentially 

narrow," and that it can be neither explicated, 

individuated, nor in any other essential way glossed in 

9A project I find rather dubious. 
chapter 4. 

See Schiffer [1987] 
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externalist terms. To establish this I shall launch an 

epistemologically based critique of externalist theories of 

narrow conTent. 

Consider Jerry Fodor. Better yet, consider Jerry 

Lewis. Jerry Lewis has lived a relatively long, relatively 

rich life. He has had many, many experiences which are, we 

might say, constitutive of a certain perspectival history. 

There is a certain way it has gone from Jerry's point of 

view. Notice that Jerry's having lived on Twin Earth is 

consistent with this history. Things would have seemed just 

the same to Jerry had he been a Twin Earther rather than 

simply an Earther. Indeed, we might say that Jerry's actual 

perspectival history implicitly defines an equivalence class 

of worlds anyone of which might have provided for him the 

exact subjective experience that the actual world has. 10 

Call the worlds making up this class 'PE-worlds.' They are 

the worlds into which Jerry might have been "planted" while 

preserving perspectival equivalence with the actual world. 

Next, consider a fellow I shall call 'Blinking Jerry'. 

Blinking Jerry shares the perspectival history of Jerry 

Lewis. Things are the same from their respective points of 

view. However, Blinking Jerry's existence is a bit bizarre. 

101 should really say 'situations' here rather than 
'worlds.' As far as I can see, nothing of interest turns upon 
this nuance. 
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For while it is true that the sUbjective element to Blinking 

Jerry's existence is not too unusual-- it is just that of 

Jerry Lewis-- the objective component is a bit contrived: 

each time it seems to Blinking Jerry that he blinks, he in 

fact hops from one PE-world to another. Sometimes he's 

located on Earth, other times Twin Earth. still other times 

he's a brain-in-a-vat, then a brain-in-a-void, and so on. 

Further, these random trans-world expeditions are beyond the 

cognitive kin of Blinking Jerry. I intend the thought 

experiment to be so that he does not, indeed cannot realize 

that he is world hopping. 

Now, focus on an equivalence between Jerry Lewis and 

Blinking Jerry which involves the epistemic assessment of 

episodes of reasoning. Reasoning, of course, is the 

principled movement from one mental state to another. As 

stated in section 1.9, an essential part of the full-dress 

theory of justification concerns the normative status of 

those cognitive moves constitutive of reasoning; and our 

discussion of reliabilism lead us to suspect that the 

correct theory of such moves will make heavy appeal to 

perspectival features of the cognizers in question. For the 

moment I shall call the relevant sort of justification 

diachronic justification since reasoning is essentially 

diachronic. 
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As many will already suspect, the key consideration is 

this: 

Epistemic Equivalence Principle: the theory of 

diachronic justification will be unable to 

distinguish doppelgangers. 11 

This idea is simple, compelling, and I believe implicitly 

entrenched in the recent epistemological literature. The 

Epistemic Equivalence Principle has been driving thought

experiment since the balmy beginnings of reliabilism. 12 

Indeed, it is what underlies our intuitions that 

"reliability at hand" is neither necessary nor sufficient 

for justification. As far as diachronic justification goes, 

the two Jerries are in the same boat: a bit of reasoning by 

Jerry Lewis has a high (low, medium) diachronic status iff 

the analogue bit of reasoning by Blinking Jerry does. One 

Jerry simply cannot be brilliant while the other is an 

embarrassment. 

11Actually, in the next chapter I shall argue that 
doppelgangers are diachronically equivalent because they are 
perspectivally equivalent, and because they have a feature I 
call 'cognitive equivalence.' 

12Por exemplar thought experiments the intuitions about 
which are explained by this principle, see Alston [1988], 
BonJour [1980], Cohen [1984], Kvanvig [1986], Lehrer [1990], 
Moser [1987], and Pollock [1986]. 
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The connection between this and the issue of narrow 

conTent comes through a principle bridging philosophy of 

mind and epistemology: 

The Connection Principle: the diachronic status of 

a bit of reasoning is a function of the narrow 

conTent of the mental states in question. 

This too is simple and compelling. When a cognitive move is 

"well taken", say from mental state M to mental state M*, 

then this will be so because of the content of M and M*. In 

other words the normative status of a bit of reasoning is 

(at least partly) determined by the content of the mental 

states in guestion.13 Hence, the direction of explanation 

goes from The Connection Principle to The Epistemic 

Equivalence Principle. 

Now, our two principles together imply that Jerry Lewis 

and Blinking Jerry are narrow-conTent indistinguishable. 

For they are diachronically indistinguishable, and two 

reasoners being diachronically indistinguishable entails 

that they are travelling down the same cognitive route: they 

are literally making the same epistemic moves. Once this is 

13The caveat is needed to allow for background defeaters. 
Roughly, the epistemic status of a mental move is a function 
of how the content of the input and output states, plus the 
way the former fits with one's background beliefs. This is 
discussed in detail in sections 4.4 and 4.7 of the next 
chapter. 



seen the argument against externalist theories of narrow 

conTent is immediate: 

(1) The diachronic status of the two Jerries is 

identical. 

(2) The diachronic status of the two Jerries is 

identical because of the narrow-conTent 

equivalence of their thoughts. 
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(3) It is false that the diachronic status of the two 

Jerries is identical because of the Kontent 

equivalence of their thoughts. 

(4) Hence, Kontents are not narrow conTents. 

The only thing left to defend is (3) and it is important to 

understand what it states. For present purposes there are 

two interesting reasons why (3) could be true: first, the 

two Jerries might fail to be Kontent equivalent-- in which 

case the relation between the Kontent of their thoughts 

would not correctly explain the diachronic equivalence they 

enjoy-- or second, their Kontent equivalence might be the 

wrong explanation for the identity of their epistemic 

status. 

I used to think that the two Jerries' thoughts were not 

Kontent equivalent. This was due to an ambiguity in how I 

conceived of Kontents. One moment I would think of them as 

functions from anchoring conditions to truth conditions, 

while at other moments I would conceive of them as functions 
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from anchored thoughts to truth conditions. 14 The former 

understanding does not entail that thoughts having Kontent 

are anchored. The latter understanding does. It follows 

immediately from this latter understanding of Kontent that 

Blinking Jerry's thoughts have no Kontent. This would mean 

of course that his diachronic status would not be determined 

by the Kontent of his mental states, as they would have no 

Kontent, and hence this understanding of Kontent would 

result in an instance of the first reason why (3) could be 

true. 

However, on the weaker understanding of Kontent, 

according to which Kontents are functions from anchoring 

conditions to truth conditions, Blinking Jerry's thoughts 

may be said "to have" Kontent. They have Kontent in the 

following rather baroque sense: they have the potential to 

be anchored in a way characterized by specific functions 

from anchoring conditions to truth conditions. These 

functions will be their Kontent. To have Kontent in this 

sense is to have anchoring potential. Since both Jerries 

are potentially anchored in the same way it follows that 

their thoughts have the same Kontent. The thing to notice 

here though is that this sense of "having content" cannot 

14I think I inherited this ambiguity from Fodor. But 
perhaps I reinvented it. At all events, the conflation can be 
explicitly found on p. 47ff of Fodor [1987]. 
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coherently be supposed to be the feature in virtue of which 

The Connection Principle is true. When Blinking Jerry 

exhibits a high degree of diachronic justification he is 

reasoning well, making lauditory cognitive moves, and so 

forth. The goodness of his reasoning is surely due to the 

narrow conTent of his thought, as his epistemic equivalence 

to Jerry Lewis suggests. But it would be bizarre to suppose 

that it was his potential to be anchored in certain ways 

which explained this equivalence. Intuitively, the 

epistemic equivalence of the two Jerries is due to factors 

internal to them, factors insensitive to the anchoring facts 

altogether. Such anchoring potential just does not get at 

the heart of narrow conTent, and hence we have located the 

second reason why (3) might be true. 

One might reasonably complain that the Blinking-Jerry 

thought experiment itself refutes narrow conTent 

externalism, and that all the epistemological baggage is not 

essential for that purpose. 15 While I am sympathetic to 

this line, it underestimates the weakness of argument-by-

thought-experiment. The entrenched Kontent-theorist might 

simply find Blinking Jerry's thoughts theoreticaly 

uninteresting, and deny that the thought experiment uncovers 

15Keith Lehrer so complained in written comments on the 
chapter. 
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any interesting notion of content. 16 However, once we 

notice the explanatory work performed in epistemology by the 

notion of content falling out of the thought experiment, it 

is much less acceptable to claim that no interesting notion 

of content is involved. It also seems to me that by 

noticing the epistemological value of this notion of 

content, one not only secures the intuition that the the 

content in question is legitimate, but also that it is 

narrow conTent. 

3.5. Diagnosis and comment. 

This thought experiment allows a fairly precise diagnosis of 

what ails externalist theories of narrow conTent. Here's 

the diagnosis: it is downright bizarre to try and capture 

narrow conTent by laying out ways our thoughts may be 

embedded into mind-independent worlds. The basic problem 

for this program is distinctly cartesian in flavor: we are 

not conceptually forced to think of ourselves as world-

embedded creatures; but we are so forced to think of 

ourselves as having contentful thoughts. And as a result, 

narrow conTent is conceptually tied to the perspectival 

16Jerry Fodor reacted this way to the thought experiment 
sans epistemic baggage. 



features of our thought, and to how these features 

contribute to the assessment of our own rationality. 
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This latter point deserves fuller comment. I shall try 

to provide such in the final section of this chapter. 

However, before getting to that let me turn to some 

familiar, and by my lights unpersuasive reasons for thinking 

that perspectival justification and truth "have" to be 

connected. For the precise theoretical connection between 

this sort of justification and truth is not initially 

obvious. That there exists such a connection is normally 

either taken for granted, or "established" via some remark 

to the effect that what makes (any sort of) epistemic 

justification epistemic justification is this connection to 

truth. The relevant issues remain latent in the literature. 

I hope to rectify this situation so as to better understand 

the role of truth in epistemology. 

3.6. Two types of epistemic justification. 

It is typical these days for internalistically minded 

epistemologists to hold that that there are two types of 

justification needed to convert true belief into 

knowledge. 17 The first I call solipsistic justification 

17See, for example, Lehrer [1990] and Pollock [1986]. 
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and the second I call non-solipsistic justification. 

solipsistic justification is a function of the doxastic and 

sub-doxastic states of a cognizer. Non-solipsistic 

justification is a function of the actual and (relevant) 

counterfactual truth-values of a cognizer's beliefs. 

Relative to a specified set of doxastic and sub-doxastic 

states a cognizer's solipsistic justification remains 

constant when transported across counterfactual contexts (in 

particular into demon worlds, vats, and so on), while this 

cognizer's non-solipsistic justification will vary across 

these contexts as a function of, perhaps, something like the 

cognizer's reliability. The reason we need these two types 

of justification is grounded in our first motivation for 

theory contruction: viz., the thirst for a deeper 

understanding of justification relative to the background 

assumption that justification converts true belief into 

knowledge. 

No matter how stringent our solipsistic requirements 

are, if they are fallibilistic then it will be possible for 

a cognizer to truly believe something in accordance with 

these requirements and yet have the truth of this belief be 

unacceptably fortuitous. Thus, since knowledge isn't a 

matter of luck and since justification is that which 

converts true belief into knowledge, it follows that there 

is more than just a solipsistic element to justification. 



If follows, that is, that there is some sort of non

solipsistic justification. 

133 

It seems to me that his last point is the real lesson 

to be gleaned from Gettier's famous paper, and I shall have 

more to say about this in section 3.8. However, at this 

juncture the following questions arise: in what way is truth 

connected with solipsistic justification? and in what way is 

truth connected with non-solipsistic justification? ~ 

hypothesis the connection between non-solipsistic 

justification and truth is at the non-doxastic level: a 

belief's being non-solipsistically justified is simplY a 

function of its truth-value across counterfactual contexts, 

which function being determined by considerations of 

reliability, causal correlation, or whatever one considers 

sufficient to bridge the gap between solipsistically 

justified true belief and knowledge. On the other had the 

connection between solipsistic justification and truth 

enters the picture at the doxastic level. Any such 

connection will be cast in terms of beliefs about truth, 

falsity, reliability and the like. I am presently 

interested in the nature and significance of the connection 

between truth and solipsistic justification. So from this 

point forth I should be understood as speaking of 

solipsistic justification unless otherwise noted; and I 

shall refer to a particular sort of connection between this 
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justification and truth as 'the truth connection'. This is 

the subject of the next section. 

3.7. A Common Confusion Concerning Justification and Truth. 

Consider what might be thought a platitudinous demonstration 

of the truth connection: 

[*] S is justified in believing that p iff S is 

justified in believing that p is true. 

Despite [*]'s innocuous appearance it is not a platitude. 

For [*] admits at least two types of readings one of which 

is true, while the other is arguably false. 

[*]'s equivocal nature springs from the ambiguity 

involved in the right-hand side of the biconditional: 

[1] S is justified in believing that p is true. 

The key issue is determining what role the truth predicate 

plays in specifying the content of SIS belief. There are 

two options. Either the truth predicate signals something 

essential to the content of SIS belief, or it doesn't. I 

shall look at the latter first. 

(a) Usage of the truth predicate often arises out of 

the desire to accomplish various sorts of speech-acts. You 

might say 'it is true that hazel is the most beautiful 

color' not only to state your belief that hazel is the most 

beautiful color, but also to indirectly acknowledge your 
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agreement with something recently proposed. The situation 

is no different when the truth predicate appears in an 

opaque context such as [1]. Consider a case in which there 

is some question as to whether SiS belief that p is 

justified. You think not and I think so. A natural way for 

me to express my position is to say this: 

given SiS evidence, p is the rational thing to 

believe. So I think that S is justified in 

believing that p is true. 

This is what might usefully be termed a stylistic usage of 

the truth predicate, one which adds both focus to the 

contrast in our views of SiS epistemic status and emphasis 

to which side of the debate I take. But with such usages 

the content of the belief in question most certainly doesn't 

involve the notion of truth. 18 The content of SiS belief 

is nothing over and above p. The stylistic usage of the 

truth predicate signals nothing essential to the content of 

the opaque context in which it occurs. And read this way 

[*] is trivial since it is merely a stylistic variant of 

[2] S is justified in believing that p iff S is 

justified in believing that p. 

This connection between justification and truth I shall call 

'the trivial truth connection.' 

18Unless, of course, p is some proposition involving this 
notion. 
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(b) However, there is a second and perhaps more 

obvious reason to use the truth predicate as it is in [*], 

viz. when the content of the belief in question essentially 

involves the notion of truth. The following two options 

well illustrate the point. First, there is the situation in 

which the truth predicate acts as a standard monadic 

predicate. In this sense attributing to S a belief that p 

is true amounts to the attribution of a belief the content 

of which has subject-predicate form. So if S believes (in 

this sense) that snow is blue is true, then, S is 

attributing the property of being true to the proposition 

that snow is blue. Second, there is the situation in which 

the truth predicate functions as a unary connective 

attaching directly to propositions to form new propositions. 

To interpret S's belief in this latter sense would be to 

attribute a belief more perspicuously characterized by 

saying that S believes that it is true that snow is blue. 

Both of these are content-fixing usages of the truth 

predicate. Each construes the content of the belief so that 

the notion of truth attaches in some way to a piece of 

information. Thus, when the truth predicate is used in 

either of these ways I shall refer to this usage as an 

'information -theoretic' usage. 

Although the stylistic usage of the truth predicate 

renders [*] trivially true, the information-theoretic 
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reading of [*] would appear to be false. For if [*] is 

interpreted information-theoretically then the left-to-right 

direction of the biconditional entails that one can 

justifiedly believe something only if one not only has, but 

employs a concept of truth sufficiently rich so as to be 

predicated to something. And that seems plainly false. 

What seems true however, is this: if [*] is true on an 

information-theoretic reading then there is a non-trivial 

doxastic connection between justification and truth. This 

is a truth connection worth discussing. 

3.8. Defeasible reasons and the truth connection. 

It has recently been argued that certain features of what I 

take to be (part of) the correct account of defeasible 

reasoning illustrate the need for such a non-trivial truth 

connection. This is a mistake at least partly turning upon 

the ambiguity noticed in the last section. To show this I 

shall now briefly delve into issues surrounding the 

traditional debate between foundational ism and coherentism. 

I do this by way of refuting arguments put forth by Keith 

Lehrer and stuwart Cohen about the truth connection, and as 

a bit of stage setting for the next chapter. 

Defeasible reasons are reasons whose justificatory

conferring status can be overridden, or defeated by some 
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other reason. The justification conferred by a defeasible 

reason is prima facie justification and hence these reasons 

are prima facie reasons. That which defeats a prima facie 

reason is a defeater for that reason. The following two 

types of defeaters will prove relevant for our discussion: 

[A] Rebutting defeaters: if R is a p£ima facie reason 

for S to believe Q, then B is a rebutting defeater 

for Riff B is a reason for S to believe that Q is 

false, 

and 

[B] Undercutting defeaters: if R is a prima facie 

reason for S to believe Q, then B is an 

undercutting defeater for Riff B is a reason for 

S to believe that it is not true that R would not 

be true unless Q were true. 19 

Consider the following principle: 

[#] If S is appeared to redly then S is prima facie 

justified in believing that there is something red 

before him. 

A rebutting defeater for this reason would be that there are 

no red objects in SIS visual field, while an undercutting 

19There is a terminological problem: these types of 
defeaters are given different names in different works. 
Throughout this paper I have adapted terminology from Pollock 
[1986], pp. 38-39. 
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defeater would be, e.g., that S were in a room bathed in red 

light. 

Now, is there any good reason to think that defeasible 

reasoning has something to do with the (doxastic) truth 

connection? Our definitions might be taken to indicate that 

there is since a notion of truth appears in opaque contexts 

in each, and perhaps this notion should be interpreted 

information-theoretically. Indeed, Keith Lehrer and stewart 

Cohen have recently argued not only that this is the case, 

but that foundational ism cannot be a correct theory of 

justification as it is ill-equipped to account for such a 

connection. I shall consider the first part of this 

compound claim in this section and save the second part for 

the next. 

Lehrer and Cohen write: 

The difficulty is that there seems to be no way 

for the foundationalist theory [to] explain the 

important fact [that] undercutting defeaters do, 

indeed, defeat justification ... If such a theory 

does not require that a prima facie reason for 

believing something even makes it probable that 

the belief is true, or even that one accept that 



140 

such beliefs are probable, then the existence of 

undercutting defeaters is an utter mystery.20 

In our terminology, the Lehrer/Cohen claim is that the 

explication of undercutting defeat will require employment 

of either a doxastic or non-doxastic truth connection. 

It's easy to see that if such a connection is needed it 

will be a doxastic connection. For consider the 

undercutting defeater previously mentioned for [#]: if S 

were appeared to redly and also informed that she were in a 

room bathed in red light, she would not be (solipsistically) 

justified in thinking that there was something red before 

her~ and this would be so regardless of the truth values of 

her beliefs. S's being in a demon world would have no 

effect upon the defeated status of her belief, despite the 

fact that it would be false in such a would that her being 

appeared to redly rendered it likely that there was 

something red before her. 21 Lehrer and Cohen realize this. 

Their view is that undercutting defeaters display the need 

for any adequate theory of justification to posit higher

order beliefs about the truth or likelihood of propositions. 

Their solution to the perceived problem is reached through 

~Lehrer K. and S. Cohen, [1984] p. 203. 

21This is just to point out what we have already seen in 
the previous chapter: viz, that perspectival facts can vitiate 
any epistemologically good-making external facts. 
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connection. 
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It is instructive to ask the following: given the 

Lehrer/Cohen claim that undercutting defeaters display a 

need for a doxastic truth connection, do rebutting defeaters 

as well? Cohen has elsewhere written that rebutting 

defeaters are explainable by what we previously termed the 

trivial truth connection. 22 And this seems correct. The 

notion of truth employed in [A] is a completely deflationary 

one, signalling nothing about the content of the 

propositional attitudes in question. Yet this response 

induces a curious asymmetry between the two types of 

defeaters. For inspection of [A] and [B] reveals that both 

types of defeaters are positive reasons to believe 

something. Rebutting defeaters supply a reason to believe 

the negation of a proposition, and undercutting defeaters 

supply reason to believe the negation of a sUbjunctive 

conditional. One wonders then why the explication of the 

latter type of defeater essentially relies upon a doxastic 

truth connection while the explication of the former does 

not. Let P be that S is appeared to redly, Q that there is 

something red before S, R that there are no red objects in 

the room with S, and U that this room is bathed in red 

22Cohen [1984] p. 290. 
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light. In the event, P is a prima facie reason for S to 

believe Q, R is a rebutting defeater for this reason, and U 

is an undercutting defeater for this reason. Cohen's 

suggestion amounts to this: the explanation of rebutting 

defeat does not call for a doxastic truth connection since 

(a) R gives S a reason to believe 

[3] Q is not true, 

and (b) [3] can be accounted for in terms of a trivial truth 

connection by deflating the account so as to claim simply 

that R gives S reason to believe 

[4] -Q. 

That is, the rebutting defeater is a reason to believe that 

there is not something red before S. The workings of 

rebutting defeaters have essentially nothing to do with 

beliefs about the truth (or likelihood) of propositions. 

Such workings can be described with aid of the truth 

predicate, but this is merely stylistic. One wonders why 

matters are different when it comes to undercutting 

defeaters. I believe that they are not. 

We have seen that U provides S with a reason for 

thinking it false that P wouldn't be true unless Q were 

true. Can all talk of truth be eliminated here? Are 

undercutting defeaters reasons to believe something about 

the truth (or likelihood) of propositions-- thereby forging 

a doxastic truth connection-- or are they simply reasons to 
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believe propositions whose schematic abbreviations are more 

easily described through a stylistic usage of the truth 

predicate? In the last section we saw the difference 

between believing that p is true in the sense of simply 

believing that p, and believing that p is true in the sense 

that one believes something the content of which essentially 

applies the notion of truth. This distinction makes it 

clear that the correct analysis of undercutting defeaters is 

on a par with rebutting defeaters, and hence that 

undercutting defeaters call for no more than a trivial 

connection between justification and truth. In the 

situation described above, U gives S reason for believing 

[5] -(-P --> -Q). 

In English, being informed that she is in a room bathed in 

red light gives S a reason to deny that she wouldn't be 

appeared to redly unless there were something red before 

her. The awkward language here indicates why the stylistic 

usage of the truth predicate is so handy. But we should not 

be confused by this usage. The workings of undercutting 

defeaters have no more to do with information-theoretic 

beliefs than rebutting defeaters. To think that they do is 

simply to misconstrue the stylistic usage of the truth 

predicate in [A] and [B) as an information-theoretic usage. 

3.9. Epistemic justification and explanatory scope. 
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We have just seen that defeasible reasons do not require 

postulation of a doxastic truth connection. The structure 

of epistemic defeasibility, about which I shall have much 

more to say in the next chapter, should be understood 

without assuming that agents have information-theoretic 

beliefs. In this final section I wish to address an 

indirect motivation for forging such a connection. The 

motivation has to do with the explanatory scope of an 

acceptable theory of solipsistic justification. 

Recall the distinction between solipsistic 

justification and non-solipsistic justification. Roughly, 

solipsistic justification is intended to be an internal 

normative notion such that a cognizer is solipsistically 

justified when she has done IIwhat she's supposed to doll 

given her perspective. But we have seen that despite her 

having succeeded at this, the resulting solipsistically 

justified beliefs may be true in a fortuitous fashion, or 

perhaps even false. This is why solipsistically justified 

true belief is not knowledge. This is also why non

solipsistic justification enters the picture. In the case 

of non-solipsistic justification both the need and essence 

of the truth connection are straightforward: we must take 

external factors into consideration so as to connect 

epistemic responsibility with truth in a non-ad hoc way. 

Once a principled connection has been made-- that is once a 



theory of non-solipsistic justification has been 

constructed-- we may drop the explicit truth condition in 
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our definition of knowledge and simply identify knowledge 

with belief that is justified both solipsistically and non-

solipsistically. To put an edge on the point: the lesson of 

Gettier is that we must be infallibilists, albeit ones 

employing a complex notion of epistemic justification. 23 

However, there is no obvious need for a doxastic truth 

connection vis-a-vis this picture of knowledge. On the 

contrary, given that the very purpose of non-solipsistic 

justification is to forge a theoretically motivated truth 

connection why should we think that solipsistic 

justification is conceptually related to truth in any non-

trivial way? 

I return to the final part of the Lehrer/Cohen response 

to this question: they claim that the postulation of a 

doxastic truth connection helps to adjudicate the long-

standing debate between foundations and coherence theories 

of justification. Although we have defeated their reason 

23There are many labels in the literature for versions of 
this sort of justification: 'truth-resistant justification', 
'ultimately undefeated justification', etc. Many 
epistemologists employing such a notion in their definition of 
knowledge do not realize that their own analysis of 
justification renders the explicit truth condition in their 
definition of knowledge demonstrably redundant. They are 
infallibilists and do not know it. See, for example, Moser 
[1987]. 
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for thinking that the postulation of such a truth connection 

is necessary, if it were to turn out that only one of these 

internalist theories could underwrite such a connection then 

this fact would be evidence for the view that such a truth 

connection is important. However, coherence theories can 

account for a doxastic truth connection in no better fashion 

than foundations theories. 

As I conceive her, the foundationalist construes 

reasoning as a principle-governed activity. She identifies 

solipsistically justified belief with belief formed in 

conformance with the epistemic principles governing 

reasoning, which principles being delineated by the details 

of her theory. But this identification is not fortuitous. 

It is the essence of her theory. Is anything missing from 

this picture? Lehrer and Cohen think so. They write: 

What separates us from foundational ism is that the 

[theory] we defend does not postulate beliefs of a 

specific sort, perceptual beliefs for example, as 

justified without explanation. The problem with 

the foundation theory is that it leaves 

unexplained why beliefs of a specific sort are 

justified, to wit, in terms of the [doxastic] 

truth connection. such explanation appears to 



presuppose a coherence theory of justification, 

however. 24 
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There are two points to be made here. First, Lehrer 

and Cohen's criticism simply does not militate against our 

foundationalist's theory. For her theory does explain why 

beliefs formed in conformance with the delineated epistemic 

principles are justified. The theory claims that reasoning 

is a principle-governed activity and thus that such beliefs 

are justified because the belief formation is policed by 

these principles. Is there a problem with the method or 

scope of this explanation? No. One may think that a 

particular foundational ism has an ill-conceived principle, 

or that it is lacking a principle that it should expressly 

recognize; but these are intra-foundationalist worries. One 

may wonder why we should think that the particular set of 

principles proposed is the correct set; yet this is again an 

intra-foundationalist querry, no doubt calling for some sort 

of teleological response. But one thing you cannot ask the 

foundationalist to do, and something she shouldn't be 

expected to do, is explain justification in non-

t"oundationalist terms. To demand such an explanation is 

simply to beg the question against her. 

~Lehrer K. and S. Cohen [1984], p. 195. 
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Second, the coherence theory offered by Lehrer and 

Cohen is explanatorily equipotent with our foundationalist's 

theory. To see this consider an immediate problem for any 

theory requiring a doxastic truth connection, viz. the 

threat of regress. Making a doxastic truth connection a 

necessary condition for justified belief entails the 

following: S is justified in believing Q only if S is 

justified in believing (the information-theoretic 

proposition) that Q is true, or that Q is probable given the 

evidence, or something like this. Lehrer and Cohen opt for 

a version of the latter suggestion. Their view is that S is 

justified in believing that Q only if S justifiedly believes 

that Q is more probable given what S already accepts than 

any proposition negatively relevant to Q.25 

Requiring cognizers to doxastically ascend in this way 

and hold beliefs about lower-level propositions in order to 

justifiedly believe those propositions certainly looks like 

it leads to an offensive regress. Lehrer and Cohen respond 

to this point: 

We ask whether a person is justified in believing 

that P, and we are told that he is justified in 

believing that P only if he is justified in 

believing that Q, to wit, that he is reliable 

25 Lehrer K. and S. Cohen [1984], p. 193ff. 
negatively relevant to A iff prob(A/B) < prob (A). 

B is 
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about P. Therefore, we would expect that he is 

justified in believing that Q only if he is 

justified in believing that R, to wit, that he is 

reliable about Q, and so forth. The solution is 

to require only that reliability be probable on a 

person's acceptance system. 26 

However, these authors have just committed the sin for which 

they rejected foundationalism. They thought the 

foundationalist left something unexplained with her account 

of first-order beliefs being formed in conformance with 

governing principles. Their solution was to require 

justified belief in higher-order beliefs about the 

reliability of the first-order beliefs. But in the face of 

regress they modify their account of the justification 

conditions of these higher-order beliefs about reliability. 

All that is required for the higher-order beliefs to be 

justified is that they actually are probable on a person's 

acceptance system, not that a person recognize or accept 

that this is the case. But now it is obvious that the 

Lehrer/Cohen view postulates beliefs of a particular sort 

which are justified without being doxastically connected 

with truth. They are justified simply in terms of 

coherence. Is there a problem with the method or scope of 

26Lehrer K. and S. Cohen [1984], p. 195. 
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this explanation? No. But we should not mistakenly believe 

that by employing it the coherence theorist has somehow 

explained more with his theory than the foundationalist has 

with hers. 

3.10. Perspectival Justification and the Objects of Belief. 

So what have we learned from all this? A couple of things I 

should think. First, and least importantly, sections 2.5-8 

show that some arguments focusing on the connection between 

justification and truth do not rightfully adjudicate the 

foundationalism-vs-coherentism debate. But second, and I 

think much more importantly, sections 2.1-4 indicate that 

the sort of justification I have recently labelled 

'solipsistic justification' is well-named. In other words, 

the significance of the connection between sections 2.1-4 

and sections 2.5-8 resides in the fact that the theories of 

solipsistic justification, diachronic justification, and 

perspectival justification are all the same theory! 

This has one important implication which has not been 

pointed out in the literature: namely, that the perspectival 

component we found missing in reliabilism is a component 

which does not presuppose our thoughts are truth-theoretic. 

The theory of perspectival justification allows for full

blown epistemic assessment of beings, like Blinking Jerry, 
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who simply lack the propositional attitudes their more 

suitable anchored counterparts possess. In brief, the 

preceding discussion illustrates that the notion of content 

proprietary to the theory of perspectival justification is 

non-propositional content. This means that perspectival 

justification and truth are not connected nearly so closely 

as we might have supposed. But this also naturally raises 

the following question. What sort of content is involved in 

the theory of perspectival justification? We are back to 

the familiar question: what is narrow conTent? 

Well, it is certainly beyond the scope of this project 

to construct a theory of narrow conTent and defend it 

against all comers. So I shall not try. But I do think we 

have the seeds for such a theory, and it is not altogether 

surprising what they seem likely to produce. The story 

would go something like this: 

narrow content is perspectival content, and 

perspectival content is nothing over and above 

qualitative content. Doppelganger's are 

perspectivally equivalent, and indeed 

psychologically interesting to begin with, because 

their perspectives are qualitatively identical. u ~ 

27This reduction of narrow conTent to qualitative content 
means that the essential feature of narrow conTent is not 
brain-state supervenience, as is sometimes supposed in the 
literature, but rather the qualitative features of thought. 
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Adopting the first person perspective for a moment: it does 

not matter whether or not I am a brain in a vat; nor whether 

my world is an evil-demon world. It does not even matter 

that there is an external world in the first place. 

Interesting features of my thought, surrounding its content 

and epistemic status, will be preserved under all these 

scenarios. 

This, of course, is as it should be. That solipsism is 

false is not a matter of logic, and its falsity should not 

be entailed by an analysis of the essential features of the 

mind. 

Naturally, these features may well be determined by "higher
level" physical features which themselves are brain-state 
supervenient. If so, then the fact that narrow conTent 
supervenes on brain-states would be a theoretically 
uninteresting accident. As far as I know, the only place to 
touch explicitly on this "level issue" as regards narrow 
conTent is fn 3, chapter 9 of Cummins [1989]. However, 
Cummins' treatment of narrow conTent is radically different 
than mine. 

28I t might be wondered why I haven't grounded narrow 
conTent in the functional equivalence which no doubt obtains 
between doppelgangers, thereby obviating the need for 
qualitative content altogether. My reasons for not doing so 
are involved, taking us well beyond the present state of the 
discussion. They can be found in Complaint #3 of section 
4.10. 
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4 

PERSPECTIVAL JUSTIFICATION 

Reasoning is more like 

riding a bicycle than it 

is like being in the 

navy. 1 

John Pollock 

4.1. Opening Remarks: the Direct Approach. 

I turn now to the task of theory construction and 

assessment. In this chapter I hope to sketch the truth 

about perspectival justification. To do so I shall need to 

consider theoretical, and meta-theoretical issues. The 

former sort of considerations turn on the structure 

manifested by perspectival justification; the latter sort of 

considerations turn on meta-issues surrounding the nature 

and acceptability of the proposed reduction. Neither of 

1Pollock [1986] p.129. 
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these areas will be uncontroversial, but I hope to persuade 

on all fronts. I begin with the structure of perspectival 

justification, turning in section 4.8 to meta-theoretical 

issues. 

4.2. History and the Basing Relation. 2 

I need to make two distinctions concerning theories of 

justification. The first centers around temporal 

considerations and the second around the basing relation. I 

make the distinctions by posing a couple of questions and 

then looking at how one might answer them. 

Question 1: are diachronic considerations essential for 

fixing the epistemological normative facts? 

possible answers to Question 1: There are 

epistemologist who believe that all factors determining the 

application of epistemic normativity at a time are "fully 

present" at that time. 3 So for example: if SiS belief P is 

justified at t then this will be fully explicable in terms 

of factors obtaining at t. I shall call such theories 

'instantaneous theories of justification.' still other 

21 would like to thank Douglas Ehring for helpful 
discussions about causation and historicity. 

3Descartes' [1954] can be plausibly interpreted as having 
held something like this. See also Foley [1987], Kvanvig 
[199?] and Lehrer [1990]. 
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epistemologists believe that not all factors determining the 

application of epistemic normativity at a time are "fully 

present" at that time. So for example: if SiS belief P is 

justified .at t, then this will be explicable at least partly 

in terms of factors obtaining at some earlier time t*.4 I 

shall call such theories 'historical theories of 

justification. ' 

Question 2: when SiS belief P is justified because it 

is based on reasons R,s does this entail that SiS belief be 

causally connected with R? In other words, is the basing 

relation a causal relation? 

possible answers to Question 2: there are 

epistemologists who believe that the basing relation is, at 

bottom, a special sort of causal relation. 6 So for 

example: if SiS belief P is justified at t because S bases 

41 suppose that it's possible to claim that a belief is 
justified at t because of facts about some future time t*, but 
I'm unaware of any such theory in the literature. For 
exemplar theories making essential use of causal/historical 
considerations see Goldman [1988], Pollock [1986] and Swain 
[1981] • 

5 'Reasons , here should be understood to cover all 
doxastic and subdoxastic states. Not only are beliefs and 
desires reasons, but so are percept tokens, feels, and 
tickles. Qne of the very first persons to explicitly 
emphasize the fact that reasons for belief states are 
themselves psychological states, as opposed to the objects 
which are the content of those states, was Joseph Tolliver in 
his Ph.D. dissertation. 

6See Goldman [1988], Pollock [1986], and Swain [1981]. 
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his belief on reasons R, then this will be so at least 

partly because an appropriate causal relation obtains 

between this mental state and SiS evidence for it. I call 

such theories 'causal-basing theories of justification.' 

still other epistemologists deny that the basing relation 

is, at bottom, any sort of causal relation. 7 So for 

example: if SiS belief P is justified at t because S bases 

his belief on reasons R, then it is still possible for there 

to be no causal connection whatsoever between Rand SiS 

belief P. For reasons which will become evident in a 

moment, I call such theories 'appreciation-basing theories 

of justification.' 

These categories are usually run together in the 

literature. Epistemologists tend to be causal-basing 

theorists iff they are historical theorists; and they tend 

to be appreciation-basing theorists iff they are 

instantaneous theorists. 8 John Pollock, Marshal Swain, and 

7See Foley [1987], Kvanvig [199?], and Lehrer [1990]. 

8Naturally, various theories of causation have differing 
implications for how a causal theorist will approach the 
question of historicity. If you allow "simultaneous 
causation" and "cross-temporal causation" then you can fall 
into either the instantaneous or historical category. But if 
you only allow one or the other, then your options become more 
restricted: cross-temporal causal theorists are compelled by 
their notion of causation to fall into the historical 
category; and it is difficult to imagine why a synchronic 
causal theorist falling into the historical camp. I shall not 
attempt to fully address all motivated positions in space 
here. For one thing, it seems to me that the theory of 
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Alvin Goldman are exemplar epistemologists of the former 

sort. Keith Lehrer, Richard Foley, and Jon Kvanvig are 

exemplar epistemologists of th.e latter sort. There is, 

nevertheless, no need to run them together. We have four 

theoretical possibilities: 

Instantaneous Historical 

-: .... 

causal- I I Pollock I 

basing ~ :ex: ~ «: Swain I 

theories I I Goldman I 

I I I 

I(a) I(b) I 

t: :: .--: ..... ,...;,::. 

I Lehrer I I 

appreciation- 3§; 
:;:: Foley I 

» 
~ 

basing ;a: 
:::: Kvanvig I I 

theories 0;.':: 

:e:: I I 

I(c) I(d) I 

~. ·X 

Here upper-tier theorists insist that the basing relation is 

a causal one, while lower-tier theorists deny this; port-

side theorists insist that the justification facts at a time 

are all determined by other facts obtaining at that time, 

causation you choose should not be the crux of the matter as 
to either justification I s historicity, or the basing relation. 
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while starboard-side theorists deny this. I believe there 

are intelligible reasons for being in all of these 

categories. I shall be arguing eventually for the view that 

causal/historical considerations are essential to the 

correct theory of perspectival justification. This will 

afford me the opportunity to ground both personal and 

doxastic normativity in that normativity attaching to 

doxastic state-transition. 

Let me proceed via an assessment of the reasons adduced 

by those epistemologists in category (c) for denying the 

propriety of category (b). This is a reasonable way to 

proceed since category (b) is the closest of the four to 

common sense. We do, for example, ubiquitously claim that 

beliefs are justified (or not) because of the impeccable (or 

nutty) way in which they were acquired; and it quite 

intuitive that the acquisition process is a causal one. So 

the basing relation looks at first blush to be a causal 

relation. (c)-theorists recognize this. In discussing what 

he considers a "causal/historical fallacy" concerning the 

basing relation, Lehrer writes: 

It is easy to see how the fallacy arises. When a 

person's justification for her belief is based on 

evidence, then she believes what she does because 

of the evidence. This suggests a causal account 



of what is involved when the justification of a 

belief is based on evidence. 9 

However, Lehrer and others think that causal/historical 

considerations are not essential to determining the 
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justificatory status of beliefs, even though they adhere to 

a positive basing requirement. They have basically a couple 

of reasons for thinking this: first, they believe that it is 

sUfficient to base your belief P on reasons R that you 

"cognitively appreciate" the fact that R is good evidence 

for P; and second, such appreciation can happen without any 

sort of causal connection obtaining between the evidential 

base and that which rests upon it. The generalized version 

of such arguments is given by Richard Foley, though the 

initial thought experiment and idea is due to Keith 

Lehrer. 10 I shall begin by assessing Foley's views, for 

through their critique we shall see a profound sense in 

which rationality depends upon causality. Then I shall turn 

to Lehrer's views and a further discussion of the basing 

relation. 

9Lehrer [1990] p.169 (emphasis Lehrer's). 

101 refer of course to the notorious gypsy-lawyer case 
which originally appeared in Lehrer [1970] and then in Lehrer 
[1974] pp. 124-125. Various versions of this case appear in 
this later writings; cf. Mr. Raco in Lehrer [1990]. The 
general version appears in Foley [1984] and Foley [1987], 
chapter 4. 
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But notice: Lehrer has already uncovered a condition of 

adequacy on any theory of the basing relation. Any adequate 

theory of the basing relation must entail that S's mental 

state M2 is based on his mental state Ml only if the latter 

explains the former. So, if M2 really is based on Ml, then 

the correct response to 

Why is S in M2? 

must be 

Because S is/was in Ml? 

This is important. It will turn out that appreciation-

basing theorists propose thought experiments to support 

their theory which do not meet this requirement. 

4.3. The Generalized Appreciation Argument. 11 

Borrowing a case from Firth,12 suppose that the redoubtable 

Sherlock Holmes, and his faithful but dim assistant watson, 

are together assessing the clues at the scene of a murder. 

Holmes notices all the crucial facts, such as the position 

of the body, the time of the murder, etc, and he points them 

11The argument of this section is essentially that 
presented in Sturgeon [1987], p.63. That argument was aimed 
at Foley [1984]; Foley's position has been slightly modified 
in the chapter entitled 'Epistemic Luck' of Foley [1987]. 
This section cuts against both versions of his position, and 
as far as I can see any conceivable variant. 

12Firth [1978]. 
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out to Watson. Holmes realizes, on the basis of these 

clues, that the coachman is guilty. Watson on the other 

hand does not "make the connection" between these clues and 

the guilt of the coachman, though he nevertheless comes to 

believe that the coachman is guilty. As it happens Watson 

is overly suspicious of coachmen. 

This is a straightforward case in which a causal basing 

relation would seem to explain why it is that we feel 

Holmes' belief is justified while Watson's is not. 13 since 

Holmes' assessment of the evidence causes him to believe 

that the coachman is guilty, his belief is properly based 

and hence justified. watson though does not enjoy this 

status. His indictment of the coachman came from general 

suspicions and not from the evidence; and for this reason 

the resulting belief is epistemically deficient. 

Or so it would seem. 

Foley's response to this is two-pronged. The first 

prong consists in the attempt to locate some flaw in 

Watson's doxastic system at the time he believes the 

coachman to be guilty, only to blame this contemporaneous 

fact for the epistemologically degraded status of his 

belief. The second prong consists in an attempt to escape 

the obvious rejoinder to the first prong. It is my response 

13Technicalities aside, this was the point Firth was 
trying to make. 
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to the second prong which I believe clarifies and 

crystallizes the connection between rationality, causation, 

historicity, and the objects of epistemic appraisal. 

Foley initiates the first prong as follows: 

even if it is granted that Watson lacks an 

important kind of epistemically rational belief, 

it need not be granted that the explanation for 

this has to do with the history of Watson's 

belief .••. the irrationality that intuitively 

seems to attach to [his] belief can be accounted 

for without citing the history of the belief in 

question and without citing any other causal or 

historical consideration ...• 

My suggestion is that ... there is something 

about [Watson's] present beliefs that taints the 

epistemic rationality of his beliefs. Watson ... 

does not understand how his evidence indicates 

that it is the coachman who is guilty ... 

The irrationality of [Watson's belief] can be 

accounted for straightforwardly in terms of a 

nonhistorical sense of rational belief-- a sense 

of rational belief that requires a person not only 

to have adequate evidence for his belief but also 
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to appreciate at least roughly how this evidence 

[supports his belief] .. 14 

This is the general strategy of the appreciation-basing 

theorist. The idea is to locate the distinction between 

those who "properly base their belief" and those who do not 

in the fact that the former "appreciate their evidence at 

the time of belief," while the latter do not. Roughly then, 

this theorist maintains that S bases his belief P on reasons 

R at t exactly when (1) S believe::; P at t, (2) S "has" R at 

t, and (3) S believes, at t. that R is sufficiently good 

evidence for p.15 This idea entails that the basing 

relation is an "instantaneous relation," and hence that 

starboard-side theories are not foisted upon us simply 

because justification is partly determined by how reasons 

are based. 

There is an obvious objection to this theory. The 

objection goes as follows. It is possible to construct 

cases in which someone S satisfies conditions (1)-(3) but 

who intuitively does not base his belief on his reasons R, 

and this because SiS satisfying condition (1) is not 

"causally connected" with his satisfying conditions (2) and 

14Fol ey [1987] pp.180-181. 

15compare Foley [1987] pp. 180-181. Again, (2) is 
formulated as it is to leave open the possibility that 
sUbdoxastic states can properly function as the basis of 
belief. 
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(3). Intuitively: S may believe at t that R is sufficiently 

good evidence for P, may "have" R at t, and may indeed 

believe P at t; but unless the former is causally 

responsible for the latter being the case. then S simply has 

not based his belief on his appreciation of the evidence. 

Hence, SIS belief P would not be justified. 16 

If our discussion is not to devolve into simple 

intuition bashing the (c)-theorist must argue for the view 

that this objection is ill-conceived. What must be 

established is that it is not correct, in cases where the 

causal connection is missing between the evidence and the 

belief upon which it is based, to say that the belief is not 

based on the evidence. Further, (c)-theorists cannot appeal 

to historical and/or causal facts in plumping for the view 

that the belief in question is indeed appropriately based. 

They have, basically, only one weapon in their arsenal: 

feel. Not surprisingly that's what they use. 

Foley asks us to construct pairs of phenomenologically 

indistinguishable cases, one of which exhibits the 

16In sturgeon [1987] I made the mistake of running 
together issues surrounding causal-basing theories with issues 
about historicity. In his [1984] and his [1987] Foley 
continues to run these issues together. They are distinct 
issues however, and it is important to keep this in mind 
during the ensuing discussion. 
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ostensibly requisite causal relation, and the other of which 

does not. 17 Take the following two scenarios: 

Case 1: suppose that during the initial stage of inquiry 

Holmes gathers all the clues about the position of the 

corpse, the time of day, and so on, and that this in turn 

causes him to believe that all these clues are sufficient 

evidence for indicting the coachman. Suppose further that 

all of this together causes him to believe that the coachman 

is guilty. So in the end he has certain evidence, believes 

it to be sufficient for proving the coachman's guilt, and, 

indeed, believes that the coachman is guilty. Intuitively, 

Holmes' belief is justified. 

Case 2: now suppose Holmes to be in a phenomenologically 

indistinguishable scenario in which he is not caused to 

believe the coachman is guilty by his having garnered the 

clues and come to think of them as sufficient for 

indictment. Here we may suppose that Holmes' belief is 

caused in some wayward or aberrant fashion, but that this 

fact is completely undetectable from Holmes' point of view. 

Now, the intuition Foley invites us to share is this: 

since the second situation is [from Holmes'] point 

of view indistinguishable from the first ..•• my 

suggestion is that we should conclude that these 

17Cf. Foley [1987] chapter 4, passim. 
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situations are epistemic twins •... any belief that 

is doxastically rational for [Holmes] in [Case 1] 

is doxastically rational for him in [Case 2].18 

And since such hypothetical can be constructed for any 

causal requirement one might think of, Foley concludes that 

there is no epistemic sense of rational belief in 

which a necessary condition of SiS rationally 

believing £ is that his belief have an appropriate 

causal history ... and this is so regardless of any 

differences there might be in the histories of the 

beliefs in the two situations. 19 

Of course this is just what an appreciation-basing 

theorist ought to think. If all historical and causal 

considerations are irrelevant then there's nothing left to 

determine justification other than phenomenology. In 

contrast, I claim this diagnosis must be wrong precisely 

because it entails that justification is completely 

determined by phenomenological properties (and perhaps their 

18Fol ey [1987] p.186. 

19Fol ey [1984] pp. 116 and 121; see also Foley [1987] 
p.186ff. 
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establish this by constructing my own two cases: 

Case 1*: suppose that S garners some evidence E which in 
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turn causes him to believe that E is sUfficient evidence for 

some proposition P. This belief causes him to believe P. 

The idea is that S has done some routine reckoning, that 

this reckoning is causally mediated, and that the reckoning 

is reasonable partly because of this mediation. Hence, SIS 

belief P is justified. 

Case 2*: we now suppose S to be in a phenomenologically 

indistinguishable scenario. Were we able to transport S 

from Case 1* to Case 2*, and perhaps back again, he would be 

clueless. We may even suppose that the brainstates of S are 

at all times identical in the two cases. What distinguishes 

Case 1* from Case 2* are the nomic relations which obtain. 

More specifically, suppose that in Case 2* SIS brain is 

20NoW, given my critique of reliabilism, it might 
reasonably be suspected that I would favor such a 
"perspectival" theory of the basing relation. I do not. For 
this reason I have avoided traditional epistemic labels such 
as "internalism" and "externalism." The former is used by 
epistemologists to denote those who think all facts which 
determine justification must be "directly accessible" to the 
agent, and the latter is used generally for any position which 
denies this. I find these labels terribly misleading. For 
one thing, I believe certain causal facts help determine the 
justification facts, and that such causal facts are not always 
"directly accessible" to the agent. It does seem to me though 
that the facts relevant for determining perspectival 
justification are "in the head," and hence in some sense are 
not external to the agent. 
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causally influenced by a particular computer keyboard. We 

stipulate the following: that key-strikes and only key

strikes causally influence SIS brain, that there is a rabid 

monkey-- foaming at the mouth say-- who furiously bangs away 

on the keyboard, and that it is simply a cosmic accident 

that cases 1* and 2* are indistinguishable from SIS 

perspective. 

manipulation. 

Now by hypothesis S is unaware of the mental 

For that matter so is the monkey. S might 

even believe in both these cases that his belief P is caused 

by his noticing that E is good evidence for P. In the first 

case he'd be right, and in the second case he'd be mistaken. 

NOw, since Case 1* and Case 2* are phenomenologically 

indistinguishable the appreciation-basing theorist is 

constrained to view the mental states involved as 

epistemically indistinguishable. Such a theorist must hold 

that SIS belief P is justified in Case 1* iff SIS belief P 

is justified in Case 2*. That is clearly unacceptable. For 

though S is not being unreasonable in Case 2*, he is not 

being reasonable either. The fact of the matter is that no 

one is reasoning in Case 2*! No beliefs are based on other 

beliefs, no inferences are drawn, nothing. Each mental 

state is independently created and coincidentally "hung 
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SiS beliefs are neither justified nor unjustified in Case 
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2*. It follows that phenomenological equivalence does not 

guarantee justificatory equivalence, and that "feel" does 

not (by itself) determine perspectival justification. 

What's really interesting about this case is that it 

shows how reasoning is epistemically assessable only if 

there is a certain sort of "cognitive causal autonomy" on 

the part of the reasoner. I shall call this simply 

'cognitive autonomy' for short, and will be more specific 

about the nature of this causal relation in a moment. For 

it turns out that it is a very special sort of causation 

that underwrites cognitive autonomy. 

It is my view that Foley in particular, and 

appreciation-basing theorists generally, have things exactly 

wrong: any epistemic sense of rational belief has a causal 

requirement as a necessary condition, viz. that requirement 

sufficient to secure cognitive autonomy. Reasoners are 

reasoners as opposed to mere phenomenological repositories 

in virtue of being "autonomously glued together." vitiate 

this autonomy and the theory of perspectival justification 

21To make this even more vivid, suppose that each key
strike is not associated with the production of a full-scale 
propositional attitude, but rather for only a part of one. So 
the evidential states, the doxastic attitude about their 
relation to P, and the belief P itself is each "patched 
together" coincidentally due to several monkey-finger actions. 



no longer applies. That theory is a theory of cognitive 

agents, and perforce such agents are cognitively 

autonomous. 22 

It might be objected that I have run together issues 
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here which need separation. The idea would be to claim that 

what "really" follows from the thought experiment is not 

that appreciation-basing theories are false, but rather that 

not all instance of the schema 

S is justified in believing P iff SiS belief P is 

justified 

are true. The argument goes as follows: the intuition that 

S is not reasoning in Case 2* is strong, whereas the 

intuition that SiS beliefs are non-justified is appreciably 

weaker. Hence if we pull apart personal justification from 

doxastic justification we can accommodate this disparity. 

Since S is not reasoning in Case 2* it is false that S is 

justified in believing P at t. However, SiS belief P is 

justified in Case 2*; it is justified on the basis of his 

noticing that E is good evidence for P. 

22My views on cognitive autonomy should be strictly 
distinguished from the sort of "doxastic voluntarism" which 
epistemologists such as John Heil seem to favor. See Heil 
[1983]. I do not view belief formation as voluntary in the 
sense that we choose what to believe. I do think reasoning is 
something we do, however, and perhaps even do intentionally. 
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I do not share these intuitions (though ~hat's not 

important). For one can make explicit why this objection 

fails. The monkey thought experiment shows, I believe, many 

things about the structure of perspectival justification, 

the role causation plays in rational thought, and the basing 

relation. One thing it shows is that the basing relation is 

causally realized. The appreciation-basing theorist must 

deny this, and claim that SIS belief P is actually based on 

his noticing that E is good evidence for P. 

Is it? No. Recall our adequacy condition for theories 

of the basing relation. Whenever SIS mental state M2 is 

based on his mental state Ml, we must be able to answer the 

question 

Why is S in M2? 

with the response 

Because he is/was in Ml? 

As Lehrer himself put it, 

When a person's justification for her belief is 

based on evidence, then she believes what she does 

because of the evidence. 23 

But ex hypothesi S does not believe P because he believes 

that E is good evidence for P. Hence SIS belief P is not 

based on his belief that E is good evidence for P. In fact, 

23Lehrer [1990] p.169 (emphasis Lehrer's). 
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S does not believe P "because of" anything internal to S. 

So SIS belief P is not based on anything internal to S. If 

it is based at all, in the requisite sense, it would appear 

to be based on a key-strike from the rabid .. monkey, as are 

all of SIS mental states. But surely this is just the sort 

of feature which explains why SIS mental states are not 

subject to epistemic appraisal. 

Hence, we can say not only that lower-tier theories are 

incorrect, but we can now say expressly why: causal-basing 

theorists wish to account for the basing relation between 

mental states via some non-doxastic relation obtaining 

between them. Appreciation-basing theorists deny the need 

for any such relation. This denial means either one of two 

things: either the appreciation-basing theorist simply 

denies the need for a basing relation in a completed 

epistemology, or she is attempting to provide an alternative 

account of the basing relation. Such an account would 

merely require an additional doxastic state the content of 

which posits an evidential connection between the original 

two mental states. What our example shows is that neither 

of these positions is acceptable. For the example 

illustrates first, that the basing relation is an integral 

part of that cognition which forms epistemology's subject 

matter. It is the thread out of which our cognitive fabric 

is held together~ and as such its defining characteristic is 
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the ability to underwrite explanation. But the example also 

illustrates that doxastic facts alone cannot guarantee that 

this be done. Only cognitive autonomy can guarantee that an 

"inner" explanatory story is to be had, for better or worse. 

Thus the basing relation cannot be a mere cluster of 

doxastic facts. 

4.4. Psychotherapy for the Gypsy Lawyer. 

Appreciation-basing theories are rooted in a thought 

experiment constructed by Keith Lehrer. Other than 

Gettier's famous thought experiments, and of course those 

from The Meditati~ns, no thought experiment has been more 

discussed in the contemporary literature on justification 

than the case of the gypsy lawyer. It is an intricate and 

delicate thought experiment, so I take the liberty of 

quoting at length: 

Imagine a ... lawyer who happens to be a gypsy with 

the gypsy's traditional reverence for reading the 

cards. [The gypsy lawyer] has a client who 

appears guilty to the impartial observer. In 

fact, imagine that eight murders have been 

committed, all of them alike, carried out with the 

same sort of weapon under the same circumstances. 

There is no doubt about the fact that seven of 
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these murders were committed by the client: that 

is conclusively established, and the eight is like 

the other seven in every detail. The crimes are 

hideous, and it is assumed by all concerned 

including the [gypsy] lawyer that his client 

committed the eighth. However, one evening the 

lawyer is checking with the cards, reading them 

with gypsy skill and conviction, when the cards 

tell him that his client is innocent of the eighth 

murder though guilty of the others. He never 

doubts the cards. His conviction of innocence 

leads him to reconsider the evidence. He 

discovers a valid though complicated line of 

reasoning from the evidence to the conclusion that 

his client did not commit the eighth murder. 

Because the line of reasoning is complicated, 

others, impressed by the similarity of the crimes 

and eager to believe that the agent of them has 

been apprehended, refuse to accept the lawyer's 

cogent reasoning. Nevertheless, he sincerely and 

correctly maintains that, on the basis of the 

evidence, he knows his client is innocent of the 

eighth murder. He freely admits, however, that 

the evidence which he claims shows that he knows 

his client to be innocent of that crime is not 
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what convinced him of the innocence of his client, 

and, indeed, would not convince him now were he 

not already convinced by the cards. He agrees 

that it is extraordinarily difficult to be 

convinced by the evidence because of the emotional 

factors surrounding the crime. The evidence is 

quite conclusive, as shown by his complicated 

chain of reasoning, but even he would find himself 

unable to believe his client could be innocent of 

that eighth murder were it not for the fact that 

the cards told him it was so •.•. His conviction 

could not be increased by his consideration of the 

evidence because he was already completely 

convinced. On the other hand, were his faith in 

the cards to collapse, then emotional factors 

which influence others would sway him too. 

Therefore, the evidence which completely justifies 

his belief in the cards explains that, and the 

evidence in no way supports, reinforces, or 

conditionally or partially explains why he 

believes as he does.~ 

~Lehrer [1974] pp. 124-125. 
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Well, why should a causal-basing theorist worry about this 

case? Such a theorist should worry only if Lehrer maintains 

both 

(1) 

and 

(2) 

that the gypsy lawyer believes that his client is 

innocent on the basis of his reconsideration of 

the evidence, 

that the gypsy lawyer's reconsideration of the 

evidence 'in no way supports, reinforces, or 

conditionally or partially explains why' he 

believes that his client is innocent. 

That (2) is intended by Lehrer is obvious. But his 

commitment to (1) is not so obvious. Lehrer does commit 

himself to the view that 

on the basis of the evidence [the gypsy lawyer] 

knows his client is innocent of the eighth murder, 

and in so far as this entails (1) Lehrer is committed to 

both (1) and (2). But it is not obvious that it does entail 

(1). For it is not obvious how to interpret the locution 

on the basis of the evidence S knows P. 

If this locution entails that the basing relation obtains 

between SiS belief P and the evidence, then the gypsy lawyer 

is a threat to causal theorists. If not, then the thought 

experiment is simply a non sequitur. For Lehrer's case to 
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be "on topic" we must agree that the gypsy lawyer bases his 

belief on his reconsideration of the evidence. Does he? 

No. Nor does the case pass Lehrer's own adequacy 

condition for theories of the basing relation. For when we 

ask 

Why does the gypsy lawyer believe that his client 

is innocent? 

it is simply wrong to respond with 

Because of his reconsideration of the evidence. 

Lehrer constructs the case so that this response will be 

wrong. So one wonders what he had in mind. 

I believe that Lehrer is trying to have it both ways: 

on the one hand, he wants to deny the claim that the basing 

relation is causal, but on the other hand his counterexample 

doesn't seem to involve the basing relation. Obviously, 

what is tendentious about the case is the claim that the 

lawyer believes on the basis of the evidence. Some 

philosophers deny this vis-a-vis the latter part of the 

story. This is to claim that (1) does not fallout of the 

thought experiment. Other philosophers accept (1) as an 

implication of the case and are thereby forced to rethink 

the basing relation. I am plumping for the first 

interpretation, and supporting this view with considerations 

about how to explain why the lawyer believes what he does. 
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What is slightly more plausible, it seems to me, is to 

maintain that the gypsy lawyer knows because of his 

appreciation for evidence. where this does not entail that 

the basing relation obtain between his belief about his 

client and his belief about the evidence. This would 

relocate the import of the gypsy lawyer case. On this 

reading, the case does not show that the basing relation is 

non-causal, but rather that the basing relation is not 

necessary for knowledge! 

For now, however, I wish to submit the following 

"diagnosis" of the Appreciation-basing theorist's position: 

the strategy is seductive due to an ambiguity in the notion 

of "appreciation." To say that someone "appreciates" the 

evidence can mean two very different sorts of things. On 

the one hand, it can simply mean that the person has an 

occurrent doxastic state about the evidence, say to the 

effect that it indicates one thing or another. Call these 

'doxastic appreciations.' On the other hand, the locution 

has a causal/functional usage, indicating that the person 

uses the evidence in a certain (appropriate) way, that the 

evidence plays a certain inferential role for the person, 

and so forth. Call these 'causal appreciations.' The 

confusion gets going because causal appreciations amount to 

non-occurrent versions of doxastic appreciations. When some 

evidence plays a certain role in a person's cognitive 
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economy, then this itself is a realization of the person's 

tacit belief that the evidence indicates this or that. But 

notice: while causal appreciations entail tacit doxastic 

states, doxastic appreciations do not entail the relevant 

sort of causal dispositions. One can explicitly believe 

that the evidence indicates this or that, while studiously 

avoiding appropriate inference and action. 

The doxastic gambit seems plausible then for the 

following reason: when evidence plays the sort of causal 

role that the causal theorist claims indicative of the 

basing relation, it's correct to claim that the person 

"appreciates" the evidence. The gambit seduces by 

substituting a doxastic appreciation for this causal one, 

removing the functional facts, and yet retaining the claim 

that the basing relation obtains. This is a mistake, though 

difficult to see due to the just-noticed ambiguity. 

4.5. structure of Justification I: Unifying the categories. 

For a while I thought that the monkey experiment showed all 

categories save (b) must be incorrect. I initially took the 

experiment to refute instantaneous theories in addition to 

appreciation-basing theories. This is a mistake, turning in 

part upon my having left a certain issue latent in the 

discussion (and in my thinking!). We shall need to be more 
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specific about which objects of appraisal are being 

discussed. 

Recall the three major objects of epistemic appraisal: 

beliefs, believers, and state-transitions. We want the 

theory of perspectival justification to underwrite 

assessments such as these: 

( i) 

(ii) 

(iii) 

S is justified in believing P at t 

SIS belief P is justified at t 

SIS inference from his belief P to the belief Q is 

justified ;25 

but we should not assume a priori that it will do so in a 

unified manner. About all we can be sure of is that 

completed theories of the second and third category will fix 

the boundaries within which an acceptable theory of 

cognitive agents will lie. For it is rather inconceivable 

that a cognitive agent's epistemic should be determined in 

ways different than those employed in the assessment of his 

beliefs and inferences. 

Although the monkey thought experiment and ensuing 

discussion indicate that "merely feel" theories fail 

generally, perhaps the port/starboard debate will 

25category (iii) should be liberalized somewhat to entail 
that the cognitive moves from sUbdoxastic states to doxastic 
states are scrutinized as well. Whenever I say 'doxastic 
state-transition' in the text I should be understood to 
include sUbdoxastic-to-doxastic transitions as well. 
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nevertheless fragment along these categorical lines. Such a 

fragmentation might leave us with an Instantaneous theory of 

believers and beliefs, and an Historical theory of doxastic 

state-transitions. It might be thought that the theory of 

state-transitions will of necessity be an Historical theory. 

This is also a mistake. To say that a theory is an 

Historical theory is to say that in assessing an object, the 

theory need essentially appeal to facts antecedent to that 

object's existence. This allows for the "object" in 

question to be a temporally extended one, such as a state

transition, as well as an instantaneous one, such as a 

belief state. In either case the criterion for a theory's 

historicity is as follows: find the earliest moment 

"occupied" by the object in question, and if one need look 

further into the past to locate facts which determine that 

object's epistemological status, then the theory of such 

objects is historical. If not, it is an Instantaneous 

theory. 

What the monkey example shows, and the only thing it 

shows, is that causation permeates rationality primarily 

because evidential relations are causally mediated. It does 

not guarantee that it so permeates in a way which renders 

theories of any of these categories Historical. Some other 

argument will be needed for that. It might very well be 

that all evidential support is causally mediated, but that 



the salient causation is always "simultaneous." To rest 

with category (b) we need to not only motivate causal 

relations, but historical ones as well. 
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I shall proceed in the following manner. First, I 

shall argue for the view that the theory of doxastic state

transitions is Instantaneous. Next I shall argue that the 

theory of beliefs and believers is Historical; and finally I 

shall tie the theory of beliefs and believers to the theory 

of doxastic state-transitions. The result will be a unified 

account. Remember that I am not. at this time, trying to 

provide a reduction of perspectival justification. For the 

moment I am merely constructing views on the structure and 

interdependence of theories of beliefs, believers, and their 

inferences. Hence I shall unabashedly help myself to 

intuitions about the justificatory status of inferences and 

beliefs, without locating the non-normative facts which 

determine this status. Later in the chapter I shall state 

and defend the intended reduction. 

So I begin with state-transitions. These entities are 

"mental moves" from one (doxastic or subdoxastic) mental 

state to another, and as such they are extended in time. I 

have already mentioned that this alone does not mean their 

theory will be Historical. Such state-transitions are 

input/output processes with mental states going in and 

coming out. I shall for the moment assume that the inputs 
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eventually prove important. 
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Take an arbitrary state-transition T. T will be 

"spread out continuously" from some time t1 to another time 

t2. For the theory of state-transitions to be Historical it 

will need to look at facts obtaining at an earlier time than 

t1 so as to assess the epistemic propriety of T. My 

suggestion is that there will be no need to do this. In the 

last chapter I suggested a principle indicating certain 

facts which do help determine the epistemic status of a 

state-transition. such status was there labelled 

'diachronic status' since state-transitions are temporally 

extended: 

The Connection Principle: the diachronic status of 

a bit of reasoning is (in part) a function of the 

content of the mental states in question. 

In other words, when T consists in a move from mental state 

Ml at time t1 to M2 at time t2, then part of the reason that 

it is either justified or unjustified will be the 

perspectival content of M1 and M2. This is not the whole 

story however. 26 Another essential ingredient for 

determining the epistemic status of T will be the sort of 

causal connection between the M1-state and the M2-state. 

26Hence the parenthetical caveat. 
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This is what the monkey example is intended to show, and it 

is worth quite specific comment. 

simply having contenfully related states supersede one 

another does not guarantee that inferences are being drawn. 

More importantly, simply having contenfully related states 

cause one another does not guarantee that inferences are 

being drawn. What we need is a special sort of causation, 

one sensitive to the contentful features of its relata. It 

is now time for me to be explicit about this. What we need 

is something I think of as content-causation. This latter 

notion is the "causal glue" that I have been trying to 

emphasize all along: roughly, state-transitions are subsumed 

by the theory of perspectival justification only if the 

output state was caused by the input state "as a result of" 

the content of the states involved. 27 So when Watson 

27And similarly, I should think, for simultaneous causal 
basing relations. When state M1 is causally based at t on 
state M2, then this causal relation should obtain in virtue of 
the content of M1 and M2. 

It is difficult to say with precision the kind of content 
sensitivity that a causal medium must exhibit in order to 
realize content-causation. I shall not try and provide 
anything close to an account of content-causation. Nor do I 
think believe this to be a problem. The notion is strongly 
motivated by thought experiment, and all causal notions 
motivated by philosophical reflection prove notoriously 
recalcitrant under philosophical analysis. There is nothing 
special about content-causation in this regard. Causation 
itself exhibits just this sort of primitiveness. 

However, the rough I idea is clear enough: when a mental 
state M1 causes another M2, and the former has content C1 and 
the latter content C2, then the causal influence between them 
is content-causation provided that ceterus paribus, the causal 



185 

infers that the coachman is guilty because he believes that 

all coachman are guilty, then the explanation for why it is 

that the coachman is guilty which gets inferred is that the 

inferential base is that all coachmen are guilty.28 

This suggests that the facts which determine the 

epistemic status of a particular state-transition are of two 

sorts: the perspectival content of the mental states 

involved, and the sort of causal relation which obtains 

between them. My view is that this is correct and that the 

theory of state-transitions will therefore be an 

Instantaneous theory. 

Let us consider some thought experiments which indicate 

that historical facts are irrelevant to the assessment of 

state-transitions. My strategy will be to construct cases 

in which the state-transition is obviously acceptable, and 

then try and vitiate this status by changing historical 

facts. I take it that historical facts are irrelevant if 

their manipulation cannot effect the epistemic status of 

that which follows them. 

relation would not have obtained between M1 and M2 if their 
content had been different. It should be more than obvious 
that the content in question here is would have to be the 
narrow conTent of chapter 3. 

280 f course these 'that' -clauses should be interpreted 
perspectivally, and not understood as singular terms for 
essentially truth-theoretic propositions. 
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so, suppose an Austrian named 'Georg' travels to 

America for the first time and is buying cheese at the 

supermarket. Georg looks in the display case, only to sense 

an orange object marked 'sharp cheddar cheese.' This causes 

an inference the output of which is the belief that sharp 

cheddar cheese is orange. This, in turn, causes another 

inference the output of which is the belief that not all 

cheese is white. 29 Now it might be thought that historical 

facts are irrelevant for deductive inference while highly 

relevant for inductive inference. Fair enough. Consider 

the first inference of the thought experiment. When faced 

with a sign reading 'sharp cheddar cheese' Georg infers that 

sharp cheddar cheese is orange. This seems reasonable. But 

what if Georg believed that the cheeses were intentionally 

mislabelled? Wouldn't the inference then be unjustified? 

Yes, but this scenario does not appeal to an historical 

fact. It appeals to a fact contemporaneous with the input-

state. To show that the epistemic status of the inference 

in question is determined by historical facts one needs to 

manipulate something prior to Georg's sensation from the 

sign. It will not suffice to postulate some doxastic state 

contemporaneous with the sensation which should prompt Georg 

to be suspicious. Such states are not historical to the 

29As one might have thought on the basis of the cheese in 
Austria. 
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st~te-transition and are naturally a part of an 

Instantaneous theory. They are simply the background 

beliefs extant at the initial stage of the state-transition. 

Consider the case in which Georg is told just before 

sensing the sign that the cheeses were mislabelled, and that 

he believes what he is told. In such a case the significant 

fact would not be that he was told this, but rather simply 

that he thinks they are mislabelled when he trusts his 

sensation. This is much more important than it might at 

first appear. The point here turns on an asymmetry between 

positive and negative evidential relations: viz. the fact 

that defeaters defeat no matter their epistemic status or 

origin, whereas positive epistemic status can be conferred 

only if the evidential base itself is epistemically 

acceptable. As we are about to see, this shall force 

theories of belief into an Historical framework. 

Finally, suppose Georg is warned of the labels, say by 

a reliable source, but does not accept what he is told. 

Shouldn't he have distrusted the labels then? and doesn't 

that vitiate the status of the inductive inference? Yes and 

no, respectively. In such a case Georg should have come to 

believe that the cheeses were mislabelled. But he didn't. 

And given he didn't, the inferences which followed were the 

correct ones for him to have made. The best way think about 

why the theory of state-transitions is Instantaneous is that 
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such transitions are "forward looking." They are mental 

moves displaying an hypothetical nature, where the 

hypothesis in question is about the input-state. The 

general cognitive feel can be vocalized this way: 

given the information I currently accept, where do 

I go from here?30 

It is because state-transitions are "forward looking" in 

this way that the their theory need make no appeal to facts 

which predate them. In other words, this is why the theory 

of state-transitions is Instantaneous. I take it that this 

establishes-- as much as anything can be "established" in 

this way-- that the theory of state-transitions is an 

Instantaneous theory. 

Next I wish to address the theory of beliefs. Unlike 

state-transitions, it seems to me that the theory of beliefs 

will be an Historical theory. And at first blush it might 

appear that this is obvious. For one might think initially 

that a belief is justified iff it is the output of a 

reasonable state-transition. But this would be wrong: 

beliefs can become justified after their birth by the 

subsequent acquisition of relevant supporting evidence. So, 

for example, the gypsy lawyer unreasonably believed his 

30It is much more obvious that crazy inferences are blind 
to the facts which antedate them, so I shall not spend time 
arguing the point. 
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newfound evidence. This suggests the following view: 
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a belief is justified at t iff either (1) it is 

the output of a justified state-transition or (2) 

it becomes based at t on some other appropriate 

mental state. 

This is close to correct, but correcting the flaws will 

reintroduce historical considerations surrounding clause 

(2). For consider a person S who at time t comes to believe 

P out of wishful thinking. S is not justified in her belief 

at t. Now suppose that just after this, at t*, S 

whimsically comes to believe Q and at that moment bases her 

belief P on O. Is S justified in her belief P at t*? 

Clearly not. 

To make the example concrete simply modify the gypsy 

lawyer case: suppose the lawyer comes to believe on the 

basis of the cards that his client is innocent at t1, and 

that thereafter, at time t2 say, the lawyer comes to believe 

exactly the same things about the evidence as before, that 

it conclusively establishes his client's innocence in a 

certain way, and so on. But suppose that he believes this 

about the evidence also because of the cards. Change the 

origin of the gypsy's newfound beliefs about the evidence. 

Now the cards provide him with that notorious 'valid though 

complicated line of reasoning from the evidence to the 
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conclusion that his client did not commit the eighth 

murder.' Would the lawyer be justified in believing his 

client innocent at t2, given he based this belief on the 

belief about the evidence conceived at that moment? Surely 

not. The newfound evidence has to be well grounded for it 

to do any acceptable contemporaneous basing. It was so 

grounded in Lehrer's original characterization of the story, 

and this was no accident. This means that positive 

epistemic status is conferred via contemporaneous basing 

only if the genealogy of the evidential base is acceptable. 

Hence, the theory of beliefs will be an Historical theory. 

This last result indicates why the theory of beliefs 

and the theory of state-transitions are inexorably 

connected. There is just one way that a belief can become 

justified, and that is as a result of state-transition. 

Sometimes the belief will be the output of such a transition 

while other times it will become based on such outputs. 

Either way, its epistemic status is critically dependent 

upon that of state transition. 31 

31Strictly speaking, what the texts seems to have 
established is a conditional: if there is cognition antecedent 
to time t, then the justification facts at time t will be 
sensitive to those facts. Nothing in the text speaks to the 
logically possible cases in which there just is no history. 
Suppose, for example, that a doppelganger of yourself were to 
pop into existence at time t. Would your doppelganger's 
beliefs have an equivalent epistemic status as yours? I'm 
inclined to think not, and view the initial conditions as 
neither justified nor unjustified. It seems to me that at the 
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NOw, I shall spend no time motivating the connection 

between that theory which assesses epistemic agents, and 

those theories which assess beliefs and state-transitions. 

For it would be astounding if a person's epistemic status 

were determined by anything other than that of his beliefs 

and of his inferences. And provided that it will not, we 

have achieved the following result: 

a person S is justified at t in believing P iff SIS 

belief P is justified at t iff there is a justified 

state-transition T (or set of such transitions) which 

either has P as the output, or which provides suitable 

grounds for P. 32 

This means that facts about perspectival justification are 

crucially dependent upon evidential relations between 

particular mental states. More specifically, certain facts 

about justification are determined by linear evidential 

relations transmitted by the basing relation. It is this 

idea which drives so-called "pyramid" descriptions of the 

structure of justification, and foundationalist theories 

very instant of conception the beliefs of your doppelganger 
are neither praise- nor blameworthy, and that only subsequent 
states will be assessable. I realize that this view will not 
be unanimously shared though, and I do not claim to have 
established it. 

32The parenthetical remark is needed to cover cases in 
which sufficient evidence to support an unsupported belief is 
accumulated gradually. 
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generally. 33 It is also this idea which certain coherence 

theories of justification deny.34 So by emphasizing the 

importance of such linear evidential relations, and of the 

non-doxastic basing relation which transmits them, I am 

aligning myself to a certain extent with foundationalists. 

However, I do not consider myself a foundationalist in any 

traditional sense of the term, and indeed I endorse key 

elements from both foundationalist and coherence theories. 

The next task for me is to be more specific about this. 

4.6. criteria for a Taxonomy of Theories. 

What are the criteria for distinguishing theories of 

justification? What features make a theory a "foundations" 

theory rather than a "coherence" theory? One fruitful way 

of answering these questions is as follows: 

33See Pollock [1979] and [1986]. 

34Further, there are so-called 'negative theories of 
justification' according to which a belief is acceptable 
unless it is actively undermined by other considerations. 
Such theories find no theoretical need for positive epistemic 
support to be transmitted by a basing relation. Beliefs are 
acceptable unless something calls them into question. I take 
it that our discussion indicates the need for such positive 
transference, and thereby indicates the shortcomings of such 
theories. See Foley R. and R. Fumerton [1982], Foley [1983], 
Pollock [1979] and [1986] chapter 3. 
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a theory of justification is of type X iff it 

provides a sufficient condition in X-terms for an 

arbitrary belief to be prima facie justified. 

So, a foundations theory would individuate some 

"foundationalist condition" and then claim that a belief is 

prima facie justified if it meets this condition. A 

coherence theory would individuate some "coherence 

condition" and then claim that a belief is prima facie 

justified if it meets this condition; and so on. 35 Let me 

gloss these strategies in more detail. 

The basic foundationalist strategy is to locate a 

specific kind belief to function as the "foundation" for the 

edifice of reason. This burdens the foundationalist with 

two general tasks: first, to explicate and motivate which 

sorts of beliefs shall function as a foundation; and second, 

to explain the support relation in virtue of which the 

foundation "supports" the rest of the edifice. Typically 

foundational beliefs are demarcated in terms of some good-

making cognitive property-- e.g. indubitability or 

incorrigibility-- and are then said to transmit this feature 

via the basing relation and specified deductive and 

inductive relations. As an explication of what 

35This criterion allows for the somewhat non-standard 
possibility a theory which is both a foundations and a 
coherence theory. I see no reason to deny this possibility 
from the outset. 
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justification "really is," such a theory would be 

intellectually gratifying only in so far as the good-making 

property is intuitive, and the specified support relations 

intuitively transmit this property. For example, if one 

could find a non-trivial property P of certain propositions 

which explained how belief in them ensured their truth, then 

the following would be an intellectually gratifying 

foundational ism: 

[IF] a belief is justified if it is either a p-belief, 

or is "knowingly deduced" from a P-belief. 

Such a foundational ism would be infallibilistic in the sense 

that any belief which satisfied its foundationalist 

condition would be guaranteed to be true. This is the major 

reason that such a theory would be intellectually gratifying 

as an explanation of justification. It would represent once 

again the strategy of explicating justification via linkage 

to truth. I shall not rehearse the well-known reasons for 

thinking that such foundational isms fail. 36 I do wish to 

point out, however, the most important feature of such 

theories. 

As I shall use the term, a 'pure foundationalist' 

theory of justification locates a "narrow" spectrum of facts 

36For a critique of this sort of theory see Pollock [1986] 
chapter 2, Lehrer [1990] chapter 3, and the references cited 
in both of these texts. 
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in virtue of which a given belief is justified. Such a 

theory proclaims a belief justified iff it is either basic, 

in which case it is justified in virtue of some intrinsic 

good-making feature, or it is "supported" by something 

basic, in which case it is justified in virtue of some 

"narrow pathway of support" terminating in an intrinsically 

justified belief. This means that the facts relevant for 

determining a belief's epistemic status are only those 

associated with the belief itself, and whatever beliefs upon 

which it might be based. Hence, on such a view a belief's 

epistemic status cannot be effected by another mental state 

unless that other mental state stands in the ancestral of 

the basing relation to the belief. 37 I shall refer to such 

theories as ancestral-basing theories to remind us of the 

"narrow ancestral base" upon which the epistemic status of a 

belief is determined. It is this narrowness that coherence 

theories conspicuously lack. 

The basic coherentist strategy is to individuate some 

subset of an agent's mental states which is "wider" than 

that of the foundationalist, explicate a relation of 

coherence into which a belief might stand to such a subset, 

37The ancestral basing relation is the closure of the 
inverse basing relation. So intuitively, if ml stands in the 
ancestral basing relation to m2 then either m2 is based on ml, 
or m2 is based on something which is based on ml, or m2 is 
based on something which is based on something which is based 
on ml, and so on. 
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and then claim that a belief is prima facie justified if it 

coheres with the agent's salient set of mental states. Such 

a theory would be gratifying only in so far as the coherence 

relation specified is intuitively a good-making cognitive 

property. It is much less clear how to specify such a 

coherence relation, for it will need to be both 

intellectually gratifying as an account of what 

justification "really is," and the basis for a notion 

plausibly coextensive with justified belief. Here it is 

edifying to look in some detail at the only theory of this 

sort worked out in detail. 

4.7. Assessing Lehrer's Coherentism. 

Keith Lehrer's coherence theory is comprised of a short and 

dense set of definitions. 38 He defines an agent's 

"acceptance system" as follows: 

D1. A system X is an acceptance system of S if and 

only if X contains just statements of the form-- S 

accepts that p-- attributing to S just those 

things that S accepts with the objective of 

accepting that p if and only if p. 

38The following is the latest published version of this 
theory, so far as I know. It comes from Lehrer [1989]. I 
present here only that portion of Lehrer's theory relevant for 
discussions of perspectival justification. 
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This accomplishes the task of motivating some subset of an 

agent's mental states relative to which coherence is to 

matter. Lehrer's acceptance systems are quite intuitive on 

this score, and we shall see later in the chapter that I 

agree with their deflationary appeal to truth (as should be 

expected from chapter 2). Next, Lehrer provides the 

following definitions: 

D2. S is justified in accepting p at t on the basis of 

system X of S at t if and only if p coheres with X 

of S at t. 

D3. 

D4. 

D5. 

D6. 

S is justified in accepting p at t on the basis of 

system X of S at t if and only if all competitors 

of p are beaten or neutralized for S on X at t. 

c competes with p for S on X at t if and only if 

it is more reasonable for S to accept that p on 

the assumption that c is false than on the 

assumption that ci is true, on the basis of X at 

t. 

p beats c for S on X at t if and only if c 

competes with p for S on X at t, and it is more 

reasonable for S to accept p than to accept c on X 

at t. 

n neutralizes c as a competitor of p for S on X at 

if and only if c competes with p for S on X at t, 

the conjunction of c and n does not compete with p 
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for S on X at t, and it is as reasonable for S to 

07. 

accept the conjunction of c and n as to accept c 

alone on X at t. 

S is personally justified in accepting p at t if 

and only if S is justified in accepting p on the 

basis of the acceptance system of S at t. 39 

What, exactly, do these definitions come to? 

The basic idea is to claim that perspectival 

justification-- which Lehrer calls 'personal justification'-

- is coherence relative to a person's acceptance system 

(07). Coherence with the acceptance system is then 

elucidated in terms of three notions: (1) one proposition 

competing with another on the acceptance system, (2) one 

proposition beating another on the acceptance system, and 

(3) one proposition neutralizing another on the acceptance 

system (D3-6). These latter three notions are themselves 

each explicated in terms of a primitive epistemic relation, 

viz. one proposition being more reasonable to accept than 

another on the basis of the acceptance system. This latter 

notion is not explicated in any other terms. It is a 

primitive building block in Lehrer's construction. 

39Lehrer [1989] pp. 254-255. Lehrer's notion of personal 
justification is the analogue of perspectival justification. 
This is Lehrer's just-inside-the-head notion of justification. 
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It is extremely important to realize what this means. 

since Lehrer takes an epistemic relation to be a primitive 

explanatory tool, his cannot be thought a candidate response 

to our fundamental problem. For our task is to find non

epistemic facts with which to identify the epistemic, and 

definitions Dl-7 simply don't do this. 40 At best Lehrer's 

theory provides a partial reduction of the epistemic in just 

the way that Tarski-style definitions of truth provided a 

partial reduction of that semantic notion. 41 Tarski's 

theory is useful for at least two reasons: first, it 

illustrates precisely how an infinite-listing device can 

function as a predicate within a formal language; but 

second, and much more importantly, it shows how truth for 

sentences is determined by more fundamental semantic facts 

and the structural features of the sentences themselves. 

Lehrer's theory must earn its keep for reasons analogous to 

this last feature of Tarski's theory. D1-7 should be 

considered a serious advance of the discussion only in so 

401 don't mean to imply that Lehrer is unaware of this. 
In Lehrer [1990], p. 127ff, he attempts to mark this fact as 
an advantage of his account. For our purposes however, it 
means that his is not the sort of answer we are looking for. 

41Indeed, I am making a point about Lehrer's theory vis-a
vis the quest for a non-normative theory of the epistemic 
exactly analogous to Hartry Field's complaint about Tarski's 
theory vis-a-vis the quest for a non-semantic theory of truth. 
See Field [1972] and Tarski [1956]. 
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far as they make clear how features "epistemically more 

primitive" than justification combine to determine the 

justification facts. What is clear is that these 

definitions are constructed with this in mind. certain 

features do combine to determine the justification facts. 

What is not at all clear is that these features are 

epistemically more fundamental than what they are supposed 

to determine. 

consider the full-dress theory: 

[*] S is personally justified in accepting p at t if 

and only if, on the basis of SIS acceptance system 

X at t, all claims c which are such that it is 

more reasonable for S to accept that p on the 

assumption that they are false than it is on the 

assumption that they are true are also such that 

either (a) it is more reasonable for S to accept p 

than them, or (b) there is some other claim c* in 

X which, when conjoined with c, renders a 

conjunction the falsity of which does not make p 

more reasonable for S to accept than its truth, 

and which itself is just as reasonable for S to 

accept as c alone. 

Can it seriously be supposed that the epistemic concepts in 

this definiens are more fundamental than the notion of 

justification itself? It is difficult for me to see how. 
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For the epistemic notion in [*] is that of one proposition 

being more reasonable for a person to accept than another on 

the basis of his acceptance system; and this notion seems 

trivially interdefinable with a notion intricately connected 

with justification, viz. comparative justification: 

it is more reasonable for S to accept P than Q on 

the basis of system X at tiff S would be more 

justified in believing P than Q on the basis of X 

at t.42 

I do not see how to deny that each side of this 

biconditional is a trivial restatement of the other, and 

hence I do not see how 01-7 can be considered a serious 

advance in the understanding of justification. It is not at 

all obvious that the comparative notion of justification 

should explicate the non-comparative notion rather than the 

other way around. At all events, by exchanging notions in 

[*] we can see where the true work is done in Lehrer's 

theory: 

[ ! ] s is personally justified in accepting p at t if 

and only if, on the basis of S's acceptance system 

X at t, all claims c which are such that S would 

be more justified in accepting p on the assumption 

that they are false than it is on the assumption 

421 have already given my reasons for thinking that 
Lehrer's views on the basing relation are mistaken. 
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that they are true are also such that either (a) S 

is more justified in accepting p than them, or (b) 

there is some other claim c* in X which, when 

conjoined with c, renders a conjunction the 

falsity of which does not render S more justified 

in accepting p than its truth, and which S is 

equally justified in accepting as he is in 

accepting c alone. 

[!] makes clear how important the "comparison class" is for 

Lehrer's theory. Whatever light Dl-7 do shed on our 

understanding of justification comes not via their appeal to 

comparative reasonability. Rather, the theory they comprise 

seems illuminating because of the relations into which a 

proposition must stand to its competitors. 

Now, the salient comparison class for a proposition are 

proposition's "competitors," as defined by D4: 

D4. c competes with p for S on X at t if and only if 

it is more reasonable for S to accept that p on 

the assumption that c is false than on the 

assumption that c is true. 

It is through this definition that we find the sort of 

linear considerations which seem crucial to a completed 

theory of justification. To say simply that it is more 

reasonable to accept one thing than another on the basis of 

some system of beliefs does not guarantee that the two 
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things are "epistemically related." Such a claim is 

consistent with it being quite reasonable to believe both 

(or neither). But to claim that one thing competes with 

another, on the basis of a system, posits an intimate 

epistemic relation between them (relative to that system). 

Such a connection means that relative to that system the 

epistemic status of one will effect the epistemic status of 

the other. 

I submit that such an evidential relation should count 

as an epistemological explanandum. We should want to know 

why, relative to a specified set of beliefs, the epistemic 

status of one proposition should matter to another. We 

should wonder what would happen if we vary the background 

set. Would something change from being a competitor for a 

proposition into not being a competitor? If so, why? These 

are legitimate questions, and until we have answers to them 

we will not have finished our business. Further, if we are 

granted sufficient latitude in the way we might explicate 

Lehrer's primitive notion of comparative-reasonability-on

the-basis-a-system, then it shall turn out that his theory 

is not only compatible with, but explainable in terms of 

theories much more foundationalist in spirit. This is how I 

propose to understand Lehrer's theory. It can and should be 

explained in terms of linear reasoning mediated by a non-
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doxastic basing relation. However, we shall see that 

coherence theories harbor a deep truth about justification. 

4.8. The structure of Justification II: Mixing the theories. 

I am claiming that there are elements of truth in both the 

foundationalist picture and the coherentist picture, and it 

is high time I state what I endorse from each. I endorse 

essentially two features of the foundationalist picture, and 

one feature of the coherentist picture. Here are the 

foundationalist features I believe manifested by 

perspectival justification: 

(Fl) positive epistemic status is transmitted forward 

via state-transitions. A strong basing relation 

is needed to transmit (and sustain) such status, 

and content-causation is how I believe we should 

understand such a relation. As I said at the end 

of section 3.4, all positive epistemic status is 

had in virtue of such state-transitions. 

(F2) sUbdoxastic states are unmoved movers in this 

process. Sensory states, percept tokens, memory 

traces, and fundamental qualitative states 

generally are neither justified nor unjustified. 

From an epistemic point of view they simply exist. 

They are the raw qualitative grist for our 
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epistemic mill. When we base our beliefs upon 

them we thereby secure new input for 

consideration. 

Such new input can vitiate the existing support for a mental 

state, in which case we have acquired a defeater for 

whatever provides that support. This is why the positive 

epistemic status transmitted by the basing relation is prima 

facie justification. And as we saw in Chapter 2, there are 

two sorts of defeaters for this justification: 

[A] Rebutting defeaters: if ~ is a prima facie reason 

for S to believe Q, then R is a rebutting defeater 

for ~ iff R is a reason for S to believe that Q is 

false, 

and 

[B] Undercutting defeaters: if ~ is a prima facie 

reason for S to believe Q, then R is an 

undercutting defeater for ~ iff R is a reason for 

s to believe that it is not true that R would not 

be true unless Q were true. 43 

Now, (FI) and (F2) jointly sketch a foundationalist-

style structure. The sUbdoxastic qualitative states are 

"unmoved movers" in the structure, and are therefore 

43Cf. section 2.7. I also believe that there are "global 
defeaters" acceptance of which should license a shut down of 
forward cognitive movement. But I shall not take the time to 
argue the point here. 
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analogues of the foundationalist's "basic beliefs." The 

basing relation realizes linear pathways of support through 

the structure just as it would in a traditional 

foundationalist picture. These principles do not, however, 

constitute a pure foundationalist theory, and for primarily 

two reasons: first, the "unmoved movers" do not occupy their 

role in virtue of some intrinsic good-making property; and 

second, the intended structure is not an ancestral-basing 

theory. Each of these points raises its own question. We'd 

like to know why, if they are not intrinsically acceptable, 

primitive qualitative states have claim to being unmoved 

movers; and we'd like to know why (FI) and (F2) do not 

comprise an ancestral basing theory. I shall comment on 

this latter question right away, and turn to a more 

definitive answer to both questions in the next section. 

Such an answer will take us into the meta-theoretical issues 

the resolution of which will signal a completion of our 

quest. 

In seeing why (FI) and (F2) do not amount to an 

ancestral-basing theory we shall uncover an important 

element of truth in the coherence theory. The reason is 

this: 

(el) while the epistemic status of beliefs is at bottom 

determined by the basing relation realized in 

doxastic state-transition, the epistemic status of 
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the transitions themselves depends upon just how 

their input-states relate to the persons 

background set of beliefs during the initial stage 

of the transition. 

In section 3.4 we noticed that a state-transition may be 

unjustified because of some defeater lurking in the person's 

background set of beliefs. The basic idea is simple: though 

R may be a good enough reason for S to infer P given all 

else is equal, all else may not be equal. S may have 

ignored some other reason R* which vitiates R's right to be 

the basis of SiS state-transitions; and in the event, S 

would not be justified in inferring P on the basis of R. 

This is very important. There is an intimate 

connection between the legitimacy of defeasible reasoning 

and the falsity of the ancestral-basing approach to 

justification. In a sense, traditional foundationalist 

theories are incompatible with reasoning being defeasible. 

Such theories try and locate "narrow pathways" in a person's 

cognitive economy, traced out by the basing relation, and 

then claim that a belief is justified iff it fit's into such 

a pathway.44 But given that the positive evidential 

support a proposition receives from such a pathway might 

itself be undermined by a defeater, to which the proposition 

44Cf. the end of section 4.6. for discussion. 
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has no basing-relation connection, it follows that there is 

no condition couched in purely ancestral-basing terms 

sUfficient for a belief to be justified. In a nutshell, 

defeasible reasoning spells the demise of traditional 

foundational ism. 

We are, evidently, swimming in a circle: 

a belief becomes justified iff it is either the 

output of an acceptable state-transition, or 

becomes adequately supported by states which are, 

but at the same time a state-transition is 

acceptable only if the input-state is undefeated 

relative to the person's background set of 

beliefs. 

The initial part of this claim is clearly foundationalist in 

spirit, while the latter part is clearly coherentist in 

spirit. 45 So which is? 

The answer is both. Our discussion of the basing 

relation, and of the historicity of the theory of beliefs, 

indicates that key elements of the foundationalist picture 

are essential to the overall theory of perspectival 

justification. There is no denying the linear aspect of 

good reasoning. On the other hand, the fact that an input-

45For this latter claim looks very much like the 
requirement that the ~nput-state either beat or neutralize all 
competitors. 
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state must "fit" background beliefs for it to function as 

the base of an acceptable state-transition indicates that 

key elements of the coherence theory are correct as well. 

There is no denying the holistic aspect of good reasoning. 

We require both sorts of features because good reasoning 

manifests both sorts of features. 

4.9. Grounding the Theory of Perspectival Justification.46 

We have accomplished a fairly detailed sketch of the 

structure manifested by good reasoning. We have found that 

this structure is puzzling in several respects. There are 

unmoved movers in the structure, and the input to doxastic 

state-transitions must "fit" one's background beliefs in an 

as-yet unspecified sense. It would be nice to explain these 

features, to understand why good reasoning manifests them. 

We can do this my ascending into the meta-theory and 

addressing directly the problem of epistemic normativity. 

We shall need to say what justification "really is." Here 

is my proposal. 

I identify the normativity central to the theory of 

perspectival justification with a certain sort of procedural 

46The view defended in this section is a variant of John 
Pollock's norm-based approach to justification. See Pollock 
[1986] chapter 5. My views differ from Pollock's in several 
crucial respects however, as I hope to make clear. 
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normativity. Our discussion of the structure of 

perspectival justification ended with state-transitions 

occupying the central role. This means that in a very real 

sense it is good reasoning which we are trying to analyze, 

and that justified belief should be a by-product of this 

analysis. My proposal is that good reasoning is reasoning 

governed by the correct rules of reasoning. This raises 

four questions: 

(a) 

(b) 

(c) 

(d) 

what is reasoning? 

what is it for reasoning to be governed? 

what are the correct rules of reasoning? 

in what sense are the rules specified in the 

answer to (c) the "correct" rules? 

Let me look at each of these questions, giving the last its 

own section (and, indeed, extended discussion in the next 

chapter). I shall have substantive things to say about (a), 

(b) and (d). Answering them will complete my account of 

perspectival justification. 

(a) What is reasoning? We have already discovered the 

answer to this question. Reasoning is inference drawing, 

and inference drawing is state-transition. such state

transitions must be explained in terms of content-causation. 

Given two states of a system sl and s2, if the system being 

in sl causes it to go into s2, then this is an inference iff 

sl and s2 have contentful features in virtue of which sl 
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caused s2. To say that x causes y in virtue of their having 

features of type F is to say, minimally at least, that the 

F-features actually had by y would not have been the effects 

of x but for x having had the F-features that it did. 47 It 

is clear that any theory of inference sufficiently rich to 

be used in an epistemic theory of state-transitions will 

need such a notion, and this for reasons we have also 

already seen: inference is an input-output process the 

output of which is explainable (partly) by the contentful 

features of the input. Hence, inferences are state-

transitions "glued together" by content-causation. 

(b) What is it for reasoning to be governed? Recall 

the goofy remark of John Pollock's which heads this chapter: 

Reasoning is more like riding a bicycle than it is 

1 ike being in the navy. 48 

The idea behind this remark is the to contrast between two 

different sorts of governance to which reasoning might be 

subject. Navy-style governance is characterized by explicit 

appeal to rules, and conscious effort to follow them. This 

47Actually, such counterfactual characterizations of 
content-causation need ceteris paribus clauses; for it is 
always possible that in the circumstances, had x not had the 
F-features it actually does, then it would have had other F
features sufficient for y to have the F-features it actually 
has. As I mentioned in footnote 28, this is not a problem for 
content-causation, but rather one for that strategy which 
attempts to analyze causation in terms of counterfactuals. 

48pollock [1986] p.129. 
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is "by the book" behavior of the sort demonstrated by 

elementary logic students during an exam. Bike-riding 

governance is characterized by an implicit use of rules, 

without conscious effort to follow them. This is "ability

manifestation" behavior of the sort demonstrated by bicycle 

riders. 

My favorite example is chess. When you first learn to 

play chess there is an explicit set of rules to which you 

appeal in reckoning what to do. Such rules describe the 

legal moves for each piece, and perhaps even general 

strategies for winning. You might consciously try to 

dominate the middle four squares of the board during the 

opening. At each step in such an effort beginners will 

consciously appeal to the rules describing which moves are 

permissible. This is a slow process though the results can 

be quite pleasing. On the other hand, compare the speed 

chess of seasoned players. Speed chess is chess with time 

limits. You can lose in either the traditional way, i.e. 

being mated, or by running out of time. Games sometimes 

last less than three minutes. Seasoned players play very 

quickly and with great finesse. Studies have shown somewhat 

surprisingly that the "quality" of the game is not greatly 

effected by the speed involved. The behavior of both 

beginners and speed chess players is governed by rules. The 

beginner makes explicit appeal to them, and the speed chess 



213 

player does not. But even the speed chess player "notices" 

when we does something "stupid". One of the most cornmon 

experiences of medium-level speed chess players is that of 

making mistake after mistake, none of which are noticed by 

your opposition. with medium-level players the speed often 

out quickens both the ability to make the right moves, and 

the ability to catch your opponent when he doesn't; but it 

does not equally cripple one's ability to catch one's own 

mistakes. This indicates that speed chess players are not 

only regulating their opponent's moves, but their own as 

well (and of course that they are faster at assessing the 

latter than the former). 

Pollock thinks, and I agree, that it is this latter 

sort of governance which is relevant for present purposes. 

Reasoning is governed implicitly. Some sort of internal, 

unconscious "paying attention" is involved, though it is 

difficult to say much more about it. There is one thing 

though which is important: when a process is governed 

implicitly, something has to sense the process in virtue of 

features the process manifests. For the governance process 

to be at all effective it will need to be sensitive to those 

features which "make a difference" relative to the specified 

goal. So, for example, the bike-rider will implicitly pay 

attention to his bike's position, its velocity, and so on; 

the speed chess player will implicitly pay attention to the 
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"flow of power" on the board, to the time, and so on. The 

rules describing how governing mechanisms relate such 

features will comprise the norms for the activity in 

question. Hence, to understand the defining notions of our 

epistemic norms we shall need to know those features to 

which the mechanisms governing reasoning attend. What 

features might those be? 

By now I should hope my answer is obvious: the 

epistemic status of inference is determined (in part)49 by 

the content of the mental states involved, along with their 

relation to other contentful background states. This means 

that the mechanisms which govern inferential processes sense 

them in terms of their content, and hence that the norms 

describing this process will be defined in terms of 

contentful features. So, not too surprisingly, epistemic 

norms are defined in terms of content. 

The general picture then goes like this: reasoning is 

the concatenation of doxastic state-transitions. Such 

transitions consist in the principled movement from one 

mental state to another. The driving force behind such 

49This parenthetical remark is important. As we have 
seen, the epistemic status of inference is determined only 
partly by the content of the mental states involved. The 
other essential determinant is content-causation. This latter 
feature is not something to which agents have any sort of 
direct access. This is why "feel" does not determine 
justificatory status, and also why traditional epistemic 
internal ism is false. 
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movement is content-causation. Such a process is subject to 

implicit governance by content-sensitive mechanisms. The 

complete description of this governance process will yield 

those relations among contents which are norms of reasoning. 

(c) What are the correct rules of reasoning? I should 

be quick to point out that not all norms of reasoning are 

epistemic norms. Epistemic norms are the "correct II norms 

for reasoning, and there's no reason to suppose that all 

norms of reasoning are correct. Question (c) asks for a 

specification of our epistemic norms. This is to ask for a 

specification of the correct norms of reasoning. I shall 

not try and answer this question. Part of the reason for 

this is that it is simply beyond the scope of the project. 

Specifying the content of our norms is likely to be an a 

posteriori process, perhaps aided by the use of so-called 

"AI systems. IISO But the major reason is simply that it is 

not what interests me. MY main concern is with the next 

question. It is sufficiently important to warrant its own 

section. 

5°1 believe that cognitive psychology is central to this 
pursuit as well. We should not presuppose that we can 
reflectively tell all the concepts we employ. This suggests 
that psychological experiments will be needed to determine the 
contours of our conceptual scheme. 
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4.10. What's to count as a correct rule of reasoning? 

(d) In what sense are the rules specified in the answer to 

(c) the "correct" rules? This is without doubt the most 

important question of the chapter. I have said that good 

reasoning is reasoning governed by the correct rules of 

reasoning. I have commented on what reasoning is, and on 

how to think of it as being a governed activity. But I have 

said nothing about what would make a set of governing rules 

the correct rules; and until we know the facts in virtue of 

which a governing rule is a correct rule, we shall have very 

little to cheer about. It is in the answer to this question 

that our theory will be either intellectually gratifying, or 

bankrupt. It is in the answer to this question that our 

theory will tell us what perspectival justification "really 

is." 

I wish to begin by scrutinizing the theory which most 

closely resembles my own. In contemporary Theories of 

Knowledge John Pollock constructs a theory of justification 

consistent with most everything I have said thus far. He 

views reasoning as a norm governed activity, and he views 

good reasoning as that activity governed by the correct 

norms. These are the epistemic norms for Pollock, just as 

they are for me. He also echoes our discussion by saying 

that 
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[a]n account of epistemic norms must answer two 

different questions. First, it must describe the 

correct epistemic norms. Second, it must tell us 

what makes them correct. The first question 

concerns the content of epistemic norms, and the 

second question concerns their justification. 51 

What is surprising is that Pollock provides no detailed 

answer to this second question (or at least none that I can 

find). Since I believe that question (d) is the most 

important question surrounding the theory or justification, 

I find Pollock's account sorely lacking on this score. 

It is difficult to imagine how Pollock could have 

simply left this out. There are, in fact, hints and 

innuendo. What I shall do is construct the closest thing to 

an answer I can find in his book. The exercise will prove 

instructive when I turn to my own answer to question (d). 

Any norm-based theory of justification which is 

strictly internalistic, as is Pollock's, will have to 

contend with the problem of relativism. The problem of 

relativism is this: 

[R] suppose that two cognizers A and B employ 

different norms in the sense that A's license the 

move from an evidential base E to some conclusion 

51pollock [1986] p.125. 
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C while B's do not. Wouldn't we want to say that 

there was some fact of the matter as to which is 

right? and doesn't this incline us toward the view 

that externalist criteria are to be used in the 

evaluation of norms which govern reasoning? At a 

minimum, don't negative answers to these questions 

leave us with a nasty epistemological relativism? 

Pollock wants to claim that it is logically impossible for 

there to be cognizers such as A and B. This surprising 

result is got through his theory of conceptual content. 

In the last chapter I suggested that the sort of 

content needed for a theory of perspectival justification 

was qualitative content. Pollock's view is much different. 

He argues that the content of our concepts is determined by 

the role in reasoning they are assigned by our epistemic 

norms. His is an epistemic-role theory of conceptual 

content, and the salient roles come compliments of our 

epistemic norms. 52 If this were granted then it would 

follow that there could be no two cognizers such as A and B. 

For their plight is the following: A and B are governed by 

norms which conflict on the question as to whether E is 

sUfficient grounds to believe C. If this were so then A's 

norms would license a different role in reasoning for the 

52By far the best treatment of this sort of notion is to 
be found in Field [1977]. 
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evidence E than would B's. But that vitiates the assumption 

that the content of any evidential state is determined by 

the role that state can play in norm-governed reasoning. 

Hence, there can be no such A and B, and epistemological 

relativism is logically false. 53 

This epistemic-role theory of content has the result 

that any true norm is necessarily true. If we take 'E --> 

C' to symbolize the relation that E is prima facie 

sufficient grounds for believing C, then this means that all 

instances of the following necessitation schema hold: 

(E --> C) => [](E --> C). 

What surprises me is that Pollock seems to take this as a 

profound solution to question (d). He says: 

To my mind the most serious Objection (other than 

falsehood) to all existing epistemological 

theories is that they are radically incomplete. 

Although they might give correct descriptions of 

some of our epistemic norms, they provide no 

systematic account of epistemic justification. 

They do not tell us what epistemic justification 

is all about and they do not explain why we have 

the epistemic norms we have. This objection can 

~Pollock [1986] pp. 147-148. 
Pollock's view allows for the 
conceptual schemes. What it rules 
differing norms. 

I should point out that 
possibility of distinct 
out is the possibility of 
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now be met. Epistemic justification consists of 

holding beliefs in conformance to correct 

episte.mic norms. But as we have seen, our 

epistemic norms are constitutive of the concepts 

we have and hence it is a necessary truth that our 

actual epistemic norms are correct. Thus we can 

give an entirely adequate analysis of epistemic 

justification as follows: 

A person's belief is justified if and only if 

he holds it in conformance to his epistemic 

norms. 54 

Well, I have basically three complaints. 55 

First Complaint: this looks ·to be a straightforward 

fallacy of equivocation. When we ask why our epistemic 

norms are "correct" we mean to be asking about why, when we 

reason in conformance with them, the result is good 

reasoning. As Pollock himself put it a couple of pages 

back, this question about our norms 'concerns their 

justification.' We are looking for a rationale which 

~Pollock [1986] p.168. 

55Actually, the major problem with this line is its 
underlying meaning holism. But, thank goodness, arguing the 
falsity of meaning holism is not needed for present purposes. 
Forceful critiques of such views are presented in Cummins 
[1989], Fodor [1987], and Schiffer [1987]. 
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explains why our epistemic norms are proper, or good .... or 

"correct." 

Pollock seems to be saying that our epistemic norms are 

correct because they are necessarily true. This of course 

is to take correctness in the truth-theoretic sense. 

To say that a statement is correct in this sense is just to 

say that it's true. For instance, when we ask why 

2 + 2 = 4 

is correct, we might surely respond that it must be correct, 

that it's necessarily true and that that'~ why it's correct. 

Fair enough. But here to explain "correctness" is to 

explain truth; and modal certainty might very well fit the 

bill. Nevertheless, this notion of correctness has nothing 

to do with the most important question in the theory of 

justification. That question demands an intellectually 

gratifying story explaining why one's favored theory should 

be thought to carry normative force. 

Now the truth of Pollock's story certainly would 

explain why we couldn't use different norms, in the sense 

that A's norms are intended to differ from those of B; and 

hence it explains why we couldn't use different-and-better 

norms in this sense. But simply because our norms are 

necessarily true does not mean that they are proper or good, 

nor that reasoning in conformance with them results in 

laudatory cognition. 
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Second (and related) Complaint: Any norm-based theory 

of justification will have to contend with what I call the 

problem of entrenched irrationality. The problem of 

entrenched irrationality rests on the psychological fact 

that people have in-built, reason-guiding strategies which 

are obviously not rational. 56 This calls into question the 

propriety of that collection of strategies which the theory 

judges sacrosanct. This is just another way of asking why, 

once a particular set of norms have been specified, one 

should think these norms are the proper norms. To put it 

bluntly, the existence of irrational (or arrational) reason

guiding strategies means that not all intellectual norms are 

~pistemic norms; and the whole point to question (d) is that 

we'd like to know how to distinguish the epistemic from the 

non-epistemic. 

Further, the existence of entrenched irrationality 

undercuts Pollock's motivation for an epistemic-role theory 

of content. That motivation was to disallow differing norm

based cognition in the sense of A and B. Yet entrenched 

irrationality reintroduces essentially that kind 

possibility. Consider: A goes through a bit of cognition 

which is licensed by one of his norms N1 but not another of 

his norms N2. On what grounds might we decide that it was 

56Cf. Kahneman and Slovic and Tversky [1982]. 
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epistemicallY acceptable cognition? Such a decision would 

indicate that N2 was not an epistemic norm, and that Nl was 

an epistemic norm. But what right does Nl have to 

underwrite such assessments which N2 lacks? It cannot be 

answered that the concepts in question are individuated in 

Nl-terms and not in N2-terms. For that simply prompts the 

question of why Nl has the right to contribute to the 

essence of content while N2 does not. As far as I can see, 

the only way to answer this sort of question is to find some 

intellectually gratifying desiderata which the epistemic 

norms satisfy, but which any other norm of cognition does 

not. This is precisely what is missing from Pollock's 

account. 

Third Complaint: finally, a problem which will send us 

back in the right direction. Correct reasoning is reasoning 

governed by our epistemic norms, and as we've seen this 

means that any governing mechanism will sense the cognition 

in question in terms of its theoretically relevant features. 

Hence, epistemic norms govern cognition in terms of its 

content. 57 My third complaint against Pollock is that his 

57pollock [1986] p. 164ff. I should point out that I am 
trying to construct a theory independent of issues surrounding 
the mind/body problem. I believe the resulting account is 
independently motivated, and consistent with the most 
plausible versions of physicalism. But it does not presuppose 
physicalism. 
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notion of content cannot play this role in the regulation of 

cognition. 

Norms do more than simply describe good cognition. 

They govern it. The explanation for why an agent reasons 

well is that he is being governed by the proper norms, the 

epistemic norms. Such governance will take place "under the 

conscious surface" and will amount to the monitoring of 

cognitive states to ensure they interact appropriately. It 

is this governance process which will guarantee that it is 

content-causation which is gluing together our mental states 

when we have inference. 

What is puzzling is how to fit an epistemic-role theory 

of content into such a picture. Here's why: whatever 

governs a token bit of cognition will need to "monitor" that 

cognition in terms of the content it manifests. If such 

content is epistemic-role content, then the monitoring 

system will need direct access to the conceptual role of 

that concept-type which the token bit of reasoning tokens. 

In other words, the sensing mechanism will sense the 

cognition in terms of it's conceptual role. That seems 

difficult to imagine. conceptual roles are second-order 

properties of concepts specifying all the logically possible 

inferences involving them which are sanctioned by epistemic 

norms. And its just difficult to imagine how a token bit of 



reasoning could be monitored in terms of that sort of 

property. 
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For example, suppose the laws of reasoning were the 

laws of physics, and the token bits of reasoning being 

monitored were particles. Further suppose yourself to be 

the monitor. You want to govern the activity of a particle 

by monitoring it in terms of its "physical role." That 

would mean sensing the particle in terms of the following 

property: 

being a particle of the sort which might ... , 

where the ellipses are filled in with a description of all 

the physically possible activities of that particle. The 

point is that you could not monitor the activity of 

particles in this way. You would need to monitor them in 

terms of some intrinsic feature. Of course this intrinsic 

feature might itself be correlated (in some effective way) 

with a specification of the particle's possible activities. 

But you couldn't monitor the particle directly in terms of 

those possibilities. And so it is with cognition. Norms 

regulate in virtue of the content of our thoughts, and this 

means that such content will be non-global, non

horrendously-relational content intrinsic to the specific 

cognition being regulated. 

I take it that this point does two things: least 

importantly, it suggests a conflict between two ingredients 



of Pollock's theory. But more importantly, it further 

supports the view that qualitative content is appropriate 

for the theory of perspectival justification. For 
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qualitative content is intuitively an intrinsic feature of 

thought. 58 So not only does this sort of content naturally 

arise from our discussion of Twin Earth, it also arises 

quite naturally from our discussion of norm governance. 

Having such orthogonal paths converge to a conclusion is 

pleasing. 

4.11. Telic Foundationalism.~ 

I have said that good reasoning is reasoning governed by our 

epistemic norms. I have said something about what reasoning 

is, about what is involved when reasoning is norm-governed, 

about what sort of content is necessary for this governance, 

about the foundational structure manifested by such 

reasoning, and so on. What I have not said is anything 

positive about how to answer question Cd). Let me do that 

now. 

58Harman has recently argued against this, but his 
arguments are very difficult to take seriously. He takes 
qualitative features to be features of intentional objects 
which mayor may not be possible existents. See Harman 
[1990a] and [1990b]. 

59The general view defended here has been independently 
developed by Alvin Plantinga in his [1990]. 
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I believe that the full-dress theory of perspectival 

justification will be a form of telic-foundationalism. Such 

a theory will lay-down rules for reasoning and identify good 

reasoning with reasoning governed by those rules. As I have 

said, I shall not propose candidate rules of this sort. I 

will, however, spend the next few pages explaining the 

features in virtue of which any rule rightly occupies such 

an exalted status. These features are two in number, and it 

is through them that I hope telic foundational ism is 

intellectually gratifying. Here are the features: (a) 

teleology, and (b) deflationary truth: 

Cal Teleology: this element has been implicit in my 

discussion of Pollock, and of norm-guided reasoning more 

generally. We saw, for example, that the existence of 

certain in-built norms was a problem for Pollock. I wish to 

take this view seriously. Better still, I wish to take this 

view literally. When I say that we have in-built norms I 

mean to emphasize that we have in-built norms. These norms 

which govern our reasoning are built into us. We are 

designed to have them. We are supposed to use them. 

This general notion of teleology permeates our 

description of both natural and artifactitious settings. I 

do not think that a proper understanding of these different 

usages will be unified; nor I do not intend my usage to be 

neutral between the two. I have a particular sort of telic 
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property in mind, and what that is will be uncovered during 

my discussion of telic foundational ism in the next chapter. 

For now though, I shall simply use "telic talk" at face 

value. So, the idea is that we have reason-guiding norms 

built into us, and that these are cognitive strategies we 

are supposed to use. As we saw in our discussion of 

Pollock, some of these will be intuitively correct and 

others not. My next task is to provide criteria for 

distinguishing the two. 

(b) deflationary truth: what distinguishes proper 

intellectual norms from improper ones is their telic 

connection to truth. I want to be quite specific about the 

notion of truth I am using. As should be evident from the 

last chapter I believe many conundrums arise in the 

philosophical literature because "truth" is carelessly 

brought into the discussion. 60 So I shall be cautious. 

The general idea is that certain of our reason-guiding 

norms are designed for use in the search for truth. But the 

notion of truth involved here is maximally deflationary. 

Such a deflationary conception of truth takes that notion to 

function as a device of abbreviation. On such a 

60In my view the very best article on truth is also one 
of the hardest, viz. Field [1986]. See also Horwich [1990] 
for the definitive defense of the deflationist position about 
proposition truth. For the best critique of such a position 
see David [199?]. 
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deflationary view, to say that S searches for the truth is 

to say something which abbreviates an infinite list of the 

following sort: 

S searches for P iff Pi and S searches for Q iff 

Qi and S searches for Riff Ri and •... 

More importantly, the deflationist will understand the claim 

that S desires to believe the truth in like fashion. Such a 

claim will be interpreted as an abbreviation for 

S wants to believe P iff Pi and S wants to believe 

Q iff Qi and S wants to believe Riff Ri and •.. 

This is how I should be understood when I claim that the 

epistemic norms are the norms which are designed for our use 

in the search for truth. 

A facile version of my criteria can now be stated thus: 

a norm N is an epistemic norm for an agent S iff S 

is designed to use N so as to satisfy his desire 

to believe the truthi 

a more careful version will be as follows: 

a norm N is an epistemic norm for an agent S iff S 

is designed to use N so as to satisfy his desire 

to believe P iff P, and to believe Q iff Q, and to 

believe Riff R, and .... 

Finally, an even more careful version of the criteria will 

go like this: 
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[EN] a norm N is an epistemic norm for an agent S iff S 

is designed to use N so as to satisfy his desire 

to believe that snow is white iff snow is white, 

and to believe that grass is green iff grass is 

green, and to believe Bush is president iff Bush 

is president, and to believe ..• 

and so on, for every such belief that S might have. 

In brief, the proper norms are those we are supposed to 

use out of our desire to believe P iff p.61 We are 

supposed to use them because they are part of our design, 

and they are proper because they are "truth directed." It 

is for these reasons that I find telic foundational ism 

intellectually gratifying. It seems true to the 

introspective data-- we do seem to reason in this norm-

governed way-- and it seems satisfying from a meta-

theoretical point of view. And having these two features 

together is about all one could reasonably demand from a 

theory of justification. In the next chapter I turn to an 

elaboration and defence of telic foundationalism, and to the 

issue of its relation to telic reliabilism and knowledge. 

61 1 agree with the Humean dictum that 'reason is and ought 
to be the slave of the passions;' and hence I think that the 
epistemic norms are the ones we are designed to use in our 
attempt to believe P iff P for those piS which interest us. 
This, so far as I can see, is just to maintain that one should 
reason only if one has an interest in so doing. But the 
normative character of this statement is surely not epistemic 
normativity. 



5 

THE FUNCTION OF JUSTIFICATION 

5.1. Things to do. 

Conjunction junction, 

What's your function?1 
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In this final chapter I wish to do several things. First, I 

wish to explicate and defend telic foundational ism. This 

will take up the next two sections where I discuss, 

respectively, issues surrounding the theory's appeal to 

truth and its appeal to teleology. Next I shall turn to the 

comparison of telic foundational ism with telic reliabilism, 

which comparison will set-up a closing discussion on the 

topic of knowledge. 

5.2. Truth, content, and ~elativism. 

1Lyrics from the opening theme of ABC's Saturday-morning 
kid's show Schoolhouse Rock. 
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It is important to realize that the content involved in the 

theory of perspectival justification is qualitative content. 

It is that sort of content motivated both by our discussion 

of narrow conTent in chapter 3, and by our discussion of 

norm governance in chapter 4. In an important sense this 

means that our theory is not actually truth directed. For 

the content involved is not truth-theoretic content in the 

sense of Tarski, and hence the mental states involved do not 

essentially have truth-values (as do propositions for 

example). They have radically subjective content of the 

sort which neither presupposes nor entails that there is an 

external world. 2 such content does not entail that there 

is a "mind-independent world" relative to which truth is 

explicated via mapping functions. 3 It is solipsistic 

content, directly accessible from our perspective. This is 

why perspectival justification is a brand of solipsistic 

justification. 

21 believe the first American philosopher to hit upon 
this notion of content was Chisholm, although he is not 
usually thought of in this way. In Part II of his [1957] 
Chisholm breaks ground by noting three different usages of 
"appear words. II One of those, the notorious "non
comparative" usage, is very close to my notion of narrow 
conTent. 

3This is one reason why a recent argument due to stich, 
to the effect that people "shouldn't really" care about truth, 
does not militate against telic foundational ism. That 
argument assumes that the notion of truth involved is 
different than the one I employ. See stich [1990] p. 106ff. 
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Let me say a bit more about the role of truth in telic 

foundational ism. 

(1) Telic foundational ism is "truth directed" only in 

the sense that (i) it does critical explanatory work with 

instances of the schema: 

S believes P iff P, 

and (ii) it understands the notion of "believing the truth" 

as simply shorthand for all instances of this schema. In 

short, we try to believe the truth in this sense when we try 

to believe that snow is white iff snow is white, and that 

grass is green iff grass is green, and so on. 

(2) The notion of content involved with perspectival 

justification allows for the possibility of conflict between 

norms in just the way that Pollock's theory does not. There 

is no difficulty in explaining how a given person S might 

have norms in disagreement vis-a-vis a particular inference. 

The epistemic status of such an inference will quite 

naturally depend upon the verdict rendered by SiS epistemic 

norms. It will not matter, from an epistemic point of view, 

what other reason-guiding norms have to say about it. They 

don't count. 

In fact, to the extent that qualitative content is 

interpersonally comparable telic foundational ism underwrites 

interpersonal conflict of norms generally, and interpersonal 
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conflict of epistemic norms in particular. 4 Some 

philosophers find this distasteful while others find it 

pleasing. For instance, Pollock writes: 

Surely, if smith and Jones believe P for the same 

reasons, they are either both justified or both 

unjustified. There is no room for their 

justification to be relative to idiosyncratic 

features of their psychology resulting in their 

employing different epistemic norms;5 

whereas Stephen stich writes: 

Cognition ... is an activity that plays a central 

role in the pursuit of a variety of ends. Viewed 

from this perspective •.. there may be many good 

ways to go about the business of cognition. 6 

As far as r can see, the sort of "epistemic relativism" 

entailed by telic foundational ism is not only consistent 

with, but actually supported by a deontic conception of 

epistemic justification. Consider the general view behind 

Pollock's claim: when any two creatures Sl and S2 make the 

4r am actually dubious that the sort of content in terms 
of which epistemic norms are individuated is interpersonally 
comparable. r ignore this in the interest of squarely facing 
what r'm sure many will think the worst feature of telic 
foundational ism. 

5pollock [1986] p. 142. 

6s tich [1990] p. 158. 
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same inference--- say from initial doxastic profile P to 

some conclusion c-- this guarantees that they enjoy the same 

epistemic status. 

I deny this claim. Suppose Sl cannot help but infer C 

from P, whereas the inference is an unusual one by S2's 

lights. Suppose the inference in question is an affirmation 

of the consequent and that Sl is built to be a "consequence 

affirmer" in her search for truth, whereas S2 is built 

specifically to reject this inference pattern. However, S2 

malfunctions and affirms the consequent all the same, while 

Sl functions properly in so doing. In the event it is not 

at all intuitive to think that Sl and S2 enjoy the same 

epistemic status. What seems right is that the inference in 

question is unjustified for S2, and justified for Sl. For 

Pollock, such a scenario is logically impossible. But we 

have seen reason to deny his epistemic-role theory of 

content and to "localize" the contentful features in virtue 

of which cognition is governed. Once this is done, an 

undeniable consequence of the norm-governed approach is the 

logical possibility of epistemic relativism. I do not wish 

to be timid about this: I accept such possibilities. 7 

7Notice that Lehrer can accept this sort of relativism as 
well. For coherence is defined in terms of the primitive 
epistemic locution 

it is more reasonable for S to accept P than Q on 
the basis of system X, 



5.3. Function and Justification. 

The last thought experiment used telic facts to drive 

intuitions against the view that identity of inference 
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implies identity of epistemic status. It is partly because 

81 is built to be a consequence affirmer that we feel 

inclined to say she is justified in her affirmations. But 

what sort of telic facts are these? "Design" is easily the 

most opaque notion involved in telic foundationalism, so I 

shall need to explicate what I have in mind. 8 

In the last chapter I noted that telic discourse 

permeates our description of both natural and artifactitious 

settings. We not only say things like 

[AJ The guillotine is designed to chop off heads, 

but we also say things like 

[NJ The heart is designed to pump blood. 

which itself may be relativistically explicated. It may very 
well be that it is more reasonable for 8 to accept P than Q on 
the basis of X, while it is more reasonable for Y to accept Q 
than P on the basis of X. It all depends on how such 
comparisons are cashed out. This is another way of seeing the 
degree to which Lehrer's coherence theory is neutral to many 
central questions of epistemology. 

8Hopefully this will abort the production of overly 
facile counter-examples. I should also add that the reading 
I give to telic statements is not essential to the general 
perspective of telic foundationalism. That perspective simply 
has it that design is central, and there are surely other 
understandings of this than the one I accept. There are even 
other understandings which give rise to virtually equivalent 
assessment of the thought experiments I shall construct. 



Usages of the former sort are connected with the explicit 

intentions of artisans. Usages of the latter sort are 

not. 9 It is this latter usage which interest me and in 
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terms of which I liken the telic facts associated with telic 

foundationalism. Here's why: suppose a doppelganger of 

yourself were to "pop into existence out of nowhere." The 

intuition is strong that such a person should reason in 

precisely the manner you should, pace the difference in your 

histories. I share this intuition and feel compelled to 

preserve it. I cannot imagine accepting a theory of 

perspectival justification which entailed that doppelgangers 

should reason differently from one another. Hence, I want 

the theoretica~ly salient telic facts to be determined by 

ahistorical, non-intentional facts. 

It may be initially difficult to see how something can 

be designed to work a certain way if it pops out of nowhere, 

having no designing agent or process. Doesn't the absence 

of a certain kind of (intentional) history vitiate claims to 

9contrary to much of the literature on teleology and 
function, I am not inclined to think that these two domains of 
discourse are amenable to an univocal analysis. For the best 
etiology-based account resulting in an unified treatment see 
wright [1973] and [1976]. For the best non-etiology-based 
unified account see Woodfield [1976]. Various arguments for 
the contrasting perspective can be found in cummins [1975], 
Ducasse [1925], and Sorabji [1975]. 
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biology, no. 10 

In general I make use of the following idea: 

[1] § is designed to use i to g iff there is some 
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capacity ~ which is the function of i such that, 

§'s ability to g is correctly explained by its ~

ing. 11 

For example: S is designed to use opposing digits to grasp 

Objects iff a function of her opposing digits is to exercise 

some capacity which helps correctly explain her ability to 

so grasp (e.g. the capacity to apply concomitant opposing 

force to an object); S is designed to use her heart to 

nourish the body iff a function of the heart is to exercise 

some capacity which helps correctly explain her ability to 

nourish her body (e.g. to capacity to circulate blood); and 

so on. This focuses the discussion on the notion of 

10This same point is can be found in numerous places in 
the literature on "proper function" in nature. So-called 
'etiological-based' theories are often criticized for their 
assessment of "first-instance mutations" in the process of 
natural selection. In general, etiological theories of 
function founder on random occurrences of things capable of 
performing functions. Such things simply lack the required 
history, though they do not intui ti vely lack the relevant 
functional property. See Cummins [1975] " Prior [1985], and 
Bigelow and Pargetter [1987]. 

11The understanding of functional properties displayed in 
the text is also defended in cummins [1975], Prior [1985], and 
Bigelow and Pargetter [1987]. 
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make headway with telic foundational ism. 
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The general idea behind [1] is the claim that the 

function of an item 1 will depend upon some explanatory 

context. such a context will focus upon an ability of a 

containing system §. The functions of 1 will be determined 

by the capacities of § which can be correctly explained 

through appeal to l's capacities. Each capacity of 1 used 

in such an explanation will turn out to be one of its 

functions. As Cummins put it: 

To ascribe a function to something is to ascribe a 

capacity to it which is singled out by its role in 

the analysis of some capacity of some containing 

system. When a capacity of a containing system is 

appropriately explained by analyzing it into a 

number of other capacities whose programmed 

exercise yields a manifestation of the analyzed 

capacity, the analyzing capacities emerge as 

functions. 12 

My general strategy is to understand the telic foundations 

of epistemic norms in terms approaching these. These terms 

also allow us to critically revisit the telic reliabilism 

from chapter 2. 

12Cummins [1975] p. 765. 
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5.4. Telic Reliabilism refuted. 

Recall the telic version of reliabilism left at the end of 

chapter 2: 

(R4) a belief Q is justified iff it is produced by a 

cognitive process P which is reliable in the 

contexts for which it is designed to function. 

Among other things, we saw that (R4) bifurcates the 

explanatory tasks for a theory of justification. This 

results simply from the fact that the "target" of design may 

not be reliability. I wish to ignore this and all the other 

problems for reliabilism we encountered in chapter 2. Here 

I shall focus upon another issue, to wit, thE': notion of 

design being used by the proponent of (R4). I believe that 

there is a dilemma to be had: either (a) the reliabilist is 

employing an etiological notion of design, in which case 

there are compelling counter-examples, or (b) she is not, in 

which case things are even worse. 

(a) Suppose that the telic reliabilist is using an 

etiological notion of design. such a theory would have as a 

necessary condition of justified belief that the belief be 

produced by a process which itself satisfied some 

etiological requirement. For example, it might be thought 

that a belief is justified only if the sort of mental 

process which produced it was previously sustained in the 
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environment due to its survival value. 13 Whatever. The 

necessary condition does not matter. All theories of this 

sort fall prey to a familiar thought experiment: viz. the 

case in which there are doppelgangers only one of which 

satisfies the preferred etiological requirement. Suppose 

for instance that an exact duplicate of yourself were 

"whipped up" in the eye of a hurricane. such a person would 

obviously have justified beliefs, as you do. But no 

interesting etiological requirement is met by this person. 

What guarantees the epistemic equivalence is the present 

fact that both of you share all the same capacities. You 

will be equally reliable, equally capable of survival, and 

so on. You will simply be equal. All this seems obvious 

enough, and makes it likely that telic reliabilists will 

require a non-etiological notion of design. The problem 

comes in making this explicit. 

(b) Suppose a belief is justified only if it is 

produced by a process which is reliable in the context for 

which it is designed to function. What sort of non

etiological account of design could be used to support this 

supposition? Well, we have already seen the general 

strategy of such "forward looking" accounts of design. Such 

accounts show interest in some property had by an object--

13For this sort of theory see wright [1975]. 
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that is, a capacity to do something-- and then individuate 

the "design contexts" as just those in which the property is 

manifested by the object. This point is very important. It 

merits more careful formulation: 

[**] non-etiological accounts of functional properties 

locate the design contexts on pragmatic grounds. 

They look to see if a theoretically interesting 

capacity is manifested by an object in a context, 

and if so the context qualifies as a "design 

context" relative to functional properties which 

correctly explain the capacity in question. It is 

theoretically impossible, on such an approach, to 

have an object strictly incapable of functioning 

within its design context. For (i) there simply 

will be no salient context without a capacity 

being manifested, and (ii) functions are 

attributed to an object only in so far their 

attribution correctly explains the capacity in 

question. 14 

The reason [**] is crucial to the present discussion is 

this: (R4) was the reliabilist's last-ditch effort to find a 

method for individuating the contexts relative to which 

reliability was to be epistemically significant. The idea 

14See Bigelow and Pargetter [1987], and Ruse [1971]. 
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was that "design context" must be the context of interest. 

NOw, however, we can begin to see the problem with this 

strategy: the design contexts for mental processes will be 

whatever contexts relative to which appeal to them will 

correctly explain some theoretically interesting capacity of 

the agent. The question then is, What capacity is that? 

The reliabilist should feel compelled to answer in 

reliabilist terms. But she'd better not. For such an 

answer to this question would amount to the demand for a 

functional explanation of the fact that an agent is 

reliable; and this will come through appeal to the 

reliability of the agent's belief-forming cognitive 

processes. The problem is this: if a process is reliable in 

a context C then the agent will have the capacity for 

reliability in that context and hence the process will count 

as designed for the context. The result will be that a 

cognitive process will turn out to be designed for context 

provided it is reliable in that context. But since all 

cognitive processes are reliable in some possible context or 

other, this suggestion would mean that all cognitive 

processes confer justification. Hence, the theory will 

entail the following suggestion 

a belief is justified if it is produced by a 

cognitive process; 
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and THAT can't be right! 15 

This puts the telic reliabilist in an awkward position. 

On the one hand she needs design contexts to provide the 

basis for her theory, while on the other hand she cannot 

appeal to reliability as the explicandum for individuating 

such contexts. So what can she appeal to? Well, actually 

anything. She can appeal to any capacity she likes, so long 

as it can be functionally explained by the workings of the 

agent's cognitive processes. The problem is seeing how any 

capacity other than reliability could make an epistemic 

difference from the reliabilist's perspective. For 

instance, suppose the chosen capacity is survival. The 

reliabilist might claim that a belief is justified iff it is 

produced by a process reliable in those contexts for which 

its use has survival value. The problem is then seeing why 

those contexts should make any epistemic difference 

whatsoever. Personally, I cannot see a solution to this 

15Strictly speaking of course, if it is possible to have 
an essentially unreliable cognitive process then a disclaimer 
will be forced onto the indented implication, giving us 

a belief is justified if it is produced by a 
cognitive process which might be reliable. 

Another way to see the problem here comes by substituting back 
into (R4) the criteria for determining whether a context is a 
design context: 
(R4*) a belief Q is justified iff it is produced by a 

cognitive process P which is reliable in those 
contexts in which P correctly explains SIS capacity 
to be reliable. 

Obviously, (R4*) cannot draw any substantial distinctions 
between cognitive processes. 



problem. Any chosen capacity other than reliability will 

give rise to a question, viz. why that specific capacity 

should make any epistemic difference. 
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What we are witnessing is a familiar problem. The 

reliabilist is forced to move away from an intellectually 

gratifying theory, and in the process it becomes less and 

less clear what the motivation for her view is. Naive 

reliabilism is very intuitive. But it will not work. What 

the majority of Chapter 2 together with this section 

indicates is that no intuitive revision of reliabilism will 

work either. This strongly suggests that reliabilism fails 

as a research programme in the theory of epistemic 

justification. And while nothing has been "conclusively 

proven," the burden is now clearly upon the reliabilist. 

She needs to find a non-reliabilist capacity which is 

intuitively relevant for the theory of justification. I 

have no clear idea where she might look for such a capacity, 

and hence I end my discussion of reliabilism from a negative 

perspective: it seems to me that all intuitive versions of 

reliabilism succumb to critique, and that possible 

emendations are not clearly within sight. 

5.5. Telic Foundationalism Explained. 
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I wish to explicate telic foundational ism in terms of 

functional properties similar to those found in the 

"ahistorical" tradition of the philosophy of biology. How 

can this be done? Recall the suggestion for being an 

epistemic norm: 

a norm N is an epistemic norm for an agent S iff S 

is designed to use N so as to satisfy his desire 

to believe P iff P, and to believe Q iff Q, 

and .... 

Together with [1] this jointly suggests the following basic 

approach: 

[BA] : 

(i) the containing system is S herself, 

(ii) the analyzed capacity of S relevant for the 

determination of epistemic function is that of 

satisfying his desire to believe P iff P, and to 

believe Q iff Q, and .... , 

(iii) the analyzing capacity is N's ability to regulate 

cognition. 

Intuitively then, the idea behind [BA] is that N is an 

epistemic norm of S iff N's function is to answer S's desire 

to believe P iff P. Yet as things stand there is a crucial 

ambiguity in (ii). The notion of "satisfaction" therein has 

two very different readings. There is the "factive reading" 



and the "affective reading," and it is instructive to see 

the result of disambiguating the analysis. 
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Factive reading: it is common in philosophy of language 

to claim that beliefs have truth conditions and desires have 

"satisfaction conditions." Both of these notions prescind 

from the general notion of a "realization condition." 

Sentences of the form 

S PAs that p 

take their truth conditions by relating a person S to 

conditions denoted by the exhibited 'that'-clause. The 

relation in question is given by the sUbstituend for 'PA,' 

and examples are familiar: 'believes,' 'desires,' 'fears,' 

and so on. Each of these substituends reports a different 

"attitude" taken by S to the realization conditions given in 

the 'that'-clause. When the attitude is desire, the 

resulting conditions are termed "satisfaction conditions" 

since their realization will presumable satisfy the desire. 

Now, it might at first appear that this understanding 

of telic foundational ism pushes the theory into a 

reliabilist mode. For such a reading of (ii) will have the 

following results: first, that the explanandum-capacity is 

SiS ability to believe P iff P (for all P), and second, that 

this capacity is being explained in terms of SiS use of N in 

the regulation of his cognition. This sounds very much like 

the claim that S is reliable because he regulates his 
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cognition via N, and that this is why S is justified when he 

so cognizes. Such an interpretation of (ii) would be 

interesting in so far as it represents another route to the 

reliabilist perspective. 

However, it is important to see why the factive 

interpretation of (ii) is not unacceptable. The reason is 

simply that the notion of content employed by the theory of 

perspectival justification precludes this understanding of 

(ii). It is important to be clear about why. When S wants 

to believe P iff P in the sense appropriate for the theory 

of perspectival justification, this entails that S be in a 

certain affective state, and that this affective state has a 

particular narrow conTent. But narrowly conTentful states 

have no realization conditions as the content in question is 

strictly solipsistic. 16 Hence, such affective states have 

no factively construed "satisfaction conditions." What this 

means is that (ii) will have to be read in some way which 

does not presuppose that the mental states in question are 

truth-theoretic. Such an understanding is provided by the 

"affective reading" of (ii), yielding some rather intuitive 

results. 

Affective reading: the idea behind the affective 

reading of (ii) is simple. Take the claim literally. On 

16Again, compare Chisholm's 'non-comparative' use of 
appear-words in Chisholm [1957]. 
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this interpretation the explicandum-capacity involved with 

telic foundational ism, in virtue of which reason-guiding 

norms gain their epistemic significance, is that of 

satisfying the desire to believe P iff P, and to believe Q 

iff Q, and so forth. Those reason-guiding norms through 

which one satiates this desire will be the epistemic norms; 

and the notion of "satisfaction" employed is the plain 

everyday usage underwriting common discourse. To satisfy a 

desire in this sense is simply to "relieve" the tension 

characteristic of that desire. Hence, if a reason-guiding 

strategy has the capacity, perhaps in coordination with 

other reason-guiding strategies, to correctly explain your 

ability to satisfy the desire for truth, then it will be one 

of your epistemic norms. This is the affective 

understanding of telic foundational ism. 

Here then is a reiteration of the general features of 

that perspective on justification to which we have been lead 

in this essay: 

I. an agent reasons well iff her reasoning is guided 

by her epistemic norms 

II. a reason-guiding norm N is an epistemic norm for 

an agent S iff S is designed to use N so as to 

satisfy her desire to believe P iff P, and to 

believe Q iff Q, and so on, i.e. her desire to 

believe the truth. 
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an agent is designed to use a reason-guiding norm 

N so as to satisfy her pursuit of truth iff such 

usage is part of the correct explanation of her 

capacity to satisfy this desire. 

Many will judge the theory resting upon these Principles as 

much too weak to be the correct theory of justification. I 

am quite sympathetic to this perspective, having experienced 

some difficulty coming to terms with the perspective myself. 

But it seems sound to me now, being clearly the result of 

four basic points. First, that the norm-based perspective 

is correct; second, that the notion of content involved in 

individuating these norms is narrow conTent; third, that 

teleology is central to the correct account; and fourth, 

that the approach to proper functioning codified in [1) is 

the appropriate understanding of this teleology. The first 

two points are conclusions of the essay. The last two are 

positive proposals made with an eye toward theory 

construction. 

What is suspicious about the perspective here-endorsed 

is easy to see: some absolutely bizarre possible reasoners 

are judged to be reasoning well on this theory. This is an 

effect of the relativism of design. Indeed, any reasoner 

with the capacity to satisfy her desire to believe the truth 

will be reasoning well when she exercises that capacity, no 

matter which reason-guiding norm is used. For the normative 
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propriety of a reason-guiding norm is derived from it's 

ability to contribute to the satisfaction of the desire for 

truth. Hence, some reasoning patterns which strikes us as 

downright bizarre will turn out to be justificatory 

conferring on this theory. 

For some, I'm sure that this will be sufficient to 

reject the theory. I ask the reader's patience for just a 

moment more however. There is a diagnosis to be had. To 

make it I quote the first paragraph of the essay: 

I believe that there are two good reasons for 

trying to understand epistemic justification. 

Each route motivates theory construction in 

different ways. The first route is the 

construction of a theory of knowledge. Knowledge 

is the initial analysandum and epistemic 

justification is a theoretical construct needed to 

make the theory go. We then try and construct a 

theory of justification relative to the background 

assumption that the result must successfully play 

the needed role in our theory of knowledge. The 

second route prescinds from a simple observation: 

certain cognitive episodes strike us as reasonable 

while others seem absurd. We shall want to 

construct a theory to explain this distinction. 
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It is a lack of properly distinguishing these two 

motivations which gives rise to the unpalatable flavor 

associated with theories resting on Principle I-III. What 

happened in the previous chapter is this: our unconstrained 

search for "a theory of justified belief" lead us to 

construct what was in fact a theory of good reasoning. More 

specifically, sections 4.1-4.8 were spent sketching the 

structure displayed by reasoning which strikes us as 

intuitively good. What the meta-theoretic discussion 

beginning in section 4.9 indicates is that this structure 

should be indexed to our intuitions, to our design plan. 

This leaves open the possibility of many other structures 

appearing "just as intuitive" to creatures with in-built 

strategies for the pursuit of truth distinct from our own. 

We have arrived in the meta-theory at an abstracted notion 

of "good reasoning" applicable to creatures very different 

than ourselves. This abstracted notion subsumes any and all 

creatures with the ability to reason so as to believe P iff 

P. 

However, and here's the important point, there is no 

guarantee that there will be an analogue abstraction 

associated with our concept of knowledge. Knowledge is a 

highly anthropomorphic category. What our discussion of 

justification indicates is that there will be a continuum of 

cases ranging from those creatures designed very differently 
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than we are to those who closely mimic our cognitive 

architecture. I submit that the creatures closest to us 

along this continuum will be candidate knowers, while those 

farthest from us will be incapable of knowledge. This would 

explain why the meta-theory of justification 'here defended 

is capable of rendering bizarre results. Such results are 

got by applying the theory to cases involving creatures very 

different than ourselves. The results seem bizarre in so 

far as our intuitions surrounding knowledge are involved. 

What I am suggesting is that we are careful not to portray 

these intuitions as conditions of adequacy on a theory about 

good reasoning. Such intuitions should function as 

conditions of adequacy on a completed theory of knowledge. 

The results of this essay should be taken to indicate that 

while good reasoning is the means to knowledge, only good 

reasoning of a certain sort will do the trick. 

This points up one of the most pressing albeit 

neglected problems in epistemology: viz. the need to specify 

what sort of "cognitive sophistication" is requisite for 

knowledge. Candidate knowers are creatures similar to 

ourselves in the richness and contour of their mental lives. 

What our discussion of justification indicates is that a 

theory is needed about varying grades of cognitive 

sophistication. and their relation to the potential for 

knowledge. Recognition of this fact helps dissipate one's 
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initial discomfort with the perspective on justification 

developed in this essay. Such a perspective merely unearths 

new work to be done in epistemology. The project we are 

left with then, is that of making explicit the parameters of 

good reasoning along which similarity to ourselves is the 

key to knowing about the world we live in. 
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