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ABSTRACT 

Mental causation has been a concern in the philosophy 

of mind since Descartes. Intuitively, thoughts are causes 

of behavior, and they are causes of behavior in virtue of 

their mental properties. The computational theory of mind 

views thoughts as symbol tokenings, and thus as causes. 

However, if the computational theory of mind is correct, the 

causal efficacy of mental properties is problematic. 

A representation tokening causes further representation 

tokenings or behaviors in virtue of local computational 

properties of the representation. Mental properties could 

explain mental causation as well, if they could be 

identified with, or they supervened upon, causally relevant 

computational properties of representations. But on 

plausible construals of the nature of mental properties, 

they do not. If mental properties are assigned relevance in 

our ~ental lives, the result is a picture in which the 

effects of mental events are overdetermined by their mental 

and physical properties. Since such overdetermination is 

implausible, the causal efficacy of mental properties should 

be denied. 

A number of philosophers have proposed sufficient 

conditions for causal relevance and argued that mental 

properties meet those conditions. The role of mental 

properties in laws or counterfactuals is taken to be 



pivotal. But there are serious problems with each of the 

proposed accounts. 

9 

A property can play an explanatory role, even if it 

does not playa causal-explanatory role. The point of 

assigning mental properties to representations is to account 

for a system'e information processing capacities. Mental 

properties can play this explanatory role without accounting 

for cause-effect relationships. The causal efficacy of 

mental properties can be denied, while an explanatory role 

for mental properties is maintained. 
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CHAPTER ONE 

MENTAL CAUSATION 

I believe that Charlotte Bronte wrote Jane Eyre. Thus, 

if I were asked who wrote that great novel in a test on 

British novelists, the correct answer would occur to me and 

I would write down "Charlotte Bronte". Would my belief 

about the authorship of Jane Eyre cause me to write 

"Charlotte Bronte"? If so, would it cause me to write 

"Charlotte Bronte" because it was a belief? Because it had 

the content that Charlotte Bronte wrote Jane Eyre? These 

are questions I shall address in this work. To begin with, 

let us explore the philosophical terrain in which such 

questions arise. 

1. The Causal Status of Propositional Attitudes 

Propositional attitude psychology, whether folk or 

scientific, gives every appearance of being a "causal 

theory." When we explain someone's behavior in terms of his 

propositional attitudes we often appear to be giving causal 

explanations. Propositional attitude psychology, folk and 

scientific, seems to deliver causal genera1izations. 1 

For example: if a person comes to believe that a string 
of events of some kind K has occurred, then (ceteris 
paribus) he will come to believe that the occurrence of 
another K event is less probable than it would have been 
absent the string of K events. Another example: if an 
English speaker x hears y utter an English declarative 
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The view that propositional attitudes occupy a place in 

the causal nexus has sometimes been challenged. Thirty 

years ago, a number of philosophers inspired by Wittgenstein 

and Ryle claimed that the beliefs and desires of an agent 

"rationalize" his actions, but are not causes of actions. 2 

Zachary's desire to make a deposit explains his going to the 

bank by making sense of it, but not by bringing it about. 

This attempt to give thoughts an explanatory role without a 

causal role is unconvincing. Suppose it happens that 

Zachary has a desire for a job as a bank teller as well as 

wanting to make a deposit. If we are entitled to insist 

that Zachary went to the bank to make a deposit, not to 

apply for a job, as we might be, it can only be because it 

was his desire to make a deposit that caused him to walk to 

the bank, not his wanting to work as a teller. 

When praise and blame are at issue, it is especially 

clear that propositional attitude explanation can be, and 

sometimes must be, causal explanation. If Zachary has 

murderous thoughts about a pedestrian, and simultaneously 

has a seizure, which causes him to hit the pedestrian, his 

sentence S, and x believes that y is sincere and reliable, 
then (ceteris paribus) x will corne to believe that S. 

See Ryle 1949, Melden 1960, and Anscombe 1959 for the 
argument against mental causation; see Davidson 1963 for 
arguments in favor of mental causation. 
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murderous thoughts don't justify blaming him for the 

accident. They are irrelevant to assigning blame because 

they play no role in the etiology of the pedestrian's 

injuries. It is absurd to hold Zachary morally responsible, 

merely on grounds that his murderous thoughts can make sense 

of his hitting the pedestrian. 

Some have argued, quite plausibly, that the goal of 

scientific psychology is not primarily to produce causal 

explanations and generalizations (Haugeland 1978, Cummins 

1983). Rather, it is to analyze cognitively characterized 

capacities into more elementary subcapacities. This kind of 

analysis is not inspired by the question "what caused the 

system's output?" but by the question "why was the system's 

output cogent, relative to its input?" Suppose Zelda is 

good at figuring out a 15% tip on restaurant bills. Xf we 

see psychological explanation as analysis of a capacity into 

simpler capacities, then we will try to analyze Zelda's 

capacity. There are many possible analyses. It is possible 

to calculate 15% of an amount by multiplying the amount by 

.10, then by .5, and adding the two results together. It is 

also possible to calculate 15% of an amount by dividing 15 

by the amount and multiplying the result by 100. What 

would make one of these analyses the correct explanation for 

Zelda's ability? The analysis that is genuinely 

explanatory must characterize the procedure that is 



13 

triggered by seeing the total and that causes Zelda to 

announce the amount of the appropriate tip. The analysis 

must correspond to a sequence of causally connected 

states.) A correct analysis would give rise to a causal 

explanation: Zelda saw the bill was $10.00, and that 

prompted figuring out that 15 divided by 1000 is .015, and 

thus she figured out that 100 times .015 is 1.50, which 

prompted her to say that the tip would be $1.50. If this is 

right, it confirms a certain causal generalization: if a 

person wants to figure out 15% tip on 10.00, then she will 

do such and such, and consequently say that the tip is 

$1.50. If producing causal explanations and generalizations 

is not the primary goal of psychology, it seems to be an 

inevitable byproduct. 

A dualist might well doubt that our beliefs and desires 

can be causes of our actions. But few will want to motivate 

doubts about mental causation by advocating dualism. There 

I do not mean to suggest that Cummins or Haugeland would 
deny any of this. Just the opposite. Cummins points out: 
"In a systematic analysis, such as a schematic diagram, a 
recipe, or a computer program, the explanatory force of the 
analysis derives largely from a specification of how the 
analyzing functions interact, a manifestation of one 
precipitating manifestation of anocher in the . 
characteristically systematic way that is naturally 
specified in a flow-chart or program" (Cummins 1983, p. 30). 
Later he writes " ... the capacities appealed to in a 
systematic analysis cannot be instantiated in causally 
independent structures" (p. 33). 
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are much more plausible ways to understand the nature of 

propositional attitudes. The representational theory of 

mind (RTM) is an attractive account of the attitudes and can 

be formulated in thoroughly materialistic terms.' 

According to current versions of RTM, thought processes are 

sequences of mental representation tokenings preceded 

sometimes by environmental inputs and eventuating sometimes 

in behavior. To account for the "attitude" properties of 

thoughts--their being beliefs, or desires, or hopes, and so 

forth-- mental representation tokenings are assumed to play 

distinctive functional roles. To account for what thoughts 

are about, representations are assumed to have semantic 

properties. 

On initial consideration, mental causation seems to be 

unproblematic, if RTM is correct. Thoughts conceived as 

representation tokenings can readily be conceived as having 

a place in the causal nexus. Representation tokenings are 

familiar to us as causes: loading symbols into the 

registers of a computer can cause other symbols to be 

tokened at memory addresses; writing on the blackboard 

"REVIEW TONIGHT AT 8:00" can bring it about that students 

congregate in a certain room at 8:00; a road sign depicting 

a bend in the road can cause a driver to slow down. 

For seminal formulations of RTM, see Fodor 1975, 1978, 
1980, 1987. 
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2. New Doubts about Mental Causation 

Philosophers of late have directed their attention to a 

new problem about mental causation. The new problem is 

this: even if mental events are bonafide causes, they may 

not be causes in virtue of their mental properties. (I use 

"mental properties" to cover "attitude" properties--being a 

belief or a desire, as well as semantic properties--having a 

particular semantic content. I will use the latter terms 

when I want to talk specifically about attitude or semantic 

properties.) Fred Dretske has presented the problem 

eloquently: 

Following Davidson we can say that reasons are causes, 
but the problem is to understand how their being 
reasons, how their having semantic content, contributes 
to or figures in their causal efficacy. Pills also 
cause things; those containing poison can kill you. 
But their shape, their being spherical, contributes 
nothing to this effect. As far as their lethality is 
concerned, the pills might as well be cylindrical or 
cubical. And so it may be with reasons. If 
brain structures with content have their effect on 
motor output in the way acoustic vibrations shatter 
glass, then the content is causally inert. We can talk 
about it but it doesn't help explain anything. (1988a, 
p. 32) 

On a Davidsonian view of events, a single event can 

have many descriptions. S Zelda's taking of the pills was a 

swallowing of a round pill, a swallowing of a blue pill, and 

a swallowing of cyanide. This is to say that the event had 

Davidson 1967, 1969. 
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many different properties (ignoring Davidson's nomirialism). 

It is natural to suppose that those properties fall into two 

categories: some were relevant to there being a causal 

relation between taking the pills and Zelda's death, and 

some were not relevant. No doubt the property of being a 

swallowing of cyanide was causally relevant; presumably 

being a swallowing of a round pill or a blue pill was 

causally irrelevant. 

The worry expressed in the passage from Dretske is that 

the mental properties, especially the semantic properties, 

of propositional attitude events might be akin to the shape 

properties of pill swallowings. After all, there are 

neurophysiological properties of propositional attitude 

events that fully explain why those events cause what they 

cause. Perhaps it is only those properties that count as 

causally relevant. 

The position Dretske asks us to consider (and 

ultimately wants us to reject) might be called "property 

epiphenomenalism", or "type epiphenomenalism".6 

Historically, the epiphenomenalist claims that mental events 

and states have no causal consequences. The 

epiphenomenalist position we are entertaining here grants 

causal efficacy to mental events and states, but questions 

The latter is McLaughlin's term (McLaughlin 1989). 
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whether a mental event's (or state's) having mental 

properties has anything to do with the event's usual causal 

consequences. On the epiphenomalist position we are 

envisaging, the thought that my neighbor is noisy caused me 

to knock on his door, but did not have this causal 

consequence in virtue of-Deing a thought that my neighbor is 

noisy. 

A couple of clarifications are in order. The property 

epiphenomenalist is not concerned with the causal efficacy 

of mental properties, but with the causal efficacy of 

instances of mental properties. A concern with the causal 

efficacy of properties per se would be peculiar. What can 

be efficacious is an event's having a property, not the 

property itself. Heaviness can't be causally efficacious, 

but John's being heavy can. Furthermore, the property 

epiphenomenalist is concerned with the causal efficacy of 

instances of mental properties relative to certain causal 

consequences of the events that instance them. What the 

property epiphenomalist denies is that the mental properties 

of mental events are relevant to those events having their 

normal causal consequences, namely, further mental events 

and behaviors. The property epiphenomenalist is not 

committed to the view that mental properties have some 

nature that prevents them from being causally efficacious in 
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every possible situation.? 

If the mental properties of our thoughts are not 

relevant to the usual causal consequences of our thoughts, 

our intuitions will turn out to be misguided. Intuitively, 

our thoughts cause other thoughts and behaviors in virtue of 

their mental properties. My thought about my neighbor being 

noisy causes me to knock on his door because it is about my 

neighbor, and because it is a belief, rather than a desire. 

The desire for the room to cool off has a different effect, 

it causes me to turn up the air conditioner, precisely 

because it involves a different attitude and a different 

content. Mental properties seem to have whatever relevance 

to causation it is that the mass of a bowling ball has when 

it knocks over pins, that the acidity of a glass of wine has 

when it causes a stomach ache, and that the human shape of a 

statue has when it causes a human shaped photographic image. 

Intentional and semantic properties do not belong to the 

same causal category as the color of the bowling ball, which 

surely is irrelevant to the ball's effect on the pins; or 

the cheapness of the wine, which is irrelevant to the wine's 

I doubt that anyone would want to entertain so strong a 
thesis. If one accepts any reductive account of mental and 
semantic properties, one will be able to imagine a (very 
bizarre) machine that detects thoughts in virtue of their 
mental and semantic properties. With respect to such a 
machine, mental and semantic properties would be causally 
relevant. (Fodor attributed this point to Tyler Burge 
during a talk at the University of Arizona, Spring 1990.) 



19 

causing a stomach ache; or the statue's having been created 

by Michelangelo, which is irrelevant to its effects on 

photographic film. 

3. Diagnosis 

The worry over the causal efficacy of the semantic 

properties of our thoughts has several sources. 

(1) Many who adopt RTM also adopt the computational 

theory of mind. On this view, mental processes are 

programmed sequences of symbolic states. A defining 

characteristic of computers is that they process symbols 

"formally"--computers are syntax driven. On some 

construals, this means that the causally relevant features 

of a symbolic state in a computer are syntactic, and not 

semantic. This is the moral that some have drawn (rightly 

or wrongly) from Fodor's article, "Methodological Solipsism 

Considered as a Research Strategy in Cognitive Psychology" 

(1980) . In some passages, Fodor appears to see a 

connection between embracing computationalism and rejecting 

the causal efficacy of semantic properties. He writes: 

If mental processes are formal, then they have access 
only to the formal properties of such representations 
of the environment as the senses provide. Hence, they 
have no access to the semantic properties of such 
representations, including the property of being true, 
of having referents, or, indeed, the property of being 
representations of the environment. (p. 230) 

If talk of a process having access to a property is to be 
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cashed in terms of the causal significance of the property, 

Fodor is allowing the causal relevance of formal properties 

and disallowing the causal relevance of semantic 

properties. S 

(2) Doubts about the causal relevance of content have 

stemmed from work on the nature of content. On RTM, the 

content of a thought is due to the semantic properties of 

the underlying representation. Philosophers have attempted 

to state conditions under which mental representations in a 

system have their semantic properties. A near consensus has 

developed that some of the conditions that determine 

semantic properties concern the nature of the system's 

environment (I'll call this very general thesis 

"externalism") . Causal theories of content take many 

forms, but agree that the causal source of a representation 

type affects the content of the type. 9 On some accounts, 

This is the moral that I think many readers have drawn 
from the article. Fodor denies the relevance of referential 
semantics to psychology; thus, presumably, he would deny the 
causal relevance of referential semantic properties. But he 
seems at points to regard an internal aspect of content as a 
legitimate notion for psychology. There is no clue in Fodor 
1980 whether or not he thinks that internal aspect of 
content is causally efficacious. In 1989, Fodor defends the 
causal relevance of content, but does not spell out what 
kind of content, internal or external, he has in mind. 

See, for example, Stampe 1977, Dretske 1981, Fodor 1984, 
1987. Block 1986. 



the social environment in which a representational type is 

acquired can also make a difference to content. 10 

Externalism about content has the consequence that systems 
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that are molecule for molecule duplicates of each other can 

have thoughts with different contents, owing to differences 

in the environments in which they developed their 

representational repertories. 

Externalism gives ri~e to doubts about the causal 

relevance of content. 11 These can be expressed in a 

multitude of ways, but this will do for now: The property 

of having a certain causal source is a paradigm of a non-

causal property. Nc one would suggest, for example, that a 

bowling ball's having been produced in Clp.veland is relevant 

to its causing the pins to fall over. Another way to 

express the doubt is this: surely the causal properties of 

a brain are fixed by the physical properties of the brain: 

brains with the same physical properties have the same 

10 See Burge 1979, 1982, 1986. 

11 Dretske's work on the causal role of content seems t~ be 
prompted at least to some degree by his own externalist 
account of content. Burge discusses the relationship 
between externalist, or "non-individualistic" content and 
causality in 1986. As he notes, those who think non
individualistic content is useless for scientific psychology 
often seem be driven by issues about causality; however, it 
is difficult to find explicit arguments along these lines in 
the literature. Stich (1983, p. 160-170) argues that 
content is irrelevant to psychology because it is non
individualistic, but is not explicitly concerned with 
causality. 
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causal properties. But content properties are not fixed by 

the physical properties of a brain. Therefore, content 

properties cannot be causal properties. 12 

(3) A third reason to question the causal relevance of 

content stems from Davidson's anomalous monism. Davidson 

claims that whenever there is a causal relation between two 

events, there must be a strict law subsuming the events, 

with respect to some set of properties they possess. It is 

natural to suppose that the properties of an event that are 

causally relevant are exactly the ones in virtue of which 

the event is subsumed by such a law. But Davidson claims 

that there are no strict psychological laws. Thus, events 

are not subsumed by any strict laws in virtue of their 

psychological properties. No psychological p~operties can 

count as causally relevant. 13 

4. The Case Against Epiphenomenalism 

Motivated by one or more of these worries, a number of 

philosophers have set about attempting to rescue mental 

properties, especially semantic properties, from the 

indignity of causal irrelevance. Their tactics have varied: 

12 Compare Fodor 1987, chapter 2. 

13 A recent spate of literature on the causal relevance of 
content revolves around this argument. See Lepore and 
Loewer 1987, 1989, Fodor 1989, McLaughlin 1989, Horgan 1989. 
See also Kim 1979, 1984, Unpublished. 
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some have stated general conditions for the causal relevance 

of a property, and argued that cont~nt meets those 

conditions14; another tactic, designed to handle the first 

and second worry, has been the characterization of a non

external aspect of content--"narrow content II .15 Dretske' s 

defense of the causal relevance of content has centered on 

clarification of that which is explained by appealing to 

propositional attitudes; namely, he thinks, behavior. 16 

One wonders not only whether these efforts are 

successful, but what is at stake. Let's consider why the 

cost of denying the causal efficacy of mental properties 

might seem to be large. 

To begin with, it could be claimed that the causal 

status of mental events as well as mental properties is at 

stake. If propositional attitudes are not causes, this 

disturbs the picture of psychology drawn above. If beliefs 

and desires aren't causes, then they don't figure in causal 

generalizations of the sort psychology seems to discover. 

They also can't figure in analyses of cognitive capacities. 

14 For example, Lepore and Loewer 1987, 1989, Fodor 1989, 
Horgan 1989, Segal and Sober (Unpublished). 

15 See McGinn 1982, Block 1986, and Fodor 1987 for theories 
of narrow content. These philosophers do not explicitly 
motivate their accounts of narrow content as solutions to 
the problem about causal relevance. 

16 See Dretske 1988a, 1988b, and the discussion in Kim 
Unpublished. 
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The issue about the causal role of mental properties is 

typically posed in broadly Davidsonian terms. It is assumed 

that a single event has many descriptions, no one of which 

is "canonical". One can claim that mental events (events 

with mental properties) are causes, and at the same time ask 

whether the mental properties of mental events are relevant 

to their being causes. A negative answer on mental 

properties need not threaten the causal status of mental 

events. But it is also possible to characterize mental 

events in a way that has the consequence that if mental 

properties are epiphenomenal, so are mental events. 

Consider Jaegwon Kim's property exemplification account 

of events (Kim 1969, 1973, 1976). An event, for Kim, is the 

exemplification of a property by an object at a time. An 

event can be represented using the notation [x,P,t], with x 

denoting an object or n-tuple of objects, P denoting a 

property exemplified by the object or n-tuple, and t 

denoting the time of the exemplification. x, P, and tare, 

respectively, the "constitutive" object, property, and time 

of the event. A causally relevant property of a Davidsonian 

event is a constitutive property of a Kimean event that 

counts as a cause. A causally irrelevant property of a 

Davidsonian event is the constitutive property of a Kimean 

event that does not count as a cause. For example, within 

the Davidsonian framework the swallowing of cyanide (by 
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Zelda at noon) caused a death in virtue of being an overdose 

of cyanide, not in virtue of being a swallowing of a round 

pill. Kim will describe the situation in terms of two 

events: [Zelda, taking an overdose of cyanide, noonJ, and 

[Zelda, swallowing a round pill, noon]. In the situation we 

are imagining, the first event is a cause and the second 

isn't. 

Kim's own account of mental events sees them as 

instantiations of mental properties at times (Kim 1966, 

1984) . Thus, the constitutive properties of mental events 

are mental, and if mental event~ are causes, they are causes 

in virtue of instantiating mental properties. Anyone who 

adopts Kim's account of mental events will see the question 

about the causal status of mental properties also as a 

question about the causal status of mental events. 

What if the causal status of mental events can be 

sustained, despite the causal irrelevance of their mental 

properties? What then is the cost of denying the causal 

relevance of mental properties? If the mental properties 

of mental events lre causally insignificant, it may be 

preferable in scientific contexts not to refer to them. A 

system's psychological capacities should be described and 

explained in terms that avoid the propositional attitude 

idiom. The psychological generalizations that we now state 

in terms of attitudes and contents might best be replaced by 
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generalizations using predicates that express properties of 

mental events that are relevant to their causal 

consequences. In short, an epiphenomenalist position on the 

role of mental properties in mental processes threatens to 

change the direction of theorizing about mental processes. 

Epiphenomenalism about mental properties calls into 

question the explanatory value of using propositional 

attitude descriptions of mental states in singular causal 

explanations. It might be useful in every day life to make 

statements like "Bayer's aspirin caused the ringing in her 

ears", but being Bayer's aspirin--that is, being aspirin 

made by a particular company--wasn't relevant to the ringing 

in her ears. A better explanation is "Aspirin caused the 

ringing in her ears." Perhaps, likewise, in everyday life 

it is useful to say "the belief that her neighbor was noisy 

caused her to knock on his door", but the more serious 

explanation is "the state with such and such physical 

properties caused her to knock on her neighbor's door." 

Finally, epiphenomenalism about mental properties may 

seem to threaten realism about the mental. Some intentional 

realists and anti-realists alike assume that there are 

inferences to be made from content epiphenomenalism to the 

explanatory irrelevance of content, and thence to 
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eliminativism. 17 

5. Plan 

My aim is to assess the causal significance of mental 

properties--both "attitude properties" and semantic 

properties--in our mental lives, and to consider whether the 

mental properties of thoughts can be explanatorily important 

without being causally important. I shall argue that 

mental properties play no causal role in our mental lives, 

but nevertheles3 play an explanatory role. 

To broach these topics, we must first characterize 

propositional attitudes and their mental and physical 

properties. I shall be assuming the representational theory 

of mind as an account of propositional attitudes. In 

chapter 2 I will discuss the functionalist construal of the 

property of being a belief or a desire. In chapter 3 I will 

take up the language of thought view of mental 

representation. I'll consider whether our propositional 

attitudes are linguistic in structure, and if so, whether 

the linguistic structure of beliefs is a necessary feature 

of them. In chapter 4 I will broadly outline functionalist 

and causal accounts of the content of mental 

17 For example, Schiffer (1987, chapter 6) assumes that if 
mental properties are causally irrelevant, they simply don't 
exist. 
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representations. 

The assumptions I make about propositional attitudes 

will be these: being a belief is a functional property; 

many of our beliefs have linguistic structure (though belief 

per se is not a linguistic phenomenon); and the right theory 

of content uses functional or causal concepts (perhaps 

both). If these assumptions are correct, then I think one 

can't hold, coherently, that mental properties are causally 

relevant. In chapter 5 I will argue that given these basic 

notions about the nature of propositional attitudes, the 

assumption that mental properties are causally efficacious 

forces one to say that the effects of mental events are 

overdetermined by their mental and physical properties. 

This is so implausible that the causal efficacy of the 

mental must be denied. 

In chapter 6 I will take up current attempts to 

vindicate the causal relevance of content. I'll discuss and 

reject Dretske's view of the explanatory role of content, 

and then consider two recent attempts to spell out what 

constitutes a causally efficacious property (Fodor 1989, and 

Lepore and Loewer 1987, 1989). One explicates causal 

efficacy in terms of laws, the other in terms of certain 

counterfactuals. I will argue that neither account provides 

sufficient conditions for causal efficacy. 

In chapter 7 I will consider the ramifications of 
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denying the causal efficacy of mental properties. I will 

argue that denying the causal efficacy of mental properties 

does not have the high costs considered above. Mental 

events can be causes even if mental properties are not 

causally relevant properties. Mental properties can be 

explanatory even if they are not causally efficacious. 

Psychological theorizing should continue to employ the 

propositional attitude idiom. There are no grounds for 

inferring eliminativism from epiphenomenalism. 
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CHAPTER TWO 

PROPOSITIONAL ATTITUDES 

If we are to answer questions about the causal status 

of propositional attitudes and their properties, we must 

first settle on some general characterization of the 

attitudes. In this chapter I shall begin to establish such 

a framework. I shall be assuming the representational 

theory of mind (RTM) account of propositional attitudes, on 

which there are internal representations underlying our 

beliefs and desires. RTM divides up the task of accounting 

for propositional attitudes. It says: 

x believes (desires, hopes and so on) that p if and 
only if x tokens a representation that has (1) a 
property that accounts for x's having a belief; and (2) 
a property that accounts for x's belief having the 
content that p. 

In this chapter I will be concerned with the properties a 

representation must have if a system tokening the 

representation is to have a belief or desire. (I will 

frequently speak just of beliefs, for simplicity.) The 

properties that account for the contents of our beliefs will 

be the topic of chapter four. 

In section 2 I will outline a functionalist account of 

the conditions under which a representation underlies a 

belief or a desire. In section 3, I will consider the best 

way for the functionalist to conceive of belief properties 

and belief states and events. A position on the causal 
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import of beliefs and belief properties depends on what is 

said here and in later chapters. Thus, the initial 

presentation of functionalism will have to depart from 

standard practice and steer clear of the assumption that 

mental events are causes, and mental properties are relevant 

to mental causation. To begin with, we shall consider ~he 

scope of the representational theory of mind. 

1. The Scope of RTM 

An extremely strong version of RTM would say that 

whenever we have a propositional attitude we token a mental 

representation. But this formulation is too strong: we 

have attitudes that cannot involve relations to 

representations. Some of our beliefs seem to spring only 

from our dispositions. The notion of belief extends fairly 

comfortably to cases like Bush's belief that Reagan does not 

live on Mars. Other beliefs are based only loosely in 

representations. If Bush gives a one hour speech about drug 

problems in America, it might be appropriate to sum things 

up by saying "Bush believes that drugs are the country's 

number one problem" even if he did not say so and thus 

presumably never tokened a representation with that content. 

Then there are beliefs we can be viewed as having in virtue 

of patterns in our behavior or thought. A chess playing 

machine is happily characterized as believing it should get 
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its queen out early, because that is what it does, even if 

it stores no representation of the rule "get your queen out 

early."l A person is happily characterized as accepting 

modus ponens, simply because in every case he infers q, from 

(p --) q) and p. 

In light of these cases, RTM should be expressed more 

modestly. The RTM theorist must confine the claim that 

beliefs are representation tokenings to some subset of 

"core" beliefs. This subset must be picked out in some 

principled and plausible way; furthermore, an explanation 

must be provided why core beliefs and non-core beliefs are 

beliefs. Fodor supposes that core attitudes are episodic or 

occurrent (Fodor 1987, p. 25). When attitudes are 

occurrent, the time of the "occurrence" can be extremely 

brief--as when it occurs to me that I forgot to call 

someone, or prolonged--as the time span of my belief that 

Paris is in France. I shall not attempt to say anything 

about how RTM ought to settle the issue about core and non

core beliefs. We shall simply focus our attention on those 

propositional attitudes that are representation tokenings, 

however these are to be characterized as a class. Being 

occurrent is probably at least a necessary condition for 

being a core belief, so when examples of propositional 

This is Dennett's example (Dennett 1981, p. 107). 
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attitudes are needed, I shall choose attitudes that seem to 

have a definite onset. 

2. Functionalism 

What makes the difference between occurrently believing 

something and occurrently desiring something? Functionalism 

says that representation tokenings have certain functional 

properties that account for the difference between different 

attitudes. This is the view I shall try to develop. 

A functional property can be something as simple as the 

property of having certain actual causes and effects. 

Suppose I token the representation IT'S RAINING,2 and that 

causes a tokening of the representation I CLOSE THE WINDOW, 

and that causes me to close the window. I CLOSE THE WINDOW 

has F, the property of being caused by IT'S RAINING, and 

causing me to close the window. Suppose the second 

representation underlies my desire to close the window. Is 

the explanation for my desiring to close the window that I 

CLOSE THE WINDOW has F? The answer is No. The 

representation's having F wasn't necessary for it to be a 

I hereby introduce the convention to write a ientence s 
in capitals to refer to a mental representation with the 
content of s. The mental representation referred to is not 
presumed to have the syntax of s, or any syntactic 
structure, for that matter. In chapter 2 I will discuss the 
claim that mental representations do have syntactic 
structure. 
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desire. The tokening of I CLOSE THE WINDOW might have been 

caused by a tokening of IT'S COLD IN HERE and it might not 

have caused me to close the window--someone might have 

gotten to the window before me. But it still could have 

been a desire. I CLOSE THE WINDOW's having F seems 

insufficient for giving rise to a desire. It might have 

been that my orders were to close the window, not my desire; 

or that my prediction was that I would close the window. So 

the fact that I CLOSE THE WINDOW had F is not what made it 

the case that I desired that I close the window. 

The mistake we are making here is to focus on the 

causes and effects of the tokening of I CLOSE THE WINDOW, 

rather than on the typical causal role of the type to which 

it belongs. The functional properties of my tokening of I 

CLOSE THE WINDOW depend on the causes and effects of all the 

events in some particular respect like my tokening of I 

CLOSE THE WINDOW. The functionalist of materialist 

persuasion says that representation tokenings belong to 

physical types--that is to say, they have physical 

properties.) My tokening of I CLOSE THE WINDOW accounts 

I ignore functionalists of dualist persuasion. 
Functionalism is often viewed as an account of the mind 
which is not necessarily wedded to materialism (Fodor 1981, 
for example). However, dissatisfaction with dualism is 
often based on problems about mental causation. One wonders 
how soul-stuff could causally interact with soul stuff. 
Moreover, how could it interact with the physical world? A 
functionalist understands mental properties in terms of the 
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for my having a desire because it has a physical property 

that generally plays a certain role. That is to say, states 

or events that instantiate that property typically have 

certain kinds of causes and effects. 

The functionalist is committed to the multiple 

realizability of functional roles, at least in principle, 

and perhaps also in reality: at least the possibilities for 

the physical property that realizes any particular PA-role 

are limitless. The physical property that realizes the 

belief role might vary from system to system, and could even 

vary across times or across subsystems in a single system. 

However, if a particular token representation is to count as 

a belief or desire, it must have some physical property that 

makes it a token of the same type as a class of other 

tokens. Otherwise, whether the token was a belief would 

have to depend on its own actual causes and effects, and as 

we have seen, the nature of the actual causes and effects 

does not determine whether or not the token is a belief. 

The belief functional role could be played (in a system 

or subsystem over some time interval) by a representation 

being tokened in green, or being tokened in helvetica 10, or 

having some neurophysiological property. A computationalist 

causes and effects of the things that have them. If there 
are really problems about attributing causal powers to soul 
stuff, then we had better assume materialism if we want to 
adopt functionalist notions about the mental. 
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version of functionalist ideas could characterize the 

property that realizes the belief role as some property like 

occupying a particular register or occupying a particular 

address in memory. These possibilities have inspired an 

image that has become popular in the literature, the image 

of representations being tokened in different boxes--the 

belief-box, the desire-box, and so on. 4 These boxes should 

be thought of as real physical locations that can be 

described in straightforward physical terms. If our minds 

are composed of boxes, then the physical property of a 

representation that plays the belief functional role is the 

property of occupying a particular box. There are other 

possibilities for PA-role r?alizing properties within 

computationalism--it is imaginable that the belief-role is 

played by a certain type of coding, and the desire-role is 

played by another type of coding. If representations are 

strings of D's and l's, then the beliefs could start with 

one pattern of O's and l's, and the desires with another. 

So far we have seen that a functionalist account of the 

attitudes says that for each attitude PA, there is some role 

R (the "PA-role"), such that a system has that attitude if 

and only if a representation in the system has a property P 

which typically plays, or "realizes" that role. We now come 

Schiffer (1981, p. 212) started this kind of talk. 
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to the hard question. What is the functional role that 

being stored in a particular box has to play for a system to 

have a belief when a representation is stored in that box? 

One way to discern the functional role characteristic 

of any type of mental state is to find a reliable theory 

about the typical causes and effects of that type of mental 

state. 5 Let us see how this is done for another type of 

mental state, and then return to propositional attitudes. 

Suppose we are trying to figure out the functional role 

associated with pain, and that the best theory about pain we 

can find says the following: 

(T1) Ceteris paribus, pain is caused by pin pricks and worry 
and the emission of loud noises, and worry, in turn, 
causes brow wrinkling. 

This theory is about the causal relations among a number of 

different types of states or events. The functionalist can 

be neutral about what is literally true about the causal 

powers of mental events and properties, but still exploit 

this theory to pinpoint a causal role that is somehow 

associated with pain. The way to do this is to replace the 

mental state terms in the theory with variables, and 

formulate an open sentence which expresses a causal role 

associated with pain: 

See Lewis 1972. Block 1980 and Stich 1983 contain useful 
discussions of Lewisean functionalism. The pain example 
below is borrowed from Block. 



(T2) Ceteris parious, x is caused by pin pricks and worry 
and the emissio~ of loud noises, and worry, in turn, 
causes brow wrinkling. 

If (TI) is a correct theory about ~ain, and there is a 

property P shared by states (in a system) of which (T2) is 
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true, then P plays the pain role (in that system). A system 

has pain if and only if it has some property that plays the 

pain functional role. 

The account of pain characterized so far is not quite 

the model we want for a theory of belief, because it is not 

reductive.. We have explained pain in terms of another 

mental state, worry. If (TI) says everything there is to 

say about worry, as well as about pain, then "worry" can be 

replaced with a variable too. Once we do so, we get the 

open sentence, 

(T3) ceteris paribus, x is caused by pin pricks and causes y 
and emission of loud noises and y causes brow 
wrinkling. 

We can now say that a property P plays the pain role just in 

case (EQ) (states with P are caused by pin pricks and cause 

states with Q and emission of loud noises and states with Q 

cause brow wrinkling) . 

Now let us consider how to characterize the causal 

roles associated with propositional attitudes. Again, we 

can extract a causal role from a theory about propositional 

attitudes without endorsing the claim that beliefs and 

desires or their mental properties are literally causes and 
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effects. We certainly do not lack pertinent 

generalizations. If you believe that there will be dinner 

only if Peter cooks, and you believe that there will be 

dinner, you will come to believe that Peter will cook, and 

you will probably do nothing. But if you believe that there 

will be dinner only if Peter cooks, and you desire that 

there will be dinner, you will come to desire that Peter 

will cook and you might encourage him to cook. 

Do we need to state a theory about belief and desire 

that isolates the functional role associated with believing 

from the functional role associated with believing specific 

contents? The hope is that we do not. If we disregard 

content, there are few if any generalizations about belief, 

desire, intention, and so forth, and certainly not enough to 

capture the functional roles associated with these states. 

Let us consider the possibility of a theory about the 

attitudes that is couched in terms of content, but can be 

used to define the attitudes. Let's pretend the theory 

simply says: 

(Sl) Ceteris paribus, if x desires that p, and x believes 
that p only if q, then x attempts to bring it about 
that q. 

If this were everything that could be said about belief and 

desire, then we could capture the causal roles associated 

with believing and desiring with the following open 

sentence: 
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(S2) Ceteris paribus, if a representation in x is J and has 
the content that p, and a representation in x is K and 
has the content that p only if q, then x attempts to 
bring it about that q. 

There is, however, a problem with stating the 

generalizations that define attitude roles in terms of 

content. The problem is that the resulting account of 

belief is reductive only if the account we ultimately give 

of content is not given in terms of propositional attitudes. 

Unfortunately, theories of content typically ar~ stated in 

terms of belief and desire. 6 This is true of all theories 

of content, but functionalist accounts of content will serve 

as an example. Block (1986), for example, writes: 

ICIonsider what would be involved for a symbol in the 
internal representational system, "--)" to express 
implication. Here are some simple inferences. If 
"FELIX IS A CAT --) FELIX IS AN ANIMAL" is accepted, 
then if "FELIX IS A CAT" is accepted, the implication, 
if engaged, has a tendency to bring it about that 
"FELIX IS AN ANIMAL" is accepted. (pg. 620) 

Acceptance, of course, is a propositional attitude. We seem 

to be forced to presuppose attitudes when we account for 

content, and presuppose content when we account for the 

attitudes. 

This problem cannot be avoided by trying to state the 

theory (S2) using syntactic descriptions of the 

representations rather than semantic descriptions. The 

syntax of representations is likely to vary a great deal 

This will become apparent in chapter 4. 



from mind to mind. We would wind up with an open sentence 

keyed to specific systems with specific types of 

representations. Thus, we would not have captured the 

causal role associated with belief, per se, but the causal 

role associated with belief in some specific system. 
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Perhaps the right thing to say is that the attitudes 

and contents must be defined together. This is not to say 

that believing that it is raining and believing that grass 

is green must be seen as two primitive properties; rather it 

is to say that just as belief and desire are interdefined, 

so are believing and having a particular content. 

3. Functionalism and Metaphysics 

Suppose the physical property in Sam that plays or 

realizes the belief role is being in the belief-box. Sam 

tokens some representation r, that has the content that p, 

in his belief-box. As a result, an event occurs that is a 

belief. What event is his belief, and what is the property 

of being a belief? 

It is plausible to suppose that Sam's belief is 

identical to the tokening of r. A possible objection to 

this identification is that Sam's belief is essentially a 
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belief, but the tokening of r is not essentially a belief. 7 

The idea here is that the tokening of r is first and 

foremost a physical event. Its individuation qua physical 

will diverge from, and take precedence over, its 

individuation qua mental. Even if its individuation qua 

physical event had to do with its causal powers, the causal 

powers in question would not simply be the ones that make 

the tokening of r a belief. The tokening of r could have 

had just the causal powers that make it the physical event 

it is, without being located in the belief box or having any 

other property that, in the counterfactual situation, plays 

the belief role. The tokening of r takes place in worlds 

in which it is not a belief: it is not essentially a 

belief. 

The right answer to the objection, I think, is that 

particular beliefs just are not essentially beliefs. It is 

objectionable to suppose that something could actually have 

the property of being a belief, without having the features 

of beliefs--having a content and being disposed to play a 

certain internal role. But it is not objectionable to 

suppose that an event that actually has the property of 

Tyler Burge objects to token physicalism on grounds that 
content properties are essential in (Burge 1979). I am 
supposing that there is at least an initial impulse to view 
the property of being a belief, as well as the property of 
having a certain content, as an essential property of each 
belief. 
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being a belief could have failed to have it altogether. We 

should simply embrace the anti-essentialist consequences of 

identifying Sam's belief with the tokening of r. 

Following Davidson, we may suppose that the tokening of 

r satisfies many descriptions, belongs to many kinds, or has 

many different properties, depending on how one wants to put 

it. The tokening of r is the tokening of a representation 

with certain physical properties, it is a representation 

tokening in the belief-box, and it is a representation 

tokening that has a physical property that plays the belief

role. It is also the tokening of a representation with a 

particular content. Which of the properties of the 

representation tokening is identical to the property of 

being a belief? The answer, I think, is that being a belief 

is having some physical property that plays the belief role. 

An alternative is to suppose that being a belief is 

being in the belief-box. The belief-box, recall, is a 

location that can be physically specified. If this were an 

acceptable way to understand the property of being a belief, 

then I think it would turn out that being a belief is a 

causal property. Thus, it is important for understanding 

the causal status of mental properties that we see that 

being a belief cannot in fact be identified with being in 

the belief-box. 

It has been argued that the insights of functionalism 
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can be appreciated while mental properties are identified 

with physical properties, rather than functional properties. 

Lewis (1972) and Armstrong (1970) identify mental properties 

with the physical properties that uniquely realize 

functional roles like the ones expressed by (T3) and (52). 

We shall suppose, for the sake of argument, that in fact 

there are properties that uniquely realize those roles: in 
I 

every actual system, the belief role is realized by the same 

physical property--the property of being in the belief-box. 

Let's consider the claim that: 

(1) The property of being in the belief-box 
of being a belief. 

the property 

Lewis and Armstrong see (1) as a contingent truth. That is 

to say, the expressions "the property of being in the 

belief-box" and "the property of being a belief" could be 

used in another possible world to refer to non-identical 

properties. Let's use the expressions "BX" and "BL" to talk 

about the properties referred to by these expressions in the 

actual world. 

Why suppose that BL=BX? From belief box laws and the 

identification of being in the belief box with being a 

belief, it is possible to derive laws about beliefs, and 

vice versa. Another way to put the point is that attitude 

terms and "box" terms are interchangeable salva veri tate in 

laws; "BX" and "BL" can be substituted interchangeably for 
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the expression "K" in the likes of (S2). This justifies 

identifying BX and BL, on some accounts of intertheoretic 

reduction and identity, but I think such an identification 

would be incorrect. 

If BX = BL, then, by Leibniz's Law, necessarily B~ is F 

if and only if BL is F. I shall argue that the antecedent 

of this conditional is false by arguing that its consequent 

is false. The goal is to refute: 

(2) Necessarily, BX is instantiated by a representation 
tokening if and only if BL is instantiated by a 
representation tokening. 

(i) We are supposing that BX does uniquely realize the 

belief role: in every actual system with beliefs, BX is the 

physical property that realizes the belief role. Even if BX 

does play the belief role, it is surely true that BX could 

have been had by representation tokenings that behaved in 

none of the ways that are characteristic of beliefs. After 

all, the belief-box is just some physically specifiable box. 

We can imagine someone, Sam*, very much like Sam but "wired" 

differently, so that the rules for putting representations 

in his mental boxes are different from the rules in Sam. BX 

in Sam* might even be the physical property that plays the 

desire role. In Sam*, the representations tokened in the 

box with the desire role are still representations that have 

BX. Do they have the property BL? That is, do they have 

the property that "the property of being a belief" actually 



46 

refers to? When Sam* tokens the representation with the 

content that the window is closed in his BX box, and 

subsequently tries to close the window, is it correct to say 

that he tried to close the window because he believed it was 

closed, not because he desired that it be closed? This 

seems absurd. Representation tokenings that behave as a 

type like desires ought to count as desires. They do not 

have BL. Thus, Sam* supplies us with a possible case in 

which a representation tokening has BX but not BL. He 

demonstrates that it is false to say 

(3) Necessarily, BX is instantiated by a representation 
tokening only if BL is instantiated by a representation 
tokening. 

(ii) Those functionalists who deny identities between 

mental properties and the properties that realize mental 

roles have offered multiple realization arguments for their 

view. The functionalist envisions mental roles actually or 

at least possibly being played by a variety of physical 

properties in different systems. Since we are assuming for 

the sake of argument that all actual beliefs are 

representations in belief-boxes, the important point is that 

a representation could be a belief without being in a belief 

box. Sam* is a case in point. In Sam*, BL is realized by 

representation tokenings that do not have the property of 

being in the belief-box (BX), but have the property of being 

in the desire-box ("DX"). Sam* demonstrates the falsehood 
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(4) Necessarily, BX is instantiated by a representation 
tokening if BL is instantiated by a representation 
tokening. 
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Of course, if (3) and (4) are false, so is (2). And if (2) 

is false, so is (1). 

What can be said against (i) and (ii)? Reductionists 

can defend the identification of BX and BL with appeals to 

"domain specific reduction". Why not suppose that being a 

belief in humans is being in the belief-box? If there is 

multiple realization in the actual world, we can talk about 

belief in dogs, belief in dolphins, and so on?8 If there 

were multiple realization within a species, we could even 

relativize our reductions to the type of system typified by 

one individual. We might, for example, identify belief in a 

Sam (a Sam being a system whose basic psychological 

architecture is just like Sam's) as the property of being in 

the belief box. 

The domain specific reduction response to the multiple 

realization argument is sometimes buttressed by an appeal to 

respectable, but domain specific, reductions in the physical 

and biological sciences. It is pointed out, for example, 

that heat ~s not just one physical phenomenon in all cases. 

Heat in a gas is mean kinetic energy of the constituent 

See Lewis 1980, Churchland, P. M. 1984, Churchland, P. S. 
1986, Enc 1983, Richardson 1979. 
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molecul8s. Heat in a plasma is something else, because 

plasmas have no constituent molecules; heat in a vacuum is a 

matter of the distribution of electromagnetic waves; and 

heat in a solid is something else again, because the 

relevant energy is not all kinetic. 

The two anti-reductionist arguments revolved around the 

lack of nomological connections between being in the belief-

box (having BX) and being a belief (having BL). Domain 

specificity seems to salvage nomological connections. 

Representations that are beliefs in a human do have to be in 

belief boxes. That is the way humans are built. Only the 

belief box plays the belief role. There are no humans, even 

in other possible worlds, with representation tokenings we 

would want to count as beliefs, that do not occupy belief 

boxes. Sam*, whose beliefs are in his desire-box, is no 

counterexample, for he does not count as a human. He is a 

member of another, ever so closely related species. So, it 

seems that 

(5) Necessarily, in a human, BX is instantiated by a 
representation tokening if BL is instantiated by a 
representation tokening. 

Furthermore, a representation tokening with the property of 

being in the belief-box in a human does have to have the 

property of being a belief. Again, Sam*, whose belief box 

contains desires, is not a counterexample to this, because 

he is a member of a different species. Thus, 
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(6) Necessarily, in a human, BX is instantiated by a 
representation tokening only if BL is instantiated by a 
representation tokening. 

In short, there is not, on the whole, a nomological 

connection between a representation's being in the belief 

box and its being a belief ((3) and (4) are indeed false), 

but within humans there is such a connection ((5) and (6) 

are true). 

Are (5) and (6) sufficient to warrant identifying the 

property of being a belief in humans with the property of 

being in the belief-box? The answer is No. To begin with, 

a nomological correlation between F and G within a system S 

is not generally sufficient for identifying F and G in S. 

In coals there is a nomological correlation between getting 

hotter and getting redder, but being red is not being hot, 

not even just in coals. 

The analogy with the heat case is misleading. There 

is more than a nomological correlation between increased 

heat in a gas and increased mean kinetic energy. Increased 

heat in a gas depends on increased mean kinetic energy of 

molecules, and on nothing else. But there is merely a 

nomological correlation between BX and BL in a human; a 

representation's having BL does not depend solely on its 

having BX. A representation's having BL is dependent on 

its having BX and BX playing a particular role. By 

relativizing to humans, we obtain a nomological correlation 
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between BX and BL that is absent in a larger domain of 

cognitive systems; but we don't change the fact that the 

property BL is instantiated by a representation in a system 

in virtue of properties of the representation more complex 

than BX. If BL does not depend exclusively on the property 

BX in a human, it is hardly plausible that BL should be 

identified with BX in a human. 

4. Conclusion 

The upshot of this chapter is that to show that beliefs 

and desires are causes we must show that representation 

tokenings are causes. To show that beliefs and desires are 

causes in virtue of being beliefs and desires, we must show 

that representation tokenings are causes in virtue of the 

property of having some property that plays a certain 

complex causal role. To anticipate a bit: it is going to 

be rather straightforward to accord causal status to beliefs 

and desires, but problematic to accord causal status to the 

property of being a belief and the property of being a 

desire. We shall return to these properties in chapter 5, 

where the causal relevance of being a belief and having a 

specific content, will both be considered. Our task in the 

next two chapters is to characterize the syntactic and 

semantic properties of beliefs and desires. 



CHAPTER THREE 

MENTAL REPRESENTATION 
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Our main goal is to consider whether the mental 

properties of mental events are causally efficacious. We 

cannot pursue this question without an account of mental 

events and the nature of mental properties. In the last 

chapter we looked at the property of being a belief or a 

desire, and in the next we shall survey accounts of the 

semantic properties of mental representations. In this 

chapter I shall discuss and defend the language of thought 

hypothesis. This will facilitate the discussion of content 

in the next chapter and give a fuller picture of 

propositional attitude events. Furthermore, the assumptions 

we make about mental representation are pertinent to 

questions about the causal relevance of content. If some of 

the issues pursued in the chapter are somewhat tangential to 

our main theme, they are important and interesting tangents. 

1. The Language of Thought Hypothesis 

What is meant by the claim that our system of mental 

representation is a language of thought? One of the 

implications of the language of thought hypothesis is that 

our mental representations "express" their meanings 

symbolically rather than pictorially. Intuitively, there is 

a distinction between the way in which the word "red" 
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expresses the property of being red, and the way in which a 

splotch of red paint might be used to express the property 

of being red. The splotch of red paint could be used to 

represent redness on the basis of its intrinsic features; 

the inscription of "red" does not represent redness in 

virtue of its intrinsic: features. The language of thought, 

as I shall discuss it, is to be construed as a syste"m of 

symbols, not as a system rf pictorial representations. 

To say that our mental representations constitute a 

language has the further implication that our mental 

representations are structured in a certain sense. There 

are three parts to the idea that mental representations are 

structured: 

(1) Complex, meaningful mental representations are 

composed out of primitive units that are themselves 

meaningful. 

(2) There are syntactic rules for composing complex 

formulas out of primitive units. By syntactic, I mean 

nothing but "non-semantic". The idea is that primitives 

fall into non-semantic categories that can be exploited to 

state rules for putting them together into legal formulas. 

(3) The third thesis about structure combines the 

first two and adds something to them: namely, that the 

meanings of complex representations are completely 

determined by the meanings of the primitive units they 



contain and by their syntactic structure. That is, the 

system of mental representation has a compositional 

semantics. 
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Notice that if mental representation is structured in 

the first two senses, it doesn't have t~ be structured in 

the third sense. Given the first two types of structure, 

fixing the meanings of primitives and the syntactic 

structure of a formula doesn't necessarily fix the meaning 

of the formula. But if mental representation has the third 

type of structure, there are no other determinants of the 

meaning of a formula besides the meanings of the primitives 

and syntactic structure. 

Someone who believes any or all of these three theses 

views mental representation as structured at least in some 

sense. Fodor and Pylyshyn (1988) and Fodor (1987) argue 

that mental representation is structured in all three 

senses. Schiffer (1987) holds that mental representations 

might have meaningful parts, and he believes that mental 

representation might have a syntax, but he strenuously 

denies that mental representation has to have a 

compositional sem~ntics. Searle (1983), to take another 

example, seems to believe that mental representations have 

meaningful parts, but denies the other two theses. 



2. Two Views on the Significa~ce of the Language of 
rhought Hypothesis 

Those who are sanguine about a language of thought 

disagree about the importance of this hypothesis. On one 
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extreme is the view that if there is a language of thought, 

belief will have been discovered simply to be a 

computational relation to mental sentences. Thus, it will 

be a necessary truth that an individual with beliefs stores 

linguistic representations. 

This view arises if one takes the language of thought 

hypothesis as providing fuel for an account of the semantics 

of belief sentences, as some have done. l Sentences like 

"John believes that grass is green" seem to express a two 

place relation between persons and some other entity. If 

there is a language of thought, then an option is to say 

that the "other entity" is a mental sencence type. One way 

to understand how the reference to a mental sentence is 

achieved is by treating "that grass is green" as equivalent 

The theory to follow is Fodor's (1978), if I understand 
him correctly. In this article, Fodor speaks of giving an 
account of propositional attitudes. He seems to want to 
simultaneously develop a semantic theory about propositional 
attitude sentences and a theory about the nature of 
propositional attitudes. Insofar as Fodor's execution of 
the former project is sketchy, it sometimes appears that he 
is most serious about the latter project. There is a good 
deal of slippage in Fodor's exposition between the view that 
"that"-clauses refer to mental sentence types, and the view 
that they refer to mental sentence tokens. I focus on the 
former interpretation. 
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to "the mental sentence, tokens of which are responsible for 

linguistically regular utterances of 'grass is green' .,,2 

The account of "believes" that fits with this account of 

"that"-clauses says "believes" expresses a !;:>articular 

computational relation (e.g. the stores-in-the-belief-box 

relation) to tokens of mental sentence types. 

If this account of the semantics of belief sentences 

were correct, then belief attributions would not be true of 

individuals who lack a language of thought. They would not 

stand in any computational relations to tokens of mental 

sentence types; thus, they would not have beliefs. 

It is also possible to generate the view that all 

believers think in a language of thought through a certain 

sort of analysis of belief sentences. Semantically, 

"believes" might be construed as a two place relation 

between individuals and some non-mental object like a 

proposition. But belief attributions might be analyzed in 

terms of a three place relation between individuals, 

propositions, and mental sentences. The idea is that "John 

believes that grass is green" is true just in case some 

three place relation, belief*, holds among John, the 

See Fodor 1978, p. 196. 
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proposition that grass is green, and some mental sentence.] 

If this were true, then no system without mental sentences 

could believe any propositions. 

The other extreme is to attach little importance to the 

hypothesis that our propositional attitudes are realized by 

linguistic representations. Stalnaker, for example, does 

not rule it out that we think in a language of thought, but 

he views this as a rather insignificant matter about the 

coding of content. The language of thought hypothesis is 

tangential because "the form in which beliefs and desires 

are represented is not essential to their content" (1984, p. 

23) • "That"-clauses simply refer to propositions, and 

relations to propositions do not have to be mediated by 

mental sentence tokens. There could be believers who do not 

think in a language. 

3. The Real Significance of the LOT Hypothesis 

Both of these extremes are misguided. Let's consider 

the first extreme, the view that the language of thought 

Salmon (1986, 1989) analyzes belief in terms of a three 
place relation BEL which holds between persons, 
propositions, and proposition guises, or modes of 
presentation. He sometimes speaks of these modes of 
presentations as English sentences. Thus, one might believe 
that Venus is bright by believing* Venus is bright under the 
guise "Hesperus is bright" or under the guise "Phosphorus is 
bright." Another option for him is to construe proposition 
guises as mental sentences. 
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hypothesis opens the door to a reductive account of belief 

as a relation to mental sentences. The semantic theory from 

which this follows is implausible. If human beings do think 

in a linguistic medium, this will not affect the semantics 

of belief sentences. What we want out of an account of the 

semantics of belief sentences is an interpretation that 

mirrors the way we understand those sentences, and at the 

same time mirrors facts in the world which make the 

sentences true. But a mental sentence semantics does 

neither. For surely competent speakers of English do not 

understand "believes" to express a complex relation 

involving internal linguistic representations, and they do 

not understand "that"-clauses to refer to such 

representations. Furthermore, it is hard to believe that 

the situations that make belief sentences true must always 

be situations involving mental sentences having the content 

of those beliefs. For one, there are the non-core beliefs 

mentioned in the previous chapter. Bush does believe that 

Reagan does not live on Mars; if the mental sentence 

semantic theory were true, a sentence attributing this 

belief to Bush would be false, for Bush does not stand in 

any computational relation to a mental sentence token that 

means that Reagan does not live on Mars. 

Even when belief sentences are used to attribute core 

beliefs, it is implausible that they are about relations 



between individuals and mental sentences. I can imagine 

possible worlds in which core beliefs are tokenings of 

mental representations that are not symbolic. Surely we 

could discover a species of pictorial thinkers on some far 

away planet. Even their public medium of communication 

would consist of pictures. They might keep packs of 

pictures in their pockets and take them out when they want 

to "say" something. The representations that are the 

objects of their beliefs would not be sentences. We would 

not hesitate to attribute at least some beliefs to such 

people, if not all of the beliefs that we have. 
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The mental sentence account of belief sentences entails 

that belief attributions can be true only of systems with 

representations that are structured in the three senses 

distinguished above. But it is conceivable that a system 

could have a repertory of just 100 representations, each 

primitively expressing a proposition. Tokenings of these 

representations could, I should think, count as beliefs. 

The second account of belief sentences mentioned 

earlier says that "belief" expresses a two place relation 

between cognizers and propositions, but can be analyzed in 

terms of a three place relation, belief*, between a 

cognizer, a proposition, and a mental sentence. This is 

more promising than the view that "that"-clauses refer to 

mental sentence types. At least it can avoid the problems 



just mentioned about non-core beliefs. It may be possible 

to characterize the belief* relation in such a way that a 

person can believe that p without harboring a mental 

sentence with the content of his belief. The belief* 

relation might be a disjunction of relations: harboring a 

mental sentence that expresses p, or (very roughly) 

harboring a mental sentence that immediately entails p. 

"Bush believes that Reagan does not live on Mars" is true 

insofar as he harbors a mental sentence token (perhaps, 

REAGAN LIVES IN CALIFORNIA) that immediately entails that 

Reagan does not live on Mars. 
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Still, if belief is analyzed in terms of a relation to 

mental sentences, it is impossible to have beliefs without 

storing mental sentences: systems with pictorial 

representations and systems with a fixed repertory of 

primitive representations cannot have beliefs. This, as I 

said above, is implausible. 

Let's consider the other extreme, on which the issue 

about the form of mental representations is considered an 

insignificant one. This is wrong too. If it turns out that 

we think in a language of thought this will be a deep fact. 

Even if the property of having a propositional attitude is 

not identical to the property of standing in a relation to 

any particular kind of representation, any particular 

propositional attitude that is a relation to a linguistic 
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representation is in an important sense a different kind of 

propositional attitude than one that is not. Whether two 

attitudes are the same type of propositional attitude or 

different types depends on the attitude involved, the 

contents, and also the underlying representation. These are 

three separate parameters that can affect ordinary judgments 

of similarity and difference between propositional 

attitudes, and that are relevant to the psychological role 

of a propositional attitude state. 

The importance of form is evident in cases where the 

same content is expressed by distinct representations, 

albeit both linguistic. Consider the sentences "10 + 2 

12" and "x + II = XII". It is hard to make a case for a 

difference in content in this case; nevertheless it is easy 

to imagine these sentences being the basis for thoughts that 

are different in kind. Sally might find it much easier to 

assent to the first than to the second. If she internalizes 

both sentences, and then learns that 6 + 6 = 12, she may 

quickly realize that 6 + 6 = 10 + 2, and with more 

difficulty realize that X + II = 6 + 6. 

If all of these differences in linguistic form make for 

differences in kinds of attitudes, all the more so will 

differences in form of representation. A person who is 

asked whether there is snow on Mount Everest and simply 

calls up a file on Everest containing the word "snow" is in 
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a different kind of belief state from a person who has hiked 

the mountain and has vivid recollections of the look and 

feel of an avalanche. Form is distinct from content, but 

it is quite relevant to the individuation of intentional 

states. Suppose John and Mary have both created graphs that 

show a 35% increase in defense spending over the last 25 

years. But they have chosen different units, so that John's 

graph contains an extremely steep line, and Mary's a nearly 

flat line. Suppose they memorize the graphs and are asked a 

question about defense spending. They picture the graphs 

and each says defense spending has increased 35% in the last 

25 years. The contents of their beliefs may be taken as the 

same, but there is an intuitive sense in which their beliefs 

are different. John has represented the increase in defense 

spending as being more extreme than Mary has. 

These examples suggest that it is a mistake to view the 

form of the representation underlying our propositional 

attitudes as an insignificant issue about implementation. 

Differences in form individuate our thoughts. 4 

Those who think the language of thought hypothesis is 

insignificant might respond thus: we use belief sentences to 

attribute content; thus, the only individuating properties 

of beliefs are their contents. But the conclusion here does 

Fodor defends a similar thesis in "Substitution Arguments 
and the Individuation of Beliefs" (in Fodor 1990). 
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not follow from the premise, nor is the premise plausible. 

First, even if belief sentences are used just to 

characterize the content of beliefs, it does not follow that 

belief attributions describe beliefs in all individuating 

respects. There is no reason to insist that the everyday 

idiom of attitude verbs and "that"-clauses can characterize 

beliefs exhaustively. Second, though often belief sentences 

are used only to characterize the contents of thoughts, 

sometimes a complement sentence is picked not just for its 

content but for its form. Burge reports "For years I 

believed that a fortnight was ten days, not fourteen."5 

He could not have described his belief by saying "For years 

I believed that fourteen days was ten days, not fourteen." 

But the complement in this rendition has the same content as 

the original. 

To summarize: if it turns out that our mental 

representations are linguistic, it should not be supposed 

that belief as a kind is a relation to linguistic 

representations. It is not going to be a necessary truth (a 

posteriori, of course) that belief is a computational 

relation to linguistic representations. 6 However, if it 

Burge 1978, p. 126. The quotation is abbreviated. 

There might be some specific beliefs that are necessarily 
relations to mental sentences. It might be impossible to 
believe certain things without employing structured symbols. 
This of course would reveal something about the essential 
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turns out that we think in a linguistic medium, this will be 

an individuating truth about our thoughts. It will be proper 

to say that our thoughts would have been of a different sort 

had they not been linguistic. 

4. Arguments for a Language of Thought 

I have argued that there can be systems with 

propositional attitudes, but without structured, linguistic 

systems of representations. What reasons are there to 

suppose that the vehicle of any of our thinking is a 

language of thought? To begin with, a pictorial view of 

mental representation is implausible as a general account of 

our thoughts, for the simple reason that it is impossible to 

imagine what sort of a picture could carry the content of 

many of our thoughts. What sort of a picture could underly 

my belief that Congress is struggling with the budget, or 

that the cost of living is rising, or that the mental 

supervenes on the physical? This is not to reject the 

hypothesis that there is a distinct pictorial sort of 

representation underlying specifically imagistic thinking, 

but to say that some of the representation involved in 

thought--perhaps even most of the representation involved in 

thought--is non-pictorial. 

properties of those beliefs, not about believing per se. 
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If mental representation in us has to be largely 

symbolic, does it have to be structured? The language of 

thought hypothesis has foes of two kinds: there are 

intentional realists who deny that the representations 

underlying propositional attitudes need to be structured, in 

the relevant sense. This includes intentional realists who 

abiure a commitment to any kind of computationalism (Searle 

1983, Stalnaker 1984), and intentional realists who are 

committed to certain forms of connectionism (Clark 1989). 

The other foes of the language of thought reject intention31 

realism altogether (Churchland 1981). The discussion to 

follow is intended to convince the first group only. 

In section (1) I distinguished three aspects of 

structure. The arguments for mental representation having 

each type of structure can be expected to differ. It turns 

out, not surprisingly, that it is easiest to argue for the 

first type of structure, and hardest to argue for the last. 

5. The Case for Structure! 

The first notion was that complex mental 

representations are composed out of meaningful parts. I 

will call this "structure!". Fodor's recent "systematicity" 

argument for a language of thought is an effective argument 

for mental representation being structured!, and for nothing 

stronger (Fodor 1987, Fodor and Pylyshyn 1988). Fodor 
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advertises the argument as supporting the view that'mental 

representation has "combinatorial semantics" (Fodor 1987, p. 

150), but it is not clear that he means more than structurel 

by this. 

Fodor argues that a person who can entertain one type 

of thought standardly can entertain certain others. If you 

can think that Reagan put the book on the table, then you 

will be able to entertain the thought that Reagan put the 

table on the book, and even that the table put Reagan on the 

book, and so on. That is to say, if you can have a thought 

with one "arrangement" of meaning elements, you can have 

thoughts with other arrangements of the same elements. The 

best explanation for systematicity seems to be that mental 

representations are composed out of meaningful parts. If a 

meaningful part occurs at one "place", then typically there 

are other places where the same part can occur and 

contribute the same meaning. 

This is a powerful argument for structurel. It is 

consistent with many views of belief ascription that "John 

believes that Reagan put the book on the table" attributes a 

thought with the same meaning elements as "John believes 

that Reagan put the table on the book." We should not 

question the claim that the first belief would have elements 

of content in common with the second. The explanation for 

systematicity in terms of structured! representation is by 
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no means the only explanation one can imagine, but it is the 

most plausible one. 

Let's consider just one objection to the argument due 

to Andy Clark (1989). He points out that Fodor views the 

systematicity of a system's thoughts as a contingent 

feature. In other words, there could be systems with non

systematic thoughts. Clark argues against Fodor that 

thinking is necessarily systematic. Indeed, it is a 

"conceptual fact" that systems that can think at all think 

systematically. This is supposed to follow from the holism 

of belief ascription: it is simply incorrect to ascribe the 

belief that p to a system that cannot entertain any thoughts 

semantically related to the belief that p. Clark draws the 

conclusion that the systematicity of thought need not be 

explained. 

Whether or not Clark is right to view systematicity as 

a necessary fact or a conceptual fact about thoughts, he is 

wrong to see this as a pivotal issue. Consider some other 

good candidates for conceptual facts: Water is transparent 

under normal conditions; mammals feed their young with milk 

from females; adding machines calculate the sums of numbers. 

All three facts are impeccable as explananda. Why? We are 

not asking why the concept water applies to things that are 

transparent under normal conditions (answer: that is just 

part of the concept), we are asking why those things (bits 
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of water) are transparent under normal conditions. That is 

not a conceptual truth, and if it is a necessary truth it is 

the kind of necessary truth that is a standard explanandum 

in science. Again, we are not asking why the concept of an 

adding machine applies to things that add (answer: 

conceptual truth), but why those things (the adding 

machines) add. If we ask a computer scientist why or how 

adding machines add, we will, of course, get a serious 

answer. Likewise, it is reasonable to wonder what it is 

about systems that think that makes for systematicity. It 

might be true that we would not grant them any thoughts if 

they did not manifest systematicity in their thoughts, but 

that does not stop us asking what it is about them that 

engenders systematicity. I conclude that Clark's objection 

to Fodor's argument is misguided. 

I think we can find another argument for structurel by 

reflecting on certain features of content. RTM is committed 

to the view that the contents of our beliefs and desires are 

the contents of representations. The fact that a 

representation has a specific content is something for which 

we expect an explanation. It is not a brute, inexplicable 

fact that the representation currently in my belief box has 

the content it does. There are widely accepted content 

explanations that cannot work unless representations are 

structuredl · 
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It is plausible, and widely accepted, that names are 

rigid designators. "Aristotle is smarter than Reagan" is 

true with respect to a world just in case the actual 

Aristotle and Reagan exist in that world and the first is 

smarter than the second. Thus, the proposition expressed by 

"Aristotle is smarter than Reagan" is about Aristotle and 

Reagan. If we think of propositions as sequences of 

objects, then the sentence expresses the sequence 

«Aristotle, Reagan>, 1 is smarter than 2>. When I say 

"Aristotle is smarter than Reagan" the thought I am 

expressing has that proposition as its content. And if that 

thought is the tokening of a representation M, then M has 

that proposition as its content. 

Now, there must be an explanation why M expresses the 

proposition «Aristotle, Reagan>, 1 is smarter than 2>. 

What makes M have a content that is about Aristotle and 

Reagan, and not about Plato and Bush? The causal theory of 

reference proposes an answer. I am thinking about Aristotle 

because I acquired the concept of Aristotle from someone, 

and that person acquired the concept of Aristotle from 

someone else, and at the end of this chain is Aristotle 

himself (Kripke 1980, Devitt 1981). I am thinking of Reagan 

because there is a chain of individuals who acquire and then 

pass on the concept of Reagan, which stretches from me to 

Reagan. When we spell out this theory, it is evident that 
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it makes most sense when representations are assumed to have 

structurel. The whole representation, M, doesn't have links 

both to Aristotle and to Reagan. A representation that is 

both about Aristotle and about Reagan must have parts that 

were acquired in distinct ways. The causal account requires 

that the representation have parts with their own location 

in reference chains. My conclusion is merely conditional: 

if reference is to be explained in terms of causal

historical chains, as many suppose, representations with 

complex semantic content must have complex intrinsic 

structure. 

6. The Case for Structure2 

Mental representations have structure in the second 

sense just in case they are assembled from parts according 

to syntactic rules. The reason for thinking this is so is 

that it opens the door to computational theories about 

mental processing. The processors in a computer take 

representations as inputs and produce representations as 

outputs. Their ability to process a particular 

representation depends on the representation being formed 

according to precise rules. What the processor produces in 

response to an input depends, again, on the formal 

properties of the representation. In the absence of other 

hypotheses about how transitions from representations to 
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representations are accomplished, the computational 

hypothesis may as well be tentatively accepted, and we 

should accept the assumptions about representation that it 

requires. That is, as Fodor might say, the whole picture 

ought to be adopted, if it's "the only game in town". The 

notion that representation has a syntax is required on many 

different views of the sort of computational model that best 

represents our minds. To the extent that computational 

models are the predominant models, the basic notion that 

representations have syntactic properties--of some sort or 

other--really is a part of "the only game in town." 

7. The Case for Structure) 

The third thesis about structure is that mental 

representation has a compositional semantics. This is to 

say that mental formulas are built out of meaningful 

primitives (structurel)' and there are syntactic rules for 

building formulas out of these primitives (structure2)' and 

furthermore, the meanings of whole formulas are a function 

of the meanings of their primitive parts, and their 

syntactic structure. 

The classic reason for thinking any language has a 

compositional semantics has to do with productivity. Fodor 

has argued for structured representation based on the 

"producti vi ty" of the attitude,s, although he now sets store 
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by the systematicity argument discussed earlier (Fodor 

1987). The productivity of the attitudes amounts to the 

fact that there is an infinite number of contents that can 

be believed or desired in virtue of having some mental 

representation in one's belief box. Thus, if we could quote 

and interpret our mental representation~, we could in 

principle state an infinite number of facts of the form "M, 

if tokened in my belief box, would realize the belief that 

p." It seems to follow that there is an infinite number of 

facts of the form "M expresses the proposition that p." 

That is to say, the system of mental representations is 

productive. Given productivity, there is an extremely 

strong argument for compositionality of representations. 

The only explanation for productivity that seems plausible 

is that mental representations are structured), We find an 

infinite number of semantically distinct formulas in 

languages when there are syntactic rules for composing 

formulas out of primitives, and semantic rules that 

determine the meanings of complex formulas on the basis of 

the meanings of primitives, and syntax. 7 

The plausibility of the productivity argument depends on 
construing it in a certain way. The idea is not simply that 
whenever there is an infinite number of semantic facts, they 
must be explained by assuming syntactic and semantic 
compositionality. This is clearly false. We can imagine a 
person going to the breakfast table every morning, being 
asked, "what do you want for breakfast", and saying "that", 
as he looks at something on the table. Each morning, "that" 
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This argument is sometimes found objectionable because 

there is really a limit to the number of contents that one· 

can entertain, albeit a very high limit. This is not simply 

because there are many contents I will never actually 

entertain. If I died tomorrow never having the chance to 

believe that a cure for AIDS has been discovered, it would 

nevertheless be true that right now I can entertain the 

belief that a cure for AIDS has been discovered. The limit 

on contents one can entertain has to do with the limit on 

the "size" of a representation that can be tokened in one's 

belief box. We simply could not entertain the thought that 

roses are red and violets are blue ... with a trillion 

conjuncts. By the time we got to the "end" of the thought 

we would have either forgotten the "beginning" or died. A 

representation with such a content would never occupy the 

role characteristic of belief, and its content would not get 

will have a specific referent. Given the idealization to 
infinite time, this practice will give rise to an infinite 
number of semantic facts of the form "the token of 'that' 
uttered by A on such and such date refers to R". But there 
will be no compositional explanation for these semantic 
facts. 

The productivity of the attitudes consists of the fact 
that at a given time there is an infinite number of 
different contents that a person could entertain in virtue 
of tokening mental representations, if she had enough memory 
and time, holding constant all contextual facts. This fact 
seems to be explainable only on the assumption that the 
underlying representations have a compositional syntax and 
semantics. 
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believed. The productivity argument infers compositionality 

not from the limitless number of thoughts we can actually 

entertain, but from the limitless number of thoughts we 

could entertain, if we had infinite time and memory. 

What would things really be like if we had infinite 

time and memory? If thoughts are composed out of 

representational parts by recursive rules, then with 

infinite time and memory, we would be able to entertain an 

infinite number of thoughts. But the productivity argument 

requires us to make the unconditional claim that with 

infinite time and memory, we would be able to entertain an 

infinite number of thoughts. Compositionality of mental 

representations is then to be asserted on grounds that it is 

the best explanation for this fact. The problem is that 

someone dead-set against compositionality can simply 

question the alleged fact. He can say that with infinite 

time and memory we would run out of new thoughts. 

The advocate of structure) needs a fact about human 

beings that independently supports productivity under ideal 

conditions, that is, supports productivity without taking 

for granted the compositional structure of mental 

representations. It is doubtful that there is such a fact. 

What we might be able to get is a fact that is best 

explained by compositionality, and then productivity will 

follow. The lynch pin of the argument for compositionality 
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will then be that fact, whatever it is, not productivity. I 

shall now suggest that the fact that makes compositionality 

a reasonable hypothesis is a fact about mental causation. 

8. Structure) and Mental causation 

I shall argue in later chapters that whatever 

reasonable assumptions we make about the nature of content 

and the nature of the causally efficacious physical 

properties of representations, it will turn out that the 

content properties of representations are not causally 

efficacious. If that is so, then it is puzzling why there 

are generalizations about thoughts stateable in terms of 

content. But there are such generalizations. For example: 

whenever a person believes that a fair coin has come up 

heads nine times in a row, he comes to believe that the coin 

probably won't come up heads on the next toss. It is 

equally puzzling why content generalizations that are 

normally true sometimes break down: it's normally true that 

if a person believes of a certain person that he is smart, 

and then believes of another person that he is smart, she 

forms the belief that they are smart. But this is 

conceivable: Zelda meets Sam, and thinks he is smart, she 

meets his twin brother Zachary, and thinks he is smart, but 

she fails to think they are smart. Zelda thinks she has 

admired Sam's intelligence twice. If content properties 
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have no causal efficacy, it seems arbitrary when they hold, 

and when they break down. 

The inevitable explanation why content generalizations 

hold or break down has to do with the coding of content. If 

it is true of Zelda that the thought that p generally leads 

to the thought that q, that is because p is standardly 

encoded in her system of mental representations by 

orthographic property 0, q is standardly encoded by 

orthographic property 0*, and representations with 0 do, 

insofar as they have 0, have a property in virtue of which 

they must cause representations with 0*. Content 

generalizations can break down when contents are coded in 

deviant ways. 

We can adopt whatever assumptions we need about the 

coding of content in a system by brute force. The contents 

a system entertains can simply be assumed to be encoded in 

ways that make sense of the generalizations that do or do 

not hold of the system on various occasions. A more 

appealing approach is to adopt a principled theory about 

form and content from which the needed facts about the 

coding of content follow. A compositional semantics for 

mental representation is such a theory. 

Let's assume there is a language of thought--a system 

of representations with all three sorts of structure. 

Consider for the moment the primitives of the language of 



thought that are unmarked by indexicality. Let us assume 

that in any particular system, there is no lexical 

ambiguity: a particular primitive always has the same 

meaning. S And assume also that there is no syntactic 
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ambiguity. From all of the assumptions about structure and 

the absence of ambiguity, it follows that representations 

with different contents have different orthographies. 

We can explain why the generalizations mentioned 

earlier break down in Zelda's case by giving an account of 

indexical primitives. Their meanings may depend on context 

in such a way that it is possible, though unusual, for 

different indexical conte~ts to be encoded in the same 

orthographic form. That s0rt of story can explain why Zelda 

is an exception to the general rule that believing he is 

smart, and believing (of someone else) that he is smart, 

leads to believing that they are smart. 

Is their warrant for giving a principled account of 

form and content, rather than regarding the way contents are 

The assumption that there is no lexical ambiguity in the 
language of thought is stated very vaguely here. It could 
have serious ramifications, ruling out an externalist 
conception of content. It depends on what counts as 
ambiguity. If a representation in me and the formally 
identical representation in my twin must have the same 
meaning to rule out ambiguity, then externalist content is 
ruled out. If formally identical representations in me as I 
actually am must have the same meaning, externalist content 
is not ruled out. I return to these issues in chapters 5 
and 7. 
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encoded as a brute fact? If generally there is warrant for 

supposing order rather than arbitrariness, then the answer 

is Yes. It is certainly possible for there to be form

content correlations in a system of representations even 

though the representations have no compositional semantics. 

In the system with the repertory of 100 unstructured beliefs 

discussed earlier in this chapter, we may suppose that there 

are, as a matter of fact, form-content relationships that 

can account for whatever content generalizations obtain. 

The assumption that a system of representations has a 

compositional semantics is justifiable because it is the 

best available account of correlations between form and 

content, but the hypothesis of compositionality is no doubt 

defeasible. 

9. Conclusion 

I have argued that propositional attitudes are not 

necessarily constituted by language like representations. 

There could be systems with propositional attitudes, but no 

language-like representations. On the other hand, the fact 

that any system does think in language like representations 

should not be viewed as an insignificant fact about the way 

the system's thoughts are instantiated. The form of 

representation of a thought is an individuating feature of 

the thought. 
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Because of particular features of our mental lives, and 

because of the fruitfulness and prevalence of computational 

models in psychology, it is reasonable to adopt the 

assumption that we think in language like representations-

we have a language of thought. The arguments in sections 

(5)-(7) are strong enough, I think, that it makes sense to 

ask questions about the causal relevance of content within 

the framework of the assumption that mental representation 

is syntactically and semantically structured in the first 

two senses. If it turns out, as I think it does, that 

semantic properties are not themselves causally efficacious, 

that will give those who take propositional attitude 

psychology seriously reason to believe that mental 

representation is structured in the third sense. For the 

systematic causal roles of attitudes with specific contents 

can be explained in a principled way only if mental 

representation has compositional semantics. 
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We are assuming that a thought is a representation 

tokening. I have discussed what it is for a representation 

to be a belief or a desire, and I have discussed the 

syntactic properties of representations. Finally, we must 

say something about the content of representations--enough 

to facilitate a discussion of the causal and explanatory 

relevance of content in the ensuing three chapters. 

Before looking at specific accounts of content, it will be 

useful to clarify what is meant by 2. "theory of content." 

1. What Is a Theory of Content? 

There are two separate jobs associated with a "theory 

of content for mental representation." One is to 

characterize the semantics of mental representation. The 

way this goes depends in the first place on whether it is 

assumed that mental representation has compositional 

structure. If so, a semantic theory for the language of 

thought would characterize the semantic primitives of the 

language and the rules that determine the content of a 

sentence on the basis of the primitives and syntax. If not, 

it is less clear what would be involved in describing the 

semantics of mental representation; perhaps it would 

involve a characterization of the kind of semantic values 
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representation types can have. 

What sort of a semantic theory pertains to mental 

representation is a matter open to question. It depends 

what kind of contents propositional attitudes are assumed to 

have, since mental representation semantic values are 

propositional attitude contents. A semantic theory for 

mental representation could aim to supply, for each complete 

representation, a truth condition, or a proposition, or a 

conceptual role, or a character (in the sense that Kaplan 

(1977) speaks of the characters of indexicals), or a logical 

form. This list is hardly complete, and each of the 

semantic properties in the list can be construed in many 

ways. A semantic theory might aim to supply more than one 

of these semantic properties for each mental representation, 

thus incurring the obligation to explain how the various 

properties are related to each other. 

The second job for a theory of content is to explain 

what it is for a semantic theory to be true of a system of 

representations. 1 If the semantic theory is a 

The distinction between a semantic theory for a system's 
mental representations and an explanation why that theory 
correctly describes the system's representations parallels a 
distinction in the theory of meaning for natural language 
between theories that characterize the semantics of some 
construction and theories that try to determine what meaning 
is owing to. Some paradigm cases of work in the first 
category are Davidson's accounts of adverbs, belief 
sentences, and quotation. Work in the second category is 
exemplified by a Gricean account of sentence meaning. The 
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compositional semantics for the language of thought, this 

involves explaining why the primitives have their semantic 

values. Suppose it is a part of the correct semantics for 

the language of thought that names are directly referential: 

they have no semantic significance but their referents. And 

suppose REAGAN2 in Sam's language of thought refer~ to 

Reagan. The second part of a theory of content would 

explain what makes it the case that this is so. We also 

should expect explanations of what makes the logical words 

in the language of thought have their meanings; what, for 

example, makes the symbol "AND" in my language of thought 

express truth functional conjunction? Finally, it needs 

explaining why combining primitives or logical words 

according to a particular syntactic rule produces a sentence 

with a particular meaning. An analogous question about 

English is this: why is it that if you combine "Ron", 

latter aims to explain in non-semantic terms what it is for 
a sentence to have a particular meaning. 

Instances of the two types of theories can be intimately 
connected. For example, the claim that names are rigid 
designators is a part of semantic theory. The causal theory 
of reference tries to explain why a particular name rigidly 
designates whatever it rigidly designates. It is meant to 
clarify the basis of semantic facts. 

The distinction between a semantics for a language and an 
explanation why it correctly characterizes the language are 
blurred even more in the literature on mental content than 
in the literature on natural language. 

For conventions on using capital letters to refer to 
mental sentences, see footnote 2, chapter 2. 
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"loves", and "Nancy", so that "Ron" is to the left of 

"loves" and "Nancy" is to the right, you get a sentence 

which means that Ron loves Nancy, and not a sentence that 

means that Nancy loves Ron? This third question has been 

largely ignored in the literature. 

A standard assumption in the literature on content is 

that the explanation why a semantic theory is true of the 

language of thought ought to be naturalistic and reductive. 

The aim is to state non-semantic and non-intentional 

conditions under which a sentence has a truth condition, or 

a predicate expresses a property, or a name refers to an 

object, and so on, depending on the assumptions made about 

semantics. Fodor defends this reductive bent in accounts of 

content: 

It's hard to see ... how one can be a Realist about 
intentionality without also being, to some extent or 
other, a Reductionist. If the semantic and the 
intentional are real properties of things, it must be 
in virtue of their identity with (or maybe of their 
supervenience on?) properties that are themselves 
neither intentional nor semantic. If aboutness is 
real, it must be really something else. (1987, p. 97) 

It is important for the topic of causal relevance 

whether content properties are reducible to physicalistic) 

properties. An irreducible property--one that is not 

By "physicalistic properties" I mean to encompass both 
physical properties (those expressed by predicates that 
appear in theories in physics) and "topic neutral" 
properties. 
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identical to or supervenient on physicalistic properties--is 

one that is difficult to fit into the causal nexus (the 

discussion in the next chapter supports this).4 Someone 

convinced of the causal irrelevance of content would have a 

strong case if it could be shown that content is 

irreducible. 

If semantic properties are reducible to non-semantic, 

non-intentional properties, it is important how the 

reduction goes. A property may be reducible, but only to 

properties that are causally irrelevant in the contexts that 

are of interest. Mental properties could be reducible to 

physicalistic properties that are irrelevant to mental 

processes. So, it is central to our topic to see what sort 

of reductions are provided by the most plausible accounts of 

content. 

2. Truth Conditions 

Contents of thoughts are, in the first instance, truth 

conditions, or propositions. The content of a 

representation is a feature of a representation that 

determines, together with the way the world happens to be, 

whether that representation is true or false. I shall begin 

by discussing purely functionalist and purely causal 

Schiffer, for example, infers causal irrelevance from 
irreducibility (1987, chapter 6). 
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accounts of truth conditions. 

First, some comments on terminology are in order. An 

internalist (or individualistic) account of content is an 

account on which contents supervene on internal physical 

states. That is, it is a theory on which there can be no 

difference in the contents of the representations of two 

systems without a difference in the internal physical states 

of the two systems. An externalist (or non-individualistic) 

account of content is a theory on which contents do not 

supervene on internal physical properties. As we shall 

see, a functionalist account of content is an internalist 

theory. A causal account of content is an externalist 

theory. 

The terms "narrow content" and "wide content" are also 

prevalent in the literature. These terms were originally 

introduced by philosophers with externalist views about 

truth conditions or propositional contents who wished to 

acknowledge that there is some aspect, or determinant, or 

parameter of content for which an internalist account is 

correct. They referred to truth conditions as "wide 

contents" and the internal aspect of content as "narrow 

content" (e.g. Fodor 1985, Block 1986). These terms have 

their home in the view that the notion of content should be 

bifurcated. 

It is natural to extend the use of the terms "wide 
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content" and "narrow content" so that externalist theories 

of content are theories of wide content, even when they 

refuse to acknowledge any internally determined aspect of 

content; and internalist theories of content are theories of 

narrow content, even if they refuse to acknowledge any 

externally determined aspect of content. However, I think 

this extension of the terms really changes their meanings 

and creates confusion. I shall use "wide content" and 

"narrow content" only when the guiding idea is that content 

should be bifurcated. 

3. The Causal Theory of Content 

The guiding idea in causal theories of content is that 

representations represent the conditions that normally cause 

them to be tokened. 5 Let's look at the purest member of 

the family of causal theories. If one holds that mental 

representation is not structured in any sense, and one 

adopts a causal theory of content, then it will follow that 

a causa~ theory of content explains everything there is to 

be explained about content. The resulting reductive theory 

of content will simply say something like this: for any M 

(a mental representation that can be tokened in one of the 

Philosophers who propose causal theories of content 
include 'stampe 1977, Dretske 1981, Fodor 1987, and Stalnaker 
1984. 
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propositional attitude boxes), M means that p just in case 

under optimal conditions, M is tokened only if P, and 

because of p.6 So, RALPH SNORES means that Ralph snores 

just in case under optimal conditions it is tokened only if, 

and because Ralph snores. The same sort of explanation goes 

.for every mental representation, no matter how complex: it 

goes for RALPH SNORES AND GERTRUDE WHISTLES, for RALPH LOVES 

GERTRUDE and for GERTRUDE LOVES RALPH. Stalnaker (1984) 

rejects the language of thought hypothesis, and embraces a 

causal account of content. This makes him an advocate of a 

pure causal account of content. 

If we assume that there are syntactic mechanisms that 

partially determine content, then the job of a reductive 

account of content is just to explain why the primitive 

vocabulary items in the language of thought have the 

semantic properties they do. The main focus has been on 

characterizing the relation between predicates and the 

properties they express. 

The gist of a causal account of predicates is that a 

predicate P in S expresses the property of being F just in 

case something's being F, and nothing else, would cause 

THERE'S A P (and similar observational sentences involving 

P, like THAT'S P and PI) to be tokened in S's belief box, 

This closely follows Stalnaker 1984, p. 18. 
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under certain conditions C. P expresses the property of 

being a dog just in case something's being a dog is what 

causes THERE'S A P, under condition C. The qualification, 

"under conditions e" is meant to deal with the fact that a 

predicate can express the property of being a dog, even 

though not every dog causes P to be tokened, and it is also 

not true that nothing but dogs causes P to be tokened. 

THERE'S A P will not be tokened in virtue of far away dogs, 

and it might occasionally be tokened in virtue of cats that 

look like dogs. 

Various proposals have been made about these 

conditions: Stampe (1977) calls them "fidelity conditions" 

and describes them as conditions of "well-functioning, of a 

functional system" (po 51). Dretske (1981) suggests that 

the relevant conditions, for any predicate, are the 

conditions present during the period of time when the 

predicate type was being recruited, the "learning period." 

The causes of P during the learning period count towards 

determining the content of P, but the causes of P later on 

do not. 7 

I am ignoring all the interesting differences between 
Dretske's information-theoretic approach to content in 1981 
and causal theories of content. 

Although Fodor once advocated the same sort of solution 
to the problems Stampe and Dretske are trying to solve 1983, 
in 1987 and 1990 he suggests a new approach. The difference 
between Fodor's old causal theory and his new causal theory 
does not touch the issues about causal relevance, so I will 
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Causal theories have the consequence that the 

properties expressed by the predicates in a system depend on 

the stuffs and properties found in the environment in which 

the system actually resides. While there is a 

counterfactual element in the theories, this is how it 

should be interpreted: M in S expresses the property that 

causes M tokenings, in the nearest possible worlds in which 

S is functioning optimally, or is still in the learning 

period. In those worlds, of course, the stuffs and 

properties are exactly what they are in the actual world. 

It is indeed one of the objectives of these theories to 

make the content of predicates in a system sensitive to the 

actual environment of the system. For causal theorists 

typically want to vindicate intuitions about cases like Twin 

EarthS, cases in which subjects with exactly the same 

internal properties occupy slightly different environments 

and seem thus to have thoughts with different contents. 

For a causal theorist, taking the pure, non-

compositional version as the paradigm, the property of 

expressing the proposition that p is to be identified with 

the property a representation in a system has (roughly) if 

it was tokened because of p during the learning period, or 

not discuss it. 

The reader will be spared an explanation. See Putnam 
1975. 
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it would be tokened because of p under normal or optimal 

conditions. Schematically, let's say that r expresses p if 

and only if r bears R to p, using R to denote whichever of 

these relations turns out to work best. The content of a 

representation in a system does not supervene on the 

system's internal physical properties. Two systems with the 

same internal physical properties could harbor 

representations with different contents. Nevertheless, we 

can talk about t~e supervenience base for any particular 

instance of a representation ex~r~ssing p. There are facts 

about Sam's internal makeup and his environment and his past 

interactions with his environment which necessitate that r, 

in Sam, bears R to p. If r expresses the proposition that 

cats are furry, then the relevant facts about Sam will have 

to do with Sam's perceptual system (e.g. he has working 

eyes, he is able to notice small furry objects), the 

presence of furry cats in his environment, his past history 

of contact with furry cats, and so on. Given all of that, 

if we could specify just what all that was, r had to bear R 

to p, and thus r had to express the proposition that p. 

4. Functionalist Theories 

In my taxonomy, functionalist theories are those on 

which the semantic properties of representations supervene 

on the internal causal roles of those representations. 
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Certain theories not normally categorized as functionalist 

will count as functionalist. "Functionalist" theories that 

take into account causal relations between persons and their 

environments (Harman 1982) will not count as functionalist. 

As with causal theories, the absence or presence of the 

assumption of compositionality makes a difference to what a 

functionalist theory claims. Without the assumption, the 

claim is that mental representation types have causal roles 

that determine their semantic properties. With the 

assumption, the claim is that vocabulary items in the 

language of thought have their semantic properties in virtue 

of their causal roles. The semantic properties of a complex 

representation are due to the functional roles of the parts, 

and compositional mechanisms. 

Functionalist accounts of truth conditions and 

propositional contents are diametrically opposed to causal 

theories. The causal theorist claims that a 

representation's having the content p is identical to its 

standing in complex causal relations to the state of affairs 

p. The functionalist account of truth conditions (or 

propositional contents) claims that a representation's 

having the content p is a matter of the representation's 

internal causal relations to other representations. (I 

ignore compositionality here and below.) This sort of a 

view simply rejects the twin earth intuitions that suggest 



the possibility that representations can have different 

contents but the same internal causal roles. 9 

Why should functional properties determine truth 

conditional content? One way to answer is to follow the 

lead of the functionalist account of belief properties in 

chapter two. One might say that there are causal roles 
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associated with truth conditional contents, and the property 

of having a content can be defined in terms of such roles. 

To capture such a role, one lists all the generalizations 

about propositional attitudes, couched in terms of content. 

The generalizations would be things like: 

If a representation meaning that the house is on fire 
is in the belief box, that causes the tokening of a 
representation meaning that the house is getting 
destroyed. If a representation meaning that the house 
is on fire is in the belief box, and a representation 
meaning that fire should be avoided is in the belief 
box, then a representation meaning it is time to run 
out of the house is in the belief box. 

These generalizations might be derived from folk psychology 

An example of a functionalist account of propositional 
content might be Cummins 1989, with several provisos. 
First, this is using the category "functionalist" very 
coarsely. On Cummins' view, the contents of representations 
supervene on the functional roles of representations 
("Ontologically, conceptual-role semantics and 
interpretational semantics are equivalent." p. 122); 
however, his explication of what it is for a representation 
to be contentful is different from those of self-described 
functional role semanticists. Second, functionalist 
accounts of content are typically accounts of propositional 
attitude content, but Cummins' account is meant as a theory 
about the sort of content presupposed in cognitive science; 
he sees a difference between the two. 
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or scientific psychology. The property of meaning that the 

house is on fire is then identified with the property of 

having a property that plays the causal role captured by all 

of the generalizations. 

There are alternative ways to explain why functional 

. properties should determine contents. Cummins (1989) argues 

that a system of representation types can be assigned an 

interpretation in so far as the causal interactions in the 

system are isomorphic in some sense to a domain of 

phenomena. The causal regularities in an adding machine 

create a mapping from representation types in the machine to 

numbers. The causal regularities in us presumably create a 

mapping from representation types to objects, properties, 

states of affairs, and so on. 

Contents, in a functionalist theory, supervene on 

internal properties. But what internal properties? 

Presumably, the causal relations a representation must bear 

to other representations in order to have any semantic 

property are profuse and involve the whole system of 

representations in a global way. For a mental 

representation to express a proposition--for example, the 

proposition that Iraq has aroused the ire of the western 

world by invading Kuwait--is no simple matter of a few 

causal relationships. 
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5. Mixed Theories 

Most theorists who wish to build a comprehensive 

account of truth conditions for the language of thought 

adopt a mixed theory. A causal theory is not sufficient for 

a variety of reasons. 

First, if one approaches the problem of content in 

terms of a compositional semantics for the language of 

thought, one has logical terms to deal with. It is more 

natural to use functional notions to deal with logic terms 

than to use causal notions. 

Second, one needs functional notions to account for the 

way compositional mechanisms affect content. The causal 

theorist particularly needs to rely on such mechanisms 

because he is probably going to want to say that many 

concepts in the language of thought, such as concepts of 

imaginary objects and abstractions, are expressed by complex 

expressions. If "unicorn" were expressed by a primitive 

expression, a causal theorist (qua causal theorist) would be 

obliged to account for its meaning in causal terms--a task 

one might want to avoid. If "unicorn", in the language of 

thought, is written IMAGINARY HORSE WITH ONE HORN, one must 

explain why each primitive has its meaning in c~usal terms, 

and why combining them in a particular way produces a 

complex representation that means the same as "unicorn". 

For the latter task, functional notions are probably 



appropriate. 

Third, and much more controversially, causal notions 

may need to be combined with functional role notions to 

account for primitive predicates. Can you really have the 

concept HORSE just in so far as you are a good horse 

detector? What if you think that horses are really just 

hologram images formed by the ray guns of invaders from 

another planet? Moreover, if the truth conditions of 

94 

representation are sensitive to the environment of a system, 

there seems to be an aspect of content that is 

environmentally insensitive. It seems as if Twin Earth 

twins must in some sense have the same perspective on the 

world. This shared perspective must be determined by some 

aspect of content that corresponding representations in 

Twins have in common. That aspect of content might be 

determined by the internal functional role of a 

representation. 

Fourth, and again controversially, there is reason to 

think that only some of the primitive vocabulary items in 

the language of thought have their semantic properties in 

virtue of causal relations to the environment; externalism 

is most plausible for natural kind terms and proper names. 

One might try to explain in functional terms the difference 

between natural kind terms and other terms, or between 



genuine proper names and disguised descriptions. 10 And one 

might account for the semantics of some terms in the 

language of thought functionally. 

Causal theories thus arguably need supplementation by 

functional notions. On the other hand, functional notions 

seem to be insufficient to comprehensively account for 

content. Twin Earth thought experiments evoke strong 

externalist intuitions at least about the natural kind 

predicates and proper names of the language of thought. 

The leading theories of content are in fact mixed. 
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Staunch "causal theorists" have mixed theories, in that they 

accept points one and two (Fodor 1987, Dretske 1981). On 

the other hand, they vehemently reject points three and 

four. The pure causal theorist is a strict causal theorist 

when it comes to primitive non-logical vocabulary. A two 

factor account of content (Block 1986, McGinn 1982, Loar 

1982) combines functional and causal elements even in the 

account of primitive predicates. The idea is that both 

causal notions and functional notions are needed to state 

what it is for a predicate to express a property at least 

for natural kind terms and proper names. ll 

10 

11 

See Block 1986 for elaboration of this idea. 

Examples are Block 1986, Loar 1982, Harman 1982. 
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6. Narrow Content 

On most accounts, as we have just seen, the truth 

conditions of a system's representations supervene on 

conditions both inside and outside of the system. As 

mentioned above, the view that truth conditions partially 

supervene on external conditions invites a distinction 

between the wide content of thoughts (truth conditions), and 

the narrow content of thoughts--a kind of content that 

supervenes on internal properties. 

In a two factor account of content that sees truth 

conditions as generally being determined both by functional 

role and causal relations, it is natural to see the internal 

partial determinants of truth conditions as wholly 

determining the "narrow contents" of representations. 

Narrow contents are, or perhaps are simply determined by, 

functional roles. 

Fodor also acknowledges a kind of content that is "in 

the head" (1987). The narrow content of a representation is 

a function from environments the representation could occupy 

to the truth condition the representation would have in that 

environment. Narrow content plays a different role in 

Fodor's account than it does in a two factor account. It is 

not useful to think of Fodor's narrow contents as partial 

determinants of wide content. At least for basic vocabulary 

in the language of thought, content is determined purely by 
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causal correlations between representations and external 

conditions. Narrow contents are a sort of disposition to 

stand in causal relations to different states of affairs in 

different contexts, and thus to have a range of truth 

conditions. A representation's having a disposition to 

possess a range of truth conditions does not in any serious 

sense explain its having a certain truth condition in a 

particular context. 

While Fodor daes not explicate content in terms of 

functional role, and he does not assign narrow contents the 

role they have in a two factor theory, it still may turn out 

that functional role properties are the determinants of 

narrow content for him. It is conceivable (it would take 

some work to show it) that the internal causal roles of 

mental representations determine what causal relations those 

representations would bear to stuffs in different 

environments. That is, the internal causal role of a 

representation determines a function from environments to 

truth conditions. So functional role figures in an 

ontological sense in his account of content. 

7. Conclusion 

My inventory of theories of content is by no means 

complete. There are accounts of content that appeal to 

notions that are neither strictly causal nor functional. 
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For example, the phenomenological account of content 

defended by Fodor in (1984), but later abandoned, is an 

entirely different sort of theory. A theory incorporating a 

person's sociolinguistic community (Burge 1979) as a factor 

affecting content would also be trafficking in notions that 

are neither causal nor functionalist. I have left out these 

alternatives because I cannot hope to cover everything, 

because I think the theories based on causal and functional 

ideas are the most plausible, and because I think the points 

I make in the next chapters about the causal relevance of 

content will carryover smoothly to content on these other 

conceptions. 

The discussion of the causal relevance of content will 

benefit from some simplifying assumptions. The leading 

accounts of truth conditions are in one sense or another 

mixed theories: the conventional wisdom is that semantic 

properties of mental representations are not determined 

wholly by internal functional properties, or wholly by 

external causal properties. That being said, it will be 

useful to make use of a sharp distinction between 

externalist, or purely causal, accounts of truth conditions, 

and internalist, or purely functionalist theories of truth 

conditions. Matters about narrow content will be simplified 

as well. When I discuss the causal role of narrow content, 

I will make the assumption that narrow content properties 
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supervene on functional role properties, however the notion 

of narrow content may be explicated. 
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CHAPTER FIVE 

MENTAL CAUSATION AND OVERDETERMINATION 

In this chapter, we finally return to Dretske's worry 

about mental causation: do our thoughts have causal 

consequences in virtue of their mental properties1? I 

shall argue that an affirmative answer must be reconciled 

with the more certain causal importance of the physical 

properties of our thoughts. An unacceptable view would be 

that the mental and physical properties of thoughts 

overdetermine their causal consequences. I shall argue that 

this is the picture we are stuck with if mental properties 

are assumed to be causally efficacious. I conclude that we 

cannot assign causal efficacy to mental properties. 

To begin with, I will discuss a principle of 

"explanatory exclusion" recently put forward by Jaegwon Kim. 

This principle will motivate the assumption that mental 

properties should not be granted any causal role unless that 

role can be squared with the causal role of physical 

properties. A pivotal task in the chapter will be to spell 

Dretske is concerned exclusively with the explanatory 
role of content. I am concerned with the explanatory role 
of content properties as well as properties like being a 
belief and being a desire. I refer to content properties 
and "belief/desire" properties collectively as "mental 
properties." This usage is slightly infelicitous but 
economical. I do not mean to suggest that content 
properties are necessarily mental--that things with content 
are always minds. 
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out the nature of the relationship between mental properties 

of thoughts and the causally significant physical properties 

of thoughts. 

A word, before we begin, about events. The issues to 

be discussed can be formulated most perspicuously in the 

following way. Like Davidson (1967, 1969), I will assume 

that there is no one property that is constitutive of an 

event. A mental event, on the view defended in the last 

three chapters, has many different properties, physical, 

syntactic, and semantic. Unlike Davidson, I will regard an 

"event aspect", c's having F, as a potential causal relatum. 

To help separate the relation that relates event aspects to 

events or event aspects, and the relation that relates 

events to events, I will sometimes refer to the first as 

"bringing about". Furthermore, I will suppose that c causes 

e just in case for some F, c's having F brings about e. 

Additional jargon is explained as follows: when c's having 

F brings about e, c's having F explains the causal relation 

between c and e. In that case, F is a causally efficacious 

property of e, and we may say that c causes e in virtue of 

F, or that F is relevant to c causing e. 

Our question then is this: is it ever the case that a 

mental event c with a mental property M causes another event 

e, in v1rtue of having M? 
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1. A Surplus of Causal Properties 

"Physicalism" is a name attached to various views that 

assert, in one way or another, the primacy and 

comprehensiveness of physics. A physicalist doctrine I will 

be assuming is that every event that has a cause is caused 

by a physical event or events. By a physical event, I mean, 

roughly, one that involves only the kinds of entities 

acknowledged by physics and that has (possibly among other 

properties) the kinds of properties acknowledged by physics. 

We would not have given physics its due if we said that a 

physical event could be one of the causes of another event, 

without there being a physical property of the event that 

adequately explained why. We should say, then, that 

whenever c is one of the causes of e, there is some physical 

property P of c, such that c's having P brings about e. 

Physicalism entails that if Sam's belief, r, is one of 

the causes of his behavior, b, then r is a cause in virtue 

of having some physical property P. Thus, r's having P 

brings about b. Without more information about Sam, we 

cannot say what P is, but the assumption that Sam is 

comparable to a computer will allow us to characterize P in 

a general way. We will return to the property Plater. 

Now, r also has the property of being a belief, BL, and 

the property of having a particular content, C. Do BL and C 

explain r causing b as well? 
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It is problematic to add r's having BL and r's having C 

to the account of r causing b. We do find it intuitive to 

say that r caused b because r was a belief, and because r 

had its content. On the other hand, each explanation seems 

to call into question the correctness of the rest. If r's 

having P brought about b, how could it also be r's having C 

or r's having BL that brought about b? Each explanation 

for b seems to repel the others. If they are all true, we 

want to know how they fit together. Under what conditions 

should r's having C and r's having BL, along with r's having 

P, be taken to have causal status? 

2. Kim on Explanatory Exclusion 

Kim's recent work on explanation helps us answer this 

question. Kim argues that a multiplicity of explanations of 

a single explanandum always turns out to be illusory; 

ultimately there is just one complete and independent 

explanation per explanandum (Kim 1988, 1989). He 

encapsulates this idea in what he calls the "explanatory 

exclusion principle": 

[EEl There can be at most one complete and independent 
explanation of a single explanandum. 

Kim argues that [EEl obtains in any explanatory context, but 

he admits it is most plausible in the case of causal 

explanation. Thus, the applicability of [EEl to non-causal 
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explanation will not concern us. 

We can get help with our question about the causal 

status of BL, C, and P by looking at Kim's arguments for 

[EEJ. A few preliminaries will be helpful. 2 He takes an 

explanation and an explanandum each to be a statement or 

proposition. There are both "objective" and epistemological 

conditions that must be met for one statement to explain 

another. "The light turned green" explains "the cars moved" 

only if the event that makes the first true stands in some 

objective relation to the event that makes the second true. 

The objective correlate of many explanations is causation. 

Epistemologically, explanation must meet criteria like 

internal coherence and simplicity. A person entertaining an 

explanation should get understanding from it, should find 

things made more intelligible, should get answers to her 

questions. 

The restrictions on multiple explanations stated in 

[EEl could stem from the objective or the epistemological 

conditions on explanation. In fact, Kim thinks [EEl can be 

made plausible in both ways (1989, pp. 95-96). Multiple 

explanations of one explanandum violate epistemological 

criteria because they create a new epistemic predicament. 

As I said, we might find things made intelligible when we 

The following points are made in Kim 1989, pp. 92-98. 
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learn that r's having P caused b, or that r's having C 

caused b, but when we are told both together, the result is 

a sense of incoherence. 

Multiple complete and independent causal explanations 

violate objective criteria, Kim argues, because there cannot 

be multiple causes of an event that are individually 

complete and independent of each other. In short, the 

objective part of the defense of (EEJ might be termed the 

"causal exclusion principle,,3: 

rCEl There can be at most one complete and independent cause 
of a single event. 

When Kim talks about causation he has in mind causal 

relations between events construed as exemplifications of 

properties by objects (1973). However, the claim 

encapsulated in [CEl is not confined to his own conception 

of events. It is equally applicable when causes are 

understood as Davidsonian events. It is also applicable 

when causes are understood as aspects of Davidsonian events-

-those events' having properties. We are concerned with 

causes construed in the last way. 

This is my term, not Kim's. Kim gives us an inventory of 
the relationships we find among what are prima facie 
multiple causes of a single event, but is not quite explicit 
about saying there cannot be mUltiple complete and 
independent causes of one event. In defense of my 
interpretation, it is difficult to see how the modal claim 
in [EE] could be supported unless a similarly modal claim 
were made about causation. Hence, rCEl. 
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Kim's defense of [eEl (to use my terminology, not his) 

amounts to an inventory of the conditions under which each 

of the events in a group of events can be a cause of a 

single event. This inventory will be important later on. 

We shall ask where the mental and physical aspects of events 

would fit into the inventory, if they had equal causal 

status. 

3. Kim's Inventory 

The first four options in Kim's inventory are 

straightforward4: 

(1) Each event in a group of causes can be a partial 

cause, as when two people push a car that neither alone 

could budge. 

(2) The events in a group might be causally dependent 

on other events in the group, in the sense that they are 

links in one causal chain. 

(3) There is also the possibility that one of the 

events in the group is a part of another--Jenny's scrubbing 

of your car is a cause of its getting clean, and so is the 

girl scout troop's scrubbing of your car, of which Jenny's 

scrubbing was a part. 

I follow 1988, pp. 233-238 here. As I said above, Kim's 
discussion is pertinent to causes construed as events' 
exemplifying properties, though a cause, for Kim, is always 
a substance having a property. 



(4) Events that are causes of a single effect can 

simply be identical. If one accepts a token identity 

account of mental events (as we are doing), then a mental 

event can be a cause of the same event that some physical 
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. event causes simply because the "two" are one and the same 

event. Mental and physical aspects of events might also be 

identified. If being a pain just is being a C-fiber firing, 

then an event's being a pain could bring about exactly the 

same events as that event's being a C-fiber firing. 

The final two options are more complicated: 

(5) Kim has developed the notion of a supervenience 

relation between events. What Kim means to capture is the 

situation in which the exemplification of higher level 

("macro") properties by an object is due to the simultaneous 

exemplification of lower level properties by the same 

object, though other lower level properties can give rise to 

the same upper level property. If events are construed as 

property exemplifications, then the event that consists of 

a's having F at t supervenes on the event that consists of 

b's having G at t' just in case a=b, t=t', and the property 

F supervenes on the property G. 

A number of supervenience relations between properties 

have been distinguished by Kim and others. Kim 

characterizes supervenience of one event on another in terms 

of "strong supervenience" of the constitutive property of 
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one event on the constitutive property of the other. For 

now we'll assume this is the appropriate supervenience 

relation, and look into the matter later. 

Kim defines strong supervenience as follows: 

The [strongl supervenience of a family A of properties 
on another family B can be explained as follows: 
Necessarily, for any property F in A, if any object x 
has F, then there exists a property G in B such that x 
has G, and necessarily anything having G has F. When 
properties F and G are related as specified in the 
definition, we may say that F is [stronglyl 
supervenient on G, and that G is a [strongl 
supervenience base of F. (1984, p. 262) 

We can define supervenience for event aspects in a way 

that corresponds closely to supervenience for Kimean events: 

if e and e* are events, e's having F at t supervenes on e*'s 

having G at t' just in case e=e*, t=t', and the property F 

strongly supervenes on the property G. 

When one event supervenes on another, or one event 

aspect supervenes on another, they are not independent of 

each other. Kim claims that if they are both causally 

relevant to the same effect, they are not independently 

causally efficacious. Thus, option (5), like the first four 

options, seems to support [eEl. 

(6) Finally, an effect can be overdetermined by 

multiple events or event aspects. A case of 

overdetermination involving event aspects is this: A piece 

of paper is trapped in a clothespin with a spring mechanism. 

The clothespin is opened and the sheet of paper falls. The 
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two aspects of the opening--the opening being on one side of 

the piece of paper and the opening being on the other, are 

both responsible for the paper falling. The two event 

aspects overdetermine the falling of the paper, because the 

two aspects are independent of each other. The efficacy of 

each event aspect is in no sense responsible for the 

efficacy of the other. 

4. Overdetermination and Causal Exclusion 

Before going on to locate mental and physical causes in 

this classification system, I shall digress briefly and 

comment on the place of overdetermination in Kim's 

inventory. In the first five cases, each event in a group 

of events is a cause of another event but no single event is 

a complete and independent cause. (Likewise for event 

aspects.) Only the whole group (if that) is a complete and 

independent cause of the effect. Those cases seem to 

support [CEl. In cases of overdetermination there are two 

events (or event aspects) that occur within a set of 

circumstances. Each causes the effect and would have caused 

the effect even if the other had not occurred. Each is 

evidently a complete and independent cause of the effect. 

Thus, overdetermination disconfirms [CEl, rather than 

supporting it. 

Kim seems to be undecided what to say about 
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overdetermination. In one place he says that in cases of 

overdetermination, each cause or factor is incomplete, in 

the sense that "failing to mention either of the 

overdetermining causes gives a misleading and incomplete 

picture of what happened, and that both causes should figure 

in any complete explanation of the event".5 Thus, 

overdetermination supports [CEl. But there are problems 

with handling overdetermination this way. If Kim means that 

each cause is incomplete merely because there is a second 

cause, then any case in which we seem to have multiple 

causes is vindicated merely by making the claim that, of 

course, each cause on its own is incomplete. If 

overdetermination is handled this way, [CEl loses its bite. 

Kim also toys with the idea that causes in cases of 

overdetermination are incomplete in the sense that on close 

inspection, they are really only partial causes (1988, p. 

237). So apparent cases of overdetermination really belong 

in the first category of the inventory. This approach is 

not obviously going to work. In the example of 

overdetermination discussed above, the two event aspects 

each appear to be complete and independent causes of the 

paper falling, not partial causes. 

A third option Kim considers (1988, p. 237) is to view 

Kim 1989, p. 91. Kim discusses overdetermination in 
1988, pp. 234-238, and Unpublished, p. 9, as well. 
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overdetermination as a sixth profile for multiple causes of 

one event, but as a violation of [CEl. This is evidently 

the most sensible treatment of overdetermination. Taking 

into account overdetermination, we have grounds not for 

[CEl, but for a more qualified principle: 

[CE'lIn the normal case in which there is no 
overdetermination, there can be at most one complete 
and independent cause of a single event. 

5. The Nature of P 

The upshot of this discussion of causal exclusion is 

that multiple causes or causal properties are rivals of each 

other. They can coexist in only so many ways. Kim's 

inventory of legitimate multiple explanations gives us a 

tool for evaluating the causal status of mental and semantic 

properties. 

Let's suppose that Sam's belief, r, has the content 

that apples are nutritious and delicious (C). This, along 

with other mental states, causes r*, a belief with the 

content that apples are nutritious; and r* causes b, Sam's 

reaching for an apple. Sam's first belief, r, has some 

physical property (P) that accounts for its causing r*, and 

thus eventuating in b. It also has a content, C, and the 

property of being a belief, BL. Our task is to determine 

how r's having P, r's having C, and r's having BL can all be 
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relevant to r's causing r*. 

I shall argue as follows: 

(1) If P is the causally efficacious physical property of 
r, and BL and C are are also causally efficacious 
properties of r, then r* is overdetermined by r's 
having P, BL, and C. 

(2) The causal consequences of mental events are not 
overdetermined by the physical and mental aspects of 
those events. 

Therefore, 

(3) R's having BL and r's having C are causally inert. 

The second premise of the argument is uncontroversial. 

No one is happy with construing mental and physical aspects 

of events as overdetermining the effects of those events. 

So we shall focus on premise (1). I shall argue that if the 

mental and physical aspects of an event are both causal, 

they do not fit into any of the first five categories in 

Kim's inventory. Now, if the six categories were jointly 

exhaustive, it would simply follow that the mental and 

physical aspects of mental events are overdeterminers. But 

I am skeptical that the six categories are truly exhaustive. 

It will be more straightforward directly to make the case 

that mental and physical event aspects would be 

overdeterminers, if mental event aspects were causally 

efficacious. 

The first three options in Kim's inventory are 

inapplicable to the case at hand. r's having C and r's 
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having P are not partial causes of r*. It would violate our 

physicalist assumptions to suppose that the physical 

properties of r were not completely responsible for r's 

effects. r's having P does not cause r's having C (or vice 

versa); this is simply a peculiar picture of the 

relationship between physical and mental properties. And 

r's having P is surely not part of r's having C (or vice 

versa) . 

Given the nature of mental and physical properties, the 

only plausible alternatives to the overdetermination option 

are the identity or strong supervenience options. To see 

whether the identity or strong supervenience options are 

available, we must consider the nature of P, and its 

relationship to BL and C. 

We are assuming that Sam is a computational system. 

Thus, we can think about the nature of P by looking at the 

causal properties of beliefs (analogs of beliefs?) in 

computers. The analog of a belief in a computer is the 

tokening of a representation. (Remember, we are only 

concerned with core propositional attitudes--see chapter 

two.) 

Our question then is what sort of physical property of 

a representation explains why the tokening of the 

representation causes other representation tokenings (and 

thus behavior, if the latter are instructions that cause 
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bodily movements). The tokening of a representation has 

effects when it is selected as an input to a primitive 

processor. If Sam is a Von Neumann machines, the selection 

of a representation as an input depends on address and 

possibly also on features of the representation. If he is a 

production system, then the selection of a representation 

depends on whether the representation has particular 

features. Just what sort of properties Sam's primitive 

processors are sensitive to depends on how his 

representations are structured and what sorts of primitive 

processors he is equipped with. 

Whatever the details of Sam's functional architecture, 

particular transitions from representations to 

representations are due to the local properties of those 

representations, the way they are stored in memory, the 

currently operative program instructions and the structure 

of specific processors. If the current program instruction 

says to retrieve the symbols at address such and such, being 

at that address is a causal property. If the current 

program instruction says to compare the symbols at this 

address with the symbols at that address, the syntactic 

structure of the symbols is a causal property. If a 

representation is an input to a particular processor, then 

the sensitivities of that one processor determine which 

properties of the representation are causally significant. 
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The metaphorical picture we should have when we think 

about Sam's train of thought is this: APPLES ARE NUTRITIOUS 

AND APPLES ARE DELICIOUS is in Sam's belief box, that is, it 

is in the square box, not the round one. The executive that 

runs Sam's mental life reads an instruction that says: 

PERFORM SIMPLIFICATION ON ANY REPRESENTATION IN THE SQUARE 

BOX. As a result, the executive commands a servant to 

simplify. The servant scans the representation, finds the 

conjuncts, and puts APPLES ARE NUTRITIOUS in the belief box. 

Any other abilities of the executive or the servant are 

irrelevant to the explanation; indeed nothing else that goes 

on in Sam, now, in the past, or in the future is relevant. 

How should we characterize the physical properties of 

AFPLES ARE NUTRITIOUS AND APPLES ARE DELICIOUS that account 

for its causing Sam's behavior? They are precisely the 

properties that the executive and his servant are sensitive 

to. The representation is in a square box (that's why the 

executive passes it to his servant); it has the structure 

AND .... (that's why the servant knows what to do with 

it); and it is built out of the simple sentences APPLES ARE 

NUTRITIOUS and APPLES ARE DELICIOUS (that's why those are 

the sentences tokened next) . The complex property we have 

picked out as P, the causally efficacious property of the 

representation, is a property that combines the syntax of 

the representation (S), in the sense of its orthography, 
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with its being in the square box (BX). 

P, then, is a highly local property of the 

representation, though not an absolutely intrinsic property. 

(Being in the square box is not intrinsic to the 

representation.) If we are interested only in understanding 

why APPLES ARE NUTRITIOUS AND APPLES ARE DELICIOUS causes 

APPLES ARE NUTRITIOUS, we need look no further than P. In 

particular, we need not learn more about the larger system 

in which this brief episode takes place. There is no need 

to invoke highly relational properties of the 

representation--its occupying a system of a certain sort, 

its having this or that effect on other occasions of its 

tokening, its having this or that history. Our ignorance 

about these kinds of relational properties of the 

representation may make it impossible for us to see the 

purpose that is served by this sequence of events, but we 

have no trouble understanding why the sequence takes place. 

Given that the representation had these local properties, 

and it was subjected to the activities of the executive and 

his servant, it had to cause APPLES ARE NUTRITIOUS to be 

tokened in the belief box. 

We now have an initial understanding of the physical 

property P in virtue of which Sam's first thought, r, causes 

his second thought, r*. We shall say more about the nature 

of P below. First, let us consider how the mental 
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construal. 

6. P, BL, and C 
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Our question now is whether we can identify C and BL 

with P, or with the "parts" of P, S (the syntactic property 

of r) and BX (the property of being in the belief box). If 

the functionalist account of BL in chapter two, and any of 

the reductive accounts of content in chapter four are 

correct, then BL and C are "physicalistic" properties. That 

is to say, they are not irreducibly mental. Nevertheless, 

if those accounts are correct, then BL and C are not 

identical to those very physical properties of r that are 

relevant to its causing b: BX and S. 

The causally relevant syntactic property of r, S, is 

not identical to the content of r, C. For S is simply an 

intrinsic orthographic property of r. On a causal theory of 

content, for r to represent a state of affairs A, is for 

this to be the case: r belongs to a type whose tokens are 

caused by A, when certain special conditions obtain (the 

nature of these conditions was discussed in chapter 4). For 

r to have the content that apples are nutritious and apples 

are delicious, on the simplest causal account, is for r to 

belong to a type whose tokens are elicited (under special 

conditions) by the state of affairs that apples are 
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nutritious and delicious. If that is the nature of C, then 

the property S is certainly not identical to C. 

On a functionalist account of content, the content of r 

is a matter of its belonging to a type that plays a certain 

causal role within Sam. If S is an intrinsic orthographic 

property of r, it cannot be identified with C. Whatever 

intimate relations there might be between Sand C, S is not 

identical to C. 

Likewise, BX, the causally relevant property of r that 

plays the belief role, is not identical to BL, the property 

of being a belief. BX is a relatively local property like 

being in a certain box; BL is the property of having some 

property that plays a certain causal role. (The argument 

against identifying the property BL with BX in Sam was made 

in chapter two.) 

Let's turn to the supervenience option. If C 

supervenes on S, then any event, in any nomologically 

possible world, that has S has C. C surely does not 

supervene on S. This is most obvious when C is understood 

according to a causal theory of content. In different 

possible worlds, a representation with particular 

orthographic properties will stand in counterfactual causal 

relations to different objects. Twin Earth cases make this 

clear (see chapter 4). Thus, on a causal theory, 

representations with the same syntactic properties can have 
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different contents. 

Construing C in an internalist fashion or conceiving it 

as a narrow content does not make it any more plausible that 

C supervenes on S. What determines the internal or narrow 

content of r is the causal role of the type to which it 

belongs. What counts is the behavior of representations 

that are syntactically like r. If AND means truth 

functional conjunction, then tokens of the form .... AND 

must generally be handled by the simplication servant. 

Perhaps there must be a conjunction servant in Sam: a 

servant that takes formulas ... and ---, and joins them to 

form AND. If APPLES is to mean apples then tokens of that 

type must be appropriately related to other representations, 

perhaps to FRUIT and ROUND. The orthographic property of a 

representation does not determine this sort of overall 

causal role. A representation with the same shape as APPLES 

ARE NUTRITIOUS AND APPLES ARE DELICIOUS can play innumerable 

causal roles within different systems. APPLES ARE 

NUTRITIOUS AND APPLES ARE DELICIOUS plays a causal role in 

Sam that licenses assigning it a particular content (so we 

are supposing), but could play roles in other systems that 

license assigning it a different content. The orthographic 

properties of the representation do not constitute a 

supervenience base for the semantic properties. 

Likewise, and for similar reasons, BL does not supervene 
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on BX. If BX is a property having to do with the physical 

location of r, then while that location plays the belief 

role in Sam, it can play the desire role in other systems. 

There is no necessary link between a representation's having 

BX and its having BL. 

7. More on the Nature of P 

Anyone who wants to assert the causal relevance of 

mental properties will not give up easily on the idea that 

mental properties are identical to or strongly supervenient 

on the physical properties of representations that account 

for their causing behaviors or further representations. To 

avail ourselves of the identity or the supervenience 

options, we would have to re-evaluate the nature of P. 

Instead of construing P as a highly local property of r, we 

would have to construe P as a highly relational property 

that reflects the general causal role of the type of 

representation of which r is a token, within Sam, and/or r's 

causal relations with Sam's environment. Let's suppose that 

P, the causally relevant physical property of r, is 

identical to G, a global property of this sort. 

It seems to me that this move could be motivated only 

by the desire to adopt the identity or supervenience 

options, not by a desire to pinpoint the property of r in 

virtue of which it causes r*. Imagine a physicist who wants 
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to understand why r causes r*. I think there is not the 

slightest chance that the physical property of r she points 

to will coincide with G, the extremely complex and highly 

relational property of r with which the reductionist wants 

to identify the property of being a belief and having a . 

particular content. Nevertheless, we shall consider the 

virtues of viewing G as a causally efficacious property of 

r. 

We have so far construed the causally efficacious 

properties of r as the properties the executive and his 

servant are sensitive to. Let's see how that assumption 

meshes with taking G to be causally relevant. Suppose that 

G is a property of r that captures, among other things, the 

fact that r is in a system with both simplification and 

conjunction processors. On some occasion, r causes r*, and 

the explanation for r's effects we are being invited to 

accept is that r has G. Now, suppose Sam's conjunction 

processor is exc1sed, but his simplification processor is 

left just as before. r is toke~cd after the change, and the 

executive sends the representation to the simpJ.ification 

servant; as usual, r* is tokened. Since r now lacks G, we 

cannot explain why r causes r* by pointing to G. Now the 

explanation why r has its effects must be some property H. 

If G is what the simplification servant was sensitive to, 

and H is what he is now sensitive to, it follows that the 
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sensitivity of the servant can be changed without his being 

intrinsically altered in any way. 

This is a strange result, and we should be wary of 

accepting it. It would be a mistake to hold that the 

sensitivities of a processor can be changed without altering 

the intrinsic properties of the processor. There are two 

reasons that I shall explore. 

First of all, there is an intuitively appealing picture 

of the way computational systems work that would be 

destroyed by this assumption. The pic~ure is that the 

intelligence of a computational system derives from and is 

ultimately explained by the aggregation of simple stupid 

processors. What is stupid about these processors? Part of 

their stupidity is that they compute functions directly-

that is, they do not compute functions by computing other 

functions. Another part of their stupidity is that they do 

a simple job without "knowing" about the jobs done by other 

processors. What does this metaphor really mean? We can 

give a serious and literal meaning to the idea that a 

processor does not know what is going on in the system as a 

whole precisely by saying that the simple processors respond 

to local intrinsic properties of representations. They are 

not sensitive to the general role of representations in the 

system as a whole. In other words, the simplification 

servant in Sam can detect local properties of 
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representations, but cannot detect a property like G, which 

depends on the presence of the conjunction servant in the 

system. If we attribute sensitivity to G to the 

simplification servant, we attribute a kind of intelligence 

that detracts from the whole computational strategy. 

The second reason to deny that processors are sensitive 

to the relational properties of representations is borrowed 

from a discussion of Fodor's (1987, chapter 2). Fodor 

argues that the causal powers of mental states are not 

affected by the kinds of external conditions that make for 

wide content. My water thoughts would have been XYZ 

thoughts if I had occupied an environment in which the stuff 

that looks like water had been XYZ, but my brain states had 

been exactly what they are. But my mental states would have 

had exactly the same causal powers. For, Fodor says, a 

difference in the environment of a system cannot affect the 

causal powers of a system unless there is a mechanism or a 

law to explain how this works. Since there is no mechanism 

or law to explain why brains in XYZ environments have 

different causal powers from physically identical brains in 

H20 environments, being in an XYZ rather than an ~20 

environment does not affect causal powers. The moral Fodor 

draws is that differences merely in the wide content of 

mental states do not track differences in causal powers. 

While Fodor is at pains to deny that conditions in an 
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organism's external environment can determine the causal 

powers of the organism without a mediating mechanism or law, 

we can extrapolate an analogous point about the processors 

in a system. The sensitivities of a processor are a part of 

its causal powers. We can't change the causal powers of a 

processor by giving it a new internal environment unless 

there is a mechanism or a law that links those internal 

environmental changes to the processor. But there is no 

such mechanism or law in the case we have been looking at. 

Excising the conjunction servant in Sam is not connected, by 

any mechanism or law to the behavior of the simplification 

servant. A mechanism would be something like this: the 

servant is given a new job description. But, by assumption, 

this is not what happens. Thus, the simplification servant 

must be sensitive to the same properties before and after 

removal of the conjunction servant. The simplification 

servant is not sensitive to G, a property representations 

have only before the removal of the conjunction servant. 

The upshot of this section is that the representation 

tokening r must have its causal consequences in virtue of 

highly local properties. G is not a causally relevant 

property of r. To explain why r causes r*, we need look 

only as far as certain local physical properties. P, the 

physical property in virtue of which r has its effects, 

should be construed simply as the combination of S, some 
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syntactic property of the representation, and BX, whatever 

properties play the belief role. The local mechanistic 

account of r's causing r* completely explains what it was 

about r that made r cause r*. It does not explain why r 

occurred in the first place, or what purpose is served 

within Sam by r's causing r*. But surely, the local 

mechanistic story does render non-mysterious r's causing r*, 

and that is all it was meant to do. 

This, for the moment, is my defense of a local 

understanding of P. We shall take up alternative accounts 

of the causal properties of representations in the next 

chapter. If the local construal is the proper construal of 

P, then the mental properties of r are neither identical to 

P nor supervenient on P. 

8. Varieties of Supervenience 

We have not found a way to relate the properties BL, C, 

and P, so that they can all be relevant to r's causing r* in 

the manner described by Kim's first five options. It seems 

that we are left with the overdetermination profile. 

What remains to be discussed before reaching that 

conclusion is the following issue. What sort of a 

dependency relation between two properties of an event 

prevents the properties from being overdeterminers? If 

strong supervenience precludes overdetermination, why not a 
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weaker dependency relation? 

This issue is germane, since if BL and C do not 

strongly supervene on P, and are not identical to the 

components of P (S and BX), still there is some sort of 

dependency of BL and C on P. Perhaps there is dependency 

enough to allow BL, C, and P all to be causally relevant 

without overdetermining the effects of r. In other words, 

perhaps there are weaker dependency relations that can be 

used to construct more alternatives to overdetermination 

than the five in our inventory. To begin with, we need to 

clarify just how BL and C do depend on P. 

Kim has contrasted strong supervenience with weak 

supervenience and global supervenience (1984a). We shall 

consider whether these other concepts of supervenience can 

help us understand the relationship between BL, C, and P. 

Weak supervenience is subtly different from strong 

supervenience. 

The weak supervenience of a family A of properties on 
another family B can be explained as follows: 
Necessarily, for any property F in A, if any object x 
has F, then there exists a property G in B such that x 
has G, and anything having G has F. When properties F 
and G are related as specified in the definition, we 
may say that F is weakly supervenifnt on G, and that G 
is a weak supervenience base of F. 

The crucial difference between strong supervenience and weak 

Adapted from Kim 1984a, p. 163, and Kim 1984, p. 262. 
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supervenience, for our purposes, is that when a property F 

strongly supervenes on a property G, necessarily objects 

with G have F, but when F weakly supervenes on G, it is just 

contingently true that objects with G have F.7 

This weakening does not help us characterize the 

relationship between mental and physical properties. There 

is no reason to think that even within a single world, 

anything with P (our local physical property of r) has BL or 

c. There may very well be more than one sort of system in 

our world with a representation that has P, and in the 

different systems, the representations with P might have 

such different causal roles that they have diverse mental 

and semantic properties. In a sense, weak supervenience is 

too strong a dependency relation for our purposes. In 

another sense, it is too weak. Entirely lost is any sense 

of a nomological relationship between the physical 

properties and the mental properties of representations. 

Global supervenience of one family of properties on 

An example of weak supervenience of one family of 
properties on another is this: the relation between the 
family A which includes above average height and below 
average height, and the family B of heights. If a person 
has a property in the A family, he must have a property in 
the B family. Two people within a world with the same 
property from S, i.e. the same height, must have the same 
property from A, i.e. they must both be either above average 
or below average in height. But there can be people in 
different worlds with the same property from B, but 
different properties from A. 
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another is defined as follows. 

A globally supervenes on B just in case worlds that are 
indiscernible with respect to B are also indiscernible 
with respect to A. a 

If semantic properties globally supervene on local physical 

properties of representations, then worlds that are the same 

with respect to all local physical properties of 

representations are the same with respect to mental 

properties. Again, this is too strong a dependency 

relation. Two worlds can be the same with respect to local 

physical properties of representations but can differ 

semantically if there are differences in causal roles of 

physically identical representations. (Twin Earth and Earth 

are a pair of worlds that count as a counterexample here.) 

It is also too weak. For there is no room here for the 

plausible idea that the semantic properties of your thoughts 

are more directly dependent on the physical properties of 

the representations in your head than on the physical 

properties of representations in anyone else's head. 

Evidently, mental properties do not supervene on local 

physical properties like P. Let us consider one more 

option, now focussing just on the relationship between C and 

s--the syntactic (in the sense of orthography) component of 

P. This is the option encapsulated by Fodor's formality 

Adapted from Kim 1984a, p. 168. 
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condition (Fodor 1980). 

The formality condition says "no difference in content 

without a difference in form." But what sense can we make 

out of the slogan? The claim at first seems to be that 

representations in different people with the same form have 

to have the same content. Fodor writes: 

--what one would like to say, in particular, is that if 
two people are identically related to formally 
identical mental representations, then they are in 
opaquely type-identical mental states. (1980, p. 236) 

This suggests either a weak or a strong supervenience 

interpretation of the slogan, and we have seen that both are 

implausible. On the other hand, the claim might be that 

representations in a single system with the same form have 

to have the same content. Fodor writes: 

... fix the subject and the relation and the mental 
states can be (type) distinct only if the 
representations which constitute their objects are 
formally distinct. (p. 277, my emphasis) 

This passage is vague. What counts as a single subject? In 

some sense, my twin earth twin and I are a single system, 

but in a sense we are not--representations in me cannot 

interact with representations in counterfactual me. In a 

sense, I am the same system as the one I will be in the 

future, but in a sense I am not. If I take a zoology class 

and learn new things about tigers, I will become a new 

system. Does the formality condition entail that a 

representation in me now with a particular form has to have 
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the same content as a formally identical representation in 

counterfactual me, or in future me? Fodor's discussion of 

twin earth cases suggests that in some instances, yes. But 

counterfactual and future versions of me could be different 

in so many ways that on any conception of content, 

externalist, or internalist, "we" could harbor 

representations with the same form but different content. 

Fodor is not clear which of my counterparts in other worlds 

or at future times harbor representations with my contents 

whenever they harbor representations with my forms. 

In chapter 7 I will discuss what sort of formality 

condition we ought to accept. Whatever version we accept, 

the idea will be that formally identical representations 

within some specified domain of actual and possible systems 

have the same content. Form, in a sense, determines 

content. But the sense is important. Within the relevant 

domain, there is just one possible content for a 

representation with a particular form. However, on no 

plausible version of the formality condition will the 

content of a representation be "ontologically" dependent on 

form. On any plausible view, it is because of a multitude 

of features inside of, and perhaps also outside of, a 

system, that a representation has its content. Form 

"determines" content in the specified domain only because 

all of these additional features are shared by the systems 
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in the domain. The formality condition, however construed, 

does not warrant the view that content depends exclusively 

on form. 

Let's try once more to answer our question: How are 

mental properties related to local physical properties of 

representations? The most appropriate way to conceive of 

the relationship between mental properties and local 

properties is this. Mental properties have strong 

supervenience bases in the family of physical properties. 

It is necessarily true that an object that is a belief that 

apples are nutritious and delicious has some very complex 

property that combines having certain local physical 

properties, and playing a certain internal role, and having 

a certain history, and anything with that whole property 

must be a belief that apples are nutritious and delicious. 

The mental properties of Sam's representation r supervene on 

G, where G is a complex, "spread out" property. P, the 

causally important property of r, is part of G. The mental 

properties of r are dependent on P only in the sense that P 

is a part of G, and the mental properties of r supervene on 

G. 

This construal of the way mental properties depend on 

physical properties is neither too weak or too strong. It 

allows us to see how mental properties are nomologically 

related to local physical properties: the local properties 



of a representation are a part of the conditions that 

nomologically determine mental properties. But no 

implausible claim is made that local physical properties 

alone determine mental properties. 

9. Overdetermination? 
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We have found a weak sense in which r's having its 

mental properties BL and C is dependent on r's having P. 

What remains to be argued is that this sort of dependency is 

not enough to avoid option six--the view that the effects of 

r would be overdetermined by r's having P and r's having BL 

and C, if we construed BL and C as causally relevant. The 

efficacy of the mental properties of r, if they were 

efficacious, would not be just a byproduct of the efficacy 

of P. 

Overdetermination does not appear to arise when c's 

being F and c's being G are causes of e, but F strongly 

supervenes on G. Let's consider two examples. 

Imagine that the motions of the particles in a canister 

of gas molecules increases and this causes the canister to 

explode. The increase in the heat of the molecules also 

causes the canister to explode. I assume that increased 

motion of molecules is not identical to increased heat, 

since increased heat in solids and plasmas is not increased 

motion of molecules. Rather, the increased heat strongly 
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supervenes on the increased motion. Evidently, this is not 

a case of overdetermination. The role heat plays is 

entirely explained by the role the motion of the molecules 

plays. 

Another example: you press a circular cookie cutter 

into dough. The result is a round shaped impression in the 

dough. The cause is the cutter's being formed out of such 

and such molecules of aluminum juxtaposed in a certain way. 

But the cause is also the cookie cutter's being round. 

Being round is not identical to being formed out of aluminum 

molecules juxtaposed in a certain way. But being round does 

strongly supervene on being formed out of aluminum molecules 

juxtaposed in a certain way. Anything so formed, in any 

possible world, is round. Again, this is not a case of 

overdetermination. The role the shape plays is entirely due 

to the role the positions of the molecules play. 

Now consider the case where a property supervenes on a 

property that merely includes, as a component, a causal 

property. A bowling ball knocks down some pins, because it 

weighs 10 pounds. The bowling ball is also what we'll term 

a "classic" bowling ball. A classic bowling ball is one 

that weighs at least 10 pounds, is dark, and is made in 

America. The ball's weighing 10 pounds is just a part of 

the supervenience base for its being classic. The whole 

supervenience base includes, let's suppose, the properties 
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of weighing 10 pounds, having a coat of black paint, and 

being made in Cleveland. Presumably, the whole 

supervenience base property is not causally relevant. Now 

let's just assume that being classic really made a 

difference. Both weighing 10 pounds and being classic were 

causally relevant. It's true that being classic is partly 

due to weighing 10 pounds. But the fact that the weight of 

the ball is responsible for the pins falling over does not 

in any sense guarantee that the ball's being classic is 

responsible. If you want to build a bowling alley in which 

being classic will make a difference, you will have do 

something beyond building a bowling alley in which weighing 

10 pounds makes a difference. It is indeed a mystery how 

this could be done, since by hypothesis, the property on 

which being classic supervenes is not causally responsible. 

But if you succeeded in making being classic causally 

efficacious, its efficacy would not simply be an offshoot of 

the efficacy of weighing 10 pounds. The effects of a 

bowling ball that was classic and weighed 10 pounds would be 

overdetermined. 

This discussion does not explain presence and absence 

of overdetermination as clearly as one might wish. In just 

what sense is the efficacy of heat due to the efficacy of 

molecular motion? In just what sense is the efficacy of 

being a classic bowling ball (supposing that property could 
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be made efficacious at some special bowling alley) not due 

to the efficacy of weighing 10 pounds? Hopefully, the 

difference between the cases will be plausible, without a 

systematic account of the relationship between 

overdetermination and various dependency relations. If 

there is this difference, we can assess the situation in 

which r causes r* in virtue of BL, C, and P. BL and C 

supervene on G, of which P is only a part. R's causing r* 

is overdetermined by BL and C, on the one hand, and P on the 

other. If you could somehow build a system in which BL and 

C were causally efficacious, their causal roles would not be 

a mere offshoot of the causal role of P. 

10. Conclusion 

When we closely examine the relationship between the 

mental properties of a representation and the causally 

significant physical properties of the representation, we 

discover that the former are not dependent solely on the 

latter. Mental properties are dependent on global 

properties of representational systems, and perhaps also on 

the way such systems are situated in their external 

environments. If mental properties are causally 

significant, their causal efficacy is not owing to the 

causal efficacy of the causally significant physical 

properties of representations. Thus, to suppose that both 
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mental properties and physical properties of thoughts are 

causally significant is to suppose that the causal 

consequences of thoughts are overdetermined. Since this is 

an unacceptable outcome, we are forced to deny the causal 

significance of mental properties. 

In the next chapter I shall examine three defenses of 

the causal significance of the mental, and argue that none 

of them succeed in overturning the conclusion of the present 

chapter. Finally, in the last chapter, I will argue that 

the causal irrelevance of mental properties is compatible 

with their having explanatory relevance in psychology. 
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CAUSAL RELEVANCE 
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The argument of the last chapter was that assigning 

causal relevance to mental and semantic properties would 

generate the unsatisfactory view that the effects of mental 

events are overdetermined. Since it is intuitively clear 

that mental and physical properties do not overdetermine the 

causal consequences of thoughts, the inevitable conclusion 

to be drawn is that mental properties are not causally 

efficacious. That argument avoided the issue what makes a 

property causally significant. In this chapter we will face 

that issue squarely. 

I shall take a look at a number of recent efforts to 

show that mental properties--semantic properties in 

particular--are in fact causally efficacious properties of 

our thoughts. To begin with, we will consider Dretske's 

account of the causal role of content. Then we'll turn to 

the general question what makes a property causally 

significant. A number of philosophers have recently 

attempted to produce accounts of causal relevance, with the 

goal of vindicating the causal relevance of semantic 

properties. I shall discuss, and argue against, two such 

accounts. 
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1. Dretske's ~ccount of the Causal Role of Content 

We have followed Dretske in asking the question, in 

virtue of what properties do thoughts cause behavior?l We 

have assumed (tacitly) that behaviors are straightforward 

movements of the body. So the question is, in virtue of 

what properties of thoughts do they cause bodily movements? 

Dretske says that the answer to this question is the one we 

have given--the local formal properties of thoughts explain 

why they cause bodily movements (Dretske 1988c, p. 56). 

But it is a mistake, he thinks, to identify behaviors with 

bodily movements. Dretske proposes (1988a, 1988b) that a 

behavior is an internal state (C) causing a bodily movement 

(M); for example, Clyde's belief that there is beer in the 

kitchen causing his walking to the kitchen. 2 

If beliefs are causes of behavior, in this framework, a 

belief must cause itself to cause bodily movements. But 

this is incoherent, as Dretske acknowledges (1988b, p. 38). 

Cummins (1988) and Segal and Sober (Unpublished) offer 
insightful criticisms of Dretske's view. 

This is motivated by the reflection that the explananda 
of psychology are not just any movements of the body, e.g., 
not movements that result from being shoved on a subway 
platform, but those movements that originate internally. 
For a reason that is not entirely clear to me, Dretske does 
not opt for identifying behaviors with bodily movements 
which are caused by internal states, but opts instead for 
identifying behaviors with the process whereby an internal 
state causes a bodily movement, for example, whereby an 
internal state with representational content causes a person 
to raise his arm. 
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For how can a belief cause a process of which it is itself a 

part? And how can a process which begins with a particular 

belief occurring be caused by that belief, if cause must 

precede effect? Dretske writes: 

This is not to deny that beliefs and desires figure in 
the explanation of behavior. Quite the contrary. As 
we shall see, it is what we believe and desire, the 
fact that we believe this and desire that, that 
explains our behavior~explaining, not why M' [a 
bodily movementJ occurs (for M isn't the behavior), but 
why C causes M. (1988b, p. 38. I have changed the 
variables slightly.) 

To vindicate the relevance of content to behavior, according 

to Dretske, one must show that a belief's having its content 

causes that belief to cause bodily movements. 3 

Dretske embraces a form of a causal theory of content. 

The fundamental notion in his account of content is 

indication. A tokening of a representation indicates a 

state of affairs F just in case the probability of F, given 

the tokening, is 1 (1981, 1988b). Representing F, or having 

Segal and Sober (unpublished) point out, correctly I 
think, that this maneuver does not solve the problem about 
temporal priority that Dretske's conception of behavior 
creates. According to Dretske, Clyde's behavior is his 
belief's causing him to go to the refrigerator. Dretske 
sees that Clyde's belief can't cause his behavior, because 
it is a part of the behavior. So he says it is the belief's 
having it's content that causes the behavior. Segal and 
Sober ask how the belief's having its content can cause 
Clyde's behavior, the behavior being the belief causing 
Clyde to go to the refrigerator. The belief having its 
content would have to be take place before the belief causes 
Clyde to go to the refrigerator. But the belief has its 
content at exactly the moment when it causes Clyde to get 
up. 
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the content F, is defined in terms of indicating F, but is 

not identical to indicating F. If representing F were 

indicating F, representations could never be false. The 

idea, rather, is that a token representation represents F 

just in case the type to which it belongs has the function 

of indicating F. A type has the function of indicating F 

just in case that type was initially acquired in response to 

F. That is, the earliest tokens of the representation, in 

virtue of which the type became a stable part of the 

system's repertory, indicated F. A later token can 

represent F without actually indicating F; it must however, 

be the heir, so to speak, of representations that did 

indicate F. 

If what a belief is about explains why the belief 

causes bodily movements, Dretske assumes that the following 

must be correct: an internal state's indicating F must 

cause that state to cause a bodily movement. But how could 

this be so? Some additional conceptual tools are needed to 

appreciate Dretske's answer. According to Dretske, a causal 

relation, c --) e, can have triggering and structuring 

causes. Mary plays the piano and this causes the neighbor's 

annoyance. A triggering cause of this causal process is 

Mary's mother telling her to practice. A structuring cause 

is Mary's brother setting up microphones and speakers that 

amplify the sound. If he hadn't done that, Mary's normally 
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unobtrusive practicing wouldn't have annoyed the neighbors. 

Thus, the brother's trick causes Mary's practicing to cause 

the neighbors' annoyance. 

Dretske's idea is that belief states are linked, so to 

speak, with particular bodily movements, just as Mary's 

practicing is linked via the microphones and speakers to the 

neighbor's house, and as the telephone in my house is linked 

to the telephones in other houses. Beliefs don't have to be 

linked in the way that they are to particular bodily 

movements. My belief that there is an elephant charging 

doesn't have to be linked to the behavior running away. 

That belief could have been linked to something else (waving 

my hands, whistling), or to nothing. The causal 

connections between particular beliefs and behaviors have 

structuring causes. The structuring cause of a particular 

belief causing a particular behavior can be, says Dretske, 

the representation's indicating F. 

It is not obvious how a belief's indicating some 

external state of affairs could create links between beliefs 

and behaviors. Dretske's solution depends on an empirical 

hypothesis about the way the nervous system gets organized. 

A system starts with an F indicator--an internal state C 

occurs when there are Fs in the environment. The system 

begins to do M when the F-indicator is tokened, and the 

system is rewarded. In other words, in the system's 
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environment, F occurs in conjunction with rewards for M. 

For example, the baby cries when its Mommy-indicator is 

tokened and the baby is rewarded--Mommy comforts baby. As a 

result, the Mommy indicator get's wired to crying. A cause 

of the wiring seems to be that the Mommy-indicator indicated 

Mommy. 

There are both conceptual and empirical problems with 

Dretske's attempt to vindicate the explanatory role of 

content. Let's begin with the conceptual problems. 

First of all, representing F, or having the content 

that F, is not the same as indicating F, according to 

Dretske. Therefore, showing how C's indicating F can cause 

C to cause M is not the same as showing how C's representing 

F can cause C to cause M. Suppose I have a false belief 

that elephants are charging, and run out of the way. My 

thought represents elephants charging but doesn't indicate 

elephants charging. Dretske's account of the causal 

relevance of indicating F does not directly help us 

understand the causal relevance of representing F. When C 

indicates F, there is an F in the environment which can be 

coupled with a reward. When C merely represents F, there 

may be no F in the environment, and no associated reward. 

It would be wrong to say that Dretske just wants to 

offer us an account of the causal relevance of indication. 

Dretske's original project was to show how garden variety 
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claims about the causal role of content can be true: Clyde 

walked to the kitchen because he believed that there is bee~ 

in the refrigerator. These claims concern the 

representational content of our thoughts, not what our 

thoughts indicate. We make these claims with equal 

confidence when we know that an agent's beliefs are false. 

The claim about Clyde is made irrespective of there really 

being beer in the refrigerator. 

If a representation represents F, it needn't indicate 

F, but it does have to be heir to representations that 

indicated F. If C's being heir to representations that 

indicated F is a structuring cause of C causing M, then the 

explanatory role of representing F might be upheld. But 

this idea is rather silly. There are mechanisms (or so 

Dretske claims) whereby a representation's really indicating 

F can be a cause of pathways developing between neurons; 

there are no mechanisms whereby a representation's merely 

being an heir of representations that indicated F can cause 

pathways to develop between neurons. 

What Dretske can explain at best, is how early tokens 

of a representation, in virtue of what they indicate, can 

cause links to develop in the nervous system, in virtue of 

which later tokens of that representation have specific 

effects. He has explained how the content of 

representations influences the organization of the nervous 
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system, and thus influences what beliefs will cause what 

behaviors. The content of a representation does not explain 

why it causes a particular behavior, but it clues us in to 

why it came about originally that the representation was put 

in a position to cause that behavior. If we know that c 

represents F, then we know that earlier tokens of the same 

type as C indicated F, and that should explain why ~ is 

linked to M, rather than some other behavior. 

If all of this is right, Dretske can't say that our 

beliefs cause behavior, because beliefs are part of 

behavior. He also can't say that what we believe causes 

behavior, because a belief's having it's content is not 

responsible for the link between the belief and the 

behavior. However, he can say that contents are responsible 

for the development of the nervous system, and thus they 

ultimately determine which beliefs will cause which 

behaviors. 

If Dretske has accomplished even this much, he has not 

accomplished something trivial. Unfortunately, I doubt that 

he has really done this much. There are many empirical 

problems with Dretske's story about the formation of the 

nervous system. Perhaps he has made sense of the idea that 

the baby's representation's indicating Mommy is a cause of 

later representations of Mommy causing crying. His 

conditioning account works here. But in any but the crudest 
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cases, the conditioning account breaks down. A particular 

belief can cause innumerable behaviors. There are wires, so 

to speak, from believing that it is raining to grabbing the 

umbrella, to calling a friend, to going to the party, to not 

going to the party. It is completely implausible that each 

of these connections has its own etiology, rooted in 

external conditions. I doubt that the state of affairs that 

it is raining was ever coupled, in my environment, with a 

reward for going to a party. Thus, Dretske's story cannot 

explain how early representations indicating that it was 

raining played a role in the development of the link in 

virtue of which my recent belief that it was raining caused 

me to go to the party. So Dretske has not succeeded in 

explaining how what representations indicate establish 

belief-behavior links. 

2. The Nomological Account of Causal Relevance 

A number of philosophers have set about trying to show 

that semantic properties are causally efficacious by first 

developing a general account of causal properties. 4 When 

one event c causes another e, the causal properties of care 

the ones that explain why c caused e. Zelda's swallowing 

cyanide caused Zelda's death. The first event had the 

See chapter 1, note 14. 
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property of being the swallowing of a round pill, but that 

doesn't explain why it caused Zelda's death. It had the 

property of being the swallowing of cyanide, and that does 

explain why it caused Zelda's death. One might simply say 

that causal properties are the ones that satisfy our desire 

for understanding of causal relationships. But surely, the 

difference between the first property of the pill swallowing 

and the second can be stated in objective terms. We would 

be wrong to be satisfied by the first explanation, and we 

are right to be satisfied by the second. The question is 

what objective facts make being the swallowing of a round 

pill a property we shouldn't appeal to to explain why the 

pill swallowing caused Mary's death, and being the 

swallowing of cyanide a property we should appeal to. 

It is sensible to try to understand causation before 

trying to understand what a causal property is. Armed with 

some understanding of what causal relations are, we are in a 

better position to consider which properties account for 

causal relations. 

Many accounts of causation are motivated by the 

intuition that causing is non-logical necessitation of a 

later event by an earlier event. A nomological account of 

causation understands one event necessitating another in 

terms of the two events being subsumed by a law. The idea, 

roughly, is this: 
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(1) c causes e just in case 

(a) For some property F of c and some property G of e, 
"F events are sufficient for G events" is a causal 
law, and 

(b) c bears appropriate spatial and temporal relations 
to e. 

If causation is in part nomic sUbsumption, then a property 

of c that explains why c causes e is a property of c in 

virtue of which c and e are subsumed by a causal law. 

Fodor has recently proposed an account of causal properties 

that pursues this idea (Fodor 1989). He says: 

(2) F is a causally responsible property if it's a property 
in viftue of which individuals are subsumed by causal 
laws. 

When is F a property in virtue of which individuals are 

subsumed by causal laws? He takes (2) to be equivalent to 

(3) : 

(3) F is a causally responsible property if it's a property 
projected by a causal law (p. 143). 

Thus, F is a causally responsible property when there is a 

law F --) G. From this it follows that: 

(4) c causes e in virtue of F if 

(a) c has F, and 
(b) for some property G of e, "F events are sufficient 

for G events" is a causal law, and 
(c) c bears appropriate spatial and temporal relations 

Fodor 1989, p. 143. Page references are to the reprint 
of the article in Fodor 1990. 
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to e. 6 

As Fodor points out, it would be fatal to his account 

of causal relevance (as it would be to a nomological account 

of causation) if "causal law" could not be explicated in 

non-causal terms. If his account is to be non-circular, it 

must be possible to pick out the causal laws without 

appealing to causation or causal relevance. I shall go 

along with Fodor and suppose that this can be done. 

(1) - (4) appeal to laws--i.e. strict or exceptionless 

laws. The following is an abbreviated and colloquial 

expression of a strict causal law: (c) (Ee) (Shining a white 

light though a prism (c) --) rainbow (e)). Shining a white 

light through a prism is not alone sufficient for a rainbow, 

but the shining together with the absence of objects 

blocking the light and the absence of forces moving the 

prism, and certain other specifiable physical conditions, 

are together sufficient for a rainbow. We will ignore such 

complications. If c satisfies the antecedent of this law, e 

satisfies the consequent, and c and e are spatio-temporally 

contiguous, then, according to (1), c is a cause of e. 

Furthermore, on Fodor's proposal, being the shining of a 

white light through a prism is a causal property of c. 

Fodor discusses (2) and (3), not my (4). This might be 
partly in order to bypass questions about (2) (c). I will 
not venture any guesses about the sort of spatio-temporal 
relations there must be between cause and effects. 
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That's the property of c that explains why c causes e. 

At first glance, it seems that ceteris paribus laws 

cannot play the role assigned to laws in (1). Consider the 

following law of chemistry. 

[Cl (c) (Ee) Heating water to 212 degrees (c) --) steam 
rising (e). 

Although the law can be improved by mentioning further 

conditions that must be met, the vocabulary of chemistry 

does not enable us to stipulate enough conditions to make 

the law exceptionless. If you heat water to 212 degrees, 

but the pot is suddenly knocked over, no steam rises. The 

law is simply true "ceteris paribus"--other things being 

equal. 

The difficulty with allowing ceteris paribus laws like 

ICI to count as laws in (1) is that if an event satisfies 

the antecedent of such a law, there won't necessarily be an 

event that satisfies the consequent. (I am pretending now, 

for purposes of discussion, that [CJ is a fully articulated 

law of chemistry.) When there is an event satisfying the 

consequent, it does not appear to have been necessitated by 

the event satisfying the antecedent. 

If there are problems with ceteris paribus .laws with 

respect to (1), there are the same problems with respect to 

(2) - (4). If a law doesn't account for c necessitating e, 

then the properties projected by the law aren't ones in 
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virtue of which c necessitates e. 

If (1) - (4) concerned only strict laws, this would be 

a severe blow to the nomological account of causal 

properties. The account would only provide conditions that 

suffice for the causal responsibility of properties 

projected by strict laws. Properties in the domain of 

chemistry, biology, psychology, and so on, could not be 

shown, on (4), to be causally relevant, for the laws in 

those sciences are not exceptionless. Fodor would be 

dissatisfied if a nomological account of causal properties 

could vindicate the causal relevance just of properties 

projected in strict laws, because he wants to maintain that 

properties invoked in the special sciences in general, and 

in psychology in particular, are causally responsible. 

Fodor's solution is to say the following: In a 

situation in which all of the ceteris paribus conditions on 

rCI are satisfied, [el is exceptionless7. If c and e occur 

under such conditions, then the fact that they are subsumed 

by rCI does give a sense to the idea that c necessitated e. 

So (1) through (4) should be revised. Instead of (1), we 

should say: 

(5) c causes e just in case 

I am fleshing things out here a bit more than Fodor does, 
hopefully without misrepresenting him. (5) and (6) below 
are my renditions of his theory. 



151 

(a) for some property F of c and some property G of e, 
"F events are sufficient for G events (ceteris 
paribus)" is a causal law, and 

(b) the ceteris paribus conditions of the 
aforementioned law are satisfied, and 

(c) c bears appropriate spatial and temporal relations 
to e. 

(5) can be viewed as a general account of causation, if we 

think of strict laws as having empty ceteris paribus 

clauses. The revision of (4) would look like this: 

(6) c causes e in virtue of F if 

(a) c has F, and 
(b) for some property G of e, "F events are sufficient 

for G events (ceteris paribus)" is a causal law, 
and 

(c) the ceteris paribus conditions of the 
aforementioned law are satisfied, and 

(d) c bears appropriate spatial and temporal relations 
to e. 

3. Problems for Fodor 

Does (6) express sufficient conditions for causal 

relevance? I shall present a number of counterexamples, and 

then diagnose what I think is wrong with Fodor's view. 

Consider the law that blue eyed matings are sufficient 

for blue eyed births. If a mating occurs that's of two blue 

eyed people, then a birth occurs that's of a blue eyed 

child, other things being equal. Intuitively, a particular 

blue eyed mating does not cause a blue eyed birth in virtue 

of being a blue eyed mating. The reason why blue eyed 

matings cause blue eyed births has simply to do with the 
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genes of the people mating. S Consider, second, the law 

that hitting the middle key of a piano is sufficient for an 

E-pitched tone, other things being equal. A particular 

hitting of the middle key causes the E-pitched tone not 

because it is the key in the middle, but because it is the 

key connected to a particular string. Finally, imagine a 

world in which lethal pills must be manufactured blue, and 

no other pills may be made blue. There are harsh 

punishments for breaking these rules, and they are never in 

fact broken. It's a law there that taking blue pills is 

sufficient for death, but surely even there, a particular 

blue pill swallowing that causes a death doesn't cause the 

death because of being a blue pill swallowing. It causes a 

death because it is the swallowing of cyanide, or what have 

you. 

It is not difficult to understand why these laws hold. 

In each case, a generalization F --> G is exceptionlessly 

true not just when certain conditions are satisfied, but in 

some strong sense because those conditions are satisfied. 

Let's take the blue pill law. The ceteris paribus clause of 

the blue pill law covers conditions having to do with the 

circumstances in which blue pills are swallowed. The person 

mustn't have already swallowed an antidote. Once the pills 

I borrow this example from Segal anc Sober (Unpublished). 
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are swallowed, the person mustn't have his stomach pumped, 

he mustn't have a heart attack, and so on. More 

interestingly, the ceteris paribus clause also covers 

conditions having to do with what is normal at that world. 

The crucial condition is "given the practice of making 

lethal pills blue." Swallowing blue pills is sufficient for 

death under the ceteris paribus conditions, because it is a 

part of those conditions that being a blue pill is 

correlated with being made of cyanide, or what have you. 

There are counterexamples to (6) and yet (6) was 

proposed on what seemed to be quite reasonable grounds. 

Where is the mistake? We shall assume that (1) expresses a 

roughly correct account of causation. (2) gives us the only 

account of causal properties that really meshes with (1): If 

c causes e in so far as c and e are subsumed by a causal 

law, then it makes sense to say a property F of c explains 

why c causes e in so far as F is a property in virtue of 

which c and e are subsumed by a causal law. 

(3) arises from (2) given the natural thought that when 

F --) G subsumes c and e, F is a property of c in virtue of 

which it is subsumed by a causal law. But (3) is 

problematic and is not, I think, equivalent to (2). We can 

think of "in virtue of which" in (2) in two ways. 

Construing the phrase weakly, it is trivially true that when 

F --) G subsumes c and e, it's in virtue ofc having F that 
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c and e are subsumed. But there is a stronger 

interpretation. To say that c and e are subsumed by F --) G 

in virtue of c having F is to say that c's having F explains 

why c and e are subsumed by a law--the law that F --) G. 

When F --) G is a ceteris paribus law, it can sometimes 

be true that the explanation why c and e are subsumed by the 

law that F --) G is not that chad F. c's having F may in 

no real sense explain why c and e are subsumed by any law at 

all. That is what happens in the counterexamples. In a 

trivial sense, it's in virtue of the pill swallowing's being 

the swallowing of a blue pill that the pill swallowing and 

the death are subsumed by the blue pill law. But at the 

same time, it's not the pill swallowing's being blue that 

provides the explanation why the two events are subsumed by 

a law. The explanation is that the pill was cyanide. 

A property a law projects is not always a property in 

virtue of which in the strong sense -- events are 

subsumed by laws. A property can be projected by a law only 

because of its correlation, under certain conditions, with 

other properties. In that case, the property projected by a 

law is merely a pseudo-causal property. 

Let's now look at some additional counterexamples to 

(6). It's a law that if something is a tropical storm, then 

it causes destruction (ceteris paribus). We call a 

tropical storm in the Atlantic a "hurricane", and one in the 
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Pacific a "typhoon". Since a tropical storm's causing 

destruction does not depend on the storm's being or not 

being in the Atlantic, it's also a law that if something is 

a tropical storm in the Atlantic--a hurricane, then it 

causes destruction. But being a tropical storm in the 

Atlantic is not a causal property. When Hurricane Alice 

causes destruction in Cuba, the explanation for it's causing 

destruction is not it's being a tropical storm in the 

Atlantic. (This is not to deny, of course, that the 

explanation is that the storm was a tropical storm over 

Cuba. ) 

There are other ways to concoct laws that do not 

project causal properties. It is a law that heating water 

to 212 F causes boiling (ceteris paribus); it is also a law 

that cooling water to 32 F causes freezing (ceteris 

paribus). It follows that there is a law that heating water 

to 212 F or cooling it to 32 F causes boiling or freezing 

(ceteris paribus). The property of being a heating or a 

cooling's appearing in this law is not sufficient for it to 

be a causal property. 

What we should say in all of these cases is that the 

properties projected by these laws are the not the ones in 

virtue of which the events subsumed by them are subsumed. 

The heating and the boiling are subsumed by the law that if 

something is a heating to 212 F or a cooling to 32 F it 
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causes a boiling or a freezing, because the heating is a 

heating. Hurricane Alice is subsumed by the hurricane law 

because it is a tropical storm. Again, the problem with (6) 

is that it presupposes (3), and while (2) is fine, (3) is 

not equivalent to (2). 

A different sort of problem with (6) is that it 

doesn't exclude logical laws: Sleeping pill swallowings are 

sufficient for sleep (ceteris paribus); immersing a water 

soluble substance in water is sufficient for dissolving 

(ceteris paribus); hitting the brakes of a car is sufficient 

for stopping (ceteris paribus). Being a sleeping pill 

swallowing, being water soluble, and being the hitting of 

the brakes are not causal properties. 

What is wrong with these laws and properties? Let's 

look at the sleeping pill law more closely. More precisely, 

the law is 

[SJ (e) (Ef) (Sleeping pill swallowing(e) --) sleeping (f» 
(ceteris paribus). 

The property of being a sleeping pill swallowing just is the 

property of being the swallowing of something that causes 

sleep (ceteris paribus). So the law may as well be written 

[S'] (e) (Ef) (swallowing a pill that causes sleep (ceteris 
paribus)f.§) --) sleeping (f» (ceteris paribus). 

This states a logical truth. When the ceteris paribus 

conditions are satisfied, if e* is the swallowing of a pill 

that causes sleep (ceteris paribus), then necessarily some 
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event f* is a sleeping. The trouble is that the kind of 

necessity here is logical. e* simply couldn't, logically, 

occur under the ceteri~ paribus conditions, and be the 

swallowing of a pill that causes sleep under thos~ 

conditions, but fail to cause sleep. We think of causality 

as non-logical necessitation. If e* having a property P 

under certain conditions logically necessitates that some f* 

has Q, then P explains the relation of logical necessitation 

between e* and f*, but it doesn't explain the relation of 

causality, i.e., non-logical necessitation between e* and 

f*. 

Perhaps the nomological account of causal relevance can 

be saved by delimiting the laws that project properties that 

really are properties in virtue of which events are subsumed 

by laws. Another approach might be to be more strict about 

what counts as a causal law. Perhaps the "laws" we have 

mentioned as counterexamples do not deserve that honorific. 

Whichever way we go, it seems that a nomological 

account of causal properties, refined to deal with the 

problems we have considered, is unlikely to vindicate the 

causal responsibility of semantic properties. To begin 

with, we will have to state that the laws that project 

causal properties are always non-logical. But that 

modification does not bode well for the causal status of 

psychological properties. If functionalist accounts of 
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belief and of content are right, then some generalizations 

about propositional attitudes constitute logical truths. 

Perhaps it is a logical truth that if the content of John's 

first belief is that Ralph is a bachelor, the content of a 

later belief, ceteris paribus, will be that Ralph is 

unmarried. Suppose John has the first belief, and the 

ceteris paribus conditions are satisfied. Then, logically, 

he must have the second. For having the first just is being 

in a state that causes a belief with the second content, 

when ceteris paribus conditions are satisfied. 

The logical nature of some psychological laws only 

creates a problem for assigning causal responsibility to 

content in the case of a minority of the transitions from 

beliefs to beliefs. Most psychological laws are not logical 

laws. But it affects those cases where the causal relevance 

of content seems most intuitively clear. It's precisely in 

the case where John believes that Ralph is unmarried as a 

result of believing that Ralph is a bachelor that our 

intuition is most firm that content is causally relevant. 

It would be extremely odd to have to admit that being about 

bachelors was causally irrelevant here, but could be 

causally relevant in the transition from believing that 

Ralph is a bachelor to believing that Ralph likes beer. If 

we deny the relevance of content in the first case, we had 

better deny it in the second case. 
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Somehow we need to exclude laws that project properties 

merely because of relations between those properties and 

genuinely causal properties. But psychological laws may be 

precisely those kinds of laws. It may be that fulfillment 

of the ceteris paribus clause of psychological laws insures 

a correlation between content properties and syntactic 

properties. Normal conditions for a human being with 

certain propositional attitudes are conditions in which the 

attitudes are realized in a certain way. The refinements 

needed to making a nomological account of causal relevance 

plausible might very well be refinements that exclude 

psychological properties. 

4. Counterfactuals 

Let's now look at another attempt to state sufficient 

conditions for causal relevance that will vindicate the 

causal importance of semantic properties. A number of 

authors have tried to state conditions for causal relevance 

in terms of counterfactuals rather than laws (Lepore and 

Loewer 1987, 1989, Horgan 1989). Lepore and Loewer argue 

that if we want to explain why c causes e, we must point to 

a property of c in virtue of which c and e are subsumed by a 

strict law. There aren't any strict laws that concern 

psychological properties, so the psychological properties of 

an event don't explain why it causes another event. 



160 

However, Lepore and Loewer think there is still a sense in 

which psychological properties are causally relevant. Even 

when a property F of c doesn't explain why c causes e, it 

can be the case that c's having F is causally relevant to 

e's having G. They explicate this in the following way: 

(7) c's being F is causally relevant to e's being G if and 
only if 

(a) c causes e, and 
(b) c is F and e is G, and 
(c) c's being F and e's being G are logically and 

metaphysically independent, and 
(d) if c had occurred without being f, c would not 

have caused an event that was G. 

Loewer and Lepore think this account, if correct, would show 

content properties to be causally relevant. Consider the 

situation in which Zelda thinks that there have been 9 

tosses of a fair coin that all came up heads, and that 

thought causes her to have the belief that the next coin is 

very unlikely to come up heads. Condition (a) is met: her 

first thought causes the second. Condition (b) is met: the 

first thought has a certain content property p, the second 

thought has a certain content property q. Condition (c) is 

met: logically and metaphysically, the first thought could 

have p, while the second thought lacked q. Finally, Lepore 

and Loewer would say the counterfactual expressed in 

condition (d) is met. If Zelda's first thought hadn't had 

This is an amalgam of the accounts in Lepore and Loewer 
1987 and 1989. 
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p, her second thought wouldn't have had q. This might not 

be obvious. Remember, we are assuming the first thought is 

a sentence in Zelda's belief box, and the second thought is 

another sentence in her belief box. One might suppose that 

if the first thought hadn't had its content, it still would 

have had just the same intrinsic physical properties, and so 

it would have caused the second thought, which would have 

had the same content. But this is an unnatural way of 

evaluating the counterfactual. When we imagine the 

sentence in Zelda's belief box having a different content, 

we should imagine some reasonable alternative to the actual 

situation, not just a magical situation. If the first 

thought hadn't had its content, there would have been some 

other differences in Zelda as well 10 : enough differences 

10 Twin Zelda, who has a representation with a different 
content because of some quirk of her environment, is an 
inhabitant of a possible world too distant to be relevant to 
the counterfactual. Worlds in which Zelda thinks a thought 
with a different content because of internal differences are 
closer to ours. This particular counterfactual would come 
out true, even if Twin Zelda were taken into account. But 
Twin cases, if pertinent, would make trouble for other 
counterfactuals. 

For example: The Wicked Witch of the West screams 
because she thinks that water will kill her. Is it true 
that if her thought hadn't had that content, an event 
wouldn't have occurred that was a scream? Yes. The other 
worldly witches to consider are the ones who think that 
water is good for bathing, or water is wet, or what have 
you, and they don't scream. Twin Wicked Witch has a thought 
with a different content (she thinks that XYZ will kill 
her), and still screams; but her world, with its puddles of 
XYZ, is a very distant one. 
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to make for a difference in content. Given those 

differences, the next sentence in her belief box would have 

been a different one, and would have had a different 

content. 11 

Lepore and Loewer are right that the contents of 

thoughts meet the conditions stated in (7). However, those 

conditions do not appear to be sufficient for any sort of 

causal relevance. Recall the world I discussed above where 

lethal pills and only lethal pills are blue. And imagine 

Zelda taking a blue pill. If her pill swallowing hadn't 

been the swallowing of a blue pill, an event that was a 

death wouldn't have occurred. What condition are we 

imagining when we ask what would have happened if the pill 

swallowing hadn't been the swallowing of a blue pill? We 

are imagining a swallowing of aspirin or tylenol, or some 

other non-lethal pill. That kind of event doesn't lead to 

death. If (7) states sufficient conditions for causal 

relevance, then being a swallowing of a blue pill is 

causally relevant at that world. But I think this is 

obviously not so. 

It looks as though there are counterexamples to Lepore 

and Loewer's account. Intuitively, the property of being a 

11 Or at least, the next sentence might have been a 
different one, and might have had a different content. 
Perhaps this is enough, for Lepore and Loewer's purposes. 
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blue pill swallowing at the world where the blue pill law 

holds is not causally relevant when a particular blue pill 

swallowing causes a death. If this property is taken to be 

causally relevant, then the category "causal property" 

becomes a less uninteresting one. Being a causal property 

is not being explanatory in any serious way. If 

psychological properties are causal properties, they fall 

into the same category as properties we don't take to be 

important to our understanding of the causal structure of 

things. Lepore and Loewer have successfully defended the 

causal efficacy of psychological properties only by making 

causal efficacy too easy to come by, and ultimately 

unimportant. 

I conclude that recent efforts to defend the causal 

significance of content are unsuccessful. Dretske has in no 

way provided a role for representational content to play in 

explaining why a particular belief eventuates now in a 

particular behavior. His account of the explanatory role of 

content could provide a role for content in the development 

of the nervous system, at best. But the plausibility of the 

account is limited, even there. Fodor's nomological 

account of causal efficacy, exactly as it stands, would 

cover content properties. But it fails to provide 

sufficient conditions for causal efficacy, just as it 

stands. The sort of modifications needed to make the view 
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plausible are just the modifications that bode poorly for 

the causal role of content. Lastly, Lepore and Loewer 

provide sufficient conditions for an extremely anemic notion 

of a causal property. If those conditions are satisfied by 

semantic properties of thoughts, they are also satisfied by 

properties that seem to have no important role to play in 

explaining causal relations. They have not succeeded in 

showing that semantic properties are causally efficacious in 

any sense that would make that a position worth defending. 
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CHAPTER SEVEN 

PSYCHOLOGICAL EXPLANATION 

The upshot of the last two chapters is that the 

"attitude" properties and the content properties of 

representations do not explain causal transitions in a 

representational system. If this is correct, what are the 

ramifications? What aspects of our picture of the mental 

and what parts of the way in which we theorize about the 

mind must be altered? 

In the first two sections of this chapter I will 

consider the ramifications of epiphenomenalism. I will be 

especially concerned to show that content is an explanatory 

notion, though content properties have no causal efficacy in 

mental processes. In the third section of the chapter I 

will look at a final issue about content, whether narrow 

content or wide content is relevant to psychological 

explanation. One of the motivations for thinking psychology 

is exclusively concerned with narrow content is the supposed 
, 

causal significance of content.· Once the causal role of 

content, whether wide or narrow, is disclaimed, the need to 

conceive psychology narrowly must be reconsidered. 

See chapter 1, note 10. 
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1. Mental Events 

The first worry to be dispelled is that the causal 

irrelevance of mental properties could threaten our 

conception of mental events as causes. This worry arises if 

one prefers to think of events as property exemplifications, 

rather than as concrete particulars. 

We have assumed throughout a roughly Davidsonian 

conception of events. Within a Davidsonian framework, one 

event c can instantiate many properties. If we know that c 

caused e, we may want an explanation why c caused e. To 

answer is to distinguish the causally relevant properties of 

c from the causally irrelevant properties of c. It is 

possible for c to be a mental event in virtue of property M, 

but for M to be irrelevant to c's causing e. M's 

irrelevance does not conflict with the assumption that c 

does cause e. 

On the property exemplification account of events, as 

it has been developed by Jaegwon Kim (1969, 1976), an event 

is composed of a constitutive object, a constitutive time, 

and a constitutive property--some property that the 

constitutive object has at the constitutive time. Kim also 

calls the constitutive property of an event a "generic 

event". An event is a cause in virtue of its constitutive 

property, or not at all. If an event c consists of the 

light's turning green at t, and we are wondering whether it 
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caused e in virtue of the property of turning green, we are 

simply asking whether the event in question was a cause. 

Let us consider how propositional attitude events and 

properties should be construed within Kim's framework. As r 

is tokened in Sam's belief box, many property 

exemplifications occur. R exemplifies certain intrinsic 

physical properties, it exemplifies being in the belief box 

(BX), it exemplifies having some property with the belief 

role (BL), and it also exemplifies a syntactic property (S) 

and a semantic property (C)2. Kim assumes that mental 

events are exemplifications of mental properties. The 

peculiarly mental properties r exemplifies are BL and C. So 

Kim would construe Sam's belief as [r, BL and C, tl. If we 

take this as Sam's belief, rather than the Davidsonian event 

we have discussed throughout, the claims I have made about 

the causal irrelevance of mental properties will still hold. 

But, given Kim's assumption that the constitutive property 

of an event determines whether or not the event is a cause, 

those claims will entail that Sam's belief is not a cause at 

all. 

I believe a property exemplification view of mental 

Heretofore, we have thought of r as an event--a 
representation tokening, and we have thought of mental and 
physical properties as properties of events. We are now 
using the constant "r" to refer to an object--a 
representation, and we are thinking of C, BL, BX, and so on, 
as properties of objects rather than events. 
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events can be accepted without this consequence. But mental 

events will have to be construed as ~xemplifications of non-

mental properties. This is a coherent option. Although we 

can take Sam's belief to be (r, BL and C, tJ, there is 

another event that occurs in Sam that could equally well 

qualify as his belief. This is the event that may be 

represented as [r, BX and S, tl. This complex may be 

considered a belief because it is the exemplification of 

properties that play the belief role and a content 

determining role respectively. On this construal, being a 

belief is not the generic event of which any particular 

belief is a token.] 

This account of Sam's belief will seem odd, from two 

angles. First of all, philosophers like Kim who have 

construed mental events as property exemplifications have 

assumed that they had to be exemplifications of mental 

properties (Kim 1966). But it is not really unnatural to 

count an event as mental even though it is not an 

exemplification of a mental property by an object. Whether 

an event gets classified in a certain way can depend on the 

time of the event or the nature of the objects involved in 

I am not suggesting that Sam has two beliefs. Beliefs 
must be counted against the background of one way of 
identifying beliefs or another. I am suggesting, rather, 
that there are two possible, and equally acceptable, schemes 
for identifying beliefs in Kim's framework. 
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the event, on the property constitutive of the event, or 

even on the context of the event. Thus, the meeting of 

Charlotte Bronte and William Thakeray in London in the 

middle of the 19th century was a literary event, not because 

meetings are per se literary, but because Bronte and 

Thakeray were authors, or perhaps because the meeting was of 

interest to the literary world. It was also a 19th century 

event, simply because of its time. 

Second, it may seem that if the constitutive property 

of a mental event is not mental, then mental events are not 

essentially mental. But this is a misinterpretation of the 

notion of a constitutive property. A constitutive property 

of an event is not necessarily an essential property of an 

event. 4 Properties that are not constitutive are not 

necessarily inessential. And at any case, it is not clear 

that mental events must be understood as being essentially 

mental. 

Thus, we can depart from the Davidsonian assumptions we 

have made about events, and still maintain both that mental 

events are causes, and that mental properties are causally 

insignificant. On the Davidsonian assumptions, .mental 

events are causes, but their mental properties play no 

causal role. If we view mental events as property 

Kim 1976 clarifies this. 
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exemplifications, mental events can be construed as causes, 

but only so long as we view their constitutive properties as 

physical properties. 

2. The Explanatory Role of Content 

Those who argue for the causal efficacy of content, 

including all of the philosophers mentioned in the last 

chapter, speak rather vaguely about why it is important for 

content to be regarded as having a causal role. The main 

concern they articulate is the concern to vindicate our 

intuitions about causal relevance. But one gets the 

impression that more than that is really assumed to be at 

stake. The assumption seems to be that we had better show 

that content is causally relevant, or else be prepared to 

abandon (or perhaps demote) talk of the contents of 

representations in cognitive psychology. 

Why would content psychology be any less viable if 

content turned out to be causally insignificant in mental 

processes? One might reach that conclusion by thinking in 

the following way. Psychology is in the business of 

discovering causal laws. Psychological laws are, in 

cummins' (1983) terms, state transitions laws, laws which 

assert what will happen at later times in a system given 

earlier disturbances. Content laws state what thoughts and 

behaviors will occur at later times given the contents of 



171 

representations at earlier times, just as the gas laws could 

be used to state whether or not an explosion in a canister 

of gas will occur at a later time, given temperature, 

pressure, and other conditions, at earlier times. 

The causal efficacy of content seems mandatory when one 

makes the following further assumptions. The causal laws of 

ultimate importance are ones that explain why individual 

events occur. A law that explains why individual events 

occur must be couched in terms of the very properties of the 

cause event in virtue of which it eventuated in the effect 

event. Laws that are couched in terms of causally 

irrelevant properties can't explain individual events. For 

example, the laws which says that blue eyed matings cause 

blue eyed births (chapter 6) cannot explain why a particular 

blue eyed birth occurred. This law is only a sort of 

heuristic. It is useful to discover this law only because 

it points in the direction of a law that deals with causally 

relevant properties, and thus can really explain why any 

particular blue eyed birth takes place. Likewise, if 

content is causally irrelevant, laws couched in terms of 

content have no power to explain why particular behaviors 

occur. They merely point the way toward genuine laws--Iaws 

that concern computational or neurophysiological properties. 

This line of thinking makes the wrong assumptions about 

the explanatory role of psychological laHs. There are 
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explanatory roles for causal laws other than the explanation 

of individual events. On the model of psychological 

explanation proposed by Haugeland (1978) and Cummins (1983), 

a psychological explanation is called for when a system 

exhibits a capacity to produce outputs that are cogent 

relative to a class of inputs. If there is a systematic 

interpretation of inputs and outputs on which the system 

generate sums of numbers from numbers, or diseases from 

symptoms, or answers to physics problems from physical data, 

the system has a cognitive capacity that needs to be 

explained. Each of these information processing capacities 

can be specified by stating a causal law: If Sam is told to 

add two numbers, he give an answer that represents the sum 

of the two numbers. This law is an explanandum, not an 

explanans. Its interest lies not in its being able to 

explain the fact that Sam says "ten" on some occasion when 

he was told to add five and five. Rather, it is itself 

something extraordinary; we want to know what it is about 

Sam that enables him to add numbers. 

To explain what it is for something to have a 

sophisticated information processing capacity of the sort 

just mentioned, we view it as a coordinated system of less 
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sophisticated information processors. 5 Each processor is 

understood in the same way as the containing system--as 

generating outputs that are cogent relative to a class of 

inputs. The processors might have talents like generating 

entailments from a set of propositions, choosing the best 

hypothesis from a set of hypotheses, judging similarity of a 

pair of objects, solving equations, and so on. o These 

information processors constitute a coordinated system 

insofar as they pass information to each other in ways that 

are needed to accomplish the larger information processing 

task. 

The information capacities of the sub-processors may be 

specified by content laws. These laws are part of an 

explanation for the overall capacity of the system. Given 

the content laws that hold for the sub-processors, and the 

coordination of the sub-processors, the overall capacity is 

guaranteed. 

What is an information sub-processor? if 

computationalism is right, it is a device that takes 

representations as inputs and generates representations as 

outputs. If a sub-processor conforms to a content law, that 

My characterization of psychological theorizing follows 
Haugeland (1978) and Cummins (1983) in spirit, if not to the 
letter. 

The subsystems mayor may not be distinct physical 
components of the containing system. 
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is to say that when representations with specific contents 

are input to the processor, representations with other 

contents are outputs. One wants to know, of course how the 

sub-processors work. The explanation can go exactly the 

same way. The sub-processors contain sub-sub-processors, 

and given the content laws that are true of them, and the 

way they are coordinated, the capacity of a sub-processor is 

guaranteed. A computationalist holds that at some point a 

different sort of explanation takes over. The bedrock 

processors conform to content laws, but the only possible 

explanation is that these processors are physical devices of 

some sort, which respond to the physical properties of input 

representations in such a way as to produce the output 

representations. 

Let's consider an example. Our explanandum is the fact 

that Sam is good at solving physics problems about the 

objects in his environment. If asked how fast things will 

fall, and along what paths of motion, and how the impact of 

one object affects the behavior of another, and so on, he 

gives answers that are at least close to correct. Suppose 

part of Sam's talent for physics is an ability to glimpse a 

pendulum, and them predict its period. It turns out that 

Sam has two coordinated sub-processors; the "length 

processor" has the capacity to determine the length of a 

pendulum, and the "equation" processor has the capacity to 
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compute the value of 2 pi {L/G, for values of L, and g=980 

cm/sec2• The sub-processors are coordinated in the 

following way: upon considering what is the period of a 

pendulum, Sam's length processor determines length, and this 

information is delivered to his equation processor, which 

computes 2 pi {L/g for that value of L. The two sub

processors can be characterized by two content laws; if the 

length processor gets such and such perceptual data, it 

outputs the information that L=n for such and such values of 

n. If the equation processor gets an input of such and such 

length, it outputs that T=n, where n=2 pi {L/g. 

What is the explanatory role of the content laws that 

characterize Sam's sub-processors? If content laws explain 

individual event, then they account for such facts as this: 

at 2:00, Sam's equation processor output a representation 

that T=2.03 seconds. Explanation: the input to the 

processor was a representation that L=100 cm, and whenever 

the equation processor gets an input of such and such value 

for L, it outputs that T=n, where n is 2 pi {L/g. But if a 

representation's having the content that L=100 cm is not 

causally significant, then one seems not to have a good 

explanation why the processor emitted a representation that 

T=2.03 sec. The content law shows that the output was 

predictable, but doesn't explain why it occurred. 

But it is quite clear, in this example, that the 



176 

content laws concerning the sub-processors are not 

explanations for individual outputs of the sub-processors, 

but explanations for Sam's overall information procp ,sing 

capacity. The content law that characterizes Sam's equation 

processor doesn't tell us what are the causal properties of 

the inputs to the processor. The content laws are 

explanatory because they are informationally relevant to 

figuring out the period of a pendulum. For to be able to 

give accurate information about the period of a pendulum 

(which Sam can do--that is our explanandum), it is 

sufficient to have accurate information about the length of 

a pendulum, and about 2 pi {L!g, where L is the length of 

the relevant pendulum. 

The explanation we have given for Sam's capacity does 

presuppose causal relationships between representation 

tokenings; when he sees a pendulum, that causes him to 

figure out its length, and that length is input to the 

equation processor, and as a causal consequence, a period is 

calculated. However, the point of invoking content is not to 

explain these causal relationships. if the explanation for 

the causal relationships between representations is entirely 

physical, the ascription of content is still essential. 

It's the ascription of content to the representations that 

enables us to see the whole process as one that guarantees 
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Sam the ability to do physics.? 

Another way of saying what makes content explanatory is 

this. Because of the laws of physics, using certain kinds 

of information in specified ways is guaranteed to enable a 

person to make accurate predictions about the behavior of 

objects. That is to say, there are algorithms for soiving 

physics problems. The fact that someone makes use of such 

an algorithm explains their success with physics problems. 

An explanatory account of the way they solve physics 

problems must characterize their activities in such a way 

that they count as implementations of such an algorithm. 

The manipulation of representations counts as implementation 

of an algorithm only if the representations have the 

contents specified by the algorithm. The fact that 

representations have their contents makes manipulation of 

Cummins has promoted the account of psychological 
explanation I have discussed (1983). Nevertheless, he 
argues in 1989 that the content properties of mental 
representations are causally significant. However, he 
admits. that content properties don't have to be causally 
efficacious, for them to play the role they play in 
psychology. He writes, " ... the CTC [Computational Theory of 
Cognition] is ... in a position to avail itself of the usual 
reasons for supposing that states of cognitive systems have 
effects in virtue of their contents. But nothing we have 
said implies that the explanatory role of content in the CTC 
has anything to do with its causal status ... " (1989, p. 
137) • 

The "usual reasons" alluded to in the passage are reasons 
like Fodor gives for thinking content is causally 
efficacious: there are psychological laws that are couched 
in terms of content. I argued against this line on causal 
efficacy in chapter 6. 
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explains the relevant capacity. 
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An interesting outcome of looking at the explanatory 

role of content in this way is the following. If contents 

were simply relevant to explaining causal regularities, the 

way to come up with promising hypotheses about content laws 

would be simply to observe the content regularities in a 

system. One brings about states with specific contents in 

subjects, and determines which content states ensue. But if 

content laws are to explain why systems have capacities, 

then hypotheses about content laws can be generated by 

studying the domain of the capacity. If we want to 

understand how Sam predicts the period of a pendulum, it 

would be a good idea to study pendulums. The fact that the 

period and the length of a pendulum are related according to 

a certain equation is precisely the sort of thing we need to 

know to come up with a psychological theory about Sam. The 

point can be put the other way around. Since it is so 

obviously sensible to study pendulums in order to give 

psychological theories about people who can predict things 

about them, the explanatory role of content isn't to explain 

causal regularities. It would be at least very puzzling if 

it turned out that knowing the physics of pendulums bears on 

the problem why particular causal transitions occur in Sam. 

I have argued that content properties have a role to 
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play in explanations of a system's capacities. But what if 

we are just interested in the cause of a particular behavior 

of a system, and not in its general capacities? Defenders 

of the causal efficacy of content focus on singular causal 

explanations: Clyde's belief that there is a beer left 

cause him to go to the refrigerator in virtue of its being a 

belief that there is a beer left. To think it's in virtue of 

the content of the belief that the belief causes Clyde ti go 

to the refrigerator just is to think the content of the 

belief was causally efficacious. And this, I have argued, 

is incorrect. 

One does not want to simply ignore intuitions. If they 

aren't right, one wants at least to account for them. We 

are inclined to think that a thought causes a behavior in 

virtue of content, because content is central in many ways. 

There are causal law couched in terms of content. Clyde's 

going to the refrigerator is subsumed by a law which says 

something like: if a person thinks there is a beer (ceteris 

paribus), he or she will go to the refrigerator. There are 

also true counterfactuals concerning the content of Clyde's 

belief. If clyde's belief hadn't been about the beer in the 

refrigerator, he wouldn't have walked to the refrigerator. 

We are inclined to agree with intuitions of causal relevance 

because of the laws and counterfactuals we are justified in 

asserting. I argued in chapter 6 that the truth of these 
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laws and counterfactuals is not sufficient for contents to 

actually explain why thoughts cause behaviors. The fact 

that they are true may, however, account for the intuitions 

we have about the explanatory role of content. 

3. Narrow or wide? 

I have argued that content has an explanatory role in 

psychology, even if no causal-explanatory role. But I have 

said nothing about the kind of content that is relevant to 

psychological explanation. In particular, I have not taken 

a stand on the issue whether psychology is interested in 

wide or narrow content (see chapter 4 for the distinction). 

There are philosophers who think that scientific psychology 

is exclusively concerned with narrow content (Fodor 1985, 

Block 1986). Some of the motivation, tacit or otherwise, 

for narrow content has been the view that content properties 

of representations must be causal properties. The last 

issue to be discussed is whether there are any motivations 

for narrow content that are independent of the view that 

content properties are causal properties. 

Some of the arguments for narrow content are spurious. 

We have a strong intuition that psychological theories for 

twins shouldn't be different. But we don't need narrow 

content to uphold that intuition. If propositional attitude 

laws are couched in terms of wide content, they will hold 
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for our twins. It's a psychological law that a person who 

believes the the best water is from mountain springs will 

accept the claim that there is water in mountain springs. 

If my twin believed that the best water was from mountain 

springs, she would accept the claim that there is water in 

mountain springs. The only difference between the way this 

law applies to me and my twin is that it might subsume me at 

some point in my life, but it won't subsume my twin. There 

is no sense in saying that it couldn't subsume her. It's 

certainly not an essential feature of my twin that she lives 

in a world without water. It's not clear that there is more 

than a pragmatic peculiarity about putting "our" laws into 

the psychology textbooks in Twin Earth. 

If we are interested in explaining capacities, we can 

still have the same psychological theories about ourselves 

and our twins. If I have the capacity to tell water from 

mercury, so does my twin. She will simply never exercise 

that capacity. The psychologist picks the capacities 

actually exercised by the home systems, for perfectly 

pragmatic reasons. 

to twins as well. 

But those capacities can be attributed 

The view that psychology mainly aims to explain 

cognitive capacities, not behaviors, points in the direction 
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of wide content as the relevant notion. S Some of our 

capacities are most naturally described as abilities to form 

correct beliefs about the objects and properties in our 

environments. Consider the following capacities: being 

able to describe the social behavior of primates, being able 

to predict how different elements behave under experimental 

conditions, being able to distinguish a r8al Michelangelo 

from a fake. The terms I have used refer to specific 

objects and substances. For representations to be about 

primates, or elements, or Michelangelos, they must stand in 

certain complex relations to those things. It is quite 

plausible that having representations with those contents is 

not just a matter of internal states. Redescribing the 

capacities in narrow terms would be no easy task. 

Let's now consider how these issues are affected by the 

claim that content is not causally relevant. Since contents 

are not relevant, we always need an explanation why content 

laws hold. Whenever we distinguish one content from 

another, we must say that there is a different encoding. We 

can't say that p beliefs cause q beliefs, but r beliefs 

cause s beliefs, if p and r beliefs are encoded in just the 

same way. There would be just no explanation why the laws 

Burge (1986) appeals to the view that psychology is in 
the business of explaining capacities to defend the view 
that psychological theories are framed in terms of wide 
content. 
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hold. Thus, content's causal irrelevance forces us to adopt 

a formality condition. 

I said in chapter 5 that there are many kinds of 

formality conditions. A formality conditions says that 

within some domain of cognitive systems, different contents 

are encoded differently. If the domain is every possible 

cognitive system, then "content" is really just form, and 

only syntax (in the sense of shape or orthography) can be 

relevant to psychology. If the domain is me right now and 

my twins in other worlds, then content strongly supervenes 

on the totality of internal physical properties, and only 

narrow content can be relevant to psychology. If the domain 

is me as I am now, as I will be at other times under fairly 

similar internal and external conditions, and as I am in 

very nearby possible worlds (not worlds with XYZ in the 

puddles), then at least representations which contain no 

indexical primitives can be assigned wide content. (I 

ignore issues about indexicals in this discussion.) 

The first option seems wrong, because it rules out the 

kinds of explananda considered above. Sam surely can solve 

physics problems, and that is a legitimate explanandum; on 

the first option it is not. So the real choice is between 

the second two options. 

The third option seems to be all we need given the goal 

of bei~~ able to use content laws in psychological 
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explanations, and accounting for why they hold. For 

whenever we attribute a certain capacity to a system, and 

then explain the capacity by appealing to content laws, just 

by assuming the third option we can be sure that the 

contents we attribute are encoded differently. For when we 

have a psychological theory, and want to explain why the 

content laws of the theory hold of a particular individual, 

that individual in fact occupies a particular environment, 

and remains in some stable internal state over the relevant 

period of time. The applicability of an explanation to an 

individual has simply nothing to do with the contents of 

representations in wildly counterfactual circumstances or 

drastically different future circumstances. 

I conclude, tentatively, that the motivations for 

supposing that psychology is concerned only with narrow 

content do not hold up. We can couch psychological theories 

in terms of wide contents, and still have theories that 

pertain to our exact physical twins. And while psychology 

must abided by some kind of formality condition to account 

for content laws, it doesn't need the very strong kind of 

formality condition that rules out wide content. 
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